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Digital Video Watermarking

Technical overview
Overview

Microsoft Research has developed a new approach for adding identifying watermark information to digital media. This type of watermarking provides a means of forensic analysis for combating media piracy. This solution provides robustness to geometric attacks such as rotation, cropping, contract alteration, time editing, and low bit rate compression, without compromising the security of the watermark. This solution also provides robustness to the “analog hole,” or rerecording with a separate device (e.g. using a camcorder pointed at a computer screen to record video playback). This solution also provides robustness to collusion attacks.

The current implementation of this technology provides a forensic solution, in which each media provider marks each copy of a piece of content with a watermark specific to the consumer of the content (e.g. a person, a distributor, a theater, etc.). In this case the provider can track pirated content back to the initial consumer. A media provider could also further develop this watermarking technology to embed DRM information into media files and prevent playback of content by users without sufficient rights.

Microsoft Research has also conducted research into similar watermarking technology for audio files. 
Components

Video watermarking involves embedding cryptographic information derived from frames of digital video into the video itself. Ideally, a user viewing the video cannot perceive a difference between the original, unmarked video and the marked video, but a watermark extraction application can read the watermark and obtain the embedded information. Because the watermark is part of the video, rather than part of the file format or DRM system, this technology works independently of the video file format or codec.

This watermarking algorithm optimizes for three separate factors:

1. Robustness: the ability of the watermark to resist attempts by an attacker to destroy it by modifying the size, rotation, quality, or other visual aspects of the video.

2. Security: the ability of the watermark to resist attempts by a sophisticated attacker to remove it or destroy it via cryptanalysis, without modifying the video itself.

3. Perceptual fidelity: the perceived visual quality of the marked video compared to the original, unmarked video.

Robustness

Attackers commonly use geometric attacks against watermarked videos. Rotation is a common geometric attack. Rotating a marked video by 1° or 2° can render the watermark unreadable while not appreciably changing a user’s viewing experience. Other geometric attacks include random bending, cropping, changes in contrast, time compression or expansion, or re-encoding at a low bit rate. Sophisticated geometric attacks may include several or all of these. This watermarking technology uses a new approach to address geometric attacks without compromising the security of the watermark. The watermark remains viable after a rotation attack of up to 10°, as well as after a combination of several geometric attacks.

Attackers may also attempt to change the order of scenes in the video in order to move a watermarked section, making the comparison of the original video to the watermarked video more difficult. This watermarking technology calculates hash fingerprints of the watermarked sections, allowing the comparison algorithm to match watermarked sections of the video to the same section in the original video, even if an attacker has moved the sections.

This watermarking technology helps to close the “analog hole,” a vulnerability of many anti-piracy technologies. As an example, consider an encrypted video file that only an authorized customer may view. A customer may pay for the video, play it once, and use a video camera to record the video as it plays on the screen. This customer has now completely circumvented the anti-piracy encryption and may sell or distribute the video to unauthorized viewers. Because watermarking modifies the video itself it remains robust even when rerecorded with a separate device, closing the “analog hole.”

Security

Other work in the area of video watermarking has focused primarily on the problem of robustness to geometric attacks, while discounting the problem of more sophisticated attackers. For instance, a common approach to withstanding geometric attacks involves repeating the same watermark in several places in a video frame. Repeating the watermark provides a sophisticated attacker greater opportunities to discover, and remove, the watermark using an approach similar to the collusion attack described below.  This watermarking technology does not repeat watermarks.

Watermarking all of an image, or a set portion of the image, makes attacks on the watermark easier, because attackers know where to look for the watermark. This technology randomly selects the rectangles that it will watermark. For video, it randomly selects the rectangular areas of the picture it will watermark, as well as the length of time to extend the watermark. If you consider time as the z axis, this technology selects rectangular prisms with random values for all three dimensions. As it makes the selections, it analyzes each prism for “watermarkability,” as described below in the section on perceptual fidelity.

Some groups developing video watermarking technology have applied image watermarking technology to individual frames of a video. Unfortunately, this means that each frame has a distinct watermark unrelated to the preceding and following frames, which may be visually very similar. A sophisticated attacker can take advantage of this by averaging frames to discover, and remove, the watermark. This technology does not calculate watermarks based on individual frames, but on selected prisms, so it does not provide attackers with this opportunity.

A similar and complementary security problem occurs when a video displays an object that moves around on the screen. If the object moves in or out of the image rectangle selected for watermarking, a sophisticated attacker may discover the watermark by comparing a rectangle that contains the object, to a rectangle that does not. This technology eliminates this attack by using directed “tube” selection when watermarking video with moving objects. In this case the watermark selection is not a prism, but a tube defined by the movement of the object on the z (time) axis. As time passes in the video, the watermarked rectangle moves with the object, further preventing attacks.

Finally, a common attack against watermarks involves two different attackers with the same video. In these “collusion attacks” attackers align their separate videos and average the frames. Each frame contains the same image information, because they are the same video, but different watermark information (assuming the provider marked the videos for different consumers). Averaging the two different watermarks together destroys the watermark information.  To prevent collusion attacks, this technology performs a minor geometric transformation to each video before watermarking. The transformations do not alter the videos enough for viewers to perceive the difference. However, averaging two transformed videos will produce a resulting video with images slightly out of phase with one another, which significantly degrades the quality of the video. The attack still destroys the watermark, but results in a video with very low quality. 

Perceptual Fidelity

As mentioned in the section on security, this technology randomly selects the prisms for watermarking, with the x and y coordinates of the video image as two dimensions and time as the third dimension. After selecting each prism the process runs a perceptual hashing algorithm on it to determine its suitability for watermarking. Watermarks in areas of an image or video that contain a single color, little detail, or very little motion tend to significantly degrade the perceptual fidelity of those areas. In some cases viewers can easily see watermarks in these areas. So, this technology rejects these types of areas, favoring areas that contain movement or detail. The directed tube selection described earlier also helps in this area, by keeping watermarks with moving objects, rather than allowing a watermark to remain in an area that at first contains a moving object but later does not.

The effect of watermarking on perceptual fidelity also depends on the security of the watermark. A more secure watermark distorts the original video more than a less secure watermark. However, this watermarking appears not to noticeably affect perceptual fidelity even when applied with a high level of security.
Core Scenarios

Video watermarking enables two different scenarios:

1. Forensic analysis: A content provider embeds a mark in a video that identifies the consumer of that video. If the provider finds a pirated video that contains an identifying mark that provider can extract the watermark to determine the source of the pirated content. Because the original provider can compare the marked video to the original, unmarked video this is described as non-blind analysis. The Microsoft Research prototype supports this scenario.

2. Screening: A content provider embeds DRM information into a video that describes requirements for playback of that video. A media player used to play the video extracts the watermark and checks for the specified requirements. If the current user fails to fulfill the specified requirements the media player does not play video. This scenario provides a greater challenge than the forensic analysis scenario because the identification and extraction of the watermark must happen in real time before playback can begin and the media player does not have access to original, unmarked content (blind analysis). This scenario also involves challenges common to all DRM approaches, such as key hiding and obfuscation. The Microsoft Research prototype does not current support this scenario.
Documentation

The inventor has provided a document that describes the use of the prototype binaries for marking content, attacking marks in content, and extracting marks from content.
Caveats
The current prototype supports the forensic analysis scenario, but does not yet support the screening scenario.
Related Work

Differentiating Features

As mentioned above, this watermarking technique improves the robustness of watermarks to geometric attacks without sacrificing the security of the mark. It also focuses specifically on the perceptual integrity of the marked content, allowing a provider to mark content without affecting the viewing experience of the consumer.
Demo/Prototype
Development Status

Code for this technology is currently at the prototype stage and has not been optimized for performance.
Technical Specifications

· Prototype is implemented in C.

· Prototype has no dependencies on Windows components.

· Watermark embedding process runs in O(real time) on a 3.0GHz Intel Xeon box with 3.5GB RAM.

· Very little performance tuning has been done on the prototype.
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