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Abstract

SharePoint Portal Server combines a flexible portal solution with integrated document management and enterprise-wide search, enabling users to find, share, and publish information easily in a familiar browser and Microsoft Office environment. This white paper describes four advanced technologies used in the information search and retrieval features of SharePoint Portal Server: probabilistic relevance scoring, automatic categorization, adaptive crawling, and subscriptions. These technologies, developed in part through research at Microsoft Research, demonstrate Microsoft’s commitment to providing innovative products that increase the efficiency and productivity of knowledge workers in any size company.
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Introduction
The information assets of an organization—the documents, databases, spreadsheets, presentations, Web pages, photographs, multimedia clips, and messages created by employees and customers, are woven through the processes and communications that make everyday business operations possible. Information is the tangible form of the knowledge and expertise of employees, a company’s corporate memory. Increasing the control of these assets is essential for an organization to create new ideas, new products, and new markets. In particular, making it easier for employees to find and manage information increases the responsiveness, innovation, and efficiency of an entire organization. 

The storage of corporate data has changed dramatically in recent years. Where documents were usually stored on a few servers located at the same site, today the information resources of even a small company are distributed across servers that may be located in branch offices and foreign subsidiaries and in individual departments and teams. Where information was once stored in a few standardized formats, today the variety of document types is growing every year and now includes text documents, spreadsheets, presentations, e-mail and discussion group messages, Web pages, graphics, and sound and video clips. Where files were once all stored in a hierarchical file server, today documents are stored on intranet and Internet Web servers, e-mail and collaboration servers, specialized line of business servers, and database application servers. Finally, the sheer volume of information has increased—a large company is likely to have millions of pieces of information comprising their knowledge inventory.

The everyday act of finding information has become far more challenging as a result of these changes. Searching for knowledge often requires the time consuming steps of knowing the exact name of the file, finding out exactly where the file was last stored, and determining the best way to access the file on that server. Oftentimes a single individual will know the location of a document or piece of information, and if they change jobs or leave the company the knowledge of where that information resides is lost. Dealing with multiple search tools and file formats is inefficient, lowering productivity. In addition, knowledge workers need to find information within their company one moment and on the Internet the next, usually requiring switching between different search tools. At the same time, the need for information security has never been higher, with organizations needing to ensure that their knowledge assets are protected against unauthorized access. 

SharePoint Portal Server solves these problems by combining together powerful search, classification, and subscription capabilities in the context of a flexible portal solution. The SharePoint Portal Server search engine is capable of searching and retrieving information from millions of documents stored in a wide range of data formats on a wide range of servers. Portals built with SharePoint Portal Server provide a convenient, secure, everyday framework for all aspects of information management and knowledge discovery, including information storage, search, review, publication, and sharing. All portals built using SharePoint Portal Server are available using a Web browser, making the search engine widely available and easy for users to locate and use. The SharePoint Portal Server search engine can even search for information both within a company and across the Internet, providing a uniform view of information regardless of its source. 

The search capabilities of SharePoint Portal Server are the focus of this white paper. SharePoint Portal Server uses several advanced mathematical and computational techniques to increase the efficiency of information search and retrieval. The four techniques described in this white paper are probabilistic relevance scoring, automatic categorization using accelerated Support Vector Machines, adaptive crawling, and subscriptions based on persistent queries. Several of these techniques were developed using the advanced mathematics and computer science research done at Microsoft Research and other laboratory and university settings. Microsoft Research, founded in 1991, has a staff of over 500 researches in over 40 research areas in laboratories in Redmond, San Francisco, Beijing, and Cambridge, England. For more information on Microsoft Research, visit http://research.microsoft.com. Search is just one of the many features available in SharePoint Portal Server. For information on the portal and document management features of SharePoint Portal Server, visit http://www.microsoft.com/sharepoint.

The core information search and retrieval architecture in SharePoint Portal Server

[image: image2.wmf]The task of full-text search is to retrieve relevant information from a collection of document sources in response to a user’s query. A search is “full-text” if the contents of an information source are searched along with keyword information such as author and subject. A user’s query is typically a set of words or phrases that are called the “query terms” of the search. For example, a user may want to find all documents on a file system or corporate intranet that include the query terms “Boston,” “sales,” and “account.” The simplest (and slowest) approach to full-text search is to open and scan each document each time a query is processed, looking in each document for the query terms requested by the user. However, opening every document each time a query is processed is very time consuming; such an approach cannot scale to the millions of documents that an individual user many need to search in the course of their workday. Clearly, more powerful methods are called for. 

Before delving into the advanced techniques used in SharePoint Portal Server, let’s take a look at some of the basics of full-text search in SharePoint Portal Server: indexing, data access, word-breaking, and the assignment of Best Bets. These features will provide a foundation for understanding the advanced techniques described later. The core search architecture of SharePoint Portal Server incorporates several processing stages to provide users with high-speed searches of a wide variety of information sources. Figure 1, above, shows this architecture. Moving from left to right in the diagram, information from content sources such as documents is extracted using data access and document filtering techniques, and this information is then passed to components that comprise the Microsoft Search Service, which includes gathering, word-breaking, and stemming. An inverted index is then created that maps individual words back to the documents that contain them. A thesaurus enables each organization to customize the search process to handle specialized abbreviations and changes to brand, department, and other types of names within a corporate taxonomy. Best Bets is a feature that allows human editors to decide which documents are best displayed as the result of specific queries. The core search engine then processes user queries and returns results to the user. All of these components work together to provide secure searching, ensuring that a user that does not have access to a piece of information will never see that information in a search result. These core search components and capabilities are described in more detail below.

· Data access and document filtering: SharePoint Portal Server can search for information in a diverse set of servers and content sources using “protocol handlers.” The protocol handlers included with SharePoint Portal Server provide support for accessing file systems, Web sites (both intranet portals and the public Internet), Exchange 2000 Server and Exchange Server 5.5, Lotus Notes, SharePoint Team Services workspaces and FTP sites. SharePoint Portal Server also includes an interface and software developer’s kit for accessing information in non-standard and proprietary systems using custom developed protocol handlers. Information filters (called “IFilters” in SharePoint Portal Server) extract textual information from a specific document format, such as Microsoft Word files. SharePoint Portal Server includes filters for all of the Microsoft Office document types, for TIFF and fax files, and for HTML documents and e-mail messages. Third-party filters, including a filter for Adobe PDF files, are also available.
· Word-breaking and stemming: Word-breaking and stemming are software components that ready the words in a document for searching. Word breaking determines where the word boundaries are in the stream of characters in a query or document. SharePoint Portal Server provides word breakers for English, Dutch, French, German, Italian, Spanish, Swedish, Japanese, Thai, Korean, Chinese Traditional, and Chinese Simplified. When SharePoint Portal Server crawls documents that are in multiple languages, the customized word breaker for each language enables the resulting terms to be more accurate for that language. If no word breaker is available for a particular language, the SharePoint Portal Server neutral word breaker is used, breaking words at neutral characters such as spaces and punctuation marks. Stemming generates related forms of a single word; for example, “running,” “ran,” and “runs” are generated as variants of the stem “run.” A document or search query that contains the word “run” will match against “running,” “ran,” and “runs.” Word breaking and stemming in SharePoint Portal Server increase both the relevance of search results and the speed of searches. 

· Inverted Index: The principle of doing as much of the work ahead of time as possible is the foundation of full-text search in SharePoint Portal Server. An index is created in advance of the first user query by extracting information about all of the documents to be searched and assembling it into a more efficient format called an inverted index that maps individual words back to the documents that contain them. Index creation typically occurs during a “crawl” of all searchable documents, an automated traversal of all documents in the search space. After an index has been created, a user query can be processed by comparing the search terms against the terms in the index, not in the original documents. This removes the need to open and translate each document every time a search is performed, significantly increasing the speed with which the search engine can answer a user’s query. The index is updated in the background as new documents are created or existing documents are updated or deleted. The use of an inverted index enables SharePoint Portal Server to apply advanced statistic and probabilistic formulas, such as the probabilistic relevance scoring, to more quickly compute the relevance of documents.
· Thesaurus: SharePoint Portal Server enables an organization to create a thesaurus of words used in processing queries. The thesaurus capability enables users to search for information using abbreviations and previously used names that are unique to a particular organization. This is particularly useful for enabling users to find documents containing brand, department, and product names that have changed or are no longer in use. Consider a thesaurus entry that links the current name of a department, such as “HR Department,” to another name for the department, such as “Human Resources Department.” With this thesaurus entry in place, a query for information containing the term “HomeCare Department” will also return documents containing “Consumer Medical Products Department.” The SharePoint Portal Server thesaurus is implemented using Web standard XML (Extensible Markup Language) technology and is another example of how human input and advanced technology makes searching for information easier and faster.
· Best Bets: SharePoint Portal Server is designed to use human input to maximize the speed and effectiveness of searches, and Best Bets are a prime example of how human input adds value to the search process. Best Bets in SharePoint Portal Server is a feature that enables editors to decide which documents that have been stored in the SharePoint Portal Server document repository are the most relevant result for a specific query or category. The documents chosen as Best Bets are prominently displayed at the top of the results list returned during a full-text search or when browsing categories. For example, the company’s marketing plan would make an excellent “Best Bet” for intranet queries that included the term “marketing.” Best Bets are particularly used for documents that do not contain the words needed to make it relevant to a particular search result, for example, a campus map that does not itself contain the word “map.” SharePoint Portal Server also has the capability of automatically nominating documents to be Best Bets. As the product is taught which documents are Best Bets for a particular query, it will nominate new documents based on the presence of key terms in the document. This is just one example of how the design of SharePoint Portal Server extends the reach of human editors and document creators; see the section on Automatic Categorization for more information.
The next section describes four of the advanced technologies used for full-text search and retrieval in SharePoint Portal Server: probabilistic relevance ranking, automatic categorization using accelerated Support Vector Machines, adaptive crawling, and persistent query-based subscriptions.

Advanced search technologies in SharePoint Portal Server

A search engine must return relevant results to the user. Determining the relevance of a document is not an easy task—a document may be relevant to a particular topic but not include many of the terms used to describe that topic. For that reason, SharePoint Portal Server uses several search techniques to ensure the highest possible relevance of search results, the most important one being probabilistic relevance scoring. One of the most critical tools a search engine can provide is searching based on categories. Categorization is perhaps a common human information management technique, and SharePoint Portal Server enables a document to be categorized as it is checked into the SharePoint repository. However, automatically categorizing pre-existing documents and large groups of documents at the same time is a difficult computational problem. For that reason, SharePoint Portal Server uses the powerful technique of accelerated Support Vector Machines for automatic categorization. As the number of documents to be searched increases, the amount of work necessary to maintain the search index also increases. SharePoint Portal Server uses an advanced adaptive crawling algorithm that “learns” about the update frequency of documents it is crawling that dramatically reduces the time it takes to maintain the search index. Finally, because information searched for is often needed again, SharePoint Portal Server uses a persistent query service to implement subscriptions that alert users to changes in documents across their organization and across the Internet.

Probabilistic relevance scoring

The central problem that a search engine must solve is how to return highly relevant results to the user based on limited information from the user. Relevance scoring is the process of analyzing the contents of a document in order to determine the relevance of a particular document to the user’s query. One of the most powerful methods of determining a relevance score is to analyze the contents of the document to compute a mathematical probability that the document is relevant to what the user requested. Even though two documents may each contain all of the search terms of the query, one is likely to be more relevant to the search based on a variety of factors, for example, how often the search terms appear in the document or whether the term appears in the title of the document. SharePoint Portal Server uses a probabilistic relevance-scoring algorithm co-developed by Stephen Robertson, a member of Microsoft Research and Professor of Information Systems at City University, London, and winner of the prestigious Salton Award for 2000. This algorithm is often called the “Okapi” algorithm because it was first used in an experimental text retrieval system of that name. The Okapi system itself and a number of other systems using similar algorithms have been highly successful at the annual TREC (Text Retrieval Conference) event, a benchmarking experiment on search effectiveness that pits text retrieval systems against a very large corpus of documents. For more information on the conference visit http://trec.nist.gov. 
The Okapi research has demonstrated the importance of using weighted terms to differentiate between individual documents in the search set. The goal of term weighting is selectivity—what makes an algorithm selective is whether it can identify the few truly relevant documents from the many non-relevant ones that still contain some or all of the search terms of the user’s query. As a document is searched, each search term is weighted on a variety of measures and at the completion of the search each retrieved document is scored 

	Weighting
	Measurement
	Reason

	Collection

frequency
	The number of documents a term appears in compared to total number of documents
	Search terms that occur in only a few documents are likely to be more useful than terms that occur in many documents.

	Term

frequency
	The number of occurrences of the search term in a document
	The more frequently a search term appears in a document the more important it is likely to be important for ranking that document.

	Document length
	The length of the searched document
	A term that occurs the same number of times in a short document as in a long one is likely to be more important to the short document.

	Term

position
	The position of a word within a document, for example, presence of a term in the document’s title
	A term that appears in a particular component of the document, such as the title, is more likely to be important for ranking that document.


Table 1: Relevance weighting terms used by the SharePoint Portal Server probabilistic ranking algorithm
according to the sum of the individual weights. The weighted terms used in SharePoint Portal Server are collection frequency, term frequency, document length, and position in document, as described in Table 1.
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Figure 2, below, shows the results of a SharePoint Portal Server search done using weighted terms with the type of probabilistic relevance algorithm used in the Okapi research. The set of documents returned to the user is ranked by the relevance scores of each document, enabling the user to view first the documents that are most likely to meet the goals of the search. The use of probabilistic relevance scoring in SharePoint Portal Server benefits the user in a number of ways. First and foremost, probabilistic relevance scoring increases the selectivity of the search engine, resulting in more useful search results for the user. This can lead to dramatic improvements in productivity, as knowledge workers are able to access the information they need more quickly. Another benefit of this algorithm is extensibility—the relevance scoring used in SharePoint Portal Server is “feature independent,” meaning that each weighted term is evaluated separately from the others when analyzing a document. This makes it possible to extend the algorithm with new weighted terms based on other kinds of information, for example, the time the document was created or last modified.

Automatic categorization using accelerated Support Vector Machines

Categorization is a fundamental information management technique, important for organizing any kind of information but especially valuable for managing documents. Most companies have far too many documents to categorize each by hand, however. Even if every author categorized every document as they created it, the existence of thousands, if not millions of already written and uncategorized documents mandates an automatic solution. SharePoint Portal Server features an innovative blend of technology and user interface design that enables the human user and the computer to work together most efficiently to achieve automatic categorization that is more effective than just what a machine can accomplish in far less than it takes for a human to accomplish. Using an advanced mathematical technique called Support Vector Machines, Microsoft has created a solution that enables a system user to teach SharePoint Portal Server how to automatically categorize documents into predefined categories. The use of this technique was made possible by the work of John Platt of Microsoft Research, who has been awarded patent US6327581 for dramatically accelerating the computing speed of the Support Vector Machines technique. This patent was recently recognized as one of five key patents to watch in the May 2002, edition of Technology Review magazine, published by M.I.T.
 

Support Vector Machines were developed by Vladimir Vapnik, a Member of Technical Staff at AT&T Bell Laboratories and Professor of Computer Sciences and Statistics at Royal Holloway University of London. Support Vector Machines is a mathematical structure that uses the theory of structural risk minimization to determine how to separate a set of elements into groups. Figure 3 provides a graphical representation of how 

[image: image4.wmf]the technique determines the separation between two sets of elements, in this case a set of darker circles and a set of a set of lighter circles. In the case of automatic text categorization, the elements are documents and the axes are the features used to describe documents. So, for example, the lighter circles could be articles about stocks and the darker circles could be articles from all other categories. Given these examples of documents in different categories, the Support Vector Machines algorithm learns a mathematicaly construct called hyperplane (the thick solid black line in the figure) that best separates the stock examples from everything else. New examples are then compared to this learned model to see if they are related to stocks or not. 

Automatic categorization in SharePoint Portal Server works as follows. An administrator or user (the “teacher”) defines a set of categories organized in a hierarchy. For example, Figure 4 shows a small category hierarchy that might be used to categorize a set of documents at a financial management firm. SharePoint Portal Server then processes a small set of training documents, chosen by a human editor, for each category. From these documents SharePoint Portal Server fills out a taxonomy that can then be used to predict, using Support Vector Machines, whether new documents are in each category. Each document can be in a single category, multiple categories, or no category at all. After the teacher has reviewed these training examples, SharePoint Portal Server can then automatically categorize existing documents or new documents as they are created. The end result is a hierarchy of documents that enables users to quickly and easy find documents based on category, decreasing the time it takes a knowledge worker to find a document. SharePoint Portal Server can categorize any document, including e-mail messages, text documents, images, and video clips, based on its content or on properties associated with the document. 

Support Vector Machines have been shown to be the most accurate technique for automatic categorization of documents. One study
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that had been previously categorized by hand into 118 categories. The results showed that Support Vector Machines, after training, was accurate 87% of the time on all documents and 92% accurate on the documents categorized into the 10 most common categories. SharePoint Portal Server is unique in the portal industry in its use of Support Vector Machines accelerated by Platt’s patented work, and Microsoft Research is now studying the application of this technique in a wide range of other applications including automatic e-mail categorization and junk e-mail filtering.
Adaptive Crawling

Crawling is a term used to describe how a software program processes documents in preparation for a search. You are undoubtedly familiar with the concept of a Web search engine that crawls through millions (or even billions) of Web pages on the Internet. There are two types of crawling in common use today, full crawling and incremental crawling. Microsoft has developed a patent-pending algorithm called adaptive crawling that advances the state of the art in this important area. In order to create an index, a search engine must first perform a full crawl, crawling each individual Web page or document and adding entries to its index. The index enables the search engine to answer user queries without having to re-open individual documents during the search. While necessary, a full crawl is very time consuming. Once the index has been created, it can be updated using an incremental crawl, which opens a portion of the documents and updates the index when it finds a document that has been changed since the last time the index was updated. Less time consuming than a full crawl, an incremental crawl fails to take into account the fact that some information sources are statistically more likely to change than others. 

The adaptive crawling algorithm developed by Microsoft enables SharePoint Portal Server to take into account the pattern of how often individual documents are updated in the real world. Adaptive crawling uses statistical techniques for focusing the crawling program on the documents most likely to have been modified in a given period of time. During each crawl, the SharePoint Portal Server algorithm gathers statistics about the frequency of change for each document, creating and continuously refining a model of the volatility of the search documents. In subsequent adaptive crawls, the algorithm targets those documents that are most likely to have changed in the intervening period of time. SharePoint Portal Server continually “tests” and validates its predictions by checking the volatility of a random sampling of documents throughout the index. The volatility information gathered by SharePoint Portal Server is modeled using a mathematical equation called a Poisson distribution, frequently used in mathematics to model the number of random occurrences of some event over a period of time.

The adaptive crawling algorithm results in faster and faster crawls, and the faster the search engine can crawl new and modified documents, the sooner those documents are available to be searched and accessed by users. In fact, a review of SharePoint Portal Server published in InfoWorld magazine found that the search engine “quickly returned accurate results ranked in order of importance. We noticed that the time to retrieve search results decreased with time; its adaptive crawling algorithm learned where documents were likely to be updated, so it spent less time indexing stale file.”
 Another review, published recently in .Net Magazine, found that SharePoint Portal Server “uses adaptive crawling to improve efficiency. This means it learns which `content sources change the most and indexes those sources more often, allowing it to get better and faster at indexing content sources as time goes on. Users have reported efficiency improvements of as much as 20:1 over competing products.”

The real-world results of SharePoint Portal Server adaptive crawling are striking. Table 2 shows the results for successive crawls through the millions of documents stored on the Microsoft intranet. These figures were calculated in the fall of 1999 during the development of the product. The first crawl, of 2.5 million documents,

	Crawl
	Duration (hours)
	Number of documents crawled

	Full crawl
	51
	2,500,000

	1st adaptive crawl
	29.5
	991,492

	2nd adaptive crawl
	18.5
	375,556

	3rd adaptive crawl
	10.75
	336,304


Table 2: Results of SharePoint Portal Server adaptive crawling algorithm
took 51 hours to complete. The third crawl, done after the adaptive algorithms used by SharePoint Portal Server had gained a richer model of the volatility of the documents, took just 10.75 hours or one-fifth the time of the original crawl. This increase in crawling speed results in productivity gains for users, enabling them to find newly modified and published documents more quickly, and cost savings for IT management as server resources such as network bandwidth are used more efficiently.

Subscriptions

It is a rule of thumb in information management that anything worth searching for is worth discovering again. These days, however, just searching for all the information needed to do a typical job in the first place could take up most of an employee’s time. What is needed is to have the information brought to the user instead of requiring the user to always go out and find it. To this end, SharePoint Portal Server enables a user to “subscribe” to a wide range of information sources, including individual documents and Web pages, folders and categories, and even search results. Subscriptions and search are two sides of the same coin; subscriptions provide a “push” model of information compared to the “pull” model for search. For example, the head of the Boston sales team might subscribe to a SharePoint Portal Server query and be alerted every time a new document with the terms “Boston,” “sales,” and “office” is saved or modified. Or, a marketing manager might want to track a competitor’s Web site for any changes to accelerate their ability to respond to competitive situations. SharePoint Portal Server, through its subscription service, will alert a user whenever the site changes. SharePoint Portal Server processes subscriptions based on the full text of documents, which is unique in the industry.

Subscriptions are processed using a SharePoint Portal Server feature called PQS (Persistent Query Service). A subscription is defined using a language called the Subscription Query Language, an advanced version of a standard search language. PQS keeps track of subscription queries and notifies subscribers as it senses that a document, Web site, category, folder, or query has changed. More specifically, as documents change, PQS receives information about how the document has changed and then uses an advanced pattern-matching algorithm to match the changes in the document to the set of subscriptions to that document. SharePoint Portal Server then alerts all users who have subscribed to the document. Figure 5 shows SharePoint Portal Server alerting a user that information they have subscribed to has changed. Subscriptions can dramatically increase the productivity of SharePoint Portal Server users. The ability to receive alerts when targeted information has changed enables users to track projects and resources more easily and respond more quickly to competitive situations.

Conclusion

SharePoint Portal Server features four powerful techniques for information search and retrieval: probabilistic relevance scoring, automatic categorization, adaptive crawling, and persistent queries. These technologies, aided by human input, increase the quality, speed, flexibility, and scalability of searches performed by SharePoint Portal Server and increase the productivity gains that can be achieved by deployment of full-text search in an organization of any size.

Figure 5: SharePoint Portal Server subscriptions alert users to changed information





Figure 2: Relevance weighting terms used by the SharePoint Portal Server probabilistic ranking algorithm
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Figure 3: Support Vector Machines is a mathematical technique for automatic categorization
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Figure 1: The core search architecture of SharePoint Portal Server
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