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The increasing threat of unwanted e-mail (spam), viruses, phishing and malicious software (malware) on the Internet is as much a concern for Microsoft as it is for any company. The problem has steadily grown in the past several years to the point where every enterprise connecting to the Internet must take precautions against such attacks. Threats are no longer limited to e-mail messages themselves—they include other e-mail–related threats, such as denial of service (DoS) attacks at the Simple Mail Transfer Protocol (SMTP) layer, targeted mailbombing (designed to take down a messaging system by sheer volume of e-mail), and directory harvest attacks (attempts to acquire large volumes of valid e-mail addresses). 

Prior to 1998, there were few, if any, tools for defending against spam, viruses, and other e-mail attacks because the problem was virtually nonexistent. Given the environment of the Internet today, the Microsoft Information Technology (Microsoft IT) group believes it is essential to employ not one, but many mechanisms for defending against these threats. This approach includes a combination of Microsoft products, third-party block lists, and Sybari virus scanning software, which are deployed at multiple layers throughout the messaging environment—from gateway to client. Microsoft IT uses the term messaging hygiene to refer collectively to all of its defensive mechanisms to combat these and similar threats. 

Since 1998, Microsoft IT has employed a variety of messaging hygiene functions throughout its Microsoft® Exchange infrastructure. Recent improvements to the architecture of antivirus and antispam systems have enabled Microsoft IT to consolidate nearly 50 percent of the servers required to perform those functions in the environment. In addition to architectural changes, Microsoft IT has chosen to increase defenses at both the Internet mail gateway and client layers. Microsoft IT has thus been able to reduce operational costs while increasing the level of protection against malicious and unwanted e-mail.

Microsoft IT has used the messaging hygiene features of Microsoft Exchange Server 2003, the server-messaging product from Microsoft, to augment the antivirus and antispam functions that third-party e-mail scanning software previously provided. Examples of such features that Microsoft IT has deployed include:

· Connection filtering that uses third-party, real-time block lists of known spam senders

· Sender and recipient filtering and recipient lookup

· Exchange Intelligent Message Filter—content-based spam filtering software

Microsoft IT later upgraded its messaging infrastructure to Exchange Server 2003 Service Pack 2 (SP2). Microsoft IT uses Microsoft Exchange Server 2003 SP2 to deliver improved protection against spam to help provide a secure and reliable messaging environment. Improvements include:

· Updated and integrated Intelligent Message Filter
· Sender ID e-mail authentication protocol
· Improved Intelligent Message Filter with phishing filtering software

At the time of this writing, the average volume of messages submitted from the Internet to Microsoft IT e-mail gateways ranges between 10 million and 12 million a day. The multilayered approach to e-mail filtering means that multiple mechanisms analyze incoming e-mail, and each of these mechanisms subsequently reduces the amount of spam permitted to pass. The following filtering stages illustrate the effectiveness of e-mail filtering layers in Microsoft IT as of this writing. The percentages are based on average daily volumes.

1. Connection filtering blocks approximately 80 percent of all incoming SMTP messages. These connections come from known spam sources listed in third-party, real-time block lists. 

2. Sender and recipient filtering deletes 70 percent of the messages received after connection filtering.

3. After connection filtering, sender filtering and recipient filtering remove almost 95 percent of messages as spam. Intelligent Message Filter rejects 6 percent of the remaining incoming messages as spam. 
After going through the preceding stages of filtering, the remaining e-mail undergoes virus scanning. E-mail that passes this stage is delivered to the mailbox servers, where users can access it. E-mail clients also run filtering software that further reduces the amount of spam that reaches users. On average, only about 5 percent of the total daily volume of incoming Internet e-mail remains after passing through all filtering layers, as illustrated in Figure 1.



Figure 1. Effectiveness of spam filtering on incoming Internet e-mail messages

When under past spam or virus attacks, Microsoft IT saw its daily e-mail volumes double, triple, and even quadruple, yet Microsoft IT’s current layers of defense continue to protect the messaging environment to the extent that the user impact from those attacks has been minimal to none. 

Every day, the Microsoft IT group receives inquiries about the methods that it uses to fight spam, phishing, viruses, and e-mail attacks within its messaging infrastructure. This document provides an inside look at the strategies, processes, and challenges that are all part of combating this growing problem. The paper also focuses on Microsoft IT’s experience in employing Exchange Server 2003 and Exchange Server 2003 SP2 features, including Intelligent Message Filter and Sender ID, for filtering out unwanted e-mail and detection of phishing exploits.

This paper is for Microsoft customers who are currently running or are considering upgrading to Exchange Server 2003 or Exchange Server 2003 SP2 in a distributed environment and who want to control the flow of spam and malicious e-mail into their enterprise messaging infrastructures. Specifically, the intended audience is enterprise, business, and technical decision makers; IT architects; and operations managers who are responsible for managing Internet e-mail flow in their infrastructures. Although most of the concepts discussed in this paper are focused on Exchange Server 2003 SP2–based technologies, some information also applies to environments running previous versions of Exchange.

Note: For more information about the antispam features of Exchange Server 2003 SP2, refer to http://msdn.microsoft.com/library/default.asp?url=/library/
en-us/e2k3/e2k3/ast_anti_spam.asp.

Introduction

The prevalence of spam, phishing and malicious code (including viruses, worms, Trojan horses, macros, scripts, and unauthorized ActiveX® controls) continues to be a growing concern for anyone who connects to the Internet or uses e-mail. From domain level spoofing identity theft at the personal level to malicious, orchestrated attacks on organizations, corporations, and government offices, no user is exempt from security threats related to e-mail today. 

Like many large companies, Microsoft is a target for security threats. Therefore, Microsoft IT is constantly vigilant about protecting its resources—from the data center to the desktop computer. Microsoft IT is approaching this issue proactively by continuously revising its strategies, implementations, and procedures for combating spam, viruses, and other e-mail attacks. 

The effect of spam, phishing, domain spoofing, viruses, and other e-mail attacks on businesses is significant. It can be devastating for companies who are caught unprepared to address such threats. Spam is no longer just an annoyance; it is costly to companies not just financially, but in terms of processing time, bandwidth usage, management, and resource consumption. Likewise, viruses and other e-mail attacks, at best, contribute to downtime and, at worst, pose a threat to a company’s vital resources and intellectual property. 

Overview of the Microsoft Network and Messaging Infrastructure 

To understand how Microsoft IT’s messaging hygiene strategy has evolved over time, it is helpful to understand the size and scope of the Microsoft network and the underlying messaging infrastructure. 

The Microsoft corporate network is among the largest computer networks in the world. The network consists of many regional subnetworks around the world and encompasses:

· Three enterprise data centers.

· Nineteen regional data centers worldwide.

· More than 300 sites in approximately 230 cities in 77 countries.

· More than 3,300 IP subnets.

· More than 2,000 routers.

· More than 10,000 worldwide servers.

· More than 350,000 local area network (LAN) ports.

Taking full advantage of this vast network infrastructure is a complex messaging environment that consists of 80 Exchange Server 2003 SP2 servers in seven locations worldwide. Of these Exchange servers, 36 are mailbox servers running Microsoft Windows Server™ 2003. With only a few exceptions, these mailbox servers are in a cluster configuration. 
Managing this messaging infrastructure is a formidable task. For approximately 92,000 employees, the infrastructure supports 116,000 mailboxes, each with at-least a 200-megabyte (MB) storage limit. Global e-mail flow totals, on average, more than 12 million messages per day; 3 million of those are internal e-mail messages. Each day, approximately 95 percent of incoming e-mail from the Internet is filtered out as spam, virus-infected e-mail, or e-mail addressed to invalid addresses.
Microsoft IT’s approach to providing security for its messaging environment is constantly evolving. The most obvious reasons are the huge growth of spam and viruses on the Internet and the ever-changing nature of e-mail–related threats. All companies must be increasingly vigilant, flexible, and responsive in committing resources to this problem. Microsoft IT believes that a multilayered approach to messaging hygiene is essential. A single method, no matter how satisfactory, is simply not adequate to counter the variation of risks associated with Internet e-mail. Employing a diversity of methods for filtering spam and viruses at multiple locations throughout the network provides multiple layers of protection and is essential for building in-depth defense. 

Another reason for Microsoft IT’s constantly evolving approach to messaging hygiene is the nature of its production environment. Microsoft IT frequently uses Microsoft beta-level, unreleased software in production. This practice helps Microsoft IT provide valuable feedback to the product groups at early stages of development and thus increase the quality of released products when they reach customers. An example is Microsoft IT’s use of Intelligent Message Filter in production before it was available to customers. 

Note: For more information about Intelligent Message Filter, refer to http://www.microsoft.com/exchange/imf.

Microsoft IT's use of unreleased software poses unique, but not insurmountable, challenges in terms of the strategies that it employs, the third-party software solutions that it uses, and the management of the servers themselves.

Prior Messaging Hygiene Infrastructure 

From 1999 through June 2004, Microsoft employed a three-stage approach in its Internet e-mail and messaging hygiene architecture. The topology was based on the three sets of servers chained together to provide antispam, antivirus, content filtering, and Internet e-mail routing functions. All incoming Internet e-mail messages passed through this set of servers before being routed to Exchange mailbox servers, as shown in Figure 2. 
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Figure 2. Microsoft messaging infrastructure prior to July 2004

Just prior to July 2004, the first tier of servers consisted of Exchange Server 2003 gateways, located at the outermost edge of the network. At the first tier, along with sender filtering and recipient filtering, Intelligent Message Filter and a third-party antispam solution performed spam blocking on incoming messages from the Internet. The first tier forwarded all messages not identified as spam to a next tier of SMTP servers dedicated to e-mail virus scanning. After antivirus scanning, the second tier passed all virus-free messages to a third tier of servers—Exchange servers configured as SMTP routing servers, which performed message forwarding internally. The third tier then delivered the messages to Exchange mailbox servers, where e-mail clients could access the messages.

At the time this architecture was put in place, Microsoft IT evaluated third-party antispam and antivirus vendors and chose solutions (initially running on Microsoft Exchange 2000 Server and Microsoft Windows® 2000 Server) that suited its requirements. Although this architecture was effective in combating Internet e-mail threats for several years, the evolution of threats, as well as enhancements to the Exchange Server platform, gave Microsoft IT a reason to revise its architecture over time. Microsoft IT’s goals were to:

· Reduce the total cost of ownership (TCO) of the environment by integrating virus scanning with the Exchange Server 2003 SP2 gateway platform.

· Establish homogeneity of Internet e-mail transport and eliminate third-party SMTP servers from message routing.

· Integrate the solution with other functionalities of Exchange Server 2003 SP2, such as spam confidence level (SCL). 

· Simplify Microsoft IT Internet e-mail routing topologies.

· Build a scalable Exchange Server 2003 SP2–based gateway platform that provides integrated messaging hygiene functions. 

Current Messaging Hygiene Infrastructure 

At present, Microsoft IT has realized its goals in messaging hygiene through its current infrastructure design for Internet e-mail and for e-mail scanning, shown in Figure 3. By choosing Exchange Server 2003 SP2 as the platform (later upgraded to Exchange Server 2003 SP2) for gateway-layer antivirus functions, Microsoft IT was immediately able to reduce TCO by eliminating the dedicated set of virus scanning servers. The Exchange Server 2003 SP2 platform enabled Microsoft IT to choose a new third-party antivirus solution that follows the integrated approach and uses the native SMTP stack of Exchange.
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Figure 3. Microsoft IT’s messaging infrastructure since July 2004

Exchange Server 2003 SP2 strengthens spam defense through the following enhancements:

· Updated and integrated Intelligent Message Filter 

· Support for Sender ID e-mail authentication protocol
· Enhanced antispam content filtering, now including anti-phishing filter

In comparison with the previous configuration of messaging hygiene systems, the current designs and approaches that Microsoft IT follows use more of the Exchange out-of-the-box features. At this time, in addition to Intelligent Message Filter, all incoming e-mail messages are subject to the following additional security controls that Exchange Server 2003 SP2 software provides: 

· Connection filtering with real-time block list

· Sender and recipient filtering, including blank sender filtering

· Recipient lookup 

· Sender ID lookup

· Suppression of sender display-name resolution 

· Bi-week updates of the Intelligent Mail Filter antispam and anti-phishing heuristics

These controls offer protection beyond what traditional spam filtering software provides. Microsoft IT implements these controls at the outermost Exchange gateway servers to help eliminate the highest possible volume of malicious messages at that point. The remaining messages are forwarded to the Exchange Server 2003 SP2 SMTP routing servers for virus scanning before being passed to the mailbox servers. 

In addition to enhancing antispam and antivirus protection, Microsoft IT’s current gateway configuration provides increased load balancing and availability for Internet e-mail. By eliminating the dependency on third-party SMTP servers and instead using Exchange Server 2003 SP2 native transport features across the entire gateway infrastructure, Microsoft IT has established a meshed topology between its Exchange Server 2003 SP2 gateway servers and its Exchange Server 2003 SP2 SMTP routing servers. To provide protection against network-layer and environmental disasters, Microsoft IT distributes the Internet gateway and messaging hygiene infrastructure across multiple data centers. This distribution prevents a single point of failure and establishes multiple physical and logical paths by which Internet e-mail can be routed and scanned.

Antispam and Anti-phishing

Filtering and deleting spam and phishing e-mails that come from the Internet is an important function of Microsoft IT’s messaging infrastructure. Because spam that targets the Microsoft e-mail domain represents such a high percentage of the total incoming message volume—approximately 95 percent—Microsoft IT has chosen to implement spam-filtering solutions at the outermost edge of its network, on the Exchange Server 2003 SP2 gateway servers. Intercepting unwanted messages as close to the network boundary as possible eliminates the overhead of processing and transporting these messages through the internal systems, minimizes bandwidth consumption, and minimizes processing time. 

Microsoft IT employs several methods, including Intelligent Message Filter, for filtering spam.

Intelligent Message Filter

The initial filter through which incoming Internet e-mail must pass is Intelligent Message Filter, which runs on the Exchange Server 2003 SP2 gateway servers at the outermost edge of the messaging environment. The research group at Microsoft originally developed the Smartscreen technology used in Intelligent Message Filter for Microsoft Hotmail®, where spam had become a major customer complaint. Intelligent Message Filter uses the SCL, PCS and Sender ID framework built into Exchange Server 2003 SP2. Internet Message Filter categorizes certain message parts, performs heuristics-based message analysis, and assigns an SCL rating to each scanned message. The SCL rating scale runs from 0 through 9. The higher the rating a message receives, the greater the likelihood that the message is spam. 

Exchange Server 2003 SP2 incorporates the latest data and updates to Intelligent Message Filter. Improvements to the IMF and bi-weekly updates help ensure a continued focus on identifying spam and reducing false positives. These improvements include new capabilities in the fight against spam, including blocking phishing schemes. Phishing schemes attempt, through deception, to fraudulently solicit sensitive personal information by masquerading as legitimate Web sites. 

The Exchange Server 2003 SP2 environment can be configured to perform filtering actions on messages that have SCL ratings greater than the thresholds configured by administrators. Intelligent Message Filter uses two thresholds that are set in Exchange Server 2003 SP2—gateway threshold and store threshold.

Setting the Gateway Threshold

The gateway threshold has two components: 

· Action to be taken 

· SCL rating at which the configured action will be taken

For example, if the gateway threshold is set to 8, any message that has an SCL rating of 8 or above will be subject to the configured filtering action. Possible actions include: 

· Delete. Deletes the message without archiving it.

· Reject. Initially receives the entire message, but if the message is identified as spam, a rejection notification is sent to the sender.

· Archive. Deletes the message but makes a copy of it on the server so that it can be viewed later.

· No action. Does nothing with the message. The message, along with its SCL value, is routed as normal.

Note: All incoming e-mail messages encounter the gateway threshold before the store threshold. 

The delete, reject, and archive actions each have inherent advantages and disadvantages. When an organization makes the decision to delete or reject messages that have an SCL rating at or above a certain number, these messages do not go any farther. The advantage of deleting is that the messages are not written to disk, virus-scanned, or sent through the system, thus eliminating costly processing time. However, deleting is considered an aggressive action because the messages are permanently removed from the mail flow without the possibility of being restored. The delete action is effective if the number of false positives—legitimate messages mistakenly identified as spam—at the given threshold value are low.

Similar to deleting, the reject action removes messages identified as spam from the mail flow. However, in contrast to deleting, rejecting provides a status indication to the sender in the form of an SMTP error (non-deliverable) message. Some environments may not want to notify the sender of spam messages about the filtering action for security reasons.  

Exchange Server 2003 SP2 provides the following improvements to Intelligent Message Filter:

· Administrators can specify customized error text along with the Intelligent Message Filter reject action.

· Administrators can use custom message weighting (also known as the bad words list) to customize the filter to account for specific words or phrases and adjust it to act on particular message content as needed. Custom message weighting is a file-based implementation that has no supporting user interface. Within the file, specific words and phrases can be added, along with their relative text part location (subject or body) and their associated modifier value. 
An organization can use the archive action to examine the e-mail being blocked as spam and help decide the proper SCL gateway threshold to set based on the number of false positives. However, without adequate tools to examine the archived contents and evaluate the false positives, the advantage of the archive action for day-to-day operations decreases. Often, the most reliable tool is human eyes that physically check the content of messages. For e-mail volumes in the hundreds of thousands or millions per day, visually checking each archived message is simply not feasible. An alternative is to use a custom automated process of aggregating the data per subject line or other message property, and then looking at a sample of a few thousand messages. Administrators can write basic scripts that aggregate such data to simplify the process. 

Because the disk space demands for message archiving are proportional to the volumes of the e-mail traffic and the spam rate that the environment receives, organizations that have high volumes of e-mail that plan to use archiving must carefully plan for the necessary storage capacity of their spam filtering gateways. Because of the e-mail volumes that the Microsoft messaging environment receives daily from the Internet, Microsoft IT currently uses the reject action for the gateway threshold. However, Microsoft IT used the archiving action during early testing of Intelligent Message Filter. 

Setting the Store Threshold

The store threshold determines the SCL rating at which an e-mail message that arrives at the mailbox server is moved to the Junk E-mail folder in the user mailbox. The store threshold must be set below the gateway threshold to perform store routing. For example, if the gateway threshold is set at 8, the store threshold must be at set at 6 to perform any action. The store setting performs action on the SCL value greater than the store setting value. This behavior is different from the gateway setting, which takes action at the SCL value greater than or equal to the SCL setting value. For example, an incoming message that receives an SCL rating of 5 passes the gateway threshold but surpasses the store threshold, so it is automatically routed to the user's Junk E-mail folder. An incoming message that is rated 4 or below goes directly to the recipient’s inbox because it passes both thresholds. 

Balancing the Thresholds

The most effective balance between the gateway and store thresholds depends entirely on an organization’s messaging environment. The goal is to stop the greatest possible volume of spam as early in the infrastructure as possible while minimizing the number of false positives. Each administrator will fine-tune the Intelligent Message Filter settings differently, depending on the particular environment. 

A drawback to setting a high gateway threshold is that a higher volume of messages must be transported through the infrastructure, and users will ultimately deal with them at the desktop layer. This drawback increases costs for multiple aspects of the infrastructure, from storage to bandwidth to management. 

Microsoft IT maintains a near zero tolerance level for deleting legitimate e-mail. Microsoft IT uses a conservative gateway threshold to maintain a low rate of false positives. Generally, the best indicator of false positives is user escalations. As a rule, it is best for organizations to start conservatively by setting Intelligent Message Filter thresholds to high numbers and then adjusting the thresholds downward as needed. Intelligent Message Filter provides an exhaustive list of performance counters that enable administrators to examine the distribution of the SCL ratings across the incoming message base and thus make better decisions on fine-tuning the threshold values for their particular environments.

Additional Antispam Defenses 

Years ago, when spam first became an issue for e-mail users, Microsoft IT, as in many companies, relied solely on third-party enterprise-level antispam software solutions. Now, Microsoft IT uses Intelligent Message Filter in the production environment. Intelligent Message Filter provides the layer of protection against spam at the Internet gateway. 

Because of the development of new antivirus and antispam architectures, the use of Intelligent Message Filter, and the use of connection filtering, real-time block lists, sender filtering, Sender ID lookup, recipient lookup, and attachment blocking, Microsoft IT has been able to significantly reduce spam volumes in its Internet e-mail. 

Sender ID Framework
Sender ID is an industry-standard framework created to counter e-mail domain spoofing (impersonation). Sender ID removes any ambiguity associated with sender identity by verifying that each e-mail message originates from the Internet domain from which it claims to come based on the sending server's IP address. Eliminating domain spoofing helps legitimate senders protect their domain names and reputations, and it also helps recipients to effectively identify and filter junk e-mail and phishing scams.
The Sender ID framework is implemented in two phases: 
· Phase 1 helps protect the corporate domain (and the company's reputation) from spoofing and identity forging by publishing Sender ID records for SMTP gateway servers that communicate with Internet hosts. This helps to protect the corporate domain (and the company's reputation) from spoofing and identity forging.
· Phase 2 involves implementing Purported Responsible Address (PRA) and Mail From checks to validate legitimate incoming e-mail by performing Sender ID checks as incoming e-mail is submitted from Internet hosts. This enables the receiver of the e-mail to verify the authenticity of the sending SMTP domain.

Microsoft IT has begun implementing the Sender ID framework by creating and posting Sender ID framework record entries in its Domain Name System (DNS) gateway server running Exchange Server 2003 SP2. This server can be configured to perform Sender ID lookup for incoming e-mail. If the Sender ID query fails, the possible actions are:
· Delete. This action is silent—a non-delivery report (NDR) is not generated.

· Reject. The mail is rejected at the protocol level.

· Accept. The mail item is stamped with the Sender ID result for Intelligent Message Filter consumption.  

The first and second action delete or reject mail that fails the Sender ID verification (for example, a clear case of spoofing). The rest of the mail items are stamped with the Sender ID status and passed along. The last action just stamps the Sender ID status onto the mail item (even in the case of spoofing). This status is passed to Intelligent Message Filter and triggers an appropriate SCL score modification.
Note: For more information about implementing the Sender ID framework, refer to http://www.microsoft.com/senderid.
Client-Layer Spam Filtering

Ideally, spam should never reach the client layer. The reality is that some spam does go through the Microsoft network to users' desktop computers. One of the main reasons is that some legitimate e-mail messages, such as newsletters, often contain characteristics of spam; thus, it is not desirable to set the filtering threshold so low that all suspicious messages are deleted. Additionally, users might have individual preferences that a single set of enterprise-wide settings cannot meet.  

Because the moderately aggressive thresholds that Microsoft IT uses allows some messages with spam-like characteristics to ultimately reach desktop computers, Microsoft IT provides an extra layer of defense at the client layer. Users of Microsoft Office Outlook® 2003, with the Smartscreen antispam and anti-phishing technology deployed on client desktops, and Outlook Web Access 2003 can also establish a Safe Senders List and a Blocked Senders List. The Safe Senders List contains trusted e-mail addresses and domain names from which the user always wants to receive messages. Conversely, the Blocked Senders List contains addresses and domain names from which the user never wants to receive messages. 

Exchange Server 2003 SP2 delivers all messages from trusted senders to the user's inbox and all messages from blocked senders to the user's Junk E-mail folder. This delivery happens regardless of the SCL rating previously assigned to the message. Users of Outlook 2003 and Outlook Web Access 2003 can therefore override the store-layer Junk E-mail filtering for their mailboxes according to their individual preferences. However, users cannot override gateway-layer filter actions at the client layer. If a message exceeds the gateway threshold, it is not delivered to the user's inbox, no matter what the client-layer settings are. 

Users can also customize the action of Outlook 2003 Junk E-mail Filter, which analyzes messages upon their arrival to the client and determines whether such messages should be treated as spam. Users can choose the level of protection they want, ranging from no protection to allowing messages from safe senders only. Messages that Junk E-mail Filter catches are moved directly to the user’s Junk E-mail folder, where the user can either view the messages or delete them. 

Outlook 2003 addresses another malicious practice called Web beaconing—a method used to determine and collect valid e-mail addresses. For example, a sender may include a specially coded image in an e-mail message that is addressed to an unwitting recipient. The image is coded to notify the sender of the recipient’s valid e-mail address when the image is displayed. Outlook 2003 users are protected from Web beaconing because images are no longer automatically displayed.

Antivirus

Whereas spam is an annoyance and poses performance and productivity problems in a messaging environment, malicious software, such as viruses, worms, and Trojan horses, pose far more of a security threat to any company. A single virus attack can have a significant effect, at best limited to downtime for cleanup, and at worst crippling the infrastructure and compromising or destroying sensitive data.

Before an organization approaches the issue of e-mail viruses, it can reduce much of the overhead costs involved in virus filtering by first eliminating spam from the messaging environment. In any given day, Microsoft IT typically processes more than 12 million e-mail submissions from the Internet. Because 95 percent or more of those messages are identified as spam and eliminated from the mail flow, filtering out spam before scanning for viruses at the gateway layer results in significant savings in terms of processing cycles, bandwidth, and storage space for messages. 

Architecture

In most messaging topologies, antivirus defenses can be employed at various locations. In keeping with its multilayered approach to messaging hygiene, Microsoft IT believes it is best to employ antivirus defenses at multiple layers throughout the network environment. Although this practice increases performance overhead, it minimizes risks. Microsoft IT believes there can be a balance between performance and risks. Each organization must determine, based on its particular environment, at how many points and at what layer to employ antivirus defenses. 

Organizations traditionally have three possible layers at which they can deploy antivirus solutions in messaging environments: 

· Gateway

· Mailbox server

· Client

Following the philosophy of in-depth defense, Microsoft IT chose to focus its e-mail antivirus systems at the SMTP gateway layer and at the client layer, as shown in Figure 4. The Internet e-mail topology design and specific optimizations in e-mail routing help ensure that no messages exchanged between external messaging systems and Microsoft IT’s managed environment can bypass the established antivirus controls. 
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Figure 4. Antivirus protection points in the Microsoft IT messaging infrastructure

Messages received from the Internet are first scanned for spam and then are forwarded to the Exchange Server 2003 SP2–based SMTP routing servers, where all e-mail is scanned for viruses before it can be delivered to the mailbox servers. Despite the gateway-layer antivirus protection, Microsoft IT consistently enforces its multilayered defense approach by establishing antivirus protection again at the client layer on users' desktop computers. All client computers in Microsoft IT's managed environment are required to have third-party antivirus software installed, configured, running, and kept up to date. Consistently enforcing client-layer antivirus defenses through technical controls and policies also enables Microsoft IT to combat virus-related threats from attack vectors outside the messaging realm. For example, antivirus software at users' desktop computers helps prevent file-level infections and viruses that propagate through network connections.

To mitigate inadvertent virus propagation outside Microsoft IT’s managed environment and to minimize liability risks, antivirus checks are also performed on outgoing e-mail, first at the client layer, and then at the SMTP gateway layer. 

Customers of Microsoft often ask Microsoft IT why it does not focus its antivirus defenses at the store layer by running third-party software on its Exchange Server mailbox servers as a part of its day-to-day operations. Because of Microsoft IT’s efforts to test Microsoft beta-level software by using it in production, these servers undergo frequent changes, such as the continual installation of prerelease builds of Exchange Server software. To help ensure that any possible application compatibility issues that arise during testing efforts do not compromise antivirus protection in the messaging infrastructure, Microsoft IT currently focuses its e-mail antivirus controls at the client and gateway layers. Other environments should evaluate their own unique requirements for antivirus defenses and might select different layers at which to implement protection. However, no matter what solution an organization selects, following the multilayered in-depth-defense approach will provide a more effective level of security than a single-layer approach.

In addition to proactive scanning at the gateway and client layers, Microsoft IT can engage emergency antivirus security controls and procedures on the Exchange Server 2003 SP2 mailbox servers in the event of a virus outbreak. 

Note: For more information about these controls and procedures, refer to the IT Showcase white paper Event Monitoring and Response on the Microsoft Network at http://www.microsoft.com/technet/itsolutions/msit/security/eventmontwp.mspx. 

Policies for Incoming and Outgoing E-Mail

Microsoft IT maintains separate scanning policies and procedures for incoming and outgoing e-mail. Because incoming e-mail from the Internet is less trusted than outgoing, policies are more restrictive on incoming e-mail. 

Virus notifications are one example for which Microsoft IT uses separate policies for incoming and outgoing e-mail. For example, if an incoming message from the Internet contains a virus, the infection is removed and the internal recipient might be notified. The notification message provides necessary information to identify the source of infection and possibly take corrective measures. The external sender of the incoming infected message is not automatically notified for the following reasons:

· The identity of the sender might be spoofed; thus, the notification might not go to the actual originator of the message.

· Notifications triggered by a large number of virus-infected e-mail messages might cause DoS to a legitimate sender whose address was spoofed.

· Notification might disclose the abilities of the antivirus system to the outside user, who may misuse this information.

Another example of restrictive security policies for incoming e-mail is attachment stripping. Attachment stripping removes potentially dangerous attachments, such as executable files, from the incoming Internet mail flow and helps to mitigate the risk of malicious code entering the environment through e-mail. The details of attachment stripping are discussed later in this document.

Because outgoing e-mail is more trusted than incoming, Microsoft IT’s policies are less restrictive on outgoing e-mail. Attachments of certain file types are not routinely stripped from outgoing messages. However, if an infection is detected in an outgoing message, the infection is removed and a notification is sent to the internal user, asking the user to scan his or her computer for viruses. If a Microsoft employee unwittingly sends out a virus, Microsoft IT notifies the internal sender so that he or she can determine the source of infection. 

To implement different security policies for incoming and outgoing e-mail, an e-mail antivirus solution must be aware of the direction of e-mail. The solution must also be able to determine the direction of scanned e-mail messages based on authoritative criteria (such as the IP address or authentication). Otherwise, spoofed e-mail may confuse the virus scanning system and make it apply an incorrect security policy.

Exchange Server 2003 SP2 SMTP Routing Servers

After Microsoft IT decided to implement antivirus defenses by using a multilayered approach—at the SMTP gateway and client layers—the next step was to determine which technology solutions it should employ. For performance, interoperability, and security reasons, the strategy for a gateway-layer virus scanning solution was to focus on the Exchange Server 2003 SP2  gateway platform—in particular, on Microsoft IT's Exchange SMTP routing servers. 

Microsoft IT had two choices for integrating the antivirus solution with the Exchange Server 2003 SP2  platform: 

· Use the Exchange Server 2003 SP2  Virus Scanning Application Programming Interface (VSAPI) version 2.5 feature at the transport layer 

· Use the transport event sink model provided in Exchange Server 2003 SP2  

An antivirus vendor might choose to implement its solution by using either VSAPI 2.5 or transport event sink. Although the two methodologies offer similar features and functionality, they have different implications in the finished product. For example, if the solution uses VSAPI, it can take advantage of message parsing and decoding that Exchange Server 2003 SP2 provides. Therefore, if the vendor does not want to be involved in the details of opening messages and performing its own message parsing, it will most likely use VSAPI. If the vendor wants more granularity and more control over the message flow, it might choose instead to follow the transport event sink approach. Using transport event sinks assumes that the antivirus solution performs its own message parsing, reporting, performance monitoring, and other such actions. 

Microsoft IT conducted an extensive evaluation before choosing the antivirus software vendor that best met the requirements for its environment. Customers have their own requirements based on their unique environments, and those requirements may be significantly different from Microsoft IT’s. Some of the evaluation aspects, however, may be similar across many environments. 

Microsoft IT selected Sybari Antigen for SMTP as the virus scanning solution for its environment. Microsoft IT also decided to use multiple virus scanning engines—the message processing components that perform message parsing and scanning—to maximize the chances of detecting and removing virus infections.

The following are some of the technical factors that Microsoft IT considered during the evaluation stage.

Factors in the area of functionality included:

· Detection capabilities for viruses and other malware

· Support for various message types, encodings, and formats

· Ability to integrate with the Exchange Server 2003 SP2 gateway platform, including support for multiple SMTP virtual servers

· Mail direction awareness; different policies for incoming, outgoing, and internal e-mail

· File filtering and attachment blocking capabilities

· Tolerance to failures; failure recovery

· Support for customized antivirus actions and notifications

· Support for multiple virus scanning engines

Factors in the area of performance included:

· Overall solution throughput

· System overhead

· Performance characteristics during normal load and peak load

Factors in the areas of usability and support included:

· Remote monitoring and administration

· Complexity and administrative overhead

· Quality of product support by the vendor

· Integration with existing operational tools and processes

Attachment Stripping

As part of its antivirus strategy, Microsoft IT automatically removes some types of attachments from incoming e-mail messages based on the attachment file extension and type. The gateway-layer antivirus software automatically strips attachments of certain file types (for example, .exe, .cmd, and .com), whether they are infected by viruses or not. Those attachments pose a higher risk of virus infections, and stripping them at the outermost edge of the network helps protect the environment from unknown or new malware, for which antivirus signatures might not yet have been developed or deployed. If an attachment is stripped, the message itself is still delivered, and the internal recipient receives an appropriate notification. 

Microsoft IT believes it is important to deliver messages to recipients, even if attachments are removed. If the content of the stripped attachment is legitimate, the recipient can use other methods to retrieve that information, such as having the sender repackage the data in a different format or using alternate methods of file transfer, such as File Transfer Protocol (FTP). 

Some types of malware infections, such as worms, might generate large quantities of e-mail going to the same e-mail gateway or SMTP routing server for numerous recipients. In addition to the threat that the infected payload poses, the volume of those messages often causes performance problems on e-mail systems. For such e-mail messages, reliance on attachment stripping or removing the virus from the messages eliminates the infection but does not mitigate the DoS aspect of the attack. To combat such threats effectively, Microsoft IT implemented a solution that integrates attachment stripping with message deletion. When a mass-mailing virus causes an infected message, the system removes the entire message from the mail flow, thus minimizing the performance overhead on the environment.

Antivirus File Updates

Signature-based antivirus defenses can only be as effective as the quality of the virus definition files, also known as signature or pattern files. To maintain protection from new virus threats, an organization must keep the signature files up to date. Another important consideration is using the most current scanning engines.

Microsoft IT uses the pull method to download the latest antivirus signature files and scanning engines. The pull mechanism enables Microsoft IT to establish flexible custom schedules for such downloads and helps to keep all e-mail virus scanning systems consistent and up to date. If an update is available in the window of time between automatic downloads, Microsoft IT can also pull downloads manually. This ability gives Microsoft IT the flexibility it needs to respond to potential emergency situations. 

Management Issues

For antivirus management, Microsoft IT believes it is critical to have clear policies and well-defined, orderly processes in place. Microsoft IT automates processes and procedures whenever possible. For example, to ensure that antivirus software is up to date and running on all servers at all times, Microsoft IT has automated processes that verify the version of the antivirus signature files and scanning engines deployed on its gateways. If a deviation is detected, such as when a particular server is not running the most up-to-date signature file, an administrator receives an alert about the problem.

Monitoring daily statistics for the volume of processed e-mail, in addition to the number of detected viruses, is another important part of the management process. On one day, Microsoft IT might detect 20,000 viruses; on another day, it might detect 200,000. Trends are difficult to identify because the statistics directly reflect whatever virus attack Microsoft IT might be experiencing. Although Microsoft is a regular target of attacks, sometimes another company might experience greater negative effects of a particular attack than Microsoft experiences. The reason for this discrepancy is due specifically to the target domain of the attack. By using metrics based on daily statistics, an administrator can correlate back to the date and time of the attack in the industry, and then determine the impact that the attack had at a particular time. 

File-Level vs. Messaging-Level Virus Scanning

The main focus of this paper is on the messaging environment; therefore, the discussions about virus scanning are focused primarily at the messaging levels. It is important to note, however, that Microsoft IT also performs antivirus scanning on Exchange Server 2003 SP2 servers at the file level. This scanning is completely separate from message-level scanning, and by itself does not address protecting the messaging environment from e-mail–borne infections. 

File-level scanning is critical to protecting the Exchange servers themselves as infrastructure elements. Without antivirus protection at the operating system level, regular operations activity, such as server maintenance, patching, or troubleshooting, might cause the server to become accidentally infected, which would lead to the decreased availability of messaging services and potential data loss.

Organizations that want to employ file-level antivirus software on Exchange Server 2003 SP2 servers should take extra precautions. Because the file-level antivirus software is typically not aware of the internal structure of the Exchange-specific data (such as Exchange databases and log files), scanning such contents often results in server failures and may cause data corruption. The file-level antivirus software must be specifically configured to exclude any Exchange Server–related data, such as mailbox stores, transaction logs, temporary directories, message queues, and other relevant file locations. Improper configuration of the file-level software for Exchange servers is a common mistake in messaging environments. 

Note: For more information about the use of antivirus tools with Exchange, refer to Microsoft Knowledge Base articles “Overview of Exchange Server 2003 SP2 and Antivirus Software” at http://support.microsoft.com/kb/823166 and “Exchange and Antivirus Software” at http://support.microsoft.com/kb/328841.

Antivirus Measures at the Client Layer

Microsoft IT’s multilayered defensive approach calls for virus scanning at the client layer, whether at desktop computers in the office or on laptops that are used remotely. In addition to running Outlook 2003, all client systems run antivirus software for virus protection. 

eTrust Antivirus Software

Microsoft IT maintains strict policies for client-layer antivirus software. To gain access to the corporate network, all Microsoft employees must have Computer Associates eTrust antivirus software installed, configured, and up to date on client computers such as desktop computers and laptops. The eTrust software scans all files in real time if the user has it actively running on the system. It is completely transparent to the user, scanning continuously and retrieving updates when available. 

Microsoft IT uses the logon script framework to ensure that all employees have eTrust installed and running on client computers. When a user attempts to log on to the corporate network, the logon script runs security checks on the system, including the checks that verify the state of the client-layer antivirus service. Microsoft IT also continually monitors the corporate network by using internally developed tools and processes. At regular intervals throughout the day, every computer that is attached to the network is scanned to check for patch-level compliance and the presence of eTrust antivirus software. If a client system is not running eTrust, the user receives a notification that contains instructions for installing the latest antivirus software. If the user does not install the software within a given time window, Microsoft IT will deny the user’s access to the network until his or her system is compliant. 

Outlook 2003

As on the gateway layer, augmenting virus scanning with attachment management functionality on clients is critical to helping to ensure the security of users' computers. Outlook 2003 has improved its attachment blocking features from previous release versions. Consistent with the idea of attachment stripping at the gateway layer, the Outlook user now has the ability to block a wide variety of potentially malicious file types from being received. 

Note: For more information about attachment blocking, refer to Microsoft Knowledge Base article "Cannot Open Attachments in Microsoft Outlook" at http://support.microsoft.com/kb/829982.

In addition to blocking attachments, Outlook 2003 restricts programmatic access to the address book, thus minimizing the possibility of malicious code propagating itself by means of e-mail distribution to recipients garnered from the address book. Outlook 2003 automatically displays a notification on the user’s screen if the Outlook address book is being accessed by a user other than the one currently logged on or by an external program other than Outlook 2003. 

Microsoft IT routinely enforces client version control in its messaging infrastructure by proactively blocking older versions of Outlook clients from accessing its Exchange servers. Maintaining version control for e-mail client software helps ensure that users can take advantage of the security features built in to the latest versions of Outlook.

Other Messaging Hygiene Technologies

A comprehensive messaging hygiene strategy not only defends against viruses and spam, it also defends against other e-mail–related threats, such as mailbombing—that is, inundating a specific recipient or an entire e-mail system with an overwhelming amount of unwanted e-mail with the intent of shutting the system down. This type of attack is not just an annoyance and is not spam; it is a targeted DoS attack. 

Another type of threat is directory harvest attacks, which are attempts to discover large volumes of valid recipient addresses by analyzing server responses to e-mail submission commands. Directory harvest attacks occur when spammers send spam to an e-mail server by using a wide range of possible alphanumeric user names. When an e-mail server is configured to bounce undeliverable messages back to the sender, the spammer can analyze the results received to determine which e-mail addresses did not bounce, thereby confirming them as valid.

To fight these types of threats, antispam and antivirus solutions are not enough. Today, Microsoft IT employs the security features of Exchange Server 2003 SP2 discussed in this section to counter these and similar threats. 

Connection Filtering

Exchange Server 2003 SP2 includes connection filtering, which compares the IP address of the connecting server with a list of denied IP addresses (also known as a real-time block list). The comparison of IP addresses occurs immediately when the SMTP session is initiated, enabling an organization to block connections to its gateways at the earliest stages of message submission. Before a server in the real-time block list is able to submit messages, the connection is dropped. This approach results in performance savings at both the messaging and network layers.

Organizations can establish connection filtering in Exchange Server 2003 SP2 either by manually creating a global deny list and a global accept list, or by using third-party-maintained databases of known blocked IP addresses.

The majority of Exchange Server 2003 SP2 servers are deployed behind the corporate perimeter and do not face the Internet directly. This placement renders connection filtering less useful because the feature relies on getting the original sender's IP address to run the DNS query. The release of SP2 has addressed this deficiency by introducing a new header parsing algorithm for originating IP address retrieval. Exchange Server 2003 SP2 with connection filtering deployed can be positioned anywhere in the organization and perform filtering as it would on the perimeter. 
Global Deny and Accept Lists

An organization can create its own static list of denied IP addresses. As the name implies, the global deny list contains certain IP addresses and networks from which an organization never wants to accept e-mail. Conversely, an organization can create a global accept list—a list of IP addresses and networks from which an organization does not want to apply e-mail blocking or filtering policies. The global accept list might include IP addresses that correspond to subsidiary organizations or trading partners with which the organization has trusted relationships. In these circumstances, the organization does not want to risk having false positives, so it adds the trusted IP addresses of the sender’s e-mail servers to its global accept list. 

Note: In addition to the using global accept and global deny lists, an organization can configure Exchange Server 2003 to accept or reject connections based on IP addresses. This configuration can be defined on each SMTP virtual server and takes precedence over the global IP filtering features of global accept lists, global deny lists, and real-time block lists.

Real-Time Block Lists

A real-time block list is a DNS-based database of IP addresses of known, verified spam sources. Real-time block lists are available from companies that are in the business of continuously monitoring the Internet and tracking down known sources of spam. When detected, the offending IP addresses are added to a real-time block list database. These lists are often available free of charge, or available for a fee if a messaging administrator wants extended services. 

Exchange Server 2003 SP2 enables the use of third-party, real-time block lists. When configured to use a third-party, real-time block list, the Exchange Server 2003 SP2 server checks the submitting server's IP address against the database for the real-time block list and denies the connection if it finds a match.

Because real-time block list functionality bases its filtering decisions on the IP address of the sending server rather than on message content, real-time block lists technically fall into a separate category from third-party antispam software. The real-time block list acts like a gatekeeper, preventing messages from known malicious or questionable servers from entering the environment. A message that gets past the real-time block list is a step closer to entering the network, but only until its content can be examined by the next layer of messaging hygiene defense, such as Intelligent Message Filter. 

Because of the volume of real-time block list–related DNS queries that Microsoft IT makes on a daily basis (tens of millions), Microsoft IT transfers a mirror copy of the real-time block list to its local DNS servers on a predetermined, regular basis (generally multiple times per day). Most list providers require local copies of the real-time block lists for query volumes of greater than 250,000 per day. Transfer of a copy of the real-time block list is known as a zone transfer from the list provider. Microsoft IT configured its Exchange Server 2003 SP2 gateways to make real-time block list–related DNS queries against those local DNS servers.

Providers of Real-Time Block Lists

Because different providers of real-time block lists offer different types of lists and services, Microsoft IT carefully considered several providers before choosing one. Microsoft IT based its decision on providers' answers to the following questions: 

· Quality of the list. Does anyone verify that a new IP address added to the list is actually a spammer? Can anyone add to the list?

· Security of the list. Does the list go through any security checks? Does anyone verify that no IP addresses were wrongly or maliciously added?

· Process for updating the list. What is the review process? If getting on the list is automated, getting off the list should also be automated after spamming stops. How quickly are lists updated? 

· List transfer process. Does the provider allow complete or incremental Berkeley Internet Name Domain (BIND)–style transfers that are directly compatible with Windows DNS?

· Support from the block list provider. What level of support does the provider offer? 

Management Issues

One of the most important considerations when an organization uses a real-time block list service is to have a process in place for dealing with legitimate senders who are accidentally placed on the list. Microsoft IT configured its gateways to notify senders who are rejected by the real-time block lists. The notification message generated for blocked connections indicates the reason for the message to be rejected and indicates which provider and which real-time block list caused the block to happen. A sender must contact the provider of the real-time block list, resolve the issue, and get his or her IP addresses removed from the list. 

Organizations that are concerned about blocking legitimate senders, or that do not want to rely on senders contacting the provider of the real-time block list, can create an e-mail account or distribution group and add it to the exception list in Exchange Server 2003 SP2. Messages sent directly to the recipients in the exception list bypass rules for the real-time block list. The caveat to using this e-mail address is that spammers can start spamming the bypass e-mail address. If this occurs, the address can be easily changed.

For large companies that choose to manage local copies of the real-time block list databases on their DNS servers, it is important for all teams involved to be coordinated and work closely together. For example, at Microsoft, the DNS engineering team set up the local mirror copy on the DNS databases for the real-time block list, but the Exchange Server gateways, the primary consumer of this information, are managed in the Exchange support group. The groups carefully coordinated their activities and followed a strict process. The large size of some of the lists had the potential to affect performance in the DNS infrastructure. The DNS engineering team did the testing and evaluation necessary to determine how the lists would affect their environment. Both groups continue to work closely together to meet their goals.

Sender Filtering

Sender filtering examines the From address of each incoming e-mail message and compares it with a list of administrator-configured blocked senders. This list includes e-mail addresses and domains from which Microsoft IT does not accept e-mail. Typically, this list includes addresses that send a high volume of unwanted e-mail, such as e-mail from sites not related to business. Microsoft IT does not consider these senders spammers, just domains or individuals from which it does not want to receive e-mail. 

Sender filtering alone is not an adequate countermeasure against ever-changing spam messages. Because spam e-mail often comes from dynamic or random senders, filtering based on specific sender addresses is not very effective. However, sender filtering can be useful in mitigating the risks of mailbombing attacks that come from a specific source or e-mail domain. In Microsoft IT’s environment, the sender filtering feature alone blocks hundreds of thousands of messages a day.

Blank Sender Filtering

Typical legitimate e-mail messages include a valid sender e-mail address. Messages that have a blank From address are usually not legitimate. Microsoft IT relies on Exchange Server 2003 SP2 to block these messages at its gateways, which further minimizes the amount of spam that the environment accepts.

Recipient Lookup

Microsoft IT also employs recipient lookup at its Exchange Server 2003 SP2 gateway servers. This feature of Exchange Server 2003 SP2 checks the validity of the recipient at the protocol level before accepting responsibility for delivering a message; it rejects messages that are sent to nonexistent users. 

Recipient lookup is useful because other filters do not necessarily catch these kinds of messages. Processing large volumes of such unwanted e-mail unnecessarily strains the messaging servers and the entire network. This feature reduces the amount of e-mail for which the system would otherwise have used resources to attempt to deliver and then return. 

Administrators should implement recipient lookup with care. It can potentially make the messaging environment vulnerable to directory harvest attacks. To diminish the risk of such attacks, the common approach is to delay the response for requests going to invalid recipients. This approach prevents attempts to rapidly collect e-mail addresses while still blocking messages addressed to invalid recipients. Microsoft IT configures its Exchange Server 2003 SP2 gateways to minimize the risk of directory harvest attacks by slowing down the server response for invalid recipients while still accepting valid messages normally. 

Note: For more information about this process, refer to Microsoft Knowledge Base article “A Software Update Is Available to Help Prevent the Enumeration of Exchange Server 2003 E-Mail Addresses” at http://support.microsoft.com/kb/842851. 

Recipient Filtering

The recipient filtering feature in Exchange Server 2003 SP2 enables Microsoft IT to protect against or reduce the impact of targeted mailbombing. Often, the recipients that such attacks target do not need to receive messages from the Internet at all. Recipient filtering rejects messages at the gateway layer based on criteria such as to whom a message is sent. 

Although recipient filtering is not as effective in fighting real-time spam threats as real-time antispam solutions, recipient filtering can be extremely helpful in diminishing the risks of mailbombing attacks. Recently, the use of recipient filtering enabled Microsoft IT to block millions of messages addressed to just a few recipients in a single day. 

Restricted Distribution Groups

E-mail distribution groups are invaluable in organizations but have the potential to increase message volumes and to introduce new vulnerabilities in the messaging environment. Distribution groups may contain large numbers of recipients and are prime targets for senders of unsolicited and malicious e-mail. A successful submission of a malicious e-mail message to a large distribution group has a much more severe effect than the same message submitted to a specific, individual recipient. 

Microsoft IT uses features in Exchange Server 2003 SP2 that enable an administrator to restrict e-mail distribution groups in two ways. First, an administrator can configure a distribution group to accept messages from only a list of specified senders. Second, an administrator can configure a distribution group to accept messages from only authenticated users. If the sender is not authenticated, the message to a protected distribution group is blocked. Microsoft IT goes one step further by restricting all distribution groups that do not need to send or accept e-mail from the Internet—that is, external users are prevented from sending e-mail to these distribution groups. 

Suppression of Sender Display-Name Resolution
Microsoft IT employs a feature of Exchange Server 2003 SP2 that enables an administrator to suppress the automatic display-name resolution of senders of incoming e-mail messages that are sent anonymously. Typically, when a sender’s address matches a proxy address found in the Active Directory® directory service, the Outlook 2003 client automatically resolves the sender address to the appropriate display name. If an administrator uses Exchange Server 2003 SP2 to suppress the automatic display-name resolution, the message is marked so that Outlook 2003 will not resolve the display name and the recipient sees the Internet e-mail address in the Outlook message header instead of the display name from the Global Address List. This feature gives the recipient a visual indication that the message originated outside the Exchange Server 2003 SP2 organization and therefore might be spoofed.

Best Practices

Microsoft IT recognizes that each customer’s environment is unique, yet every customer deals with the same concerns over spam, viruses, e-mail attacks, and other e-mail–related security threats. Microsoft IT has developed or implemented the following best practices to ensure that it has the highest level of defense possible while still maintaining usability:

· Use a multilayered defense for the most effective results. Because of the prevalence of spam and malicious software on the Internet today, a single line of defense is no longer effective for any company. Just a few years ago, Microsoft IT was using only one filtering solution, which blocked only 40 percent of spam. Currently, the amount of incoming Internet e-mail is in the tens of millions of messages per day, about 95 percent of which is blocked. The multilayered defensive approach in place today enables Microsoft IT to block nearly all spam. 

· Scan for spam and domain spoofing at the messaging gateway. To minimize the amount of spam and spoofed messages being routed through the internal network, Microsoft IT begins scanning for spam at the gateway layer. The key is to scan as close to the outermost edge of the network as possible. After messages are scanned, the options are to archive, reject, delete, or take no action on suspicious messages. For the volumes of e-mail the Microsoft messaging environment receives daily from the Internet, Microsoft IT currently uses the reject action for the gateway threshold. Deleting spam at the gateway is the option that makes the most sense because the cost to deliver and store suspected spam is too high. The goal is to process and transport as little spam as possible through the network. 

· Scan messages for spam before scanning for viruses. Because antispam scanning blocks a high percentage of incoming messages from the Internet, it makes sense to scan for spam before scanning for viruses. It is not cost-effective to virus-scan messages that will later be identified as spam, because those messages will eventually be blocked anyway. Storing these messages and transporting them through the network requires additional disk space, network bandwidth, and server processing cycles.

· Delete rather than clean infected messages. Although it is possible for some antivirus solutions to remove a detected virus from a message and preserve the message content (often called cleaning a message), such attempts may not be completely effective. Therefore, sending these messages through the system presents a potential liability. For some infection types, such as mass-mailed worms, large quantities of cleaned messages may still cause performance degradation on the system. Microsoft IT chooses to delete rather than clean infected messages because of the sheer volume of e-mail it receives daily. Cleaned messages add to the overall volume of e-mail that must be stored and routed through the network. Microsoft IT recognizes, however, that some companies are hesitant to delete e-mail and may choose instead to try to clean infected e-mail.

· Strip attachments of certain file types. Microsoft IT believes that attachment blocking is a valuable addition to signature-based virus scanning. By helping to protect an environment from unknown or recently released malware that is transmitted inside e-mail attachments and for which signature files are not yet available or deployed, attachment stripping provides an additional layer of defense. A good practice is to implement attachment stripping at the e-mail gateway layer and to match the gateway-layer attachment stripping policy with the attachment blocking policy enforced at the client.

· Disable security notifications to Internet senders. Microsoft IT believes it is a good practice never to send notifications to senders on the Internet, for the following reasons: 

· Notification discloses the capabilities of the messaging hygiene system, thereby unnecessarily creating a security risk.

· A sender’s identity typically cannot be confirmed (due to spoofing); therefore, notification e-mail messages may go to the wrong users, who are potentially flooded with notifications.

· When the volume of infected messages is large, notifications might cause distributed DoS on the remote system. 

· Scan both incoming and outgoing e-mail for viruses. Although a primary concern is to keep the Microsoft IT messaging environment free of viruses by scanning incoming e-mail, it is just as much of a concern that internal users do not inadvertently infect other users and external recipients by sending viruses in outgoing e-mail. 

· Generate security notifications for infected outgoing Internet e-mail. If an internal user inadvertently sends out an infected message, the user's computer may have been infected. Such an internal user needs to be notified so that he or she can remove the infection from his or her own system before sending any more infected e-mail.

· Use restricted distribution groups. Restricted distribution groups help to reduce overall e-mail volume and mitigate risk by enabling an administrator to control which users can send messages to certain distribution groups. This Exchange Server 2003 SP2 feature offers various levels of control. 

· Consistently enforce antivirus policies on client systems. Consistency throughout the messaging infrastructure is vital to the safety of the messaging environment. Individual users must know and understand their roles in the process and the levels of control that are available to them.

· Control the outermost edge of the network and routing. To reiterate Microsoft IT’s multilayered approach to messaging hygiene, an organization should implement as many defensive measures as possible throughout the messaging infrastructure, beginning as close to the Internet as possible and continuing at each layer of the infrastructure all the way to the client layer. Defensive measures should complement one another. 

· Block blank senders. Usually, e-mail coming from blank senders is not legitimate. Spam e-mail frequently uses a blank sender to hide the identity of the message originator. For this reason, Microsoft IT considers it a best practice to block e-mail that does not specify a sender. 

· Block e-mail from certain IP addresses and domain names. During targeted spam or mailbombing attacks in which malicious messages come from an identified source, IP address–based filtering and sender filtering provide quick and effective countermeasures that help block the offending messaging traffic and reduce its impact on the infrastructure. 

Conclusion

Like most companies today, Microsoft IT must be ever vigilant in its fight against spam, viruses, e-mail attacks, and other security threats to its infrastructure. Although Microsoft IT faces some uncommon challenges because of its unique operating environment—a complex mix of servers, platforms, applications, and operating systems (both release and prerelease)—Microsoft IT shares with its customers the same core principles in defending the security of its infrastructure. 

The overriding theme of Microsoft IT’s messaging hygiene strategy is that a multilayered approach is essential. Any attempt to fight spam, viruses, and other malicious attacks at a single layer of the infrastructure is simply not sufficient. As a result, Microsoft IT has deployed antivirus software at multiple layers throughout the messaging infrastructure. Microsoft IT has strengthened its defense by using a combination of third-party solutions and a myriad of features that are built in to Exchange Server 2003 SP2 and Outlook 2003. 

A guiding principle in Microsoft IT's strategy is that the bulk of spam and malicious messages must be prevented from entering the network. Therefore, Microsoft IT has employed a broad array of filtering processes at the network gateway. Microsoft IT has also streamlined the network infrastructure by eliminating one set of dedicated servers from its previous messaging topology. All of these efforts have contributed to reducing Microsoft IT’s TCO. Microsoft IT recognizes the fluid nature of its environment and will continue to revise its messaging hygiene strategy in response to the ever-changing landscape of dangers brought to its network through the Internet.
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Situation


The growing prevalence of spam, viruses, and other malware sent through Internet e-mail has placed a large burden on the enterprise messaging environment, threatening to overwhelm messaging resources. More importantly, failure to manage these threats can put the enterprise messaging environment, and possibly the entire enterprise network, at risk for security violations.


Solution


To manage the influx of spam and malware, Microsoft IT uses a multilayered approach, minimizing the amount of e-mail allowed past the outermost edge of the network. Microsoft IT employs multiple scanning and filtering processes to remove spam and malware while minimizing false positives. The multiple technologies for managing this process in Exchange Server 2003 SP2 simplify the process for messaging administrators.


Benefits


Scanning for spam at the outermost edge of the network significantly reduces the amount of messaging content to be processed and stored internally. 


Removing attachments and scanning for malware before delivery to mailboxes dramatically reduce user exposure to these threats.


Additional scanning at the client level further reduces the threats of malware and adverse effects on employee productivity, such as time required to sort through and delete spam.


Products & Technologies 


Microsoft Exchange Server 2003 SP2


Microsoft Office Outlook 2003


Microsoft Exchange Intelligent Message Filter 


Sender ID


Real-time block lists


Connection filtering


Sender and recipient filtering


Antivirus scanners


Microsoft Windows Server 2003


Outlook Web Access
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