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Chapter 6

Deploying IPSec
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Internet Protocol security (IPSec) in the Microsoft® Windows® Server 2003 operating system protects networks from active and passive attacks by securing IP packets through the use of packet filtering, cryptography, and the enforcement of trusted communication. IPSec is useful in host-to-host, virtual private network (VPN), site-to-site (also known as gateway-to-gateway or router-to-router), and secure server scenarios, and can be managed by using Group Policy or scripted by using command-line tools.
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Related Information

· For information about Windows Server 2003 IPSec, see the Networking Guide of the Microsoft® Windows® Server 2003 Resource Kit (or see the Networking Guide on the Web at http://www.microsoft.com/reskit).

Overview of IPSec Deployment

Private networks face various external and internal threats. You can use specific tools to counter specific threats. For example, antivirus systems can protect desktops and servers to a limited extent against known attacks.

IPSec can be used to secure all communications between parties — for example, by using authentication and encryption — without requiring any further modifications to applications or protocols. If you need to ensure that messages are not modified in transit or that they are unreadable to network intruders, IPSec provides a solution you can use to achieve these ends. Although IPSec can be applied to a variety of situations, this chapter describes solutions that are useful for most, but not all environments.

Although businesses typically separate their internal network from the Internet by using firewalls that block traffic sent to specified ports and protocols, internal corporate networks have become so complex that it is difficult to protect all mission-critical data at all times from attackers. Yet business applications fully depend on network access, so using a firewall to block incoming traffic by port is not always practical; it is difficult to know which ports require protection and which ports carry essential communication. IPSec provides a much stronger access model based on enforcing trusted communication.

Designed by the Internet Engineering Task Force (IETF), Internet Protocol security (IPSec) is a framework of open standards for ensuring private, secure communications over Internet Protocol (IP) networks, through the use of cryptographic security services.

IPSec is not a full-featured host firewall. However, it does provide the ability to centrally manage policies that can permit, block, or negotiate security for unicast IP traffic, based on specific addresses, protocols, and ports. Microsoft Internet Connection Firewall (ICF) is designed as a locally managed basic host firewall. The primary difference between IPSec and ICF is that IPSec provides complex static filtering based on IP addresses, while ICF provides stateful filtering for all addresses on a network interface. It is recommended that you use ICF when you want to implement a firewall for a network interface that can be accessed through the Internet. It is recommended that you use IPSec when you want to secure traffic on the wire, or when you need to allow access only to a group of trusted computers.

IPSec is included in Microsoft® Windows® Server 2003, Standard Edition; Windows® Server 2003, Enterprise Edition; Windows® Server 2003, Datacenter Edition; Windows® Server 2003, Web Edition operating systems; and the 64-bit editions of Windows Server 2003. Portions of IPSec and related services in these platforms were jointly developed by Microsoft and Cisco Systems, Inc. This chapter primarily focuses on design decisions and planning required to use IPSec for end-to-end secure networking scenarios for Windows Server 2003 and Microsoft® Windows® XP operating systems.

To best deploy IPSec in a typical network environment, you also need Active Directory® directory service domains and Group Policy in place.

Focus on the following areas when planning an IPSec deployment:

· Deciding where and how you must secure computers on your network by grouping computers in Active Directory organizational units (OUs).

· Deciding how tight to make the security by what policy you assign.

IPSec Deployment Process

Before deploying IPSec on your network, make decisions about which computers to secure, where the security should be implemented, and how tight the security must be. Then test your deployment plan in a lab, and finally deploy IPSec on your network.

Use the steps shown in Figure 6.1 to design the deployment process of IPSec on your network.

Figure 6.1   Deploying IPSec
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IPSec Concepts

You can use the Windows Server 2003 implementation of IPSec to compensate for the limited protections provided by applications for network traffic, or as a network-layer foundation of a defense-in-depth strategy. Do not use IPSec as a replacement for other user and application security controls, because it cannot protect against attacks from within established and trusted communication paths. Your authentication strategy must be well defined and implemented for the potential security provided by IPSec to be realized, because authentication verifies the identity and trust of the computer at the other end of the connection. For example, if IPSec is required to encrypt all traffic only to trusted domain member computers, but there are weak controls on how computers can join the domain, the IPSec-protected traffic might be exposed to a trusted man-in-the-middle attack. Similarly, if attackers can join their computers to the domain, they might obtain trusted, encrypted access to IPSec-protected servers. If computers cannot be properly authenticated, IPSec does not provide security.

Table 6.1 outlines the specific security needs that IPSec addresses.

Table 6.1   IPSec Security Solutions 

	Security Concern
	IPSec Solution 

	Network attacks using specific protocols or ports.
	Two methods:

· IPSec traffic blocking, to block specified traffic.

· IPSec policy filter lists can allow traffic from only trusted senders over particular protocols to particular addresses and ports.

	Eavesdropping. Also known as sniffing. Eavesdropping occurs when an attacker uses a frame capture program (also known as a sniffer) to view the data that is placed on the network.
	IPSec uses the Encapsulating Security Payload (ESP) protocol to encrypt data by using Triple Data Encryption Standard (3DES) or Data Encryption Standard (DES) so that IP packets cannot be read if intercepted in transit.

	Data modification. If an intruder can access the information, they might be able to change it in such a way that the recipients cannot detect that any change has occurred.
	IPSec uses a cryptographic checksum that incorporates a secret key to provide data integrity. Although a packet can be modified, the checksum cannot be updated for the proper value without knowledge of the secret key. An invalid checksum indicates to the receiving computer that the packet was modified in transit.

	Identity spoofing. Intruders falsely using an IP address to compromise packet filter security.
	IPSec uses Kerberos, public key certificates, or preshared key authentication to verify the identity of computer systems before the application level communication can take place.

	Denial-of-service attack. By flooding a computer or network with malicious, malformed, or useless information, an attacker can disrupt normal operations.
	IPSec uses IP packet filtering to determine whether communication is allowed, secured, or blocked, according to specified IP address ranges, protocols, or TCP or User Datagram Protocol (UDP) ports. IPSec cannot be targeted by denial-of-service attacks.


When communication is secured between computers, IPSec authenticates computer identities and negotiates security options. Security options include aspects such as encryption strength or acceptable authentication methods. Negotiating security options ensures that communication partners agree how to secure the connection. By requiring IPSec for all network access to a server, you can ensure that only trusted computers can access the server. Active Directory can be used to deliver Group Policy security settings for all clients in a domain, as well as for groups of servers in an OU. Thus you can create, distribute, and enforce access rules for groups of computers for any of the following:

· Computers that are members of a specific domain

· A specific group of computers with common needs or roles in an OU

· A specific computer

Compatibility

Operating systems older than Microsoft® Windows® 2000 do not provide built-in support for IPSec. These include Microsoft® Windows® 98, Windows® Millennium Edition, and Microsoft® Windows NT®. If you have computers running these operating systems in your environment, make sure they are not required to use IPSec because the enforcement of IPSec-secured communications denies them access to resources.

Several features in the Windows Server 2003 implementation of IPSec are not provided in Windows 2000 or in Microsoft® Windows® XP Professional. If you plan to apply IPSec policies that use any of the new features that are available only in the Windows Server 2003 implementation of IPSec, do not use the Windows XP or Windows 2000 IP Security Policy Management snap-ins to manage these policies. Using those operating systems to manage Windows Server 2003 policies will result in the new features in the Windows Server 2003 policies being lost. IPSec policies that do not use the new Windows Server 2003 features, however, can be applied to computers running any of the three operating systems.

Remote management and monitoring of IPSec is only supported between computers running the same version of the Windows operating system. For remote management and monitoring of IPSec, it is recommended that you use Remote Desktop Connection.

For central management of IPSec policy on computers running Windows XP, Windows 2000, and Windows Server 2003, use Active Directory.

The IPSec internal infrastructure components were significantly modified for Windows Server 2003. Policies created on computers running Windows XP, Windows 2000, and Windows Server 2003 can be shared between any of those operating systems, but many tools have changed for creating and managing those policies and some tools are not installed by default. In Windows Server 2003, use the IP Security Policy Management snap-in, the Netsh IPSec context, and the Resultant Set of Policy (RSoP) snap-in for management and the IP Security Monitor snap-in for monitoring. Netdiag.exe, which is included in the Support Tools folder of the Windows Server 2003 operating system CD, no longer includes IPSec functionality. IPSecmon.exe, which was included in Windows 2000, is not included with Windows Server 2003 (it has been replaced by the new IP Security Monitor snap-in). IPSecpol.exe, which was included with the Microsoft® Windows® 2000 Server Resource Kit, is not included with Windows Server 2003. IPSeccmd.exe, which was included in the Support Tools folder of the Windows XP operating system CD, is not included with Windows Server 2003. For Windows Server 2003, the Netsh IPSec context replaces and enhances the functionality provided by Netdiag.exe and IPSeccmd.exe.

New in Windows Server 2003

IPSec provides new features that enhance security, scalability, availability, ease of deployment, and administration. Although the additions to Windows Server 2003 provide greater security, they are not always compatible with earlier versions of Windows. Ensure that you understand which technologies work with clients in your environment, and then determine whether to upgrade clients, postpone the use of specific IPSec technologies, or a mix of both. Then test your plan in a lab before deploying it in your production environment.

The new technologies highlighted in this section focus on those pertinent to deployment.

Filters update IP configuration of IPSec partners

You can use the IP Security Policy Management snap-in or Netsh to configure the source or the destination address fields that the target computer interprets as the addresses for the Dynamic Host Configuration Protocol (DHCP) server, the Domain Name System (DNS) servers, the Windows Internet Name Service (WINS) servers, and the default gateway. As a result, IPSec policies can now automatically accommodate changes in the IP configuration of the source or destination, by using either DHCP or static IP configurations. Enhanced subnet definitions are also supported by Windows Server 2003 IPSec.

NAT traversal support has been added

Windows Server 2003 IPSec meets new Internet Engineering Task Force (IETF) draft version 2 specifications, “UDP Encapsulation of IPSec Packets” and “Negotiation of NAT-Traversal in the IKE,” which describe methods by which ESP-protected IPSec traffic can pass through a network address translator (also known as a NAT). However, some applications might not work when their traffic is first protected with IPSec ESP and then passed through a network address translator. The Internet Key Exchange (IKE) protocol automatically detects network address translators and uses UDP ESP encapsulation to send all user data by using UDP port 4500. Using the Authentication Header (AH) protocol across network address translators is not supported by IPSec NAT traversal (NAT-T).

Netsh enables command-line support for IPSec

Replacing IPSecpol.exe and IPSeccmd.exe, the new IPSec context of the Netsh command-line tool can be used to automate IPSec configuration, deploy IPSec remotely or across many computers, and perform other tasks. For example, domain logon scripts, startup scripts, and other files can be used to configure IPSec policy. For more information, see “Netsh commands for Internet Protocol Security (IPSec)” in Help and Support Center for Windows Server 2003.

Default exemptions have been removed

IPSec provides greater protection because filtering exemptions that existed in Windows XP and Windows 2000 have been removed from Windows Server 2003. In Windows XP and Windows 2000, all broadcast, multicast, Internet Security Association and Key Management Protocol (ISAKMP), Kerberos, and Resource Reservation Protocol (RSVP) traffic was exempt from IPSec filtering. In Windows Server 2003, only ISAKMP traffic is exempt from IPSec filtering. Exemptions can be added by using the IP Security Policy Management snap-in or the Netsh IPSec context. The Kerberos protocol is no longer a default exemption; if you want to enable Kerberos authentication, you must create filters in the IPSec policy that explicitly allow all traffic to each domain controller IP address in the domain member’s domain. If you created policies for Windows XP or Windows 2000, you might need to configure explicit permit filters to maintain the expected behaviors of the IPSec policy on servers running Windows Server 2003. For more information, see “Understanding Filter Capabilities” later in this chapter.

RSoP support has been added

RSoP provides information that can help assess and resolve unexpected IPSec behavior resulting from Group Policy conflicts. For more information, see “Using RSoP” later in this chapter.

Other improvements that enhance security and IPSec policy management include:

· 2048-bit Diffie-Hellman keys, which provide very strong cryptographic key generation to maximize 3DES encryption strength.

· Persistent IPSec policy, which enhances security during computer startup. Additionally, persistent IPSec policy provides a method for local administrators to force local IPSec policy settings to be applied when Active Directory-based policy is assigned. For more information about persistent IPSec policy, see “Assigning IPSec Policies Locally” later in this chapter.

· Stateful filtering of network traffic during computer startup, which permits only the following traffic during computer startup: the outbound traffic that the computer initiates during startup, the inbound traffic that is sent in response to the outbound traffic, and DHCP traffic.

· The IP Security Monitor snap-in, which displays more details about IPSec communication than IPsecmon.exe (used for monitoring IPSec in Windows 2000). These additional details and performance enhancements enable effective monitoring of IPSec-secured servers.

For more information about new features of Windows Server 2003, see “New features for IPSec” in Help and Support Center for Windows Server 2003.

Terms and Definitions

This section provides brief definitions of core IPSec and IPSec-related terms. For more information, see the sources mentioned in “Additional Resources” later in this chapter, or Help and Support Center for Windows Server 2003.

Authentication

The process for verifying that a peer or object is who or what it claims to be. Examples include confirming the source of information, such as verifying a digital signature, or verifying the identity of a computer.

Authentication Header (AH)

An IPSec protocol that provides data origin authentication, data integrity, and anti-replay for the entire packet (the IP header and the data payload carried in the packet, except fields in the IP header that are allowed to change in transit). AH can be used alone, in combination with ESP, or in IPSec tunnel mode. Windows AH functionality complies with RFC 2402.

Cryptography

The process of keeping messages and data secure. Cryptography enables and ensures data confidentiality, data integrity, authentication (peer and data origin), and nonrepudiation.

Default response

An IPSec rule that is used to ensure that the computer responds to requests for secure communication. If an active policy does not have a rule defined for a computer that is requesting secure communication, the default response rule is applied and security is negotiated. The default response rule cannot be deleted, but it can be deactivated. It is activated by default for all policies.

Encapsulating Security Payload (ESP)

An IPSec protocol that provides data confidentiality, data origin authentication, data integrity, and anti-replay for the ESP payload. ESP can be used alone, in combination with AH, or in IPSec tunnel mode. Windows ESP functionality complies with RFC 2406.

Filter action

The part of an IPSec rule that defines the security requirements for the data transmission. A filter action can be configured to permit traffic, block traffic, or negotiate secure communications with IPSec. If security negotiation is selected, you must also configure security methods and their order, whether to accept initial incoming unsecured traffic, whether to allow unsecured communication with computers that do not support IPSec, and whether to use perfect forward secrecy (PFS).

Group Policy

The infrastructure within Active Directory that enables directory-based change and configuration management of user and computer settings, including security and user data. You use Group Policy to define configurations for groups of users and computers. The Group Policy settings that you create are contained in a Group Policy object (GPO). By associating a GPO with selected Active Directory system containers — domains, sites, and OUs — you can assign the GPO’s policy settings to the users and computers in those Active Directory containers. Although Group Policy applies to both users and computers, IPSec policy is a computer configuration Group Policy setting that is only applied to computers.

Group Policy Object (GPO)

A collection of Group Policy settings that are stored at the domain level that affect users and computers contained in domains, sites, and OUs. In addition, each computer has one local GPO. To create an individual GPO, use the Group Policy Object Editor snap-in. Although GPOs can apply to both users and computers, IPSec policy objects can only be applied to computers.

IPSec authentication

The process of verifying trust in an identity. IKE uses mutual authentication between computers to establish trusted communications, and requires the use of one of the following authentication methods: Kerberos V5, a computer X.509 v3 public key infrastructure (PKI) certificate, or a preshared key. The two communication endpoints must have at least one common authentication method, or communication fails.

IPSec filter

A specification in an IPSec rule that is used to match IP packets to filter actions (permit, block, or negotiate security). An IP filter list contains one or multiple filters, and it can be shared among different IPSec policies. For example, one filter list can contain the list of each domain controller IP address in a domain.

IPSec policy

A collection of one or more IPSec rules that determine IPSec behavior.

IPSec rule

A statement in an IPSec policy that associates a filter list with a filter action, an authentication method, and an IPSec mode. An IPSec rule is typically configured for a specific purpose (for example, “Block all inbound traffic from the Internet to TCP port 135”). Many IPSec rules can be defined in a single IPSec policy.

IPSec transport mode

A mode of IPSec that is used to protect host-to-host communications. Transport mode provides security between computers that are on the same local area network (LAN) or connected by private wide area network (WAN) links.

IPSec tunnel mode

A mode of IPSec that is used to protect site-to-site (gateway-to-gateway) traffic between networks, such as site-to-site networking through the Internet. The sending gateway encapsulates the entire IP datagram by creating a new IP packet that is then protected by one of the IPSec protocols. Windows Server 2003 supports IPSec tunnel mode for configurations where Layer Two Tunneling Protocol (L2TP) cannot be used. For more information about recommended uses of tunnel mode, see “Using IPSec in Tunnel Mode” later in this chapter.

Netsh

A command-line scripting tool for configuring networking components on the local computer or on remote computers running Windows 2000, Windows XP Professional, or Windows Server 2003. The Netsh IPSec context is only available on Windows Server 2003, although policies created with Netsh can be used for computers running other versions of Windows that support IPSec.

Perfect forward secrecy (PFS)

A mechanism that determines whether the existing keying material for a master key can be used to derive a new session key. Session key PFS performs a new Diffie-Hellman key exchange to generate new master key keying material instead of using master key keying material to derive more than one session key.

Tunnel endpoint

The tunneling computer that is closest to the IP traffic destination, as specified by the associated IP filter list. Two rules are required to describe an IPSec tunnel. For the outbound traffic rule, the tunnel endpoint is the IP address or subnet of the IPSec peer on the other end of the tunnel. For the inbound traffic rule, the tunnel endpoint is an IP address or subnet configured on the local computer.

Determining Your IPSec Needs

The first step in deploying IPSec on your network is to determine which computers need to be secured. Some data on your network might need higher levels of security than others. Although adding IPSec can protect your network and data, it can also reduce performance, and some computers might not support IPSec. As shown in Figure 6.2, you must decide which data and which computers on your network you need to secure and at what level of security.

Figure 6.2   Determining Your IPSec Needs
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When beginning your design process, make sure to have specifications about your current network environment available for use. Your hardware and software inventory and a map of network topology are essential tools for the design phase. Because IPSec policies are based on which computers and data you want to secure, where that data is stored within the network, and the operating systems you need to support, this information lets you know where you can deploy IPSec. For more information about creating those documents, see “Planning for Deployment” in Planning, Testing, and Piloting Deployment Projects of this kit.

Some network environments are well suited to IPSec as a security solution and others are not. This section lists some common examples.

Recommended IPSec Uses

IPSec is recommended for the following uses:

· Packet filtering. IPSec provides limited firewall capabilities for end systems. You can use IPSec with the NAT/Basic Firewall component of the Routing and Remote Access service to permit or block inbound or outbound traffic. You can also use IPSec with ICF, which provides stateful filtering. However, to ensure proper IKE management of IPSec security associations (SAs), you must configure ICF to permit ISAKMP UDP port 500 traffic.

· Securing host-to-host traffic on specific paths. You can use IPSec to provide protection for traffic between servers or other static IP addresses or subnets. For example, IPSec can secure traffic between domain controllers in different sites or between Web servers and database servers.

· Securing traffic to servers. You can require IPSec protection for all client computers that access a server. In addition, you can set restrictions on which computers are allowed to connect to a server running Windows Server 2003.

· L2TP/IPSec for VPN connections. You can use the combination of the L2TP and IPSec (L2TP/IPSec) for all VPN scenarios. This does not require the configuration and deployment of IPSec policies.

· Site-to-site (gateway-to-gateway) tunneling. You can use IPSec in tunnel mode for site-to-site (gateway-to-gateway) tunnels when you need interoperability with third-party routers, gateways, or end systems that do not support L2TP/IPSec or Point-to-Point Tunneling Protocol (PPTP) connections.
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Note

Because IPSec depends on IP addresses for establishing secure connections, you cannot specify dynamic IP addresses. It is often necessary for a server to have a static IP address in IPSec policy filters. In large network deployments and in some mobile user cases, using dynamic IP addresses at both ends of the connection can increase the complexity of IPSec policy design.

IPSec Uses That Are Not Recommended

IPSec can reduce processing performance and increase network bandwidth consumption. Additionally, IPSec policies can be quite complex to configure and manage. Finally, the use of IPSec can introduce application compatibility issues. For these reasons, IPSec is not recommended for the following uses:

· Securing communication between domain members and their domain controllers. In addition to reduced network performance, using IPSec for this scenario is not recommended because of the complexity of the IPSec policy configuration and management required.

· Securing all traffic in a network. In addition to reduced network performance, using IPSec for this scenario is not recommended because:

·  IPSec cannot negotiate security for multicast and broadcast traffic.

· Traffic from real-time communications, applications that require Internet Control Message Protocol (ICMP), and peer-to-peer applications might be incompatible with IPSec.

· Network management functions that must inspect the TCP, UDP, and protocol headers are less effective or cannot function at all, due to IPSec encapsulation or encryption of IP payloads.

Additionally, the IPSec protocol and implementation have characteristics that require special consideration in the following scenarios:

· Securing traffic over wireless 802.11 networks. You can use IPSec transport mode to protect traffic sent over 802.11 networks. However, IPSec is not the recommended solution for providing security for corporate 802.11 wireless LAN networks. Instead, it is recommended that you use 802.11 Wired Equivalent Privacy (WEP) encryption and IEEE 802.1X authentication. Support for IPSec, configuration management, and trust are required on client computers and servers. Because many computers on a network do not support IPSec or are not managed, it is not appropriate to use IPSec alone to protect all 802.11 corporate wireless LAN traffic. Additionally, IPSec tunnel mode policies are not optimized for mobile clients with dynamic IP addresses, nor does IPSec tunnel mode support dynamic address assignment or user authentication, which is needed for remote access VPN scenarios. To secure remote access traffic to organization networks when that traffic is sent over public wireless networks that are connected to the Internet, use L2TP/IPSec VPN connections.

· Using IPSec in tunnel mode for remote access VPN connections. Using IPSec in tunnel mode is not recommended for remote access VPN scenarios. Instead, use L2TP/IPSec or PPTP for remote access VPN connections.

Using IPSec in Transport Mode

Table 6.2 provides a summary of when IPSec transport mode is appropriate to use.

Table 6.2   IPSec Transport Mode Uses

	IPSec Scenario
	IPSec Transport Mode Usage 

	Require packet filtering 
	Although IPSec does not provide full firewall functionality, it can be used to statically permit or block traffic based on source and destination address combinations, and based on the IP protocol and TCP and UDP ports. Some of the functions found in standard firewalls that IPSec does not provide include stateful inspection, application protocol awareness, intrusion inspection, and packet logging. Although IPSec lacks some features of firewalls, the packet blocking and filtering it provides can be effective in limiting the spread of viruses or in thwarting specific attacks known to use specific ports. It can also be used to prevent specific applications and services from being used on the network.

	Require end-to-end security 
	This is the easiest way to secure traffic with IPSec, typically between servers or clients and servers. End-to-end security creates a secure channel for trustworthy communication.


You can also combine these two IPSec methods to enhance the network-level security of your infrastructure. Both methods are detailed later in this chapter.

IPSec Packet Filtering

You can use Windows Server 2003 IPSec to secure specific servers in your enterprise. IPSec can be configured to permit or block specific types of traffic based on source and destination address combinations and specific protocols and specific ports. You can use this feature of IPSec to block well-known ports of software so that even if a server is infected, it cannot be used to infect other computers or allow access via the well-known port.

For example, nearly all the systems illustrated in Figure 6.3 can benefit from packet filtering to restrict communication to only specific addresses and ports.

Figure 6.3   Filtering Packets by Using IPSec
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By blocking communication to specific ports of a server, it is more difficult for an intruder to access the server or for the server to be used to attack other computers. You can strengthen security by using IPSec filtering to control exactly the type of communication that is allowed between systems. For example, as illustrated in Figure 6.3:

· The internal network domain administrator can assign a domain-based IPSec policy to block all traffic from the perimeter network.

A perimeter network domain administrator can assign a domain-based IPSec policy to block all traffic to the internal network.

The administrator of the computer running Microsoft® SQL Server™ on the internal network can create an exception to the domain-based IPSec policy to permit SQL protocol traffic to the Web application server on the perimeter network.

· The administrator of the Web application server on the perimeter network can create an exception to the domain-based policy to permit SQL traffic to the computer running SQL Server on the internal network.

· The administrator of the Web application server on the perimeter network can also block all traffic from the Internet, except requests to TCP port 80 (HTTP) and TCP port 443 (SSL), which are used by Web services. This provides additional security against traffic allowed in from the Internet in case the firewall was mis-configured or compromised by an attacker.

· The domain administrator can block all traffic to the management computer, but allow traffic to the perimeter network.

You can also use IPSec with the NAT/Basic Firewall component of the Routing and Remote Access service or IP packet filtering to enhance IPSec permit or block filtering of inbound or outbound traffic.

End-to-End Security

IPSec end-to-end security establishes trust and security from a unicast source IP address to a unicast destination IP address (peer-to-peer). You can use this IPSec capability for secured server scenarios in which only trusted computers are allowed access to a server. In secured server scenarios, you can use IPSec to control access to all applications and services running on the server, and then either encrypt or only simply authenticate all application network traffic. The computers (IPSec peers) are authenticated through the use of Kerberos V5, certificate-based public key authentication, or — only if necessary — preshared key authentication.

Peer-to-Peer Communication

As shown in Figure 6.4, only the sending and receiving computers need to be aware of IPSec. Each handles security at its respective end and assumes that the medium over which the communication takes place is not secure. The two computers can be located near each other, as on a single network segment, or across the Internet. Computers or network elements that route data from source to destination are not required to support IPSec. A firewall between IPSec peers must be configured to forward IPSec traffic on UDP source and destination port 500, IP protocol 50 (ESP), or IP protocol 51 (AH). If network address translation is taking place between two computers, they must both support IETF IPSec NAT-T specification draft version 2. A firewall must be configured to forward traffic on UDP source and destination port 4500.

Figure 6.4   Peer-to-Peer Security in IPSec
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End-to-end security is typically used to secure data sent over connections that transmit sensitive data or that might be susceptible to eavesdropping, such as:

· Servers within a corporate network.

· Servers over the Internet. For example, end-to-end security can secure traffic used by business-to-business application systems, protect file and database content as it is distributed to your business partners, or encrypt Remote Authentication Dial-In User Service (RADIUS) traffic between RADIUS clients, proxies, and servers.

· Front-end servers in a data center or perimeter network and servers inside the corporate internal network. There are two methods for securing data in this scenario:

· End-to-end IPSec transport protection of traffic between the servers. Use IPSec to guarantee authenticity and unmodified traffic between servers, other computers using static IP addresses, or subnets. For example, IPSec can secure traffic between domain controllers, between routers connecting remote sites or forests, or between Web servers and database servers. You can use encryption if the traffic does not require inspection by an intrusion detection system between the servers.

· End-to-gateway IPSec protection of traffic, so that the traffic is secured with IPSec, but can be fully inspected or modified by a firewall. Depending on the gateway, you can use IPSec transport mode or IPSec tunnel mode.

For any VPN scenarios, you can use the combination of L2TP and IPSec (L2TP/IPSec). For compatibility with other routers and gateways, or end-systems that do not support L2TP/IPSec or PPTP connections, you can use IPSec in tunnel mode for site-to-site (gateway-to-gateway) tunnels.

Securing an Application Server

Figure 6.5 shows end-to-end IPSec in transport mode securing an application server.

Figure 6.5   Using IPSec to Secure an Application Server
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In this scenario, an application server in an internal corporate network must communicate with clients running Windows 2000 or Windows XP Professional; a WINS server, DNS server, and DHCP server; Active Directory domain controllers; and a third-party data backup server. Typically, an administrator uses Group Policy to configure and assign an Active Directory-based IPSec policy to an application server. In this scenario, the IPSec policy specifies that traffic is secured or permitted for different data paths, as described below.

Secured traffic

The users on the client computers are company employees who access the application server to view their personal payroll information and performance review scores. Because the traffic between these clients and the application server involves highly sensitive data, and because the administrator wants the server to only communicate with other domain members, he or she uses an IPSec policy that requires ESP encryption and communication only with trusted computers in the Active Directory domain.

Additionally, in Windows Server 2003, a specific group of computers can be authorized to use IPSec when either Kerberos V5 or certificates are used for IKE authentication. This capability is known as certificate-to-account mapping. When IPSec certificate-to-account mapping is used, an administrator can control which computers are authorized to use IPSec by configuring Group Policy security settings and assigning either the Access this computer from the network or the Deny access to this computer from the network logon right to individual or multiple computers, as needed. For more information, see “Public Key Certificate” later in this chapter.

Permitted traffic

Traffic is permitted for the following data paths:

· Traffic between the WINS server, DNS server, DHCP server, and the application server is permitted because WINS servers, DNS servers, and DHCP servers must typically communicate with computers that run on a wide range of operating systems, some of which might not support IPSec.

· Traffic between Active Directory domain controllers and the application server is permitted, because using IPSec to secure communication between domain members and their domain controllers is not a recommended usage due to the complexity of the IPSec policy configuration and management required in Active Directory.

· Traffic between the third-party data backup server and the application server is permitted because the third-party backup server does not support IPSec.

Example: Contoso’s Use of End-to-End Security

The fictitious Contoso Corporation implemented a mix of IPSec solutions to meet its end-to-end security needs. Using IPSec end-to-end security makes sense for Contoso because it has branches throughout the world that need to securely exchange data; messages need to pass securely and smoothly across the Internet. Also, Contoso might need to prevent network access to its servers from attackers who might penetrate their network, either through the perimeter network or by directly using a network port in any Contoso office.

Contoso considered using IPSec end-to-end security on all communications, but quickly realized that this was unnecessary and instead chose to authenticate network access to a select set of computers, and to encrypt only its most sensitive communications. Contoso uses IPSec on traffic sent between the following computers or locations:

· Servers within their network, such as between their Distributed File System (DFS) shares and all clients. Contoso used Kerberos authentication for these connections.

· Contoso headquarters servers and partner sites at which Contoso products are manufactured. In the case of the partner connections, Contoso also restricted which partner computers can connect to their corporate network. In this case, Contoso used public key certificate authentication because they shared common root certification authorities (CAs) with their partners. Their partners obtained computer certificates from third-party PKI providers. Contoso allowed only IPSec traffic to pass through the firewall when communicating with partner networks. Contoso mapped computer certificates for partner networks to a shadow computer account in Active Directory, and specified that only computer accounts from the partner networks were allowed IPSec access to their servers. To do this, they configured the Access this computer from the network logon right on each of their servers and assigned this right to computer accounts in the partner networks.

· Web server access to the data center database on cluster servers. Contoso used certificate authentication to enable IPSec-protected connections because the Web servers did not have a security domain trust with the data center cluster servers. The IPSec policy on the data center servers allowed only inbound SQL traffic from the Web servers. To allow IPSec-protected access to Web servers that are managed by a contractor and that do not run the Windows operating system, Contoso used preshared key authentication.

By protecting these connections, Contoso protected high-value communications that were critical to their business success. If they had failed to properly protect order information, competitors might have gained valuable data, or orders might have been canceled or modified by attackers.

Using IPSec in Tunnel Mode

Tunnel mode is primarily used for interoperability with gateways or end systems that do not support L2TP/IPSec or PPTP VPN site-to-site connections. Table 6.3 provides a summary of scenarios in which IPSec tunnel mode is appropriate to use.

Table 6.3   IPSec Tunnel Mode Usage

	IPSec Scenario
	IPSec Tunnel Mode Usage 

	Establish gateway-to-gateway tunnels between sites, when the gateways or end systems do not support L2TP/IPSec VPN connections.
	Use only when necessary for interoperability with gateways or end systems that do not support L2TP/IPSec VPN connections. When L2TP/IPSec VPN connections are supported, use L2TP/IPSec (IPSec transport mode) instead. When IPSec in tunnel mode is used for gateway-to-gateway tunnels, static IP addresses are required for the IPSec tunnel endpoints.

For an illustration of this scenario, see Figure 6.6.

	Protect traffic end-to-end, but one endpoint of the communication does not support IPSec.
	Use an IPSec tunnel from one endpoint to a firewall or IPSec-enabled router nearest to the endpoint that does not support IPSec. This scenario requires static IP addresses for both tunnel endpoints.

For an illustration of this scenario, see Figure 6.7.

	Encrypt traffic end-to-end between two computers, but a third-party firewall or network intrusion detection system requires that traffic be decrypted.
	Use one IPSec tunnel to reach the third-party firewall or the network intrusion detection system. Use another tunnel from the third-party firewall or network intrusion detection system to reach the destination. This scenario requires static IP addresses for all four tunnel endpoints.

For an illustration of this scenario, see Figure 6.8.


Gateway-to-Gateway Traffic Must be Secured

In this scenario, traffic is being sent between a client computer in a vendor site (Site A) and a File Transfer Protocol (FTP) server at the corporate headquarters site (Site B). Although an FTP server is used for this scenario, the traffic can be any unicast IP traffic. The vendor uses a third-party gateway, while corporate headquarters uses a gateway running Windows Server 2003. An IPSec tunnel is used to secure traffic between the third-party gateway and the gateway running Windows Server 2003. Figure 6.6 shows IPSec in tunnel mode for gateway-to-gateway tunneling between sites.

Figure 6.6   Gateway-to-Gateway Tunneling Between Sites
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Note

For ease of deployment, it is recommended that the gateway running Windows Server 2003 be a stand-alone computer and that you remotely manage this computer by using Remote Desktop Connection. If this computer is joined to a domain, the computer must be able to access Active Directory locally, not through an IPSec tunnel.

One Endpoint Does Not Support IPSec

In this scenario, an IPSec tunnel is used to secure traffic between a computer running Windows Server 2003 in a perimeter network and an IPSec-enabled router (for example, a Cisco IOS router). Traffic on the path between the router and the third-party server in the internal corporate network is not secured, because the third-party server does not support IPSec. Note that this is not a VPN remote access scenario, because there is no dynamic address assignment, nor is user authentication used to establish the tunnel. The tunnel rules can be defined to protect traffic between the computer running Windows Server 2003 and either the internal network subnet or the specific IP address of the third-party server. Figure 6.7 shows IPSec in tunnel mode to provide end-to-end security of traffic when one endpoint of the communication does not support IPSec.

Figure 6.7   One Endpoint Does Not Support IPSec
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Traffic Must Be Decrypted for Third-Party Firewall Inspection

In many cases, IPSec transport mode can provide secure end-to-end communication through firewalls. If traffic must be inspected at the firewall, you can use IPSec AH or ESP with null encryption in transport mode to maintain end-to-end security. However, if the traffic must be encrypted and inspected, you can use IPSec tunnel mode to secure traffic to the inspection point.

Figure 6.8 shows IPSec in tunnel mode encrypting traffic end-to-end between two computers: a line of business (LOB) application server running Windows Server 2003 in a perimeter network, and a computer running SQL Server that functions as a data store for the application server in an internal corporate network.

Figure 6.8   Traffic Must Be Decrypted for Third-Party Firewall Inspection
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In this scenario, IPSec tunnels are used to secure traffic between the application server and the third-party firewall’s external interface and between the third-party firewall’s internal interface and the computer running SQL Server. Traffic is decrypted for firewall inspection and then reencrypted when it is forwarded to the IPSec peer. The tunnel rules can be defined to protect traffic between the application server and either the internal network subnet or the specific IP address of the computer running SQL Server.
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Note

This scenario cannot work if a computer running Microsoft® Internet Security and Acceleration (ISA) Server is used as the firewall. Use IPsec transport mode on the side where the ISA interface IP address is being used as the source or destination IP address.

For more information about using IPSec in tunnel mode, including detailed configuration procedures, see article Q252735, “How to Configure IPSec Tunneling in Windows 2000,” in the Microsoft Knowledge Base. To find this article, see the Microsoft Knowledge Base link on the Web Resources page at http://www.microsoft.com/windows/reskits/webresources.

Weighing IPSec Tradeoffs

Whether you use packet filtering or end-to-end security, deploying IPSec provides greater security at the expense of network and processing performance and compatibility with other services, tools, and features. Use the information in this section to determine the impact on your environment before deploying IPSec.

For example, you might decide that information sent between some departments, such as Accounting and Legal, require higher security than information sent to or from other departments, such as Production. You might also decide that all private information transmitted across the Internet must be secured. Finally, you might decide that you only want trusted computers to have network access to your servers. When planning your deployment, be aware that deploying IPSec on your network increases the overall cost of network and system administration. The exact cost cannot be predicted because it depends on many factors, including the level of application traffic. However, if you stage IPSec deployment in a lab, you can arrive at a good estimate. Do not deploy IPSec if the security it provides is not required. Consider whether the added cost is worth the added protection.

Slower connection establishment

IPSec is not recommended for scenarios in which clients make infrequent, short-lived connections. IPSec increases the time required to initially establish authenticated connections. Depending on policy design, network roundtrip time, and the load on the systems required to establish the connection, negotiating security initially using IKE typically increases connection time by one to three seconds. Make sure that you want to trade the one- to three-second increase in connection time for the added security. Typically, after IPSec SAs are established, no further delays occur. Because IPSec is not integrated with TCP, TCP connections can be established and ended rapidly after IPSec SAs are established.

Reduced computing performance

Although the Windows Server 2003 IPSec filtering engine is enhanced to provide significantly faster packet processing, filtering and encryption of each packet consumes computing power. As the volume of IPSec traffic — including policies, rules, and filters — increases, the load placed on the network and on computer CPUs increases also. For example, policies with 1,000 or more filters can cause a small load increase. Filters with specific source and destination IP addresses can be processed much more quickly than filters that specify a subnet or Any IP Address. IPSec implements a cache algorithm that can accelerate the processing of packets that match a filter. Packets that do not match any filter require the greatest amount of time to process.

If your systems already have high loads on their CPUs, consider adding more computers or using IPSec offload network adapters before deploying IPSec. IPSec offload network adapters accelerate cryptographic operations used to secure IPSec packets. However, these adapters do not accelerate filter processing time. IPSec-enabled network adapters can be used with Windows 2000, Windows XP, and Windows Server 2003. Such network adapters typically complete IPSec operations at such a high rate that there is minimal change in transmission speeds, resulting in minimal performance degradation. However, such adapters generally have a maximum number of SAs that they can support, after which additional SAs are processed by the Windows IPSec components.

Thwarting some networking inspection technologies

ESP and AH encapsulate IP payloads by adding a security header to every packet. Existing network management and diagnostic tools typically cannot interpret IPSec-protected packets. The tools that might be impacted include:

· Router-based access control lists.

· Firewall access controls.

· Network traffic analysis and reporting tools.

· Quality of Service (QoS).

· Third-party load balancing devices. Windows Server 2003 IPSec supports the Windows Server 2003 Network Load Balancing service for host-based load balancing, which might provide an alternate solution.

· Network address translation. Windows Server 2003 supports IPSec NAT-T, which is used to allow IPSec ESP-protected traffic to traverse one or more network address translators.

· Stateful filtering controls on the direction of traffic flow. IKE and IPSec communication typically function best when traffic flows in both directions. IPSec does not easily allow for connections in only one direction.

· Network-based intrusion detection.

These functions require that network packets be inspected, modified, or both. If IPSec protocols are not used to encrypt packets, these functions can be enhanced to inspect inside the IPSec protocol header. If IPSec encryption is required for security, however, it might be difficult to maintain full network management functionality.

Increased packet size reduces throughput, increases network utilization

IPSec protection adds overhead to IP packets, reducing effective throughput and increasing network utilization. Although the IETF design and Microsoft implementation of IPSec attempt to minimize both impacts, existing networks and servers might be operating at maximum capacity without IPSec. Before deploying IPSec, test several different IPSec policy configurations, because each policy configuration is likely to result in different performance impacts on clients and servers. It might be necessary to increase the available network bandwidth or CPU power, or install IPSec offload adapters to compensate for the increased overhead of IPSec.

Application incompatibility with IPSec NAT-T

Windows Server 2003 supports IPSec NAT-T as described by version 2 of the IPSec NAT-T Internet drafts, but some applications might not work when their traffic is first protected with IPSec and then passed through a network address translator. Test how your planned implementation of IPSec interacts with network address translators in a lab before deploying IPSec in your environment.

Loss of connectivity during cluster node addition or removal

IPSec establishes and maintains cryptographic state between computers. Many clustering and load-balancing services use the same IP address for all nodes in a cluster, which creates incompatibilities with IPSec. Windows Server 2003 IPSec has proprietary extensions that allow it to work with the Windows Server 2003 Network Load Balancing service and Windows Cluster Service. However, support for these extensions does not exist in the current Windows 2000 and Windows XP IPSec client implementations, so you might experience some loss of connectivity when you add or remove cluster nodes.

Requiring IPSec for communication between Active Directory domain members and domain controllers might block connections

IPSec is based on the authentication of computers on a network; therefore, before a computer can send IPSec-protected data, it must be authenticated. The Active Directory security domain provides this authentication using the Kerberos protocol. Accordingly, when IKE uses Kerberos to authenticate, the Kerberos protocol and other dependent protocols (DNS, UDP LDAP and ICMP) are used for communication with domain controllers. Additionally, Active Directory–based IPSec policy settings are typically applied to domain members through Group Policy. As a result, if IPSec is required from domain members to the domain controllers, authentication traffic will be blocked and IPSec communications will fail. In addition, no other authenticated connections can be made using other protocols, and no IPSec other policy settings can be applied to that domain member through Group Policy. For these reasons, using IPSec for communications between domain members and domain controllers is not supported.

ICMP-based functionality might fail

When designing an IPSec policy to secure or block ICMP traffic, keep in mind that such a policy might cause services and tools that rely on ICMP to measure network response times to produce misleading results. For example, Windows 2000 and Windows XP domain members have an IP/DNS-compatible locator, which measures ICMP response times for domain controller load balancing within a site. Also, Group Policy measures ICMP response times to determine if the connection to the domain controller is a slow link. Also, tools that depend on ICMP, such as Tracert, might not work when ICMP traffic is protected by IPSec.

Multicast and broadcast traffic might fail

In Windows Server 2003, you can configure IPSec filters to block multicast and broadcast traffic. Therefore, any application that uses multicast or broadcast might fail if the computer has an IPSec policy that blocks such traffic.

Examples: IPSec in a Corporate Network

The fictitious Contoso Corporation evaluated their security needs when considering whether to implement IPSec. Although there are many tools to counter threats in a computing environment, this example focuses on security concerns and solutions that relate to IPSec. To begin this process, administrators created a map of the hardware and software in their environment. Notable aspects of an environment include domain membership, operating system versions, computer roles, and the location of computers on the network.

Some computers have relatively low security needs or are very difficult to manage. Although it might be advantageous to secure all data, using IPSec demands administrative resources on both the client side and the server side of the communication. Accordingly, using ICF and anti-virus tools protects computers that are difficult to manage or that have relatively low security needs. Contoso relied on firewall functionality provided by a perimeter network, and a proxy server for Internet access from their internal network. Contoso specified a default client configuration consisting of computers running Windows 2000 and Windows XP. Client computers are configured as follows:

· The client computers and users have accounts in the corporate Active Directory security domain. An enterprise CA is installed on a server running Windows Server 2003, to provide automatic certificate enrollment for user and computers.

· An antivirus program is used to examine all incoming and outgoing files and e-mail.

· Encrypting File System (EFS) encrypts sensitive documents on the client computers’ hard disk.

· Services and applications use Kerberos authentication when it is available.

· All domain members are assigned Group Policy settings that do the following:

· Automatically enroll with the CA to obtain a computer certificate. This certificate can be used to gain remote access to the corporate network when the computer is connected to the Internet for L2TP/IPsec client VPN connections. It is also used for IPSec when Kerberos authentication is not available.

· ICF is enabled by default for all network connections on portable computers running Windows XP. However, domain administrators disable ICF on portable computers when those computers are connected to the corporate network. ICF is disabled so that users on can share files and allow inbound access to other applications on their desktop.

· Enforce an IPSec policy to negotiate security with specific IPSec-protected servers and to block ports that are used by known viruses and prohibited applications.

Three examples of how Contoso used IPSec on their servers are as follows:

· The Contoso IT group used a set of servers to receive order information from customers, and decided that they needed to ensure that the orders were received only from their partners and were not modified in transit. Because data authenticity and integrity were important, but confidentiality was not, they required AH protection for customers to connect with these computers. IPSec ESP with null encryption was allowed for customers that must traverse a network address translator to make the IPSec-protected connection to Contoso. Contoso allowed customers to use certificates from a specific list of third-party PKI providers (public PKI root CAs).

· The Contoso Human Resources department stored information about employee salaries and medical claims. The department carefully controlled access with user security settings. But it was also necessary to meet health care regulations to maintain the privacy of this traffic as it flowed over the network. Further, Contoso wanted a defense-in-depth strategy to protect against attackers who might gain remote access to their servers over the network, through the use of compromised employee user IDs and passwords. IPSec allows Contoso to restrict client network access only to computers that are members of the domain. If necessary, access can be further restricted to a specific group of computers in the domain. Accordingly, to secure their servers, Contoso used an IPSec policy to require ESP encryption for domain members to connect.

Because Windows Server 2003 IPSec can detect the presence of network address translators and automatically use UDP headers to allow IPSec traffic to traverse the network address translators, Contoso was able to discontinue using PPTP for remote access VPN connections. For enhanced security, administrators switched all remote users to L2TP/IPSec VPN connections using L2TP/IPSec NAT-T-capable clients, newly available from Microsoft. For more information, see the Virtual Private Networks link on the Web Resources page at http://www.microsoft.com/windows/reskits/webresources.Use the job aid “Designing an IPSec Policy” (DNSIPS_1.xls) on the Windows Server 2003 Deployment Kit companion CD (or see “Designing an IPSec Policy” on the Web at http://www.microsoft.com/reskit) to record information about your environment. Use a separate copy of the worksheet for each policy you create to meet the security needs of each group of servers.

Designing an IPSec Policy

You need to create a set of IPSec policies that matches the needs of your environment. Organizations that have consistent security needs and a more simple network structure can create fewer and less complex policies to meet their goals. Other organizations with more stringent security needs and more complex environments require a greater number of policies and potentially more rules in their policies.

Use the steps shown in Figure 6.9 to help you decide how restrictively secure you want to make your IPSec policies.

Figure 6.9   Designing IPSec Policies
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When designing an IPSec policy, you need to decide whether to apply an IPSec policy to protect traffic just for specific paths (between specific IP addresses) or to provide general protection for all traffic sent to and from a specific computer. If you want to use IPSec to provide general protection for all traffic sent to and from a specific computer, configure a policy that is based on blocking all traffic and then permitting exceptions, or permitting all traffic and then blocking particular ports. Blocking all traffic provides greater security, but this approach also requires a detailed analysis of the computer’s communications, to ensure that required traffic is not blocked.

Consider a simple scenario that requires a simple IPSec policy strategy. All computers belong to a single Active Directory domain. The environment is composed entirely of servers running Windows Server 2003 and clients running Windows XP. All servers (except domain controllers) request confidentiality by using ESP, and all clients support IPSec. In such a case, only two policies are required: one for clients, and one for member servers. These policies can be applied by using Group Policy at the OU level in Active Directory. Because a different IPSec policy is applied to servers, the server computer accounts are grouped into their own OU. A GPO is created for the OU, and then the IPSec server policy is assigned to that GPO.

Because of the operating systems that the computers run and because all of the computers are domain members, both the IPSec server and client policies require that Kerberos be used for mutual authentication. To ensure that domain controllers do not receive any IPSec policy, the predefined domain security group for domain controllers is denied Read access to the GPO that assigns IPSec client policy at the domain level.

Conversely, many more policies can be required in a more complicated scenario. A single IPSec policy can contain many rules, each rule tailored for a specific type of traffic. Many different IPSec policies might need to be designed, to meet the security requirements different computers. Factors that can increase the number of policies required in your environment include:
· Computer roles. Different servers performing in different roles require different types of security, including some combination of packet filtering, confidentiality, integrity, and tunneling. Meeting the security needs of an environment that includes many servers with different roles and requirements can require hundreds of different configurations per server. Furthermore, servers might serve multiple roles, which complicates role-based configurations.

· Sensitivity of data sent over the network. Different levels of encryption are required to accommodate different security needs. For example, 3DES, which provides greater security than DES, can be used to protect transmission of personnel files stored on a file server.

· Computer operating systems. Some operating systems automatically support IPSec transport mode, but some require special client software to be installed. Depending on their operating system, computers might receive IPSec policy through different means: some by Group Policy, others only through locally installed policies. Additionally, Windows Server 2003 IPSec includes several new features that are not supported by Windows 2000 or Windows XP.

· Domain memberships. Some clients and servers belong to domains in different forests, some to UNIX realms, and some are members of workgroups. The trusts and authentication methods in place between such forests, realms, and workgroups affect which IPSec configurations are available.
· Domain relationships. As above, what IPSec configurations are available and what authentication is possible depends on whether domains are in the same forest or different forests, and on whether those forests trust each other.
If you have a complex environment, use IPSec only where it is truly needed. Although you want to provide an appropriate level of security, use as few policies as possible to minimize the complexity of your system. A simpler system is less likely to produce problems and is also easier to troubleshoot if it does.

After identifying what network segments, communications, and computers you want to secure by using IPSec, you need to specify the settings and rules that make up an IPSec policy. The settings and rules you specify also determine how strictly security is enforced by your IPSec policies. Not only must you put policies in place to meet your security requirements, but you must also ensure that computers on your network have compatible policies that can allow them to negotiate SAs.

General IPSec Policy Settings

General IPSec policy settings must be specified whether you want the policy to provide packet filtering or end-to-end security. Make sure to manage all IPSec policies in a controlled way from design, through testing, and into production. To ensure proper management, include version numbers in policy names. General IPSec policy settings are shown in Table 6.4.

Table 6.4   General IPSec Policy Settings 

	Setting
	Description
	Example
	For More Information

	Name
	The name and version number of the policy.

If the policy will be imported into a Windows 2000 Active Directory store or a local policy store, limit the name to 62 characters.
	ContosoDefDomain v1.23 
	“Add, edit, or remove IPSec policies” in Help and Support Center for Windows Server 2003

	Description
	Optional text that describes the policy, includes the name of its administrative owner, and that can aid in management of this system.
	Administrative owner_name. This policy blocks certain ports and requests integrity to specific server IP addresses.
	“Add, edit, or remove IPSec policies” in Help and Support Center for Windows Server 2003

	Policy change poll interval
	Specifies the period of time in minutes between polling by the IPSec Policy Agent for changes to existing applied policies.

IPSec polling does not detect changes made to domain or OU membership or the assigning or unassigning of policies in a GPO. These changes are detected by the Winlogon service every 90 minutes, by default.
	Default of 180 minutes accepted
	“Add, edit, or remove IPSec policies” in Help and Support Center for Windows Server 2003


(continued)

Table 6.4   General IPSec Policy Settings  (continued)

	Setting
	Description
	Example
	For More Information

	Key exchange settings
	Determines how keys are created, and how frequently (in seconds) IKE negotiates an ISAKMP SA.

In the IP Security Monitor snap-in, relevant statistics are displayed under Main Mode\IKE Policies.
	Default settings accepted
	“Configure key exchange settings” in Help and Support Center for Windows Server 2003

	Key exchange methods
	Determines how identities are protected when keys are exchanged.

You can specify which algorithms are used, including Message Digest 5 (MD5) and Secure Hash Algorithm (SHA1) for integrity, DES and 3DES for confidentiality, and the length of the master key. An ordered list of security settings is also specified, so that several settings can be offered during negotiation with the IPSec peer.
	Default methods accepted
	“Create key exchange security methods” in Help and Support Center for Windows Server 2003


[image: image14.wmf]
Note

Computers running Windows Server 2003 and Windows XP support the 3DES and DES algorithms and do not require installation of any additional components. However, computers running Windows 2000 must have the High Encryption Pack or Service Pack 2 (or later) installed in order to use 3DES. If a computer running Windows 2000 is assigned a policy that uses 3DES encryption, but does not have the High Encryption Pack or Service Pack 2 (or later) installed, the security method defaults to the weaker DES algorithm. To ensure at least some level of privacy for communication, make sure to allow DES as a fallback option whenever a 3DES setting is applied to a group of computers in case some of them cannot support 3DES.

IPSec Rules

IPSec rules determine which traffic is affected by an IPSec policy and which actions take place when that type of traffic is encountered. Table 6.5 describes the contents of IPSec rules that two computers use to establish a secure, authenticated channel.

Table 6.5   Settings of IPSec Rules

	Setting
	Description
	Setting Example
	For More Information

	Filter list
	Specifies a named list of filters. Each filter in the filter list specifies the types of traffic to which the filter action is applied. Filters can be defined to match specific IP protocols, source and destination TCP and UDP ports, and source and destination IP addresses.

The filter list name might include the version number, the last update time, and the administrative owner. Each computer discards the filter list name during policy processing.

The description or name for each filter is maintained on each computer during policy processing. Make sure to name each filter.
	Source Address: My IP Address

Destination Address: 172.16.0.4

Protocol: TCP

Source Port: Any

Dest Port: 1434

Mirrored: Yes

Name: Me to sqlsvr3 TCP * 1434
	“Filter list” in Help and Support Center for Windows Server 2003

	Filter action
	Specifies whether a packet is permitted, blocked, or secured. If packets are to be secured, specifies how they are secured. A list of security methods specifies the security protocol, cryptographic algorithm, and session key regeneration frequency.
	Request Security
	“Filter action” in Help and Support Center for Windows Server 2003

	Authentication methods
	One or more authentication methods, which are specified in order of preference. Available options are Kerberos V5, certificate, or preshared key.
	Kerberos V5
	“Authentication methods” in Help and Support Center for Windows Server 2003

	Tunnel endpoint
	Specifies whether to use tunnel mode and, if so, the tunnel’s endpoint. 
	172.16.0.5 
	“Tunnel endpoint” in Help and Support Center for Windows Server 2003

	Connection type
	Specifies whether the rule applies to LAN connections, remote access connections, or both.
	LAN
	“Connection type” in Help and Support Center for Windows Server 2003


For more information about IPSec policy rules, see “IPSec policy rules” in Help and Support Center for Windows Server 2003.

Understanding Default IPSec Policies

Windows Server 2003 includes three default IPSec policies that are provided as examples only. Do not use any part of the examples as templates to edit or change when creating your own IPSec policies. Instead, design new custom IPSec policies for operational use. The example policies will be overwritten during operating system upgrades and when IPSec policies are imported (when the import files contain other definitions of the same example policies). The three default IPSec policies are as follows:

· Client (Respond Only). This default policy contains one rule, the default response rule. The default response rule secures communication only upon request by another computer. This policy does not attempt to negotiate security for any other traffic.

· Server (Request Security). This default policy contains two rules: the default response rule and a second rule that allows initial incoming communication to be unsecured. The second rule then negotiates security for all outbound unicast IP traffic (security is not negotiated for multicast or broadcast traffic). The filter action for the second rule allows IKE to fall back to unsecured communication when required. This policy can be combined with the Client (Respond Only) policy when you want traffic secured by IPSec when possible, yet allow unsecured communication with computers that are not IPSec-enabled. If IKE receives a response from an IPSec-enabled client, but the IKE security negotiation fails, the communication is blocked. In this case, IKE cannot fall back to unsecured communication.

· Secure Server (Require Security). This default policy has two rules: the default response rule and a rule that allows the initial inbound communication request to be unsecured, but requires that all outbound communication be secured. The filter action for the second rule does not allow IKE to fall back to unsecured communication. If the IKE security negotiation fails, the outbound traffic is discarded and the communication is blocked. This policy requires that all connections be secured with IPSec. Any clients that are not IPSec-enabled cannot establish connections.

Both the Server (Request Security) and Secure Server (Require Security) default policies allow inbound unsecured communication, so that they can be used with the Client (Respond Only) policy. IPSec policies that are designed for operational use are typically customized to combine these behaviors as needed for a specific computer or network environment. The most secure IPSec configuration is not be represented by the default policies.

The most secure configuration is one that negotiates security and neither receives unsecured traffic nor allows communication with non-IPSec-aware computers. In such a configuration, the client computer policy must have a filter in a rule to initiate secured communication when applications on the client computer attempt outbound connections to the server.

Predefined Filter Lists

There are two predefined example filter lists included with Windows Server 2003:

· All ICMP Traffic. This filter affects any ICMP traffic (IP protocol 1) that is sent and received by using the unicast IP address of any network interface on a computer and all other computers. In Windows Server 2003, this filter matches outbound IP broadcast and multicast traffic when that traffic also uses the ICMP protocol.

· All IP Traffic. This filter affects all IP traffic that is sent and received using the unicast IP address of any network interface on the computer to any destination IP address. Because inbound broadcast and multicast traffic use a multicast or broadcast type for the destination address, the inbound traffic is exempt. All ISAKMP traffic sent over UDP port 500, which is required for establishing IPSec-secured communication, is also exempted from IPSec filtering. For more information, see “Understanding Filter Capabilities” later in this chapter.

Predefined Filter Actions

There are three predefined example filter actions included with Windows Server 2003:

· Permit. All traffic that matches the associated filters in the filter list is permitted. This permit behavior is static, not stateful.

· Request Security. All inbound traffic that matches the associated filters in the filter list is allowed unsecured. All outbound traffic that matches the associated filters in the filter list negotiates security. Traffic is secured if the computer at the other end of the connection supports IPSec with a complementary filter action and filter in its policy. If security negotiation fails to elicit a response from the peer within three seconds, a security association for plaintext traffic is created (this association is known as a soft SA). If the peer responds within three seconds and the security negotiation fails, the communication is blocked. After IPSec SAs are established, all traffic that matches the associated filters is secured in both directions between the two computer IP addresses. This behavior is designed so that servers can request security for all clients, but fall back to unsecured communication with computers that are not IPSec-enabled.

· Require Security. As with the Request Security filter action, all inbound traffic that matches the associated filters in the filter list is allowed unsecured, and all outbound traffic that matches the associated filters in the filter list negotiates security. Unlike Request Security, if IKE fails to receive a response and the security negotiation fails, the communication is blocked. After IPSec SAs are established, all traffic that matches the associated filters is secured in both directions between the two computer IP addresses.

Each of these three filter actions allows inbound unsecured communication. This is not the most secure behavior, nor can it be used to initiate secured communication in some trust environments. These filter actions allow the Server (Request Security) and Secure Server (Require Security) example policies to be used with the Client (Respond Only) example policy. If Kerberos authentication is used, this behavior is appropriate for servers that only communicate with clients in mutually trusted domains. For servers that are in one-way domain trust environments, the client computer policy must have a filter in a rule to initiate secured communication with the server.

It is not appropriate to allow inbound unsecured communication for servers that have an Internet interface, because it can make the servers vulnerable to a denial-of-service attack. Internet attackers can easily spoof IP packets to flood the server, causing a denial of service as the server attempts many IKE negotiations with non-existent source IP addresses. The most secure filter action is one that requires security for all inbound and outbound traffic. To create this filter action, verify that the Accept unsecured communication, but always respond using IPsec and Allow unsecured communication with non-IPsec aware computers check boxes are cleared.

Understanding IP Filters, Filter Actions, and Filter Lists

IP filters are used to specify the type of traffic that is permitted, blocked, or secured by an IPSec policy. For more information about specifying IP filter lists, see “Add, edit, or remove IP filter lists” in Help and Support Center for Windows Server 2003.

Specifying Default Exemptions to IPSec Filtering

By default in Windows 2000 and Windows XP, broadcast, multicast, Kerberos, RSVP, and ISAKMP traffic is exempt from IPSec filtering. In Windows Server 2003, the default filtering exemptions have been removed for Kerberos, RSVP, and multicast and broadcast traffic, but remain for ISAKMP traffic, and inbound multicast and broadcast traffic.

To modify the default filtering behavior for Windows Server 2003 IPSec, you can use the Netsh IPSec context or modify the registry.

To modify the default filtering behavior by using the Netsh IPSec context, use the following command:

netsh ipsec dynamic set config ipsecexempt value={ 0 | 1 | 2 | 3}
Depending on which exemptions you want, specify the values as follows:

· A value of 0 specifies that multicast, broadcast, RSVP, Kerberos, and ISAKMP traffic are exempt from IPSec filtering. This is the default filtering behavior for Windows 2000 and Windows XP.
Use this setting only if required for compatibility with Windows 2000 and Windows XP. However, if Kerberos traffic is exempted from filtering, an attacker can bypass other IPSec filters by using either UDP or TCP source port 88 to access any open port. Many port scan tools will not detect this because these tools do not allow setting the source port to 88 when checking for open ports.
· A value of 1 specifies that Kerberos and RSVP traffic are not exempt from IPSec filtering (multicast, broadcast, and ISAKMP traffic are exempt).

· A value of 2 specifies that multicast and broadcast traffic are not exempt from IPSec filtering (RSVP, Kerberos, and ISAKMP traffic are exempt).

· A value of 3 specifies that only ISAKMP traffic is exempt from IPSec filtering. This is the default filtering behavior for Windows Server 2003.
If you change the value for this setting, you must restart the computer for the new value to take effect.

To modify the default filtering behavior by using the registry, do the following:

1. Under HKEY_LOCAL_MACHINE\SYSTEM\CurrentControlSet\Services\IPSEC, add a new DWORD entry named NoDefaultExempt.

2. Assign this entry any value from 0 through 3.

3. Restart the computer.

The filtering behaviors for each value are equivalent to those noted above for the netsh ipsec dynamic set config ipsecexempt value=x command.
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Caution

Do not edit the registry unless you have no alternative. The registry editor bypasses standard safeguards, allowing settings that can damage your system, or even require you to reinstall Windows. If you must edit the registry, back it up first and see the Registry Reference on the Windows Server 2003 Deployment Kit companion CD or at http://www.microsoft.com/reskit.
The following table summarizes the equivalent filters that are implemented if all default exemptions to IPSec filtering are enabled (that is, if NoDefaultExempt is 0). When the IP address is specified, the subnet mask is 255.255.255.255. When the IP address is Any, the subnet mask is 0.0.0.0.
Table 6.6   Equivalent Filters for NoDefaultExempt=0

	Source Address
	Destination Address
	Protocol
	Source Port
	Destination Port
	Filter Action

	My IP Address
	Any IP Address
	UDP
	Any
	88
	Permit

	Any IP Address
	My IP Address
	UDP
	88
	Any 
	Permit

	Any IP Address
	My IP Address
	UDP
	Any
	88
	Permit

	My IP Address
	Any IP Address
	UDP
	88
	Any
	Permit

	My IP Address 
	Any IP Address
	TCP
	Any
	88
	Permit

	Any IP Address
	My IP Address
	TCP 
	88
	Any
	Permit

	Any IP Address
	My IP Address
	TCP
	Any
	88
	Permit

	My IP Address
	Any IP Address
	TCP
	88
	Any
	Permit

	My IP Address
	Any IP Address
	UDP
	500
	500 (1)
	Permit

	Any IP Address
	My IP Address
	UDP
	500
	500
	Permit

	My IP Address
	Peer IP Address
	UDP
	4500
	4500 (2)
	Permit

	Peer IP Address
	My IP Address
	UDP
	4500
	4500
	Permit

	My IP Address
	Any
	46 (RSVP)
	
	
	Permit

	Any IP Address
	My IP Address
	46 (RSVP)
	
	
	Permit

	Any IP Address
	<multicast> (3)
	
	
	
	Permit

	My IP Address
	<multicast>
	
	
	
	Permit

	Any IP Address
	<broadcast> (4) 
	
	
	
	Permit

	My IP Address
	<broadcast>
	
	
	
	Permit

	<All IPv6 protocol traffic> (5)
	
	
	
	Permit


(1) In order for IPSec transport mode to be negotiated through an IPSec tunnel mode SA, ISAKMP traffic is not exempted if it needs to pass through the IPSec tunnel first.
(2) When IPSec NAT-T is performed, the filter exemption for UDP port 4500 is automatically generated, based on the source and destination IP addresses used during the initial part of the IKE negotiation on UDP port 500. This dynamic permit filter for port 4500 is displayed in the IP Security Monitor snap-in, under Quick Mode\Specific Filters, and in the output for the netsh ipsec dynamic show qmfilter command.
(3) Multicast traffic is defined as the class D range, with a destination address range of 224.0.0.0 with a 240.0.0.0 subnet mask, which corresponds to the range of addresses from 224.0.0.0 to 239.255.255.255.

(4) Broadcast traffic is defined as a destination address of 255.255.255.255 (the limited broadcast address), or as having the host ID portion of the IP address set to all 1’s (the subnet broadcast address).

(5) IPSec does not support filtering for IP version 6 (IPv6) packets, except when IPv6 packets are encapsulated with an IPv4 header.

Windows Server 2003 IPSec does not support specific filters for broadcast protocols or ports, nor does it support multicast groups, protocols, or ports. Because IPSec does not negotiate security for multicast and broadcast traffic, these types of traffic are dropped if they match a filter with a corresponding filter action to negotiate security. A filter with a source address of Any IP Address and a destination address of Any IP Address can block or permit all multicast and broadcast traffic. By default (and if the NoDefaultExempt registry key is set to a value of 2 or 3), outbound multicast or broadcast traffic will be matched against a filter with a source address of My IP Address and a destination address of Any IP Address. More specific unicast IP address filters that block, permit, or negotiate security for unicast IP traffic should be configured in the same IPSec policy to achieve appropriate security.

For more information about viewing or modifying filter settings, see “Add, edit, or remove filter actions” and “Select a filter action for a rule” in Help and Support Center for Windows Server 2003.

Linking Filter Actions and Filter Lists

Filter lists and filter actions are linked together to form a rule in an IPSec policy. Although filter lists can be reused in different policies, they cannot be reused in the same policy. Filter actions can be reused by rules in the same policy, and they can be shared among different policies.

You can manage IPSec policy in one of two ways:

· Create a new policy and define the set of rules for the policy, adding filter lists and filter actions as required.

In this method, you create an IPSec policy first and then add and configure rules. Filter lists (specifying traffic types) and filter actions (specifying how the traffic is treated) are added during rule creation.

· Create the set of filter lists and filter actions, and then create the policies and add rules that combine the filter lists with filter actions.

In this method, you configure the filter lists and the filter actions. Next, you create IPSec policies and add rules that combine the appropriate filter list with the appropriate filter action. Additionally, you specify authentication methods, connection types, and tunnel settings.

Configuring Firewalls

The most secure firewall configuration is one in which the firewall permits only IKE and IPSec traffic to flow between the specific IP addresses of the peers. However, if these addresses are not static, or if there are many addresses, a less secure configuration might be required to permit IPSec and IKE traffic to flow between subnets.

When a firewall or filtering router exists between IPSec peers, it must be configured to forward IPSec traffic on UDP source and destination port 500, IP protocol 50 (ESP), or IP protocol 51 (AH). If you are using IPSec NAT-T, the firewall or filtering router must also be configured to forward IPSec traffic on UDP source and destination port 4500.

First, to permit IPSec traffic on UDP source and destination port 500, use the following settings to create a firewall filter called Permit ISAKMP traffic on UDP port 500:

· Source address = Specific_IP_address
· Destination address = Specific_IP_address
· Protocol = UDP
· Source port = 500
· Destination port = 500
If you are using IPSec NAT-T, to permit traffic on UDP source and destination port 4500, use the following settings to create a firewall filter called Permit ISAKMP traffic on UDP port 4500:

· Source address = Specific_IP_address
· Destination address = Specific_IP_address
· Protocol = UDP
· Source port = 4500
· Destination port = 4500
The firewall filter must also permit or track fragments for ISAKMP. IKE with certificate or Kerberos authentication requires ISAKMP packets to be fragmented because the IKE protocol uses UDP. ISAKMP messages that are larger than the local interface MTU are automatically fragmented by IP. If only certificate authentication is used, Windows Server 2003 implements a method to avoid IKE message fragmentation. When certificate authentication is used for communication between computers running Windows Server 2003 IPSec and Windows XP IPSec or Windows 2000 IPSec, fragmentation is required.

You must also allow IKE to be initiated from either a source or destination IP address. RFC 2408, Internet Security Association and Key Management Protocol (ISAKMP), specifies that the IKE protocol must be able to negotiate security in either direction. Stateful filtering that allows only one computer to initiate IKE to a responder typically times out and deletes the stateful inbound filter in the firewall. As a result, IKE cannot rekey IPSec security associations, and IPSec connectivity is lost.

During the security negotiation, IKE detects whether IPSec NAT-T is required, and, if so, IKE automatically uses UDP port 4500 as the source and destination port. However, the exact firewall configuration that is required to permit this traffic depends on the location of the network address translator relative to the firewall. Typically, the network address translator modifies the source address and the source port of the IKE UDP header.

To permit IPSec traffic on IP protocol 50 (ESP) or IP protocol 51 (AH), use the following setting to create a firewall filter called Permit IPSec traffic on ESP or AH protocol (50 or 51):

· Source address = Specific_IP_address
· Destination address = Specific_IP_address
· Protocol = 50 or 51
When TCP traffic is protected by IPSec transport mode or tunnel mode, it should not require fragmentation. But UDP traffic that is protected by IPSec might require fragmentation. Therefore, you might need to enable fragment tracking for protocol 50 (ESP) or protocol 51 (AH).

ESP and AH traffic should be allowed to flow in either direction. The upper layer protocols such as TCP will determine when IPSec packets are generated. However, ESP fully encapsulates the TCP header, so stateful filters might not be able to inspect the TCP header to track the TCP connection state and determine when to close the hole. IPSec SA state is controlled by IKE in the encrypted quick mode negotiation. Accordingly, IPSec SA creation and deletion can occur in either direction and cannot be detected by inspection of the IKE negotiation packets. Stateful filtering on the IPSec protocols might impact connectivity. To assess the possible impact, ensure that you test how effectively IPSec protects your application traffic with the appropriate firewall or filtering router.

After the firewall is opened to allow the IKE and IPSec protocols, the firewall might not be able to inspect packets to control which traffic is secured by IPSec. IPSec policy filters determine which traffic IPSec can secure, so if you want only a specific protocol to flow between two peers, you must create IPSec filters that enforce this behavior. Port-specific filters can control the direction in which connections are made. Therefore, if a computer is in a more trusted network (inside the firewall) and you want IPSec to secure traffic only over certain protocols and ports on that computer, do not enable the default response rule in the IPSec policy for that computer. If the default response rule is enabled and an attacker compromises the remote computer, the attacker might be able to modify the IPSec policy to negotiate security for all traffic through the firewall.

Choosing the IPSec Protocol

Windows Server 2003 IPSec protects data sent across the network by encapsulating the original payload with either an IPSec header (ESP or AH) for transport mode or an IPSec header and an additional IP header for tunnel mode. An IPSec protocol is often used to convert many different TCP and UDP ports used by applications and system services into one stream of secure traffic for the purpose of traversing an unsecured network. IPSec policy filters can control what protocols and ports are protected by IPSec.

Depending on which protocol is used, the entire original packet can be encrypted, encapsulated, or both. There are two IPSec protocols, Authentication Header (AH) and Encapsulating Security Payload (ESP).

AH

AH provides data origin authentication, data integrity, and anti-replay protection for the entire packet (both the IP header and the data payload carried in the packet), except for the fields in the IP header that are allowed to change in transit. It does not provide data confidentiality, which means that it does not encrypt the data. The data is readable, but protected from modification.

ESP

ESP provides data origin authentication, data integrity, anti-replay protection, and the option of confidentiality for the IP payload only. ESP in transport mode does not protect the entire packet with a cryptographic checksum. The IP header is not protected. ESP in tunnel mode encapsulates and secures the entire original packet, including the IP header (but not the outer IP header). Windows Server 2003 supports IPSec NAT-T, and ESP is the only protocol that can be used to traverse network address translators. The IKE protocol automatically detects the presence of a network address translator and proposes UDP-ESP encapsulation, rather than ESP, to allow IPSec traffic to pass through the network address translator. If only AH is specified as a security method in the filter action, the security negotiation will fail. ESP supports the option of null encryption when network address translator traversal, and not encryption, is needed.

Use Table 6.7 to choose which protocol to use.

Table 6.7   Choosing IPSec Protocol Types

	Protocol
	Requirement
	Usage

	AH
	The data and the header need to be protected from modification and authenticated, but remain readable.
	Use for data integrity in situations where data is not secret but must be authenticated — for example, where access is enforced by IPSec to trusted computers only, or where network intrusion detection, QoS, or firewall filtering requires traffic inspection.

	ESP
	Only the data needs to be protected by encryption so it is unreadable, but the IP addressing can be left unprotected.
	Use when data must be kept secret, such as file sharing, database traffic, RADIUS protocol data, or internal Web applications that have not been adequately secured by SSL. 

	Both AH and ESP
	The header and data, respectively, need to be protected while data is encrypted.
	Use for the highest security. However, there are very few circumstances in which the packet must be so strongly protected. When possible, use ESP alone instead.


Using both AH and ESP is the only way to both protect the IP header and encrypt the data. However, this level of protection is rarely used because of the increased overhead that AH would incur for packets that are already adequately protected by ESP. ESP protects everything but the IP header, and modifying the IP header does not provide a valuable target for attackers. Generally, the only valuable information in the header is the addresses, and these cannot be spoofed effectively because ESP guarantees data origin authentication for the packets. In addition, some IPSec hardware offload adapters do not support the use of AH and ESP on the same packet. Hardware offload network adapters can accelerate IPSec processing by performing hardware offload of IPSec cryptographic functions. If you are using such offload adapters, determine the protocol support that they provide before selecting an IPSec protocol to use.

Selecting IPSec Authentication Methods

Peer authentication is the process of ensuring that an IPSec peer is who it claims to be. By using peer authentication, IPSec can determine whether or not to communicate with another computer before the communication begins. Windows Server 2003 IPSec performs peer authentication, but requires only mutual trust of the identities exchanged. It does not verify that the identity that is received is authorized to use a particular IP address.

Table 6.8 describes the uses of the authentication methods.

Table 6.8   Choosing Authentication Methods

	Security Requirement
	Authentication Method 
	Examples

	Communication within a Windows Server 2003 or Windows 2000 domain, or between trusted Windows Server 2003 or Windows 2000 domains.
	Kerberos V5
	Clients accessing a Human Resources database

A Web server in a perimeter network connecting to a computer running SQL Server on an internal network

	Communication outside of your domain or across the Internet where Kerberos V5 is not available but access to a CA is available.
	Public key certificate
	Partner organizations using a Web-based CA to access resources on your private network

	Communication with systems that do not support the Kerberos V5 protocol and do not have access to a CA.
	Preshared key
	Windows 98 or Macintosh clients using third-party IPSec implementations

UNIX servers on a Windows network


Windows Server 2003 IPSec supports three methods of peer authentication so that computers running different operating systems or that exist in different environments can find a common method when negotiating communication with a peer. An IPSec policy rule associates each IP address in a filter with an authentication method list, so that IKE can determine which authentication method list to use with each IP address. During IKE negotiation, the IKE initiator proposes a list of authentication methods to the IKE responder. The responder must use the source IP address of the initiator to identify which filter controls the IKE negotiation. The authentication method list that corresponds to the filter in the responder’s IPSec policy is used to select one authentication method from the initiator’s list. The responder then replies to inform the initiator of the agreed upon authentication method. If the selected authentication method fails, IKE does not provide a method for retrying a different authentication method.

Kerberos V5 Authentication

Kerberos V5 is the default authentication standard in Windows Server 2003 and Windows 2000 domains. This method of authentication can be used by any computer in the domain or a trusted domain. Also, because the Kerberos protocol is no longer a default exemption, if you want to enable Kerberos authentication, you must create filters in the IPSec policy that explicitly allow all traffic to your domain controllers.

For IKE Kerberos authentication to be used successfully in Windows 2000 and Windows Server 2003 cross-forest trust configurations, you must use FQDNs when configuring external trusts. In addition, you must configure the IPSec policy on both computers to allow an IKE initiator to communicate to any domain controller in the forest domain hierarchy, so that the initiator can obtain a ticket from a domain controller in the responder’s domain.

It is recommended that you use Kerberos authentication in a two-way (mutual) domain and forest trust environment. Although one-way domain and forest trusts are supported, it is not recommended to use Kerberos in this type of trust environment. If you do, you must design the IPSec policy to ensure that the IKE initiator can obtain a ticket from a domain controller in the responder’s domain. Also, traffic might be lost if IKE fails to rekey main mode negotiations in the opposite direction. Because an IKE main mode negotiation is performed on demand when quick mode negotiations are rekeyed, when configuring lifetimes in kilobytes (KBs) for the associated filter action, use as high a value as possible to minimize rekey authentication failures. If you are using ESP DES or 3DES for encryption, you can set the lifetime value to as high as 200,000 KB (200 megabytes). If you set a higher value, however, the risk of a sophisticated attacker gaining knowledge of the 56-bit encryption keys increases. If you are using ESP or AH for integrity and authenticity, you can set the value to as high as 2 gigabytes because the key sizes are much larger for MD5 (128-bit) and SHA1 (160-bit).

By default, when Kerberos authentication is used, the Access this computer from the network or Deny this computer access from the network logon right (defined in Group Policy) is evaluated. This evaluation is only performed by the IKE main mode responder (the computer that receives the ticket and must determine whether accept it). Typically, clients obtain Kerberos tickets to access a server. Likewise, the IPSec policy must contain filters that will trigger the IKE negotiation from the IKE initiator, the client that is requesting IPSec access to the server. The server can then use these logon rights to restrict access to certain client computer security groups. However, if IKE rekeys main mode negotiations, the server does not evaluate these rights.

Public Key Certificate

In Windows 2000 and Windows Server 2003, you can use Certificate Services to automatically manage computer certificates for IPSec throughout the certificate lifecycle. Certificate Services is integrated with Active Directory and Group Policy, and it simplifies certificate deployment by enabling certificate auto-enrollment and renewal and by providing configurable certificate templates. In addition, by publishing the computer certificate as an attribute of the domain computer account, Certificate Services allows you to use IPSec to restrict network access to a server.

Use a public key certificate in situations that include access to corporate resources, external business partner communications, or computers that do not run the Kerberos V5 authentication protocol. This requires that at least one trusted root CA is configured on your network and that client computers have an associated computer certificate.

IPSec supports the use of a variety of third-party X.509 public key infrastructure (PKI) systems, in addition to Windows 2000 Server or Windows Server 2003 Certificate Services. Windows Server 2003 IKE has basic compatibility with several certificate systems, including those offered by Microsoft, Entrust, VeriSign, and Netscape. If you are using a third-party PKI system, the PKI system must be able to issue certificates to computers and store their certificates in the Windows Cryptographic Application Programming Interface (CryptoAPI) computer certificate store.
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Note

Certificates obtained from Certificate Services with the advanced option set for Enable strong private key protection do not work for IKE authentication because a personal identification number (PIN) cannot be entered to access the private key during IKE negotiation.

General certificate authentication considerations

IKE’s use of certificate authentication is compatible with many different PKI architectures, and IKE places relatively few requirements on the contents of a certificate. Typically, computers that have a common trusted root, or whose certificates can chain through a cross-certification trust relationship, can successfully use IKE authentication. To use certificates for IKE authentication, you define an ordered list of acceptable root CA names in the authentication method. This list controls the certificates that IKE can select and the certificates that IKE will select. If IKE authentication fails, you cannot retry the authentication using a different method. For this reason, before you apply an IPSec policy that can use certificates for authentication, make sure that all target computers have the correct root CA certificates and relevant cross-certificates in the CryptoAPI PKI stores, as well as valid computer certificates. Additionally, to ensure that certificate authentication works as intended, test your PKI infrastructure with various IPSec policy configurations before deployment.

The following sections describe the IKE certificate selection and acceptance process. If you decide to use certificates for IKE authentication, understanding this process and its requirements is integral to ensuring proper deployment.

IKE certificate selection process

When IKE negotiates to use certificates for authentication, the following process is used to select a computer certificate:

4. The list of trusted roots is prepared. This list is the list of the CA root names provided by the peer in the Certificate Request Payloads (CRPs), and it matches the CA root names configured in the list of trusted roots in the appropriate authentication method of the IPSec policy. If there are no matching CA root names, all trusted CA root names from the appropriate authentication method are used.

5. IKE searches the computer store for an IPSec certificate that chains to any of the trusted CA roots identified in step 1. An IPSec certificate contains an Enhanced Key Usage (EKU) attribute with a value equal to the IP security IKE intermediate object identifier (OID) 1.3.6.1.5.5.8.2.2.

6. For each certificate chain found, the following checks are performed to verify that:

· The certificate chain does not have any trust errors.

· The certificate chain is not a root-only chain.

· The computer certificate has a private key.

· The computer certificate has an RSA type public/private key pair.

· The computer certificate has a public key length that is greater than 512 bits.

· The computer certificate has a Digital Signature key usage.

· The computer certificate is not a CA signing certificate that is used to issue certificates.

· The certificate chain passes certificate revocation list (CRL) checking, which is performed by default or if the value of the StrongCrlCheck registry key is set to 1 or 2. For more information about CRL checking, see “CRL Checking” later in this chapter.

If all of these checks succeed, IKE selects the certificate chain to be sent to the IPSec peer. If any of these checks fails, IKE continues to search for another IPSec type certificate, using the same list of root CA names.

7. If a valid computer certificate chain is not located, IKE retries the process, from step 2. Although the same list of root CA names is used, IKE does not search for an IPSec type certificate.

8. If a valid computer certificate chain is still not found and if the list of root CA names in step 1 is a subset of the names allowed by the local IPSec policy, IKE retries, from step 2. This time, IKE uses the entire list of root CA names allowed by the local authentication method.

This step is required for successful authentication when cross-certificates are used to establish trust relationships.

9. After IKE selects a computer certificate, it includes all intermediate certificates in the chain up to the root, except for the root CA certificate. A certificate chain in PKCS#7 format is then sent to the IPSec peer. If there are no intermediate CAs, only the computer certificate is sent.

If a computer certificate cannot be selected, the authentication fails.
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Note

If IKE negotiates with another computer running Window Server 2003, or with other Microsoft IKE implementations that use IPSec NAT-T (such as Microsoft L2TP/IPsec VPN Client), a special method to avoid fragmentation of ISAKMP UDP packets might be implemented. Otherwise, the ISAKMP message that contains the certificate chain will likely be fragmented as the packet is transmitted.

IKE certificate acceptance process

1. IKE receives the peer’s certificates or certificate chains and verifies that the peer’s certificates chain up to any of the root CAs in the appropriate authentication method of the local IPSec policy.

2. For each peer certificate chain, the following checks are performed to verify that:

· The computer certificate Subject Name or Subject AltName is consistent with the peer’s ID field passed in the IKE negotiation.

· The computer certificate chain does not have any trust errors. If there is a trust error, the peer authentication fails.

3. If the two checks in step 2 succeed, the following checks are performed for the peer certificate chain to verify that:

· The certificate chain passes CRL checking, which is performed by default or if the value of the StrongCrlCheck registry key is set to 1 or 2.

· The computer certificate has an RSA type public/private key pair.

· The computer certificate has a public key length that is greater than 512 bits.

· The computer certificate has a Digital Signature key usage.

If any of these checks fails, the peer authentication fails.

4. If certificate-to-account mapping is enabled in the IPSec policy for the certificate root CA of the peer, IKE calls the Windows secure channel (Schannel) APIs to perform the mapping. Schannel completes the mapping and builds an access token for the computer account. This access token is automatically evaluated against the Access this computer from the network or the Deny this computer access from the network logon right defined in Group Policy Security settings.

If the logon right evaluation fails, the peer authentication fails.

Editing Default Certificate Templates to Include the Subject Name

The IP Security Monitor snap-in, Event Viewer, and most IPSec diagnostics report the Subject Name attribute of the IPSec peer certificate. In Windows Server 2003 Certificate Services, the default version 2 certificate template for IPSec certificates does not include the computer name in the Subject Name field (the version 1 certificate templates cannot be modified). To aid in deployment and troubleshooting, edit the default IPSec certificate template to include either the FQDN or the common name of the computer in the Subject Name field. To do this, use the following procedure (note that you must be logged on as a member of the Enterprise Admins group or the root domain’s Domain Admins group in Active Directory):
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To edit the default IPSec certificate template

1. Open the Certificate Templates snap-in (Certtmp.msc).

2. Right-click the certificate template that you want to modify, and then click Properties.

3. On the Subject Name tab, click Build from this Active Directory Information, and then click Common Name or Fully Distinguished Name.

4. Enter the common name or FQDN as required.

If you choose to enter the common name of the computer, the name in the Subject Name field of the certificate will appear as CN=< FQDN>. If any FQDN is greater than 64 characters, select Fully Distinguished Name, not Common Name. After you complete this procedure, all subsequently issued computer certificates will contain the FQDN in the Subject Name field of the certificate. If you have already completed enrollment for computer certificates by using the default certificate template, create a new certificate template and configure it to supersede the existing template. Doing this will automatically update all computer certificates so that the blank name in the Subject Name field is replaced with the FQDN of the computer. If the existing certificate template is not superseded, each computer will have two computer certificates that can be used for IKE authentication. IKE can choose either one.

Auditing IKE Negotiation Successes and Failures

You can view the success or failure of IKE negotiations in the Event Viewer security log. To view these events, enable success or failure auditing for the Audit logon events audit policy for your domain or local computer. If auditing is enabled for IKE events, and IKE authentication fails, event 547 is recorded. If IKE authentication succeeds, event 541 is recorded.

When you enable success or failure auditing for the Audit logon events audit policy, IPSec records the success or failure of each main mode and quick mode negotiation and the establishment and termination of each negotiation as separate events. In many cases, it might be necessary to enable success auditing for the Audit logon events audit policy, to track user activity. Keep in mind, however, that enabling this type of auditing can cause the security log to fill with IKE events. You can disable auditing of IKE events by modifying the registry.

To disable auditing of IKE events in the security log, do the following:

1. Set the HKEY_LOCAL_MACHINE\System\CurrentControlSet\Control\Lsa\Audit\DisableIKEAudits registry setting to a value of 1.

The DisableIKEAudits key does not exist by default and must be created.

2. Do one of the following:

· Restart the computer

· Stop, and then restart the IPSec service by running the net stop policyagent and net start policyagent commands at the command prompt.
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Note

Stopping and restarting the IPSec service can disconnect all of the computers that are using IPSec from the computer on which the IPSec service is stopped, and it can prevent further communication with that computer. If you restart the IPSec service immediately, TCP-based communication might resume, due to the retransmit behavior of TCP, after new IKE and IPSec SAs are established.

CRL Checking

By default, in Windows XP and Windows Server 2003, IPSec CRLs are automatically checked during IKE certificate authentication, but a fully successful CRL check is not required for the certificate to be accepted. However, if enhanced security is required, a fully successful CRL check is also required. CRL checking can cause delays in authentication or unnecessary failures, and some third-party PKI systems might not support it. You can disable IPSec CRL checking or specify a stronger level of IPSec CRL checking by using the Netsh IPSec context or by modifying the registry.

To disable IPSec CRL checking or specify a different level of IPSec CRL checking by using the Netsh IPSec context, use the following command:

netsh ipsec dynamic set config strongcrlcheck value={0 | 1 | 2}
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To disable IPSec CRL checking or specify a different level of IPSec CRL checking

1. Under HKEY_LOCAL_MACHINE\System\CurrentControlSet\Services\PolicyAgent\, add a new Oakley key, with a DWORD entry named StrongCRLCheck.
2. Assign this entry any value from 0 through 2, where:

· A value of 0 disables CRL checking.

· A value of 1 enables the default level of CRL checking for Windows Server 2003 IKE. When this level of CRL checking is performed, certificate validation fails only if the certificate is revoked.

· A value of 2 enables strong CRL checking, which means that certification validation fails if any error is encountered during CRL processing.

3. Do one of the following:

· Restart the computer.

· Stop, and then restart the IPSec service by running the net stop policyagent and net start policyagent commands at the command prompt.
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Caution

Do not edit the registry unless you have no alternative. The registry editor bypasses standard safeguards, allowing settings that can damage your system, or even require you to reinstall Windows. If you must edit the registry, back it up first and see the Registry Reference on the Windows Server 2003 Deployment Kit companion CD or at http://www.microsoft.com/reskit.
Note that IPSec CRL checking does not guarantee that certificate validation fails immediately when a certificate is revoked. There is a delay between the time that the revoked certificate is placed on an updated and published CRL and the time when the computer that performs the IPSec CRL checking retrieves this CRL. The computer does not retrieve a new CRL until the current CRL has expired or until the next time the CRL is scheduled to be published. By default, IKE requests that Crypto API (CAPI) waits 15 seconds to complete the CRL retrieval. If the CRL cannot be retrieved at that time, IKE either ignores the error (if the value of the StrongCRLCheck registry key is set to 1, or it causes authentication to fail (if the value of StrongCRLCheck is set to 2). CRLs are cached in memory and in \Documents and Settings\UserName\Local Settings\Temporary Internet Files by CAPI. Because CRLs persist across computer restarts, if a CRL cache problem occurs, restarting the computer does not resolve the problem. For more information about CRLs, see the Troubleshooting Certificate Status and Revocation link on the Web Resources page at http://www.microsoft.com/windows/reskits/webresources.

Certificate-to-Account Mapping

In Windows Server 2003, a specific group of computers can be authorized to use IPSec when either Kerberos V5 or certificates are used for IKE authentication. This capability enables much stronger peer authentication and IPSec to be used to restrict network access to a server. When you enable IPSec certificate-to-account mapping, the IKE protocol associates (that is, maps) a computer certificate to a computer account in an Active Directory domain or forest, and then retrieves an access token, which includes the list of computer security groups. This process ensures that the certificate offered by the IPSec peer corresponds to an active computer account in the domain, and that the certificate is one that should be used by that computer.

Certificate-to-account mapping can only be used for computer accounts that are in the same forest as the computer performing the mapping. This provides much stronger authentication than simply accepting any valid certificate chain. For example, you can use this capability to restrict access to computers that are only within the same forest. Certificate-to-account mapping, however, does not ensure that a specific trusted computer is being allowed IPSec access.

Certificate-to-account mapping is especially useful if the certificates come from a PKI that is not integrated with your Active Directory deployment, such as if business partners obtain their certificates from third-party providers. You can configure the IPSec policy authentication method to map certificates to a domain computer account for a specific root CA. You can also map all certificates from an issuing CA to one computer account. This allows IKE certificate authentication to be used to limit which forests are allowed IPsec access in an environment where many forests exist and each perform autoenrollment under a single internal root CA. If the certificate-to-account mapping process is not completed properly, authentication will fail and IPSec-protected connections will be blocked. For more information about establishing certificate-to-account mapping, the Distributed Services Guide of the Windows Server 2003 Resource Kit (or the Distributed Services Guide on the Web at http://www.microsoft.com/reskit).

Excluding the CA Name from Certificate Requests

If you use certificate authentication to establish trust between IPSec peers, you can also use Windows Server 2003 to exclude CA names from certificate requests. Excluding the CA name prevents a malicious user from learning sensitive information about the trust relationships of a computer, such as the name of the company that owns the computer and the domain membership of the computer (if an internal PKI is being used). Although excluding the CA name from certificate requests enhances security, computers with multiple certificates from different roots might require the CA root names to select the correct certificate. Also, some third-party IKE implementations might not respond to a certificate request that does not include a CA name. For these reasons, excluding the CA name from certificate requests might cause IKE certificate authentication to fail in certain cases.

Preshared Key

If you are not using Kerberos V5 authentication and do not have access to a CA, a preshared key can be used. For example, a stand-alone computer on a network that does not connect to the Internet might need to use a preshared key, because neither Kerberos authentication through the computer’s domain account nor access to a CA on the Internet are available.

A preshared key is a shared secret key that has been agreed upon by administrators who wish to secure the computer’s communications by using IPSec. Administrators must manually configure their systems to use the same preshared key.
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Important

Microsoft does not recommend the use of preshared key authentication, because the authentication key is stored in plaintext format in the system registry and hex-encoded in Active Directory–based IPSec policy. Well-known methods can enable attackers with access to these data stores to discover weak preshared key values.

Use preshared key authentication only where no stronger method can be used. Using Kerberos or certificate-based authentication is recommended to avoid security risks associated with preshared key authentication.

If you must use preshared key authentication, use only local or persistent IPSec policy, a 25-character or longer random key value, and a different preshared key for each IP address pair. These practices result in different security rules for each destination, and ensure that a compromised preshared key compromises only those computers that share the key. For more information about local or persistent IPSec policies, see “Assigning IPSec Policies Locally” later in this chapter.

IKE Authentication Security

You can use Windows Server 2003 IPSec policies and IKE authentication to limit network access to trusted computers. In most scenarios, successful IKE authentication results in successful network access to a computer. IKE is not aware of the identity or the public key that is expected from the peer. Therefore, if the certificate private key or domain password for a computer were compromised, an attacker might be able to use that computer to successfully authenticate and gain access to another IPSec-protected computer or to conduct trusted man-in-the-middle attacks on IPSec communication. To ensure that IPSec provides the appropriate network access controls, carefully consider the following:

· How computers are joined to an Active Directory security domain.

· How trusts between domains and forests are controlled.

· How computers obtain a certificate from a trusted root CA (or an issuing CA).

· How PKI trust is controlled (for example, how cross certificates are handled).

· How to reduce the number of trusted computers.

Assigning IPSec Policies

As a domain administrator, you can configure IPSec policies to meet the security requirements of a user, group, application, domain, site, or global enterprise from a domain controller. IPSec policy can also be implemented in a non-Windows 2000-based domain environment by using local IPSec policies.

Follow the steps shown in Figure 6.10 to assign IPSec policies during your deployment.

Figure 6.10   Assigning IPSec Policies
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Make sure that you test these IPSec policies before you actually assign them in your production environment. For more information about testing IPSec policies, see “Testing Your Policies in a Test Lab” later in this chapter.

First determine whether to use Active Directory to apply IPSec policy to clients. If you decide to do so, make sure that you understand how Group Policy inheritance affects the way in which the IPSec policies are applied and how IPSec policy precedence differs from standard Group Policy inheritance.

Understanding the New Default IP Security Policies Container Permissions

Domain-based IPSec policies are stored in the IP Security Policies container in the System container. By default in Windows Server 2003, Active Directory restricts Read permissions on the IP Security Policies container more than in Windows 2000. In Windows Server 2003, only members of the Group Policy Creator Owners and the Domain Computers groups have Read permissions on the IP Security Policies container. Only members of the Domain Admins group or those to whom rights have been delegated can configure domain-based IPSec policy.

If you perform a new installation of Windows Server 2003 and create a domain controller, the domain controller will have the following new default permissions on the IP Security Policies container:

· Owner: Domain Admins

· Group: Domain Admins

· Allow domain computers: Read only

· Allow Group Policy Creator Owners: Read only

· Allow Domain Admins: Full Control

When you run the Adprep tool (available in the I386 directory in the Windows Server 2003 product CD) to prepare Windows 2000 domains and forests for an upgrade to Windows Server 2003, it will change the permissions on the IP Security Policies container to these new settings, unless you have already changed the default permissions in Windows. When you create new objects in the IP Security Policies container, those objects inherit the permissions of that container. Upgrading from Windows 2000 will not modify the permissions on existing IPSec policy objects.

Due to the more restrictive permissions in Windows Server 2003, a member of the Domain Admins group must explicitly allow the assignment of an IPSec policy to child domains within a forest by enabling child domain computers to read the IP Security Policies container in the directory. For these computers to retrieve domain-based IPSec policy from Active Directory, the Local System account for each computer must have Read permissions on the IP Security Policies container. If computer accounts in child domains must read a parent domain-based IPSec policy, you must modify the permissions on the IP Security Policies container to allow this.

Make sure to carefully control Modify access to the IP Security Policies container. Do not assign specific permissions for individual IPSec policies. The IPSec policies are a collection of related directory objects, some of which can be shared between policies. Accordingly, you should control permissions on the IP Security Policies container itself.

An IPSec policy administrator typically has Write access to all IPSec policies. You can restrict who can create and modify GPOs so that only authorized individuals can assign a domain-based IPSec policy. Make sure to investigate these permissions and set them as needed for your environment.

Permissions on the IP Security Policies container and objects cannot be delegated using standard delegation tools, but instead require the use of ADSI Edit. ADSI Edit is a Windows Support Tool that uses the Active Directory Service Interfaces (ADSI) and that is provided on the Windows 2000 and Windows Server 2003 operating system CD. To install this tool, run the Suptools.msi file in the Support\Tools folder.

Understanding IPSec Policy Precedence

To know how to apply IPSec policy in a domain environment, you must understand IPSec policy precedence. Unlike most Group Policy settings, which are cumulative, only one IPSec policy can be assigned to a computer at a time. Therefore, if there are multiple IPSec policies assigned at different levels, the last one applied is the one that takes effect. IPSec policy uses the same precedence sequence as other Group Policy settings, which is from lowest to highest, as follows:

· Local GPO. Each computer has one local GPO. For a computer that is not a member of a domain, this is the only place where IPSec policy can be assigned. Although you can assign an IPSec policy by editing the local GPO, you can also assign a local policy directly in the IP Security Policy Management snap-in, outside of the Group Policy context, or by using the Netsh IPSec context. When IPSec policy assignments are made outside of the GPO context, the GPO cannot display the local IPSec policy that is assigned.

· Site. IPSec policies are not often assigned at the site level because all computers within a site must have the same security needs, which is unlikely. Furthermore, if the computer moves to another subnet — such as when a user travels to another location with a laptop that uses DHCP — different policies are applied, which results in different security behaviors.

· Domain. Simple IPSec policies are often assigned at the domain level and then superseded by more specific IPSec policies, as required on various OUs.

· OU. Specific IPSec policies are assigned to groups of computers. This is the last policy applied under normal conditions, and, therefore, the policy takes precedence. If an OU is nested within another OU, the IPSec policy assigned to the nested OU takes precedence.

Note that this is the default order in which policies of different types are applied. This order can be overridden by using a number of options, including Enforced, Block Policy Inheritance, and Loopback processing. For more information about the results of these options, see “Designing a Group Policy Infrastructure” in Designing a Managed Environment of this kit.
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Note

If you create a persistent policy, this policy adds to or overrides the local or Active Directory policy and remains in effect regardless of whether other policies are applied. For more information about persistent IPSec policy, see “Assigning IPSec Policies Locally” later in this chapter.

Selecting a Method for Assigning IPSec Policies

The next step is to decide how to distribute and assign IPSec policies. This might include storing and assigning IPSec policies from Active Directory as part of Group Policy, storing and assigning them from the local computer, or assigning them from a remote computer.

The primary method of building the IPSec policy is using the graphical user interface provided by the IP Security Policy Management snap-in. You can use the IP Security Policy Management snap-in to create, modify, and activate IPSec policies, and then assign them to an OU in Active Directory that contains the server using the Group Policy Object Editor snap-in. Use this for situations where larger numbers of computers need to be managed in a consistent fashion. A Group Policy–based management solution addresses this situation well.

If a computer is not a member of a Windows 2000 domain or a Windows Server 2003 domain, it cannot retrieve IPSec policy from Active Directory. The IPSec policy configuration for a server can be distributed two ways that do not use Active Directory:

· As a Netsh IPSec script that is included as a startup script for the computer.

· As an IPSec file that can be imported from another computer by using the IP Security Policy Management snap-in or Netsh if the computer is running Windows Server 2003. Use this method when computers need to secure their communications, but there are few enough of them that applying policies to OUs is inconvenient. After the policy is imported, you can use the IP Security Policy Management snap-in to assign the policy to the computer.

If you use either of these two methods, make sure you use strict version and change control processes to ensure that the policy file cannot be altered after it was created. If the policy is accessed by using Lightweight Directory Access Protocol (LDAP), the IPSec policy configuration data can be authenticated and encrypted.

Using explicit credentials for remote management and monitoring of IPSec is not supported. Instead, the IP Security Policy Management and IP Security Monitor snap-ins use the credentials that are provided during the desktop logon process to authenticate to a remote computer.

Assigning Domain-based, OU-Level, and Local IPSec Policies

IPSec policies can be applied to local computers, domains, sites, organizational units, or any Group Policy object in Active Directory. The following sections describe deployment considerations for domain-based, OU-level, and local IPSec policies.

Assigning Domain-based IPSec Policy

After you determine where you want to protect data and create IPSec policies for each of those areas, you must determine which IPSec policy to assign to GPOs.

A GPO defines access, configuration, and usage settings for accounts and resources. When an IPSec policy is assigned to a GPO, the IPSec policy is propagated to any computer accounts that are affected by the GPO.

Keep these factors in mind when selecting GPOs for IPSec policy assignment:

· IPSec policies can be assigned to the GPO of a site, domain, or OU. However, only a single local or domain-based IPSec policy can be assigned to a specific computer.

· Like Group Policy settings, the assignment precedence for IPSec policies, from lowest to highest, is local, site, domain, and OU. In addition, persistent IPSec policy has the highest precedence of all, even though it is stored on the local computer.

· Unlike Group Policy settings, IPSec policies from different OUs are never merged.

· The highest level of the Active Directory hierarchy is typically used to broadly assign IPSec policies, to reduce the amount of configuration and administration required.

· For domain-based IPSec policy, limit the number of rules to 10 or less, even though Windows Server 2003 supports over 1500 rules per policy.

· Create and apply an IPSec policy at the domain level to provide a baseline of IPSec protection. For example, the default domain policy GPO can often be used to assign IPSec policy for all clients in a domain.

· A new IPSec policy can be tested as a local policy on a server or a client first before it is uploaded into the domain. Be sure to adequately test the impact of new IPSec policies before assigning them in the domain.

· When configuring the Negotiate security filter action, select the Allow unsecured communication with non-IPSec aware computers check box during the rollout phase, so that communication will not be blocked after a computer starts using IPSec policy. After verifying that all computers have IPSec policy and are working correctly, clear this check box to require only IPSec-secured communications.

· Use the Export Policies and Import Policies commands in the IP Security Policy Management console to back up and restore all of the IPSec policy objects in the IP Security Policies container in Active Directory. The Export Policies command exports all IPSec policy objects from the policy store into one .ipsec file. The Import Policies command imports all IPSec policy objects in the .ipsec file into the destination policy store. Note that importing IPSec policy into Active Directory will overwrite existing IPSec policy objects.
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Caution

When importing or editing IPsec policy in Active Directory, do not close the IP Security Policy Management snap-in (or exit the Netsh environment, if you are using the netsh ipsec static importpolicy command) before all IPSec policy data has been written to Active Directory. If the IP Security Policy Management snap-in or Netsh Ipsec cannot finish writing all of the policy data into Active Directory, IPSec policy corruption might result.

If you detect IPSec policy corruption, you can try to reimport the IPSec policy file. In some cases, you must use either LDP.exe or ADSIedit.exe to delete the IPSec policy objects. (LDP.exe is a Support Tool that was included in the Support Tools folder of the Windows 2000 operating system CD, and is included in the Support Tools folder of the Windows XP and Windows Server 2003 operating system CDs). The IPSec policy objects must be deleted so that a new IPSec policy import operation can be successfully completed. If you are managing IPSec policy remotely over slow links, transfer the IPSec policies in .ipsec export files by using a file copy technique first. Then use Remote Desktop Connection to connect to the remote server and perform the import operation quickly.

Assigning OU-Level IPSec Policies

After assigning a domain-based IPSec policy as a baseline for IPSec protection, you can assign other IPSec policies to specific OUs to provide tighter IPSec filtering in sensitive areas of your network. By default, the IPSec policies assigned to a GPO at the OU level override the baseline policy for the domain.

For example, you can organize the computer accounts in the domain to keep domain clients in one OU and IPSec-protected servers in another OU, so that client policy will not affect servers.
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Note

Assigning an IPSec policy to a GPO (such as an OU) records a pointer to the IPSec policy inside the GPO. Thus Group Policy only detects changes in IPSec policy assignments, not changes made within an IPSec policy after it is assigned to a GPO. The IPSec service detects changes in the related IPSec policy. You can specify the frequency of this detection process, known as the IPSec polling interval, by setting a value on the General tab of the properties of a policy by using the IP Security Policy Management snap-in.

It is recommended that you test your new IPSec policies as a local policy on a server or a client first before assigning them into the domain.

Assigning IPSec Policies Locally

Each computer running Windows Server 2003 has one local GPO, which is also known as the local computer policy. When this local GPO is used, Group Policy settings can be stored on individual computers regardless of whether they are members of an Active Directory domain. The local GPO can be overridden by GPOs assigned to sites, domains, or OUs in an Active Directory environment that have higher precedence. On a network without an Active Directory domain (that is, a domain that does not have a domain controller running Windows 2000 or Windows Server 2003), the local GPO settings determine IPSec behavior because they are not overridden by other GPOs.

Local policy assignment is a way to enable IPSec for computers that are not members of a domain.

You can also create and assign persistent IPSec policy, which secures a computer even if a local IPSec policy or an Active Directory–based IPSec policy cannot be applied. This policy adds to or overrides the local or Active Directory policy, and remains in effect regardless of whether other policies are applied or not. Persistent IPSec policies enhance security by providing a secure transition from computer startup to IPsec policy enforcement. Persistent policy also provides backup security in the event of an IPSec policy corruption, or if errors occur during the application of local or domain-based IPSec policy. To configure persistent policies, you must use the netsh ipsec static set store location=persistent command.

When designing persistent IPSec policy, it is important to consider the potential impact of persistent policy on remote management. If local or domain-based IPSec policy is not applied and the persistent IPSec policy is the only policy that is applied, attempts to remotely diagnose an issue might be blocked by the persistent IPSec policy. To allow for remote management in case troubleshooting is required, it is recommended that you create appropriate permit filters when configuring persistent IPSec policy.

To enable remote management, add the following exemption by using the Netsh IPSec context command:

netsh ipsec dynamic set config bootexemptions tcp:0:3389:inbound UDP:0:68:inbound
This command specifies two things: that the destination port 3389 for inbound TCP connections is permitted, thereby enabling clients to use Remote Desktop Connection or Remote Assistance; and that destination port 68 for inbound UDP connections is permitted, thereby preserving DHCP functionality.

If an error occurs when persistent IPSec policy is applied, the IPSec driver will block all traffic except for that which matches any specific permit filters that you configure (by using the netsh ipsec dynamic set config bootexemptions command), and DHCP.

For more information about assigning local IPSec policies, see “Creating, modifying, and assigning IPSec policies” in Help and Support Center for Windows Server 2003.

Understanding IPSec Protection During Computer Startup

Windows Server 2003 IPSec provides several options for protection during computer startup. To provide maximum protection against attacks during computer startup, it is highly recommended that you configure and assign a persistent IPSec policy. If you do not configure a persistent policy, the IPSec driver cannot enforce IPSec policy until domain-based or local IPSec policy is retrieved and applied.

Understanding IPSec Driver Startup Modes

To understand how IPSec policies are processed and applied, it is important to understand the modes in which the IPSec driver operates. The IPSec driver can perform in any of three following computer startup modes:

· Permit. In this mode, the IPSec driver permits all inbound and outbound traffic. After persistent, local, or domain-based IPSec policy is applied, the IPSec driver no longer operates in this mode.

· Block. In this mode, the IPSec driver blocks all inbound and outbound traffic until persistent policy is applied, except for traffic that matches any specific permit filters that you configure (by using the netsh ipsec dynamic set config bootexemptions command), and DHCP traffic.

· Stateful. In this mode, the IPSec driver permits all outbound traffic initiated by the computer during startup. Inbound traffic that is sent in response to the outbound traffic is permitted, specific to the peer IP address, protocol, and source and destination ports. The IPSec driver also permits inbound traffic that matches any specific filters that you configure (by using the netsh ipsec dynamic set config bootexemptions command), and DHCP traffic. All other inbound unicast, broadcast, and multicast packets are dropped. The stateful inbound permit filters are discarded after the IPSec service starts and sets persistent IPSec policy.
If a persistent, local, or domain-based IPSec policy has been assigned to a computer, the IPSec Policy Agent sets the stateful mode for the IPSec driver by default. You can change the default startup mode for the IPSec driver by using the Netsh IPSec context or by modifying the registry.

To change the default startup mode of the IPSec driver by using the Netsh IPSec context, use the following command:

netsh ipsec dynamic set config bootmode value={stateful | block | permit}
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To change the default startup mode of the IPSec driver by modifying the registry

1. Under HKEY_LOCAL_MACHINE\SYSTEM\CurrentControlSet\Services\IPSEC, add a new DWORD entry named OperationMode
2. Assign this new registry entry any value from 0, 1, or 3 where:

· A value of 0 specifies that the IPSec driver operate in Permit mode, to allow all inbound and outbound traffic.

· A value of 1 specifies that the IPSec driver operate in Block mode, except to allow traffic that matches any specific permit filters that you configure by using Netsh, and DHCP traffic.

· A value of 2 is reserved.

· A value of 3 specifies that the IPSec driver operate in Stateful mode and permits inbound traffic that matches any specific filters that you configure (by using the netsh ipsec dynamic set config bootexemptions command), and DHCP traffic.

3. Restart the computer.
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Caution

Do not edit the registry unless you have no alternative. The registry editor bypasses standard safeguards, allowing settings that can damage your system, or even require you to reinstall Windows. If you must edit the registry, back it up first and see the Registry Reference on the Windows Server 2003 Deployment Kit companion CD or at http://www.microsoft.com/reskit.
Using IPSec in Safe Mode with Networking

When a computer is started in Safe Mode with Networking (for example, if you are performing Directory Service Restore Mode operations), the IPSec service does not start. As a result, no persistent, local, or domain-based IPSec policy can be applied, and IKE cannot negotiate security for network traffic. However, if an IPSec policy has been assigned to a computer, IPSec still can provide some level of filtering protection. If the IPSec service startup type is set to Automatic, the IPSec driver remains in computer startup mode (which is Stateful mode, by default). When the IPSec driver operates in this mode, you can configure specific permit filters to allow inbound traffic over specific protocols and ports.

If you must change the IPSec driver mode to Permit to allow all inbound connections, you must either set the OperationMode registry key to a value of 0 or change the IPSec service startup type to Manual or Disabled, and then restart the computer in Safe Mode with Networking again. Note that in this case, you cannot use the netsh ipsec dynamic set config bootmode value= command to change the IPSec driver startup type, because Netsh IPSec requires the IPSec service to be running.
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Caution

Do not edit the registry unless you have no alternative. The registry editor bypasses standard safeguards, allowing settings that can damage your system, or even require you to reinstall Windows. If you must edit the registry, back it up first and see the Registry Reference on the Windows Server 2003 Deployment Kit companion CD or at http://www.microsoft.com/reskit.
Using Netsh Scripts to Assign IPSec Policies

In Windows Server 2003, the Netsh IPSec tool provides a scriptable command-line method of building an IPSec policy. This is useful in cases such as when a computer is not a domain member or is running an older version of Windows. Netsh IPSec can create a persistent policy or a local policy, both of which are stored in the local computer registry, or it can create a policy that is stored in Active Directory.

The IPSec context of the Netsh tool can also dynamically insert new IPSec rules into the run-time system. This “dynamic mode” IPSec policy is part of the run-time state and is not stored; therefore, it is lost when the IPSec service is stopped either administratively or during a restart.

The IPSec internal infrastructure components were significantly modified for Windows Server 2003 such that the Netdiag.exe, IPSecpol.exe, and IPSeccmd.exe tools from earlier Windows releases cannot run properly. You do not need to import policies created by these tools during an upgrade – policies in place before an upgrade to Windows Server 2003 continue to function after the upgrade has been completed. In all cases, the user or process that sets the IPSec policy must be running as a local or domain administrator.

For more information about importing IPSec policies, see “Creating, modifying, and assigning IPSec policies” in Help and Support Center for Windows Server 2003.

Windows 2000, Windows XP, and Windows Server 2003 do not have published programmatic APIs in the Microsoft Windows Platform Software Development Kit for IPSec policy. Command-line scripting using the Netsh IPSec tool is the only method of managing policy in an automated fashion.

Coordinating IPSec Client and Server Policies in a Domain
Both clients and servers need IPSec policy before secure communications can be enabled. Because the initial application of IPSec policy and policy changes can briefly interrupt connectivity, make sure to schedule these tasks during low use periods as much as possible. When policies are changed, the IPSec system might be forced to delete existing IPSec SAs, so that new SAs can be negotiated according to the new IPSec policy. This can cause a temporary loss of communication.

Remember that domain IPSec policy will override local IPSec policy. If a local administrator has secured a server with local IPSec policy, applying a domain policy might make the server less secure or break its secure communication. If persistent policy was used, the domain policy cannot override it, but can enhance that baseline security.

Deploying Your IPSec Solution

After scoping your needs, building IPSec policies, and determining your strategy for assigning the policies to specific OUs, test the IPSec policies in a lab environment and conduct a pilot project before rolling them out for production use.

To ensure that IPSec policy functions as expected and provides the appropriate level of security, test specific IPSec policy configurations on clients and servers in a lab environment, and then conduct pilot or beta tests in a limited operational environment before conducting a full-scale deployment. Test both functional behavior and the policy assignment steps required to ensure that one end of the communication does not receive a policy that blocks communication until the other end receives a compatible policy.

Follow the steps shown in Figure 6.11 to deploy IPSec.

Figure 6.11   Deploying Your IPSec Solution
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Testing Your Policies in a Test Lab

Before you roll out IPSec into your production environment, test your IPSec policies by following these steps:

1. Configure a lab in a controlled environment separate from your production network. Make the lab simulate your production environment as closely as possible. For example, you might want to include a perimeter network, a data center server, firewalls or filtering routers, clients with various operating systems, application test configurations, multiple domains with various OUs, and a network with varying connection speeds. Also, make sure to activate those Active Directory services that are running in your production environment.

2. Use the RSoP component of Group Policy to verify that the IPSec policies are being applied the way in which you assigned them, and that the policy you expect takes precedence if multiple policies are applied.

3. Implement your policies on the server and clients to test communication of all software and services. Use the IP Security Monitor snap-in or the netsh ipsec dynamic show mmfilter and netsh ipsec dynamic show qmfilter commands to verify that specific filters are being applied as expected. In the IP Security Monitor snap-in, the Specific Filters nodes display quick mode and main mode filters configured for persistent, local, or domain-based IPSec policies. However, default exemptions to IPSec filtering are not displayed.

4. Look for communications that have failed. Check if any network traffic was blocked by any of the IPSec polices that you have implemented.

5. Simulate a load on the network that is similar to what your network would experience, to test for performance impact.

6. Complete penetration tests to verify that the filters are configured properly and behave as you expect. Verify that the exemptions to IPSec filtering are appropriate.

Use the IP Security Monitor snap-in to gather information you can use to identify problems and optimize performance where IPSec is deployed. For example, you can view details about IPSec policies and filters, statistics about performance, and SAs.

For more information about the IP Security Monitor snap-in, see “Viewing details about active IPSec policies in IP Security Monitor” in Help and Support Center for Windows Server 2003. For more information about setting up a test environment, see “Designing a Test ” in Planning, Testing, and Piloting Deployment Projects of this kit.

Using RSoP

You can use RSoP to analyze IPSec policy assignments. RSoP is a Group Policy–related snap-in that you can use to view IPSec policy assignments for a computer or for members of a Group Policy container.

To view IPSec policy assignments in RSoP, you must first open the RSoP snap-in, and then run a query. RSoP allows you to troubleshoot policy precedence issues and determine the exact set of policies that are being used by IPSec clients.

For more information about RSoP, see “Using Resultant Set of Policy to view IPSec policy assignments” in Help and Support Center for Windows Server 2003. For more information about IPSec policy precedence, see “Understanding IPSec Policy Precedence” earlier in this chapter.

Testing Your Policies in a Pilot Project

Verifying successful IPSec operation is an important, and often neglected, step in deploying IPSec. Incorrectly configuring IPSec and related Windows networking components can cause network traffic to be unintentionally blocked or sent unprotected. The specifics of how to verify successful operation depend on the particulars of your deployment. You might need to engage the Help desk and conduct training in the technology, as well as create FAQs or self-help documents and procedures, so that you can quickly isolate problems.

Testing successful IPSec operations is uniquely different from testing other networking components. You can often test for successful operation of a system by performing tests to see if the applications behave as expected. However, applications in the overall system can perform properly while not protected by IPSec. Testing IPSec involves testing that the applications work, and that IPSec is in fact restricting access and performing protection.

It is also important to test IPSec policy management procedures and key IT operations processes, such as:

· Importing and exporting IPSec policy

· Remotely managing IPSec policy

· Initially assigning IPSec policy to different types of computers

· Changing IPSec policy on each computer

· Backup and restore operations

· Server and network monitoring

· Deploying new domain controllers

· Unassigning IPSec policy

· Adding subnets to the network

· Server scaling

· Cross-platform IPSec policy compatibility

Finally, coordinate with your network operations team to determine how procedures for responding to internal network attacks might impact the use of IPSec in your network.

For more information about planning and rolling out a pilot project, see “Designing a Pilot Project” in Planning, Testing, and Piloting Deployment Projects in this kit.

Deploying IPSec Across Your Network

The general steps for assigning IPSec policy by using Group Policy are:

1. Create the IPSec policy in the directory. If you have a computer dedicated to using local IPSec policy, you can use the netsh ipsec static importpolicy command or the IP Security Policy Management snap-in.

2. Create a new GPO or identify an existing GPO to use to deliver the IPSec policy assignment. Remember that only members of the Domain Admins group can modify the GPO and assign IPSec policy.

3. Assign the GPO to the domain level or an appropriate OU level, and then resolve any IPSec policy precedence issues. Group Policy objects, which include IPSec policies, can be configured to not be updated over slow links. IPSec policy should always be implemented, regardless of whether the updates must use slow links. If you prevent IPSec policy updates over slow links, communication failures might occur.

4. Plan the rollout of the IPSec policy on both the client and server side. Determine whether to use Group Policy, the IP Security Policy Management snap-in, executable files, or some combination to deploy this technology. If you are going to secure a server, make sure to enable client-side IPSec policy first, allow time for all clients to retrieve the policy, then enable the server-side policy. When configuring the Negotiate security filter action, select the Allow unsecured communication with non-IPSec aware computers check box, so that IKE can fall back to unsecured communication if a remote computer has not yet retrieved IPSec policy.

5. Ensure that IPSec authentication methods are ready before rolling out IPSec policy. All certificate autoenrollment problems must be investigated and resolved before assigning IPSec policy. Any cross-certificate trusts must be established and deployed to all systems first. Likewise, if Kerberos is being used, ensure that all domain trusts between clients and servers are mutually trusted and that Kerberos traffic is permitted. After IPSec policy is applied, if IKE authentication fails, communication will be blocked. For more information about certificate autoenrollment, see “Designing a Public Key Infrastructure” in Designing and Deploying Directory and Security Services of this kit.

Additional Resources

These resources contain additional information related to this chapter.

Related Information

· “Planning for Deployment” in Planning, Testing, and Piloting Deployment Projects of this kit for more information about creating hardware and software inventories and mapping your existing network before deploying new features.

· “Designing a Group Policy Infrastructure” in Designing a Managed Environment of this kit.

· “Designing a Public Key Infrastructure” in Designing and Deploying Directory and Security Services of this kit for more information about certificate auto-enrollment.

· The Internetworking Guide of the Windows Server 2003 Resource Kit (or see the Internetworking Guide on the Web at http://www.microsoft.com/reskit) for more information about virtual private networking.

· The Networking Guide of the Windows Server 2003 Resource Kit (or see the Networking Guide on the Web at http://www.microsoft.com/reskit) for more information about Internet Protocol security (IPSec).

· The Distributed Services Guide of the Windows Server 2003 Resource Kit (or see the Distributed Services Guide on the Web at http://www.microsoft.com/reskit) for more information about Certificate Services.

· For more information about IPSec, see the Windows IPSec Web site link on the Web Resources page at http://www.microsoft.com/windows/reskits/webresources.

· For more information about VPN, see the Virtual Private Networks link on the Web Resources page at http://www.microsoft.com/windows/reskits/webresources.

Related Job Aids

· “Designing an IPSec Policy” (DNSIPS_1.xls) on the Windows Server 2003 Deployment Kit companion CD (or see “Designing an IPSec Policy” on the Web at http://www.microsoft.com/reskit).

Related Tools

· Netsh

Netsh is a command-line scripting tool included with Windows Server 2003 that allows you to, either locally or remotely, display or modify the network configuration of a computer that is currently running. For more information about Netsh, see “Netsh” in Help and Support Center for Windows Server 2003.

Related Help Topics

For best results in identifying Help topics by title, in Help and Support Center for Windows Server 2003, under the Search box, click Set search options. Under Help Topics, select the Search in title only checkbox.
· “Establishing an IPSec security plan”

· “Special IPSec considerations”

·  “Creating, modifying, and assigning IPSec policies”

· “Add, edit, or remove IPSec policies”

· “Start the IP Security Policy Management snap-in”

· “Assign or unassign IPSec policy in Group Policy”

· “Assign or unassign IPSec policy on a computer”

· “Configure key exchange settings” and “Create key exchange security methods”

· “New features for IPSec”

· “IPSec policy rules”

·  “Filter list”

· “Filter action”

· “Add, edit, or remove filter actions”

· “Authentication methods”

· “Add, edit, or remove IP filter lists”

·  “Default IPSec policies”

·  “Viewing details about active IPSec policies in IP Security Monitor”

·  “Netsh commands for Internet Protocol Security (IPSec)”

· “Using Resultant Set of Policy to view IPSec policy assignments”




