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Abstract

This document introduces the content in the “Changes to Functionality in Windows Server 2003 Service Pack 1” article and provides an introduction to Windows Server 2003 Service Pack 1. 

This document does not describe all of the changes that are included in the final release of the service pack, but provides information about the features that are experiencing substantial changes in functionality.
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Changes to Functionality in Microsoft Windows Server 2003 Service Pack 1

This document specifically focuses on the changes between earlier versions of Windows Server 2003 and Windows Server 2003 with Service Pack 1 (SP1) and reflects the current thinking of Microsoft about Service Pack 1 and its implications for IT professionals and developers. Examples and details are provided for several of the technologies that are experiencing the biggest changes.

The goal for Service Pack 1 is to build on the Trustworthy Computing efforts of Microsoft that were applied in Windows Server 2003. For an overview of the Microsoft Trustworthy Computing initiative, see “Trustworthy Computing Defined,” on the Microsoft Web site at http://go.microsoft.com/fwlink/?LinkId=20970.

Windows Server 2003 SP1 incorporates many of the changes in functionality introduced with Windows XP Service Pack 2 (XP SP2), so there are many changes that were documented for Windows XP SP2 that are reiterated in this document. 

Information that is not directly related to a technology area is contained in the Appendices section.

Document History

This is the third release of this document for Windows Server 2003 Service Pack 1 (SP1).


Added new sections: Distributed File System (DFS) in Windows Server 2003 Service Pack 1, Distributed Transaction Coordinator, Internet Information Services (IIS) in Windows Server 2003 Service Pack 1, .NET Framework for x64-based operating systems


Revised sections: Access-based Enumeration, Data Execution Prevention, DCOM Security Enhancements, Post-Setup Security Updates, Remote Installation Services (RIS) for 64-bit operating systems, Windows Firewall

Other Resources and Feedback

If you have any other questions that are not answered by this paper, “Windows Server 2003 Resources for IT Professionals” on TechNet has links to many other resources regarding Windows Server 2003. This page is updated periodically with the most recent information that is available.

In addition, we appreciate feedback on our documentation and our product. The following resources are available to you for providing feedback:

Windows Server 2003 Newsgroups

Newsgroups are a great place to ask questions of other users and find general information about other users' experiences with Windows Server 2003. You can examine some of the newsgroups using a Web browser on the Microsoft Web site at http://go.microsoft.com/fwlink/?LinkId=32745.

Product Support Services

If you are having a problem with your computer after installing Windows Server 2003 Service Pack 1, check the product support Web site on Microsoft.com first to see if your issue has been identified in Frequently Asked Questions or by a Knowledge Base article. If not, you can contact Product Support Services to get help with your issue. To start, see “Windows Server 2003 Support Center” on the Microsoft Web site at http://go.micorosoft.com/fwlink/?LinkId=42095.

Microsoft Wish Program

If you have a suggestion about how to improve a feature in Windows that you would like considered for the next service pack or major Windows version, you can contact the Microsoft Wish Program and tell them your idea. To find out how to send a comment or suggestion, see “How to Contact the Microsoft Wish Program” on the Microsoft Knowledge Base Web site at http://go.microsoft.com/fwlink/?LinkId=32748.

Documentation feedback

If you have any comments or suggestions about Windows Server 2003 Service Pack 1 documents, on the Web version of this document on the Microsoft Web site at the bottom of the page, click Comments and tell us what you think. Note that this is only for comments on the documentation, not the product itself.

About this document

In Windows Server 2003 Service Pack 1, Microsoft is delivering improvements in several technologies to help enhance security and help customers protect themselves against malicious software and other risks to their computer. These technologies are not intended to replace periodic security updates as they are released, but rather to help strengthen the overall defenses against malicious attacks. 

The changes to functionality in Windows Server 2003 Service Pack 1 are in the following technology areas:


Access-based Enumeration

Active Directory in Windows Server 2003 Service Pack 1

Active Directory Preparation Tool (adprep.exe)

Domain Controller Diagnostics Tool (dcdiag.exe))


Active Directory Directory Services Maintenance Utility (ntdsutil.exe)

Security Account Manager (SAM)

Add or Remove Programs Filter

DCOM Security Enhancements

Data Execution Prevention

Device\PhysicalMemory Object

Distributed File System (DFS) in Windows Server 2003 Service Pack 1

Distributed Transaction Coordinator

Download, Attachment, and Authenticode Enhancements

Internet Explorer Feature Control Settings in Group Policy

Internet Explorer URL Action and Advanced Security Settings in Group Policy

Internet Explorer Using Feature Control Registry Settings with Security Zone Settings

Internet Explorer Add-on Management and Crash Detection

Internet Explorer Binary Behaviors Security Setting

Internet Explorer BindToObject Mitigation

Internet Explorer Information Bar

Internet Explorer Local Machine Zone Lockdown

Internet Explorer MIME Handling Enforcement

Internet Explorer Network Protocol Lockdown

Internet Explorer Object Caching

Internet Explorer Pop-up Blocker

Internet Explorer Untrusted Publishers Mitigations

Internet Explorer Window Restrictions

Internet Explorer Zone Elevation Blocks

Internet Information Services (IIS) in Windows Server 2003 Service Pack 1

Kernel patch protection for x64-based operating systems

Outlook Express

Post-Setup Security Updates

Remote Access Quarantine

Remote Installation Services (RIS) for 64-bit Operating Systems

Resultant Set of Policy (RSoP)

RPC Interface Restriction

Security Configuration Wizard in Windows Server 2003 Service Pack 1

Setup

Transmission Control Protocol/Internet Protocol (TCP/IP)

WebDAV Redirector

Windows Firewall in Windows Server 2003 Service Pack 1

Windows Media Player

Wireless Provisioning Services (WPS)

.NET Framework version 1.1 for 64-bit operating systems
Access-based Enumeration

Access-based Enumeration is a new feature included with Windows Server 2003 Service Pack 1. This feature allows users of Windows Server 2003–based file servers to list only the files and folders to which they have access when browsing content on the file server. This eliminates user confusion that can be caused when users connect to a file server and encounter a large number of files and folders that they cannot access.

What does Access-based Enumeration do?

Access-based Enumeration filters the list of available files and folders on a server to include only those that the requesting user has access to. 

Who does this feature apply to?

This feature applies to:


Domain-joined computers.


IT professionals who want to control the user’s experience.

Detailed description

Access-based Enumeration allows users to see only files and folders that they have access to on a file server. This feature is not enabled by default.

To enable this feature, a property must be set on a file share to allow access-based enumeration. To enable this feature on your server, you can download a shell extension that provides both a graphical user interface for enabling access-based enumeration and a command-line interface for managing this feature. When this download is installed, a wizard will run that can automatically enable Access-based Enumeration on the shared folders on your computer. This download includes a whitepaper that provides further details about the shell extension, command line interface, and the NetShareSetInfo application programming interface (API). This download is available on the Microsoft Download Center at http://go.microsoft.com/fwlink/?LinkId=46228.

If you want to develop a tool yourself, you can use the NetShareSetInfo API. This property is an attribute of the NetShareSetInfo (API). For more information about the NetShareSetInfo API, see the Platform SDK and the MSDN Web site at http://go.microsoft.com/fwlink/?LinkId=46511. To enable Access-based Enumeration, you need to set a flag that points to the SHARE_INFO_1005 structure. For more information about the SHARE_INFO_1005 structure, see the Platform SDK and the MSDN Web site at http://go.microsoft.com/fwlink/?LinkId=45504. 

The new flag to enable Access-based Enumeration is 

#define SHI1005_FLAGS_ENFORCE_NAMESPACE_ACCESS  0x0800
This flag is only applicable to Windows Server 2003 Service Pack 1 and will have no effect on other versions of the Windows operating system.

After the feature is enabled, a listing of the content in that share will present the content that the user has access to. 

Why is this change important?

This change is important because this allows users to see only those files and directories that they have access to and nothing else. This mitigates the scenario where unauthorized users might otherwise be able to see the contents of a directory even though they don’t have access to it.

What settings are added or changed in Windows Server 2003 Service Pack 1?

The SHI1005_FLAGS_ENFORCE_NAMESPACE_ACCESS flag has been added to the NetShareSetInfo API. The flag enables you to turn on the Access-based Enumeration feature.

Active Directory in Windows Server 2003 Service Pack 1

What does Active Directory do?

Active Directory® is a directory service that stores information about objects on a network and makes this information available to users and network administrators. Active Directory objects typically include shared resources such as servers, volumes, printers, and the network user and computer accounts. 

Active Directory is composed of the following:


Schema. This is a set of rules that defines the classes of objects and attributes contained in the directory, the constraints and limits on instances of these objects, and the format of their names. 


Global catalog. This data store contains information about every object in the directory. This allows users and administrators to find directory information regardless of which domain in the directory actually contains the data. 


Query and index. Using this mechanism objects and their properties can be published and found by network users or applications. 


Replication service. This service distributes directory data across a network. All domain controllers in a domain participate in replication and contain a complete copy of all directory information for their domain. Any change to directory data is replicated to all domain controllers in the domain. 


Active Directory client software. The Active Directory client enables many of the Active Directory features available on Windows 2000 Professional or Windows XP Professional clients for computers running Windows 95, Windows 98, and Windows NT 4.0.

Who does this feature apply to?

The changes in Active Directory for Windows Server 2003 Service Pack 1 (SP1) will be of interest to:


IT professionals who support Active Directory, such as Active Directory administrators, Active Directory schema administrators, Domain Name System (DNS) administrators, and domain controller administrators.


Help desk professionals.


Application developers.


System integrators.

What functionality is changing in Windows Server 2003 Service Pack 1?

Directory service backup reminders

A new event message, event ID 2089, provides the backup status of each directory partition that a domain controller stores, including application directory partitions and Active Directory Application Mode (ADAM) partitions. If halfway through the backup latency interval (tombstone lifetime) a partition has not been backed up, this event is logged in the Directory Service event log and continues daily until the partition is backed up.

Added replication security and fewer replication errors

Replication metadata for domain controllers from which Active Directory has been removed is no longer retained by default, although a waiting period can be configured. This change improves replication security and eliminates replication error messages that are caused by failed attempts to replicate with decommissioned domain controllers. For more information about preserving replication metadata, see "How the Active Directory Replication Model Works" on the Microsoft Web site at http://go.microsoft.com/fwlink/?LinkId=46510.

Install from Media improvement for installing DNS servers

Install from Media improvements make it easier to create a new domain controller that is a DNS server by providing the new option to include application directory partitions in the backup media that is used to install the new domain controller. This option eliminates the requirement for replication of the DomainDNSZones and ForestDNSZones application directory partitions before the DNS server is operational. 

Enhancements for replication and DNS testing

The Dcdiag.exe command-line tool, which is available in Windows Support Tools, provides new reporting on the overall health of replication with respect to Active Directory security. This test provides a summary of results along with detailed information for each domain controller that is tested and a diagnosis of any security errors. Dcdiag.exe also has new DNS tests for connectivity, service availability, forwarders and root hints, delegation, dynamic update, locator record registrations, external name resolution, and enterprise infrastructure. These tests can be performed on one domain controller or on all domain controllers in a forest. For more information about the changes to Dcdiag.exe, see the Dcdiag.exe section of this article.

Support for running domain controllers in virtual machines

On a single physical server that is running Windows Server 2003 and Microsoft Virtual Server 2005, you can install multiple Windows Server 2003 or Windows 2000 Server domain controllers in separate virtual machines. This platform is well suited for test environments. By using virtual machines, you can effectively host multiple domains, multiple domain controllers for the same domain, or even multiple forests on one physical server that is running a single operating system. Windows Server 2003 SP1 also provides protection against directory corruption that can result from improper backup and restoration of domain controller images. For more information about running domain controllers in virtual machines, see "Running Domain Controllers in Virtual Server 2005" on the Microsoft Web site at http://go.microsoft.com/fwlink/?LinkId=38330. 

Operations master health and status reporting

If an operation that requires a domain controller that holds an operations master role (also known as flexible single-master operations (FSMO)) cannot be performed, events are now logged in the Directory Service event log. Events identify role holders that do not exist, exist but are not available, or are available but have not replicated recently with the contacting domain controller. For more information about operations masters, see "How Operations Masters Work" on the Microsoft Web site at http://go.microsoft.com/fwlink/?LinkId=38333.

Extended storage of deleted objects

The default period that a copy of a deleted object is retained in Active Directory, called the tombstone lifetime, is extended from 60 days to 180 days. Longer tombstone lifetime decreases the chance that a deleted object remains in the local directory of a disconnected domain controller beyond the time when the object is permanently deleted from online domain controllers. The tombstone lifetime is not changed automatically when you upgrade to Windows Server 2003 with SP1, but you can change the tombstone lifetime manually after the upgrade. New forests that are installed with Windows Server 2003 with SP1 have a default tombstone lifetime of 180 days. For more information about tombstone lifetime, see "How the Data Store Works" on the Microsoft Web site at http://go.microsoft.com/fwlink/?LinkId=38339.

Improved domain controller name resolution

In response to Domain Name System (DNS) name resolution failures that may be encountered during location of replication partners and global catalog servers, domain controllers running Windows Server 2003 with SP1 request other variations of the server name that might be registered, which results in fewer failures due to DNS delays and misconfiguration. For more information about DNS name resolution, see "How DNS Support for Active Directory Works" on the Microsoft Web site at http://go.microsoft.com/fwlink/?LinkId=38335.

Simplified process for server metadata removal

The Ntdsutil.exe command-line tool for managing the Active Directory database has new commands that make it easier to remove domain controller metadata. Preliminary steps, such as connecting to a server, domain, and site, are no longer required. You simply specify the server to remove. You can also specify the server on which to make the deletion. For more information about the changes to Ntdsutil.exe, see the Ntdsutil.exe section of this article.

Improved security to protect confidential attributes

To prevent Read access to confidential attributes, such as a Social Security number, while allowing Read access to other object attributes, you can designate specific attributes as confidential by setting a search flag on the respective attributeSchema object. By default, only domain administrators have Read access to confidential attributes, but this access can be delegated. For more information about access to attributes, see "How Security Descriptors and Access Control Lists Work" on the Microsoft Web site at http://go.microsoft.com/fwlink/?LinkId=45972. 

Retention of SID history on tombstones

The sIDHistory attribute has been added to the set of attributes that are retained on an object tombstone when the object is deleted. If a tombstoned object is reactivated (undeleted), the sIDHistory attribute is now restored with the object. For more information about tombstones, see "How the Data Store Works" on the Microsoft Web site at http://go.microsoft.com/fwlink/?LinkId=45973.

Adprep.exe improvements for Windows 2000 Server upgrades

The Adprep.exe tool has been improved to reduce the impact of File Replication service (FRS) synchronization that results from updating SYSVOL files during upgrade. Adprep.exe is used to upgrade the Windows 2000 Server schema to the Windows Server 2003 schema and to update some forest- and domain-specific configuration, including SYSVOL, that is required for a Windows Server 2003 domain controller to be operational. The tool now allows performing SYSVOL operations in a separate step when preparing the domain for upgrade. A new switch, /gpprep, has been added to accommodate the SYSVOL updates, which can be performed at a convenient time following the upgrade. The adprep /domainprep command, which formerly performed both directory and SYSVOL updates, now updates only the directory. Adprep.exe also now detects third-party schema extensions that block an upgrade, identifies the blocking extensions, and recommends fixes. Microsoft Exchange Server schema objects are also detected so that the Exchange Server schema can be prepared appropriately to accommodate InetOrgPerson naming. For more information about the changes to Adprep.exe, see the Adprep.exe section of this article.

Changes in dragging and dropping objects in Active Directory Users and computers

In Windows Server 2003, Service Pack 1 two changes to the drag and drop behavior in the Active Directory Users and Computers Microsoft Management Console (MMC) snap-in were made in response to customer feedback.

First, by default there is now a confirmation dialog when dragging and dropping objects in Active Directory Users and Computers Microsoft Management Console (MMC) snap-in. In Windows Server 2003 drag and drop support in Active Directory Users and Computers was enabled. However, it did not provide any confirmation dialog when moving objects. This made it easier to move objects, but also made it easier to inadvertently move an object to the wrong location and cause client workstations to lose access to critical resources. By adding a confirmation dialog to the drag and drop behavior, the administrator has a chance to correct an unintentional error before it impacts the organization. When the confirmation dialog is displayed there is a check box for Don’t show this warning while this snap-in is open.

If the user selects the Don’t show this warning while this snap-in is open checkbox, then the confirmation dialog will no longer be shown throughout the current snap-in session. Subsequent drag and drop attempts in that snap-in session will occur without any confirmation.

If the user doesn't select the Don’t show this warning while this snap-in is open checkbox, then the warning message will be shown every time the user tries to drag or drop an object.

Second, an administrator can choose to disable dragging and dropping completely by setting the flags attribute on the Display Specifiers container. The display specifiers container is in the directory at: CN=DisplaySpecifiers,CN=Configuration,DC=<insert domain name>. This attribute can be set using ADSIedit.msc, which is available in Windows Support Tools.

The overall behavior is:


If the flags attribute is set to any value, then drag and drop is disabled. This is not the default.


If the flags attribute is not set (default case), then the user will be able to use drag and drop to move objects in the Active Directory Computers and Users MMC snap-in. 

Active Directory Preparation Tool (adprep.exe)

What does ADPrep.exe do?

Adprep.exe is a command-line tool used to prepare a Microsoft Windows 2000 forest or a Windows 2000 domain for the installation of Windows Server 2003 domain controllers.

Who does this feature apply to?

The changes in ADPrep.exe for Windows Server 2003 Service Pack 1 will be of interest to:


IT professionals who support Active Directory, such as Active Directory administrators, Active Directory Schema administrators, Domain Name System (DNS) administrators, and domain controller administrators.


Help desk professionals.


Application developers.


System integrators.

What new functionality is added to this feature in Windows Server 2003 Service Pack 1?

Adprep.exe enhancement to detect conflicting Exchange Server schema objects

Detailed description

When Microsoft Exchange Server is deployed in an organization, Exchange Server uses Active Directory as a data store and it extends the Windows 2000 Active Directory schema to enable it to store objects specific to Exchange Server. The ldapDisplayName of the attribute schema ms-Exch-Assistant-Name, ms-Exch-LabeledURI, and ms-Exch-House-Identifier defined by Exchange Server conflicts with the iNetOrgPerson schema that Active Directory uses in Windows Server 2003. When Windows Server 2003 Service Pack 1 is installed, Adprep.exe will be able to detect the presence of the schema conflict and block the upgrade of the schema until the issue has been resolved.

Why is this change important?

Upgrading the Active Directory schema from Windows 2000 to Windows 2003 when these schema objects are present causes the ldapDisplayName to become corrupted and results in issues with Active Directory replication. Fixing the Exchange Server schema objects before the upgrade occurs results in a much smoother upgrade experience.

What works differently?

The Windows 2000 Active Directory schema cannot be upgraded to the Windows Server 2003 schema until the required Exchange Server schema objects are fixed.

How do I resolve these issues?

If Adprep.exe detects the presence of the conflicting Exchange Server schema objects, you can use the following procedure to fix these objects and enable Adprep.exe to successfully upgrade your Active Directory schema.
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To fix conflicting Exchange Server schema objects

	1.
Log on to the computer that holds the Schema Operation Master role. By default, the first domain controller that you install in your forest is the Schema Operation Master. You must log on using an account that is a member of the Schema Admins security group.

2.
Click Start, click Run, type notepad.exe in the Open box, and then click OK.

3.
Create the InetOrgPersonPrevent.ldf script by copying the following text including the trailing hyphen after "schemaUpdateNow: 1" to Notepad:

dn: CN=ms-Exch-Assistant-Name,CN=Schema,CN=Configuration,DC=X
changetype: Modify
replace:LDAPDisplayName
LDAPDisplayName: msExchAssistantName
-
dn: CN=ms-Exch-LabeledURI,CN=Schema,CN=Configuration,DC=X
changetype: Modify
replace: LDAPDisplayName
LDAPDisplayName: msExchLabeledURI
-
dn: CN=ms-Exch-House-Identifier,CN=Schema,CN=Configuration,DC=X
changetype: Modify
replace: LDAPDisplayName
LDAPDisplayName: msExchHouseIdentifier
-
dn: 
changetype: Modify
add: schemaUpdateNow
schemaUpdateNow: 1
-
4.
On the File menu, click Save. In the Save As dialog box, follow these steps to save the InetOrgPersonPrevent.ldf script:


In File name, type the following:

\%userprofile%\InetOrgPersonPrevent.ldf

In Save as type, click All Files. 


In Encoding, click Unicode. 


Click Save.


Close Notepad. 

5.
Run the InetOrgPersonPrevent.ldf script using the following steps:


Click Start, click Run, type cmd in the Open box, and then click OK.


At a command prompt, type the following, and then press ENTER:

cd %userprofile% 

Type the following command

c:\documents and settings\%username%ldifde -i -f inetorgpersonprevent.ldf -v -c DC=X "domain_name_path_for_forest_root_domain"
6.
Verify that the ldapDisplayNames for the CN=ms-Exch-Assistant-Name, CN=ms-Exch-LabeledURI, and CN=ms-Exch-House-Identifier attributes in the schema naming context now appear as msExchAssistantName, msExchLabeledURI, and msExchHouseIdentifier.
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Note: 

In step 5 of the previous procedure note the following details:

DC=X is a case-sensitive constant.

The domain name path for the root domain must be enclosed in quotation marks. For example, the command syntax for an Active Directory forest whose forest root domain is Contoso.com would be:

c:\documents and settings\administrator>ldifde -i -f inetorgpersonprevent.ldf -v -c DC=X "dc=contoso,dc=com" 
Adprep.exe enhancement to detect other conflicting schema objects

Detailed description

Many applications use Active Directory as a data store and extend the Windows 2000 Active Directory schema to enable it to store objects specific to the application. If an application defined a non-RFC compliant schema object, such that the ldapDisplayName, object identifier (OID) or other schema attributes conflict with the Windows 2003 Active Directory schema, when Adprep.exe is run it will detect the conflict and display a generic error.

Why is this change important?

Upgrading the Active Directory schema from the Windows 2000 Server schema to the Windows Server 2003 schema when these schema objects are present causes the object to become corrupted and results in issues with Active Directory replication. Fixing the schema objects before the upgrade occurs results in a much smoother upgrade experience.

What works differently?

The Windows 2000 Active Directory schema cannot be upgraded to the Windows Server 2003 schema until the conflicting schema objects are fixed. In Windows Server 2003 Service Pac 1, Adprep.exe will identify that a conflicting schema object exists, prevent the corruption of the schema object by blocking the upgrade, and if possible identify which objects are in conflict so that you can resolve the conflict.

Adprep.exe enhancement to perform SYSVOL operations in a separate step

Detailed description

In previous versions of Windows Server 2003 running adprep /domainprep resulted in the addition of an inheritable access control entry (ACE) to all Group Policy objects (GPOs) in the SYSVOL folder. This ACE gives Enterprise domain controllers read access to the GPOs to support Resultant Set of Policy (RSoP) functionality for site base policy. The addition of this ACE is detected by the file replication service (FRS) and initiates an FRS synchronization of all GPOs in the SYSVOL folder.

In Windows Server 2003 Service Pack 1, the addition of the ACE to the GPOs in the SYSVOL folder is not performed while running adprep /domainprep. Instead, a new switch (/gpprep) has been added to adprep to add the inheritable ACE to the GPO folders in the SYSVOL directory. This allows administrators to update the ACE of the GPO objects at their convenience.

Why is this change important?

If an organization has a large number of files contained in the GPOs or slow links to replication servers, the FRS synchronization triggered by the /domainprep operation could adversely affect the deployment schedule for Windows Server 2003. By putting this operation at the discretion of the administrator, the impact of this operation can be planned and scheduled as part of the deployment. 

What works differently?

The deployment of a Windows Server 2003 domain controller can occur after running adprep /forestprep and adprep /domainprep. Resultant Set of Policy (RSoP) functionality will only be operational after running adprep /domainprep /gpprep.

Domain Controller Diagnostics Tool (dcdiag.exe)

What does DCDiag.exe do?

This command-line tool analyzes the state of one or all domain controllers in a forest and reports any problems to assist in troubleshooting. DCDiag.exe consists of a variety of tests that can be run individually or as part of a suite to verify domain controller health.

Tool Requirements


Except as noted below, all commands in DCDiag can be run on Windows XP Professional and Windows Server 2003 family (member servers and domain controllers).


The new DCDIAG /TEST:DNS command can validate DNS health of Windows 2000 Server (SP3 or later) or Windows Server 2003 family domain controllers when run from the console of Windows XP or Windows Server 2003 member computers or Windows Server 2003 domain controllers.

Who does this feature apply to?

This feature is of interest to the following audiences:


DNS administrators


Domain controller administrators


DCDiag.exe users

What new functionality is added to this feature in Windows Server 2003 Service Pack 1?

There are two significant improvements to DCDiag in Windows Server 2003 Service Pack 1:


DCDIAG /TEST:DNS to validate DNS health. 


DCDIAG /CheckSecurityError to detect security configurations that can cause Active Directory replication to fail.
The details of these new enhancements are described below.

New DNS diagnostic tests

Detailed description

DCDiag.exe has been enhanced for Windows Server 2003 Service Pack 1 to include new DNS functionality for reporting on the overall DNS health of domain controllers. There are seven new DNS-related tests that can be run individually or simultaneously. These tests may be performed on one or all domain controllers in an Active Directory forest. When the tests have completed, DCDiag.exe presents a summary of the results, along with detailed information for each domain controller tested.  
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Note: 

The new DNS tests require Enterprise Admin credentials.

The new DNS tests can be run only against Windows 2000 Server (SP3 or later) or Windows Server 2003 family domain controllers.

Command line syntax

Windows Server 2003 SP1 dcdiag uses the same basic syntax as previous versions of dcdiag. The syntax for running the new DNS tests is as follows:

Dcdiag /test:DNS [/DnsBasic | /DnsForwarders | /DnsDelegation | /DnsDynamicUpdate | /DnsRecordRegistration | /DnsResolveExtName [/DnsInternetName:InternetName] | /DnsAll] [/f:Logfile] [/ferr:Logerr] /S:DCName[/e] [/v]
	Parameter
	Description

	/test:DNS
	Performs all seven subtests except the /DnsInternetName test against the scoped set of domain controllers. The most common DCDIAG command line arguments are DCDIAG /TEST:DNS /V /S:DCNAME to run the six default DNS subtests against a single domain controller (DC) or DCDIAG /TEST:DNS /V /E to run the six default DNS subtests against all DCs in the console computer's test forest.  DCDIAG /TEST:DNS is identical to the /DnsAll command when individual subtests are not defined. 

	/test:DNS [DNS test]
	Performs the specified DNS test. If no test is specified, defaults to /DnsAll.

	/DnsBasic
	Performs basic DNS tests, including network connectivity, DNS client configuration, service availability, and zone existence.

	/DnsForwarders
	Performs the /DnsBasic tests, and also checks the configuration of forwarders.

	/DnsDelegation
	Performs the /DnsBasic tests, and also checks for proper delegations.

	/DnsDynamicUpdate
	Performs the /DnsBasic tests, and also determines whether dynamic update is enabled in the Active Directory zone.

	/DnsRecordRegistration
	Performs the /DnsBasic tests, and also checks whether the A, CNAME, and well-known SRV records are registered. In addition, creates an inventory report based on results.

	/DnsResolveExtName [/DnsInternetName:InternetName]
	Performs the /DnsBasic tests, and also attempts to resolve a sample intranet or Internet Name. If /DnsInternetName is not specified, then the command attempts to resolve the name www.microsoft.com. If /DnsInternetName is specified, then the command attempts to resolve the Internet name supplied by the user.

	/DnsAll
	Performs all tests, except for the DnsResolveExtName test, and generates a report. 

	/f:Logfile
	Redirects output to the log file supplied by the user.

	/ferr:Logerr
	Redirects fatal error output to a separate log file.

	/s:DCName
	Specifies the domain controller against which to run the tests.

	/e
	All tests specified by /test:DNS are run against all domain controllers in the Active Directory forest.

	/v
	Verbose. Presents information about successful test results, in addition to information about errors and warnings. (When the /v parameter is not used, only error and warning information is presented.) Microsoft recommends using the /v switch when errors or warnings are reported in the summary table


Enterprise DNS Infrastructure Test (/e)


When /test:DNS is run in conjunction with the /e parameter, all tests specified by test:/DNS are run against all domain controllers in the Active Directory forest.
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Note: 

Run times for DNS tests can be significant in large enterprises when the /e parameter is used. Domain controllers and DNS servers that are offline will increase run time due to long time out periods for RPC and other protocols.

Connectivity test


The connectivity test is a mandatory test and runs automatically before any other dcdiag test is run.


The connectivity test determines whether domain controllers are registered in DNS, can be pinged, and have LDAP/RPC connectivity.


If the connectivity test fails on a given controller, no other tests are run against that domain controller. 
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Note: 

The connectivity test has not been changed in SP1, but is included in this document for reference.

Basic DNS Test (/DnsBasic)


The basic DNS test confirms that the following essential services are running and available on domain controllers tested by dcdiag:


DNS client service


Netlogon service


KDC service


DNS Server service (if DNS is installed on the domain controller)


The basic DNS test confirms network connectivity for each domain controller by confirming that DNS servers on all adapters are reachable.


The basic DNS test confirms that the A record of each domain controller is registered on at least one of the DNS servers configured on the client.


If a domain controller is running the DNS Server service, the basic DNS test confirms that the Active Directory domain zone and SOA record for the Active Directory domain zone are present.


The basic DNS test checks whether the root (.) zone is present.

Forwarder test (/DnsForwarders)
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Note: 

This test runs only if the domain controller being tested is running the Microsoft DNS Server service.


The forwarder test determines whether recursion is enabled.


If forwarders or root hints are configured, the forwarder test confirms that all forwarders or root hints on the DNS server are functioning, and also confirms that the _ldap._tcp.<Forest root domain> DC Locator record is resolved. (Resolution of the _ldap_tcp.<Forest root domain> DC Locator record is not attempted for forwarders or root hints configured on the forest root domain controller.)

Delegation test (/DnsDelegation)
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Note: 

This test runs only if the domain controller being tested is running the Microsoft DNS Server service.


The delegation test confirms that the delegated name server is a functioning DNS Server.


The delegation test checks for broken delegations by ensuring that all NS records in the Active Directory domain zone in which the target domain controller resides have corresponding glue A records. 

Dynamic Update Test (/DnsDynamicUpdate)


The dynamic update test confirms that the Active Directory domain zone is configured for secure dynamic update and performs registration of a test record (_dcdiag_test_record). The test record is subsequently deleted.

Record Registration Test (/DnsRecordRegistration)


The record registration test verifies the registration of all essential DC Locator records on all DNS Servers configured on each adapter of the domain controllers. This test returns the following records.

	Record
	Description

	CNAME GUID
	The GUID registered as the canonical name (CNAME) of the DNS server.

	A
	The host address (A) resource record. Maps a DNS domain name to an Internet Protocol (IP) version 4 32-bit address. 

	LDAP SRV
	The service locator (SRV) resource record for the LDAP service.

	GC SRV
	The service locator (SRV) resource record for the global catalog (GC) server.

	PDC SRV
	The service locator (SRV) resource record for the primary domain controller (PDC).


External Name Resolution Test (/DnsResolveExtName)
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Note: 

The external name resolution test is run only if specified explicitly (using /DnsResolveExtName); it is not run as part of /DnsAll.


The external name resolution test verifies basic resolution of external DNS from a given client, using a sample Internet name (www.microsoft.com), or user-provided Internet name.


The external name resolution test cannot resolve external Internet names in an environment where a proxy server is being used.


You can test name resolution using either intranet or Internet names.


To resolve a user-provided Internet or intranet name (rather than the default name of www.microsoft.com), the /DnsInternetName parameter must be used.

How to read the output of DNS enhanced dcdiag

The following steps summarize how to interpret the results provided by DNS-enhanced dcdiag:

1.
Run dcdiagtest:DNS /e /f:dns.txt. Microsoft recommends always using the /v switch to obtain verbose information. 

2.
Open the report in Notepad or a compatible editor.

3.
Scroll to end of the report and read the summary table.

4.
Identify servers that returned "warn" or "fail" status for any subtest in the summary table.

5.
Review the section of output for that server to see what problem was detected (hint: use the Find command on the Edit menu to search on the string "DC: DC_computername" (without quotes) to locate the detailed section for a given DC.

6.
Resolve problems on DNS clients or DNS server(s) as required. 

7.
Run dcdiag /test:DNS /v /e (or /s:DCName) again to verify the fix. Repeat steps 1 through 6 as required until all failures are understood and reconciled. 

Warnings and Errors

Dcdiag takes a conservative approach by identifying DNS client or DNS server configurations that may be problematic, do not conform to best practice configurations, or that dcdiag cannot fully validate. Therefore, the summary and detailed sections of dcdiag may report warnings for DNS configurations that are currently functional. Administrators should investigate and validate such configurations when identified by dcdiag. 

The tables below contain the configurations that can trigger dcdiag to report warnings or errors for each of the DNS subtests.

Basic

	Warning
	Additional information

	Warning: Adapter <adapter name> has dynamic IP address
	Static IP addresses are recommended for all DNS servers. 

	Warning: Adapter <adapter name> has invalid DNS server: <name> <IP address>
	DNS server may not be reachable.

	Warning: No DNS RPC connectivity (error or non Microsoft DNS server is running)
	Disregard this warning if the DNS server is a BIND or other non-Microsoft DNS server.

	Warning: The Active Directory zone on this DC/DNS server was not found
	N/A

	Warning: Root zone on this DC/DNS server was found 
	N/A


	Error
	Additional information

	Error: Authentication failed with specified credentials
	DCDIAG requires Enterprise Admin credential to run all the tests. 

	Error: No LDAP connectivity
	N/A

	Error: No DS RPC connectivity
	N/A

	Error: No WMI connectivity
	DNS test requires WMI connectivity to run on the remote computer.

	Error: Can't read operating system version through WMI
	This might be caused by the lack of a WMI connection on the remote computer.

	Error: <Operating system name> not supported (this tool is supported on Windows 2000, Windows XP, and Windows Server 2003 only)
	N/A

	Error: Open Service Control Manager failed
	Unable to find whether the service is running or not.

	Error: Kdc/netlogon/DNS/dnscache is not running
	Some of the key services are not running.

	Error: Can't read network adapter information through WMI
	N/A

	Error: All DNS servers are invalid
	DNS servers that the client is pointing to are either not reachable, not a DNS server, or have invalid IP addresses.

	Error: The A record for this DC was not found
	Every DC should register an A record. Make sure A records are registered on all the DNS servers the client is pointing to. 

	Error: Enumeration of zones failed to find root and AD zone
	N/A

	Error: Could not query DNS zones on this DC
	Make sure that the zone in which the DC is supposed to register is present.


Forwarder

	Error
	Additional information

	Error: Forwarders list has invalid forwarder: <IP address of the forwarder>
	Forwarders configured on the DNS server have an invalid IP address or are not a DNS server, or name resolution is not working (that is, cannot resolve forest root domain SRV record if it is a non-root domain DC). 

	Error: Both root hints and forwarders are not configured. Please configure either forwarders or root hints
	Make sure either forwarders or root hints are configured on the DNS server unless it hosts root zone.  

	Error: Root hints list has invalid root hint server: <IP address of Root hint server>
	Root hint servers configured on the DNS server have invalid IP address or are not a DNS server, or name resolution not working (that is, cannot resolve forest root domain SRV record if it is a non root domain DC). 

	Error:<Root hint server Name> IP: <Unavailable> Status:<status of the server>
	Configured root hint servers don’t have corresponding IP address. Status field will tell you the status of the server

	Error:<Root hint server Name> IP: <Unavailable> Status: A record not found
	Configured root hint servers don’t have A record.

	Error: Enumeration of Root hint servers failed on <DNS server name>
	Couldn’t list the root hint servers on the target DNS server.


Delegation

	Warning
	Additional information

	Warning: DNS server: <DnsServer name>  IP: <Ipaddress> Failure: Missing glue A record
	The configured delegation is missing glue A record.


	Error
	Additional information

	DNS server: <Server name> IP:<IP address> Error: Broken delegation -verbose
	Delegation is configured but the name server is not responding.

	DNS server: <Server name> IP:<IP address> Error: Broken delegated domain <Delegated domain name> -non-verbose
	N/A

	Error: Failed to enumerate the records at the zone root on the server
	N/A


DynamicUpdate

	Warning
	Additional information

	Warning: Dynamic update is enabled on the zone but not secure <zone name>
	Secure dynamic updates are recommended.

	Warning: Failed to add test record _dcdiag_test_record with error <error code> in zone <zone name>
	Test adds a dummy record dynamically

	Warning: Failed to delete test record _dcdiag_test_record with error <error code> in zone zone <zone name>
	Deletes the added record as well.


	Error
	Additional information

	Error: Dynamic update is not enabled on the zone <zone name>
	Dynamic update is not enabled on the Active Directory zone so client cannot register its records.


Record registration

	Warning
	Additional Information

	Warning: Missing DC SRV record at DNS server <record name>
	Ignore the error if DNSAvoidRegisterRecord registry key or its Group Policy has been configured to prevent registration of this record.

	Warning: Missing GC SRV record at DNS server <record name>
	Ignore the error if DNSAvoidRegisterRecord registry key or its Group Policy has been configured to prevent registration of this record.

	Warning: Missing PDC SRV record at DNS server <record name>
	Ignore the error if DNSAvoidRegisterRecord registry key or its Group Policy has been configured to prevent registration of this record.

	Warning: Record Registrations not found in some network adapters
	N/A


	Error
	Additional information

	Error: Missing A record at DNS server <DNS Server IP address> : <A record name>
	DC hasn’t registered its A record on the specified DNS server.

	Error: Missing CNAME record at DNS server <DNS Server IP address> : <CNAME record name>
	DC hasn’t registered its CNAME record on the specified DNS server.

	Error: Missing DC SRV record at DNS server <DNS Server IP address> : <SRV record name>
	DC hasn’t registered its DC SRV record on the specified DNS server.

	Error: Missing GC SRV record at DNS server <DNS Server IP address> : <SRV record name>
	DC hasn’t registered its GC SRV record on the specified DNS server.

	Error: Missing PDC SRV record at DNS server <DNS Server IP address> : <SRV record name>
	DC hasn’t registered specified PDC SRV record on the specified DNS server. All these records can be registered by stopping and starting the netlogon service. 

	Error: Record registrations cannot be found for all the network adapters
	If there are multiple network adaptors the test checks whether all the records are present on all the DNS servers configured on each adaptor. This error occurs if the record registration is missing on the DNS server. 


External name resolution

	Error
	Additional information

	Error: Internet name <name> cannot be resolved
	Specified Internet name cannot be resolved. Make sure the proxy client, servers, root hints, and forwarders are configured properly.


Enterprise DNS infrastructure tests

	Warning
	Additional information

	Warning: Neither forwarders nor root hints are configured from subordinate domain to parent domain
	Forwarder or root hints need to be configured in the DNS servers of either the parent or subordinate domains that are hosting the authoritative zones for their respective domain to enable name resolution to work.


	Error
	Additional information

	Error: Delegation is not configured on the parent domain
	Delegation should be configured from parent to subordinate domain.

	Error: Delegation is present but the glue record is missing
	Delegation is configured but the name servers are missing their glue record.

	Error: Forwarders are misconfigured from parent domain to subordinate domain
	Forwarders must be configured from subordinate domain to parent domain.

	Error: Root hints are misconfigured from parent domain to subordinate domain
	Root hints must be configured from subordinate domain to parent domain.

	Error: Forwarders are configured from subordinate to parent domain but some of them failed DNS server tests (See DNS servers section for error details)
	Forwarders configured have an invalid IP address or are not a valid DNS server, or name resolution is not working (cannot resolve forest root domain SRV record if it is in the non-root domain).

	Error: Root hints are configured from subordinate to parent domain but some of them failed DNS server tests (See DNS servers section for error details)
	Root hints configured have an invalid IP address or are not a valid DNS server, or name resolution is not working.


Examples:

The following examples illustrate the use of Windows Server 2003 SP1 dcdiag. You should replace the parameters in italics with those appropriate for your environment:


To run all DNS tests on a single domain controller in non-verbose mode:

Dcdiag /test:DNS /s:TargetDCName /f:LogFileName

To run all DNS tests on a single domain controller in verbose mode:

Dcdiag /test:DNS /s:TargetDCName /v /f:LogFileName

To run all DNS tests on an entire forest in non-verbose mode:

Dcdiag /test:DNS /e /f:LogFileName

To run all DNS tests on an entire forest in verbose mode:

Dcdiag /test:DNS /v /e /f:LogFileName

To run the DNS basic test on a single domain controller:

Dcdiag /test:DNS /DnsBasic  /s:TargetDCName /f:LogFileName

To run the DNS forwarders test on a single domain controller:

Dcdiag /test:DNS /DnsForwarders /s:TargetDCName /f:LogFileName

To run the DNS delegation test on a single domain controller:

Dcdiag /test:DNS /DnsDelegation /s:TargetDCName /f:LogFileName

To run the DNS dynamic update test on a single domain controller:

Dcdiag /test:DNS /DnsDynamicUpdate /s:TargetDCName /f:LogFileName

To run the DNS record registration test on a single domain controller:

Dcdiag /test:DNS /DnsRecordRegistration /s:TargetDCName /f:LogFileName

To resolve a sample Internet or intranet name:

Dcdiag /test:DNS /DnsResolveExtName /DnsInternetName:InternetName /f: LogFileName
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Note: 

When an individual test is run, the /DnsBasic tests are run by default before running the individual test specified.

If no individual test is specified, all DNS tests (except /DnsResolveName) are run by default.

New Active Directory replication security tests

Detailed description

DCDiag.exe has been enhanced for Windows Server 2003 Service Pack 1 to include new functionality to identify security configurations that can cause Active Directory replication to fail. 

The new CheckSecurityError test may be performed on one or all domain controllers in an Active Directory forest. The test performs the following operations:


Checks for the availability of a Key Distribution Center (KDC) in both the destination and source domain controller's domains.


Verifies that the destination DC can transmit and receive sufficiently large UDP-formatted packets (used by Kerberos).


Verifies that system clock of the destination DC is no more than 5 minutes different from the system time of the KDC in the destination and source domain, and the source DC.


Confirms that the root of each naming context on the source domain controller is configured with the necessary permission.


Confirms that the source and destination DC computer accounts are not disabled, are trusted for delegation, and contain all required service principal names.

When the test has completed, DCDiag.exe presents a summary of the results for each domain controller tested and the diagnosis of the security errors encountered

This test can be run from the command-line using the following syntax:

Dcdiag /test:CheckSecurityError 
Optionally, you can add the switch /ReplSource:SourceDC to the command to identify a specific domain controller as a source in a replication attempt. The domain controller specified in the /replsource: parameter does not need to be a current source domain controller that the domain controller being tested currently replicates from (one that the destination domain controller currently has an inbound connection object from).This test will collect information from the domain controller, key distribution center (KDC) source and destination servers, and Active Directory. 
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Note: 

Dcdiag /test:CheckSecurityError can be executed on the console of a member computer (using the /e or /s:servername commands) as well as a domain controller. For best results, run Dcdiag /test:CheckSecurityError on the console of each domain controller that is failing inbound Active Directory replication due to a suspected security error.

Why is this change important?

If replication is not working and the error is a security error (such as "Access Denied", "The target account name is incorrect", or "The RPC server is unavailable") there are many different factors that could be causing the issue. This test automates the diagnosis by looking at the most common sources of these errors and reporting them so that you can resolve the issue.

Active Directory Directory Services Maintenance Utility (ntdsutil.exe)

What does Ntdsutil.exe do?

Ntdsutil.exe is a command-line tool that provides management facilities for Active Directory. You can use Ntdsutil.exe to perform database maintenance of Active Directory, manage and control single master operations, create application directory partitions, and remove metadata left behind by domain controllers that were not successfully demoted using the Active Directory Installation wizard (DCPromo.exe). 

Who does this feature apply to?

This feature applies to the Ntdsutil.exe utility, and is of interest to Active Directory administrators only.

What new functionality is added to this feature in Windows Server 2003 Service Pack 1?

General Improvements

Detailed description

Ntdsutil.exe no longer requires the administrator to perform the following tasks in the ntdsutil metadata cleanup command:


Connect to specific domain controller using ntdsutil metadata cleanup connectionscommand.


List and select the Active Directory domain, site, and server using the ntdsutil metadata cleanup Select Operation Target command.

Two new variations of this command are introduced in Windows Server 2003 Service Pack 1:


Ntdsutil "metadata cleanup" "remove selected server"ServerObject
When using this command, specify the distinguished name (DN) path of the server object (ServerObject) of the domain controller whose metadata you want to remove. The server object is the parent of the NTDS settings object in the configuration container. For example, for the domain controller named DC1 located in the default-first-site-name of the contoso.com forest, the DN path of the server object would be cn=DC1,cn=servers,cn=default-first-site-name ,cn=configuration,dc=contoso,dc=com. If the DN path contains any spaces, enclose the entire DN path in quotes.


Ntdsutil "metadata cleanup" "remove selected server"ServerObject on TargetDC
This command is identical to the one above, except it allows the administrator to specify the domain controller (TargetDC) on which the removal is performed. TargetDC must be entered as the DNS or NetBIOS name of the domain controller.

Why is this change important? What threats does it mitigate?

This change significantly improves the usability of this command for removing metadata.

What works differently?

From the “metadata cleanup” menu, the user no longer has to go into the “connections” menu or the "select operations target" menu to set up the appropriate state.

What existing functionality is changing in Windows Server 2003 Service Pack 1?

Improved Metadata Cleanup

Detailed description

The metadata cleanup command has been improved in Windows Server 2003 Service Pack 1 to clean up metadata in Active Directory. 

What works differently? Are there any dependencies?

The existing "remove selected server" command in the "metadata cleanup" menu of Ntdsutil.exe has been enhanced with new functionality.

Prior to Service Pack 1, this command only performed the following operations:


Delete the NTDS settings object for the domain controller (DC).


Delete all manual and automatic inbound connections to the DC being removed.


Delete the corresponding DC's FRS member object from the sysvol replica set.

With the release of Service Pack 1, the following additional operations are performed as part of this command:


Delete the computer account for the DC being deleted, including FRS subscriber objects.


Delete all manual and automatic outbound Active Directory connections from the DC being removed.


Delete inbound and outbound FRS connections from any non-sysvol FRS replica sets that the DC being deleted is a member of.


Check whether the DC being removed holds any operations masters roles. If yes, this command will attempt to reassign (seize) the roles to an active DC that meets criteria for the operations master role(s).

Security Account Manager (SAM)

What does the Security Account Manager (SAM) do?

The Security Account Manager (SAM) is a database present on servers running Windows Server 2003 that stores user accounts and security descriptors for users on the local computer.

Who does this feature apply to?

This feature applies to IT professionals who want to troubleshoot or understand the SAM component’s behavior in deployment. Troubleshooting may require that additional tools be downloaded. This topic also applies to developers that have licensed the SAMR and LSAR protocols and developers that use the LSA trust application programming interfaces (APIs) from MSDN.

What new functionality is added to this feature in Windows Server 2003 Service Pack 1?

SAM WPP Logging

Detailed description

Security Accounts Manager (SAM) debug logs can be collected by Windows software trace preprocessor (WPP) during deployment. WPP can be used to gather information about what the SAM component is doing during a period of time when the Windows system is not behaving as expected. This information can be used by Microsoft Product Support Services to help you troubleshoot issues in your deployment.

Why is this change important? What threats does it mitigate?

This may reduce the number of live debug sessions if the log information is sufficient to determine what is occurring.

What works differently?

Nothing works differently. A new feature is enabled to generate logging. Following are the logman commands that can be used to enable logging:

	logman create trace samlog -p "{f2969c49-b484-4485-b3b0-b908da73cebb}" 3

logman start samlog

rem repeat action that is interesting and that should be captured in log

logman stop samlog


This will generate an extended transaction log (ETL), which your Product Support Engineer will be able to parse using the debug symbol set.

What settings are added or changed in Windows Server 2003 Service Pack 1?

A new Event Tracing for Windows (ETW) entry exists, f2969c49-b484-4485-b3b0-b908da73cebb. This entry reflects whether or not logging has been enabled for the SAM component. The following sample output from tracelog –enumguid includes the new entry.

	    Guid                     Enabled  LoggerId Level Flags

-----------------------------------------------------------

1046d4b1-fce5-48bc-8def-fd33196af19a     FALSE  0    0    0

5007c7b1-1444-4303-bdbe-359c79fc032a     FALSE  0    0    0

7e4b70ee-8296-4f0f-a3ba-f58ef7bb4e96     FALSE  0    0    0

77db410c-561e-4358-8b0e-af866e91bb89     FALSE  0    0    0

dd5ef90a-6398-47a4-ad34-4dcecdef795f     FALSE  0    0    0

196e57d9-49c0-4b3b-ac3a-a8a93ada1938     FALSE  0    0    0

1540ff4c-3fd7-4bba-9938-1d1bf31573a7     FALSE  0    0    0

94a984ef-f525-4bf1-be3c-ef374056a592     FALSE  0    0    0

3121cf5d-c5e6-4f37-be86-57083590c333     FALSE  0    0    0

94335eb3-79ea-44d5-8ea9-306f49b3a04e     FALSE  0    0    0

4a8aaa94-cfc4-46a7-8e4e-17bc45608f0a     FALSE  0    0    0

f33959b4-dbec-11d2-895b-00c04f79ab69     FALSE  0    0    0

8e598056-8993-11d2-819e-0000f875a064     FALSE  0    0    0

f2969c49-b484-4485-b3b0-b908da73cebb     FALSE  0    0    0

cc85922f-db41-11d2-9244-006008269001     FALSE  0    0    0

c92cf544-91b3-4dc0-8e11-c580339a0bf8     FALSE  0    0    0

bba3add2-c229-4cdb-ae2b-57eb6966b0c4     FALSE  0    0    0

8fc7e81a-f733-42e0-9708-cfdae07ed969     FALSE  0    0    0

cddc01e2-fdce-479a-b8ee-3c87053fb55e     FALSE  0    0    0

6acd39eb-4cb0-486b-83fa-307aa23767b1     FALSE  0    0    0

65f67abd-ecd2-4501-9b10-d48db2300e6c     FALSE  0    0    0

28cf047a-2437-4b24-b653-b9446a419a69     FALSE  0    0    0

fc4b0d39-e8be-4a83-a32f-c0c7c4f61ee4     FALSE  0    0    0

fc570986-5967-4641-a6f9-05291bce66c5     FALSE  0    0    0

39a7b5e0-be85-47fc-b9f5-593a659abac1     FALSE  0    0    0

dab01d4d-2d48-477d-b1c3-daad0ce6f06b     FALSE  0    0    0

58db8e03-0537-45cb-b29b-597f6cbebbfe     FALSE  0    0    0

58db8e03-0537-45cb-b29b-597f6cbebbfd     FALSE  0    0    0


Preventing SAM and LSA handles from hijacking

Detailed description

The server side implementation of the SAMR and LSAR protocols now implements security checks to ensure that the current caller is the same caller that opened the first handle returned from SamConnect and LsaOpenPolicy respectively.

The Security Account Manager Remote Procedure Call (RPC) protocol (SAMR) is an integral subsystem that is used to perform remote Service Account Manager operations, such as user account management and manipulation. The SAMR interface defines the remote Security Account Manager (SAM) methods that are called by the client. SamConnect is the function that is used to connect to the SAM database.

Why is this change important?

This change is related to the RPC changes that help prevent elevation of privilege attacks on your system. Implementing this change in the Active Directory interfaces helps make your system more secure by default.

What works differently?

If your application uses the SAMR or LSAR protocols, access checks are performed on each call received and verify that the client identity that opens the context handle is the same as the client identity that is making the call. If your application does not use that convention, it will no longer function after installation of Windows Server 2003 Service Pack 1 (SP1).

How do I fix these issues?

All calls to the SAMR and LSAR methods must be in the same security context as the call that generated the context handle being used in the call. If they are not you must modify your application to comply with this requirement.

Do I need to change my code to work with Windows Server 2003 Service Pack 1?

Most applications will not need to be changed. However, if the application's code switches security contexts while using context handles obtained from the SAMR and LSAR interface it will need to be modified. If the application is using any of the following APIs, verify with the application developer that the calling security context doesn’t change between the call LsaOpenPolicy and any subsequent Lsa API call that uses the handle returned from LsaOpenPolicy.


LsaOpenPolicy

LsaQueryInformationPolicy

LsaSetInformationPolicy

LsaQueryDomainInformationPolicy

LsaSetDomainInformationPolicy

LsaEnumerateTrustedDomains

LsaLookupNames

LsaLookupNames2

LsaLookupSids

LsaEnumerateAccountsWithUserRight

LsaEnumerateAccountRights

LsaAddAccountRights

LsaRemoveAccountRights

LsaOpenTrustedDomainByName

LsaQueryTrustedDomainInfo

LsaSetTrustedDomainInformation

LsaDeleteTrustedDomain

LsaQueryTrustedDomainInfoByName

LsaSetTrustedDomainInfoByName

LsaEnumerateTrustedDomainsEx

LsaCreateTrustedDomainEx

LsaQueryForestTrustInformation

LsaSetForestTrustInformation

LsaForestTrustFindMatch

LsaStorePrivateData

LsaRetrievePrivateData
Add or Remove Programs Filter

What does the filter for Add or Remove Programs do?

The filter for Add or Remove Programs provides a means for the user to select whether or not updates, such as security updates downloaded from the Microsoft Web site, are displayed under the Currently installed programs list.

Who does this feature apply to?

Add or Remove Programs can be used by any user with Administrator credentials on the local computer. Although some applications can be installed or removed by non-administrators, most do require administrative credentials.

What existing functionality is changing in Windows Server 2003 Service Pack 1?

Filtering out updates from the Change or Remove Programs list

Detailed description

The Change or Remove Programs list in Add or Remove Programs displays installed programs that the user can change or remove. This list also shows updates to Windows or other programs that have been installed.

In Windows Server 2003 Service Pack 1, the user is able to choose whether to show or hide updates for Windows and other programs in this view. A new Show updates check box appears above the list, which enables the user to toggle between showing or hiding installed updates.

Why is this change important?

Software vendors are creating more software updates and releasing them more frequently than ever before. These frequent updates help to increase the reliability and security of user’s systems. However, by showing every update in the Change or Remove Programs list in Add or Remove Programs, the list of installed programs is overwhelmed by the list of installed updates. A new option to filter out the updates from the list and only show installed programs makes this list easier for users to read.

What works differently?

By default, Change or Remove Programs will not show installed updates to Windows. To see the updates that have been installed, you can select the Show Updates check box at the top of the list.

Any program can take advantage of this feature by marking their updates so that they are hidden when appropriate. Windows programs that were written before the release of Windows XP Service Pack 2 will be shown regardless of the filter option selection. Windows XP Service Pack 2 and Windows Server 2003 Service Pack 1 will also always be shown in the list

How do I resolve these issues?

To turn off the filter feature on a single computer, use the following procedure.
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To turn off filter for Add or Remove Programs

	1.
Open the Registry Editor by clicking Start, then clicking Run, typing regedit, and pressing Enter.

2.
Navigate to the following registry key: \\HKEY_LOCAL_MACHINE\Software\Microsoft\Windows\CurrentVersion\Policies \Uninstall
3.
Select the DontGroupPatches key.

4.
By default, the DWORD value is equal to 0. Change the DWORD value to 1 to disable the filter feature.
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Caution: 

Incorrectly editing the registry may severely damage your system. Before making changes to the registry, you should back up any valued data on the computer.

In an enterprise environment, you can create a Group Policy object to modify the registry setting that controls the filter feature to make Add or Remove Programs work as it did previously.

What settings are added or changed in Windows Server 2003 Service Pack 1?

Filter for Add or Removed Programs Settings

	Setting Name
	Location
	Previous Default Value
	Default Value
	Possible Values

	DontGroupPatches
	HKEY_LOCAL_MACHINE\Software\

Microsoft\Windows\ CurrentVersion\

Policies\Uninstall
	N/A
	REG_DWORD:0
	REG_DWORD:1


Do I need to change my code to work with Windows Server 2003 Service Pack 1?

Programs do not need to change in order to continue to work with the filter for Add or Remove Programs. If a program is not changed to use the new feature, it will continue working as it did previously.

A program can take advantage of the new filtering option by marking its updates so that they are not shown by default. Details on how to mark programs as updates are available on MSDN in "Working with Add or Remove Programs in the Control Panel Application" which is located on the Microsoft Web site at http://go.microsoft.com/fwlink/?LinkId=35318.

DCOM Security Enhancements

What does DCOM do?

The Microsoft Component Object Model (COM) is a platform-independent, distributed, object-oriented system for creating binary software components that can interact. The Distributed Component Object Model (DCOM) allows applications to be distributed across locations that make the most sense to you and to the application. The DCOM wire protocol transparently provides support for reliable, secure, and efficient communication between COM components. For more information, see "Component Object Model" on the Microsoft Web site at http://go.microsoft.com/fwlink/?LinkId=20922.

Who does this feature apply to?

If you only use COM for in-process COM components, this section does not apply to you.

This feature applies to you if you have a COM server application that meets one of the following criteria:


The access permission for the application is less stringent than the launch permission that is necessary to run the application.


The application is usually activated by a remote COM client without using an administrative account.


The application is only meant to be used locally. This means you can restrict your COM server application so it is not remotely accessible.

What new functionality is added to this feature in Windows Server 2003 Service Pack 1?

Computerwide restrictions

Detailed description

A change has been made in COM to provide computerwide access controls that govern access to all call, activation, or launch requests on the computer. The simplest way to think about these access controls is as an additional AccessCheck call that is done against a computerwide access control list (ACL) on each call, activation, or launch of any COM server on the computer. If the AccessCheck fails, the call, activation, or launch request will be denied. (This is in addition to any AccessCheck that is run against the server-specific ACLs.) In effect, it provides a minimum authorization standard that must be passed to access any COM server on the computer. There will be a computerwide ACL for launch permissions to cover activate and launch rights, and a computerwide ACL for access permissions to cover call rights. These can be configured through the Component Services Microsoft Management Console (MMC).

These computerwide ACLs provide a way to override weak security settings specified by a specific application through CoInitializeSecurity or application-specific security settings. This provides a minimum security standard that must be passed, regardless of the settings of the specific server.

These ACLs are checked when the interfaces exposed by RPCSS are accessed. This provides a method to control who has access to this system service.

These ACLs provide a centralized location where an administrator can set general authorization policy that applies to all COM servers on the computer.

By default, Windows Server 2003 SP1 computer restriction settings are as follows.

DCOM Computer Restriction Settings

	Permission
	Administrator
	Distributed COM Users (Built-in Group)
	Everyone
	Anonymous

	Launch
	Local Launch

Local Activation

Remote Launch

Remote Activation
	Local Launch

Local Activation

Remote Launch

Remote Activation
	Local Launch

Local Activation
	N/A

	Access
	N/A
	Local Access

Remote Access
	Local Access

Remote Access
	Local Access

Remote Access
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Note: 

Distributed COM Users is a new built-in group included with Windows Server 2003 Service Pack 1 to expedite the process of adding users to the DCOM computer restriction settings.

Why is this change important?

Many COM applications include some security-specific code (for example, calling CoInitializeSecurity), but use weak settings, often allowing unauthenticated access to the process. There is currently no way for an administrator to override these settings to force stronger security in earlier versions of Windows.

COM infrastructure includes the RPCSS, a system service that runs during system startup and always runs after that. It manages activation of COM objects and the running object table and provides helper services to DCOM remoting. It exposes RPC interfaces that can be called remotely. Because some COM servers allow unauthenticated remote access (as explained in the previous section), these interfaces can be called by anyone, including unauthenticated users. As a result, RPCSS can be attacked by malicious users using remote, unauthenticated computers.

In earlier versions of Windows, there was no way for an administrator to understand the exposure level of the COM servers on a computer. An administrator could get an idea of the exposure level by systematically checking the configured security settings for all the registered COM applications on the computer, but, given that there are about 150 COM servers in a default installation of Windows, that task was daunting. There was no way to view the settings for a server that incorporates security in the software, short of reviewing the source code for that software.

DCOM computerwide restrictions mitigate these three problems. They also give an administrator the capability to disable incoming DCOM activation, launch, and access calls.

What works differently?

By default, the Everyone group is granted local launch, local activation, and local access permissions. This should enable all local scenarios to work without modification to the software or the operating system.

By default, the Everyone and Anonymous groups are granted remote access permissions. This enables most COM client scenarios, including the common case where a COM client passes a local reference to a remote server, in effect turning the client into a server. 

Also by default, only members of the Administrators group are granted remote activation and launch permissions. This disables remote activations by non-administrators to installed COM servers.

How do I resolve these issues?

If you implement a COM server and expect to support remote activation by a non-administrative COM client or remote unauthenticated calls, then you should consider whether the risk associated with enabling this process is acceptable or if you should modify your implementation to not require remote activation by a non-administrative COM client. 

If the risk is acceptable and you want to enable remote activation by a non-administrative COM client, you will need to change the default configuration for this feature.

You can change the configuration settings using either the Component Services Microsoft Management Console (MMC) or the Windows registry.

If you use the Component Services MMC snap-in, these settings can be configured on the COM Security tab of the Properties dialog box for the computer you are managing. The COM Security tab has been modified to enable you to set computerwide limits in addition to the standard default settings for COM servers. Additionally, you can provide separate ACL settings for local and remote access under both limits and defaults.

Alternatively, you can configure these ACL settings using the registry.

These ACLs are stored in the registry at the following locations:

	HKEY_LOCAL_MACHINE\SOFTWARE\Microsoft\Ole\MachineAccessRestriction= ACL

HKEY_LOCAL_MACHINE\SOFTWARE\Microsoft\Ole\MachineLaunchRestriction= ACL


These are named values of the REG_BINARY type that contain data describing the ACL of the principals that can access any COM class or COM object on the computer. The access rights in the ACL are:

	COM_RIGHTS_EXECUTE 1

COM_RIGHTS_EXECUTE_LOCAL 2

COM_RIGHTS_EXECUTE_REMOTE 4

COM_RIGHTS_ACTIVATE_LOCAL 8

COM_RIGHTS_ACTIVATE_REMOTE 16


These ACLs can be created using normal security functions.
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Note: 

COM_RIGHTS_EXECUTE rights must always be present; absence of this right will generate an invalid security descriptor. Only users with Administrator rights can modify these settings.

What existing functionality is changing in Windows Server 2003 Service Pack 1?

RPCSS runs as a network service

Detailed description

RPCSS is a key service for the RPC Endpoint Mapper and DCOM infrastructure that is network facing. This service ran as Local System in previous versions of Windows. To reduce the attack surface of Windows and provide defense in depth, the RPCSS service functionality was split into two services. The RPCSS service with all the original functionality that did not require Local System privileges now runs under the Network Service account. A new DCOMLaunch service that includes functionality that requires Local System privileges runs under the Local System account; however, this service is not network facing. 

Why is this change important?

This change reduces the attack surface and provides defense in depth for the RPCSS service because an elevation of privilege in the RPCSS service will now be limited to the Network Service privilege.

What works differently?

This change should be transparent to users because the combination of the RPCSS and DCOMLaunch services is equivalent to the previous RPCSS service provided in prior versions of Windows. 

More specific COM permissions

Detailed description

COM server applications have two types of permissions: launch permissions and access permissions. Launch permissions control authorization to start a COM server during COM activation if the server is not already running. These permissions are defined as security descriptors that are specified in registry settings. Access permissions control authorization to call a running COM server. These permissions are defined as security descriptors provided to the COM infrastructure through the CoInitializeSecurity API, or using registry settings. Both launch and access permissions allow or deny access based on principals, and make no distinction as to whether the caller is local to the server or remote.

The first change distinguishes the COM access rights, based on distance. The two distances that are defined are Local and Remote. A Local COM message arrives by way of the Lightweight Remote Procedure Call (LRPC) protocol, while a Remote COM message arrives by way of a remote procedure call (RPC) host protocol like transmission control protocol (TCP).

COM activation is the act of getting a COM interface proxy on a client by calling CoCreateInstance or one of its variants. As a side effect of this activation process, sometimes a COM server must be started to satisfy the client’s request. A launch permissions ACL asserts who is allowed to start a COM server. An access permissions ACL asserts who is allowed to activate a COM object or call that object after the COM server is already running.

The second change is that the call and activation rights are separated to reflect two distinct operations and to move the activation right from the access permission ACL to the launch permission ACL. Since activation and launching are both related to acquiring an interface pointer, activation and launch access rights logically belong together in one ACL. Because you always specify launch permissions through configuration (as compared to access permissions, which are often specified programmatically), putting the activation rights in the launch permission ACL provides the administrator with control over activation.

The Launch Permission access control entries (ACEs) are broken into four access rights:


Local Launch (LL)


Remote Launch (RL)


Local Activation (LA)


Remote Activation (RA)

The Access Permission security descriptor is split into two access rights:


Local Access calls (LC)


Remote Access calls (RC)

This allows the administrator to apply very specific security configurations. For example, you can configure a COM server so that it accepts local calls from everyone, while only accepting remote calls from Administrators. These distinctions can be specified through changes to the COM Permissions security descriptors.

Why is this change important? What threats does it help mitigate?

Earlier versions of the COM server application have no way to restrict an application so that it can only be used locally without exposing the application on the network by way of DCOM. When a user has access to a COM server application, he or she has access for both local and remote use.

A COM server application might want to expose itself to unauthenticated users to implement a COM callback scenario. In this scenario, the application must also expose its activation to unauthenticated users, which might not be desirable because malicious users could use that scenario to gain unauthorized access to that server.

Precise COM permissions give flexibility to the administrator to control a computer’s COM permission policy. These permissions enable security for the described scenarios.

What works differently? Are there any dependencies?

To provide backwards compatibility, existing COM security descriptors are interpreted to allow or deny both local and remote access simultaneously. That is, an access control entry will either allow both local and remote, or deny both local and remote.

There are no backwards-compatibility issues for call or launch rights. There is, however, an activation rights compatibility issue. If, in the existing security descriptors for a COM server, the configured launch permissions are more restrictive than the access permissions and are more restrictive than what is minimally needed for client activation scenarios, then the Launch Permissions ACL must be modified to give the authorized clients the appropriate activation permissions.

For COM applications that use the default security settings, there are no compatibility issues. For applications that are dynamically started using COM activation, most will have no compatibility issues, since the launch permissions must already include anyone who is able to activate an object. Otherwise, such applications would have generated activation failures even before applying Service Pack 1, when callers without launch permission try to activate an object and the COM server is not already running.

The applications of most concern for compatibility issues are COM applications that are already started by way of some other mechanism, such as Windows Explorer or Service Control Manager. You can also start these applications by way of a previous COM activation, which overrides the default access and launch permissions and specifies launch permissions that are more restrictive than the call permissions. For more details on addressing this compatibility issue, see "How do I resolve these issues?" in the next section.

If a system that was updated to Windows Server 2003 Service Pack 1 is rolled back to an earlier service pack, any access control entry that was edited to allow local access, remote access, or both, will be interpreted to allow both local and remote access. Any ACE that was edited to deny local access, remote access, or both, will be interpreted to deny both local and remote access. Whenever you uninstall a service pack, you should ensure that no newly set ACEs will cause applications to stop working.

How do I resolve these issues?

If you implement a COM server and you override the default security settings, confirm that the application-specific launch permissions ACL grants activation permission to appropriate users. If it does not, you will need to change your application-specific launch permission ACL to give appropriate users activation rights so applications and Windows components that use DCOM do not fail. These application-specific launch permissions are stored in the registry.

The COM ACLs can be created or modified using normal security functions.

What settings are added or changed in Windows Server 2003 Service Pack 1?
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Caution: 

Improper use of these settings can cause applications and Windows components that use DCOM to fail.

In the following table, these abbreviations are used:

LL - Local Launch

LA - Local Activation

RL - Remote Launch

RA - Remote Activation

LC - Local Access calls

RC - Remote Access calls

DCOM Settings

	Setting name
	Location
	Previous default value
	Default value
	Possible values

	MachineLaunch Restriction
	HKEY_LOCAL_MACHINE \SOFTWARE \Microsoft\Ole\
	Everyone: LL, LA, RL, RA

Anonymous: LL, LA, RL, RA

(This is a new registry key. Based on existing behavior, these would be the effective values.)
	Administrator: LL, LA, RL, RA

Everyone: LL, LA

Distributed COM users: LL, LA, RL, RA
	ACL

	MachineAccess Restriction
	HKEY_LOCAL_MACHINE \SOFTWARE \Microsoft\Ole\
	Everyone: LC, RC

Anonymous: LC, RC

(This is a new registry key. Based on existing behavior, these would be the effective values.)
	Everyone: LC, RC

Anonymous: LC, RC
	ACL

	CallFailure LoggingLevel
	HKEY_LOCAL_MACHINE \SOFTWARE \Microsoft \Ole\
	Not applicable.
	This registry key is not present; however, a missing key or value is interpreted as 2.

This event is not logged by default. If you change this value to 1 to start logging this information to help you troubleshoot an issue, be sure to monitor the size of your event log, as this is an event that can generate a large number of entries.
	1 - Always log event log failures when COM infrastructure finds an invalid security descriptor.

2 - Never log event log failures when COM infrastructure finds an invalid security descriptor.

	InvalidSecurity Descriptor LoggingLevel
	HKEY_LOCAL_MACHINE \SOFTWARE \Microsoft\Ole\
	Not applicable.
	This registry key is not present, however a missing key or value is interpreted as 1.

This event is logged by default. It should rarely occur.
	1 - Always log event log failures when COM infrastructure finds an invalid security descriptor.

2 - Never log event log failures when COM infrastructure finds an invalid security descriptor.

	DCOM:Machine Launch Restrictions in Security Descriptor Definition Language (SDDL) Syntax
	(Group Policy object) Computer Configuration \Windows Settings \Local Policies \Security Options
	Not applicable.
	Not defined.
	Access Control List in SDDL Format. Existence of this policy, overrides, values in MachineLaunch Restriction, above.

	DCOM:Machine Access Restrictions in Security Descriptor Definition Language (SDDL) Syntax
	(Group Policy object) Computer Configuration \Windows Settings \Local Policies \Security Options
	Not applicable.
	Not defined.
	Control List in SDDL Format. Existence of this policy, overrides, values in MachineAccess Restriction, above.


Data Execution Prevention

What does data execution prevention do?

Data execution prevention (DEP) is a set of hardware and software technologies that perform additional checks on memory to help protect against malicious code exploits. In Windows Server 2003 with Service Pack 1, DEP is enforced by both hardware and software.

Hardware-enforced DEP

Hardware-enforced DEP marks all memory locations in a process as non-executable unless the location explicitly contains executable code. There is a class of attacks that attempt to insert and execute code from non-executable memory locations. DEP helps prevent these attacks by intercepting them and raising an exception.

Hardware-enforced DEP relies on processor hardware to mark memory with an attribute that indicates that code should not be executed from that memory. DEP functions on a per-virtual-memory-page basis, usually changing a bit in the page table entry (PTE) to mark the memory page.

The actual hardware implementation of DEP and marking of the virtual memory page varies by processor architecture. However, processors that support hardware-enforced DEP are capable of raising an exception when code is executed from a page marked with the appropriate attribute set.

Both Advanced Micro Devices (AMD) and Intel Corporation have defined and shipped Windows-compatible architectures that are compatible with DEP.

32-bit versions of Windows Server 2003 with Service Pack 1 utilize the no-execute page-protection (NX) processor feature as defined by AMD or the Execute Disable bit (XD) feature as defined by Intel. In order to use these processor features, the processor must be running in Physical Address Extension (PAE) mode. The 64-bit versions of Windows use the NX or XD processor feature on 64-bit extensions processors and certain values of the access rights page table entry (PTE) field on IPF processors.

It is hoped that all future 32-bit and 64-bit processors will provide support for hardware-enforced DEP. Microsoft continues to work with processor vendors to encourage the adoption and development of DEP technologies.

Software-enforced DEP

An additional set of DEP security checks has been added to Windows Server 2003 with Service Pack 1. These checks, known as software-enforced DEP, are designed to mitigate exploits of exception handling mechanisms in Windows. Software-enforced DEP runs on any processor that is capable of running Windows Server 2003 with Service Pack 1. By default, software-enforced DEP protects only limited system binaries, regardless of the hardware-enforced DEP capabilities of the processor.

Who does this feature apply to?

Application and driver developers should be aware of DEP and the requirements of software running on a supporting platform. Applications that perform just-in-time (JIT) code generation or execute memory from the default process stack or heap should pay careful attention to DEP requirements.

Driver developers are encouraged to be aware of PAE mode on platforms supporting hardware-enforced DEP. PAE mode behavior on systems running Windows Server 2003, Standard Edition with Service Pack 1, is changed to improve driver compatibility.

What new functionality is added to this feature in Windows Server 2003 Service Pack 1?

Data execution prevention on 32-bit and 64-bit versions of Windows and applications

Detailed description

Hardware-enforced DEP

To provide consistency for application and driver developers, the memory protection model (including DEP) is designed to be the same for both 32-bit and 64-bit versions of Windows.

Application developers should be aware of DEP behavior in user mode. A user-mode DEP exception results in a STATUS_ACCESS_VIOLATION (0xc0000005) on Windows systems. The first parameter of ExceptionInformation that is located inside the EXCEPTION_RECORD structure contains the type of access violation that occurred. A value of 8 for ExceptionInformation[0] indicates the access violation was an execution violation.

In most processes, the STATUS_ACCESS_VIOLATION exception will be an unhandled exception and result in termination of the process.

DEP is also applied to drivers in kernel mode. DEP for memory regions in kernel mode cannot be selectively enabled or disabled. On 32-bit versions of Windows, DEP is applied to the stack by default. This differs from kernel-mode DEP on 64-bit versions of Windows, where the stack, paged pool, and session pool have DEP applied.

Device drivers are not permitted to execute code from the stack when DEP is enabled. A DEP access violation in kernel mode will result in an error 0xFC: ATTEMPTED_EXECUTE_OF_NOEXECUTE_MEMORY.

Software-enforced DEP

Software-enforced DEP performs additional checks on exception handling mechanisms in Windows. If the program’s image files are built with Safe Structured Exception Handling (SafeSEH), software-enforced DEP ensures that before an exception is dispatched, the exception handler is registered in the function table located within the image file.

If the program’s image files are not built with SafeSEH, software-enforced DEP ensures that before an exception is dispatched, the exception handler is located within a memory region marked as executable.

DEP application close behavior

The majority of applications will not encounter a problem with DEP. However, when an application does encounter a problem with DEP, a Data Execution Prevention message is presented to the user, alerting them to the problem.  

The Data Execution Prevention message indicates that a DEP problem occurred with the application and provides the ability for the user to learn more about DEP and optionally disable DEP for the application that was closed.
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Important: 

If a DEP problem occurs with an application, Microsoft recommends contacting the application vendor for an update. The security implications of disabling DEP for an application should be thoroughly considered before disabling DEP for an application.

The ability to change DEP settings for a closed application using the Change Settings button on the Data Execution Prevention message window depends on the system-wide DEP configuration. Changes to DEP protection for an application can be made only if the system-wide DEP configuration is set to the OptOut mode.

The Data Execution Prevention message is presented immediately before a Windows Error Reporting window, which provides the opportunity to submit a report about the DEP problem to Microsoft.

On Windows Server 2003 with Service Pack 1, the Data Execution Prevention message will be presented the next time an Administrator logs onto the system interactively. The behavior is changed on Windows Server 2003 with Service Pack 1 from Windows XP with Service Pack 2 because Windows Error Reporting is configured in queued mode by default. Queued mode causes error reporting messages to be queued until the next time an administrator interactively logs onto the system.

To learn more about Windows Error Reporting, or to configure Windows Error Reporting such that DEP and Windows Error Reporting messages are displayed immediately following an application problem, see the "Using Windows Server 2003 in a Managed Environment: Windows Error Reporting" article on the Microsoft Web site at http://go.microsoft.com/fwlink/?LinkId=38443.

Windows Error Reporting generates an error signature when an application is closed due to DEP. The error signature can be viewed by following the "click here" link on the Windows Error Reporting dialog. The error signature for a DEP problem has the following attributes:

	Parameter
	Example Value
	Description

	EventType
	BEX
	Indicates a buffer overflow (/GS) or DEP exception (BEX64 indicates a buffer overflow (/GS) or DEP exception on 64-bit versions of Windows)

	P1
	DEPDemo.exe
	Name of the application executable that encountered the problem

	P2
	5.1.2600.2180
	Version of the application executable that encountered the problem

	P3
	416725f2
	Faulting application stamp

	P4
	DEPDemo.exe
	Faulting module name

	P5
	5.1.2600.2180
	Faulting module version

	P6
	416725f2
	Faulting module stamp

	P7
	00002060
	Fault offset (Instruction address if a module is not loaded at the faulting address)

	P8
	C0000005
	Indicates a STATUS_ACCESS_VIOLATION exception (If this parameter is c0000409, the problem is a /GS-related fault)

	P9
	00000008
	Indicates an execution STATUS_ACCESS_VIOLATION (00000002 indicates an execution STATUS_ACCESS_VIOLATION on 64-bit versions of Windows for the Intel Itanium architecture)


Finally, the Data Execution Prevention message might not be shown for some applications when they encounter a problem with DEP, regardless of the Windows Error Reporting configuration. These applications handle the STATUS_ACCESS_VIOLATION exception raised by DEP, or they install an unhandled exception filter (UEF), which overrides the default Win32 UEF. The default Win32 UEF is responsible for triggering both the Data Execution Prevention and Windows Error Reporting messages. The Data Execution Prevention message may also not be shown if an application has called the SetErrorMode() function with the SEM_NOGPFAULTERRORBOX flag. 

Why is this change important? What threats does it help mitigate?

The primary benefit of DEP is that it helps to prevent code execution from data pages such as the default heap, various stacks, and memory pools. In normal operations of the system, code is not typically executed from the default heap and stack. Hardware-enforced DEP detects code that is running from these locations and raises an exception when execution occurs. If the exception is unhandled, the process will be terminated. Execution of code from protected memory in kernel mode results in an error.

Although terminating a process or causing the system to fail with an error do not appear to be ideal experiences, this helps prevent malicious code from executing. Preventing malicious code from executing on the system may prevent damage to the system or propagation of malicious code whose harmful effects could easily exceed those of a terminated process or system error.

DEP can help prevent some exploits in which a virus or other attack has injected a process with executable code and then attempts to execute the injected code. On a system with DEP, execution of the injected code should result in an exception. Software-enforced DEP can help mitigate exploits of exception handling mechanisms within Windows.

A secondary benefit of DEP relates to good engineering and best practices for application and driver developers. DEP forces developers to avoid executing code out of data pages without explicitly marking the pages as executable.

What works differently?

Application Compatibility

Some application behaviors are expected to be incompatible with DEP. Applications that perform dynamic code generation (such as just-in-time code generation) and that do not explicitly mark generated code with Execute permission might have compatibility problems with DEP. Applications that are not built with SafeSEH must have their exception handlers located in executable memory regions.

Applications that attempt to violate DEP will receive an exception with status code STATUS_ACCESS_VIOLATION (0xC0000005). If an application requires executable memory, it must explicitly set this attribute on the appropriate memory by specifying PAGE_EXECUTE, PAGE_EXECUTE_READ, PAGE_EXECUTE_READWRITE or PAGE_EXECUTE_WRITECOPY in the memory protection argument of the Virtual* memory allocation functions. Heap allocations using the malloc() and HeapAlloc() functions are non-executable.

Driver compatibility

Driver compatibility issues with DEP mostly center on PAE mode-induced compatibility issues.
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Note: 

PAE is required only on systems running 32-bit versions of Windows with processors that support hardware-enforced DEP.

On its own, DEP might create compatibility problems with drivers that perform code generation or use other techniques to generate executable code in real time. Although many drivers with such behavior would have been fixed — as DEP is "always on" for drivers loaded on 64-bit versions of Windows — there is no guarantee that all drivers have been updated. However, there are few drivers that employ these techniques, and it is not expected that DEP alone will cause a large quantity of driver compatibility problems.

The primary driver compatibility concern is running Physical Address Extension (PAE) mode on 32-bit systems. PAE mode enables processors to address greater than 4 gigabytes (GB) of memory. The primary difference between PAE memory paging and non-PAE memory paging schemes is the extra level of paging that is required in PAE mode (three levels instead of two).

Some drivers might fail to load if PAE is enabled, because the device might be unable to perform 64-bit addressing or the drivers might assume that PAE mode requires more than 4 GB of random access memory (RAM). Such drivers expect that they will always receive 64-bit addresses when in PAE mode and that they or their device are incapable of interpreting the address.

Other drivers might load in PAE mode but cause system instability by directly modifying system page table entries (PTEs). These drivers expect 32-bit PTEs, but receive 64-bit PTEs in PAE mode instead.

The largest driver PAE compatibility issue involves direct memory access (DMA) transfers and map register allocation. Many devices that support DMA, usually 32-bit adapters, are not capable of performing 64-bit physical addressing. When run in 32-bit mode, the device can address all physical address space. In PAE mode, it is possible that data would be present at a physical address greater than 4 GB. To allow devices with these constraints to function in this scenario, Windows 2000 Server and later operating systems provide double-buffering for the DMA transaction by providing a 32-bit address that is indicated by a map register. The device can perform the DMA transaction to the 32-bit address and the kernel copies the memory to the 64-bit address that is provided to the driver.

When the system runs with PAE disabled, drivers for 32-bit devices never require their map registers to be backed by real memory. This means that double-buffering is not necessary, since all devices and drivers are contained within the 32-bit address space. Based on testing of drivers for 32-bit devices on 64-bit processor–based computers, it is expected that most client-tested, DMA-capable drivers expect unlimited map registers. 

To constrain compatibility issues, Windows Server 2003, Standard Edition with Service Pack 1, includes hardware abstraction layer (HAL) changes that mimic the 32-bit HAL DMA behavior. The altered HAL grants unlimited map registers when the system is running in PAE mode. In addition, the kernel memory manager ignores any physical address above 4 GB. Any system RAM beyond the 4 GB barrier would be made unaddressable by Windows and be unusable in the system. By limiting the address space to 4 GB, devices with 32-bit DMA bus master capability will not see a transaction with an address above the 4 GB barrier. Because these changes remove the need to double-buffer the transactions, they avoid a class of bugs in some drivers related to proper implementation of double buffering support.

Note that the PAE behavior of Windows Server 2003, Enterprise Edition with Service Pack 1, and Windows Server 2003, Datacenter Edition with Service Pack 1, is unchanged from the versions without the service pack.

As a result of these changes to the HAL and memory manager, the impact to device driver compatibility is expected to be minimal on systems running Windows Server 2003 with Service Pack 1 with DEP enabled.

System compatibility

A final DEP compatibility concern derives from systems with PAE mode enabled, even though they may not be designed for more than 4 GB of physical RAM. During internal testing Microsoft has noticed that some systems with processors that support hardware-enforced DEP fail to start up or have other stability issues when the processor is running in PAE mode.

PAE mode is a requirement for leveraging the NX processor feature. Therefore, system designers and firmware engineers should be aware that even though the system’s chipset and firmware may not have been designed to support more than 4 GB of physical RAM, the system may be running in PAE mode.

Of particular concern is system firmware that interprets page table entries to determine instructions executed by the operating system. Page table entries are extended to 64 bits in length when the processor is running in PAE mode. System designers and firmware developers are encouraged to contact their processor and chipset vendors for more information about how to safely determine instructions executed by the operating system.

System designers working with AMD processors can obtain more information in the "BIOS and Kernel Developer’s Guide for AMD Athlon 64 and AMD Opteron Processors." To obtain this paper, go to the AMD Athlon 64 Web site at http://go.microsoft.com/fwlink/?LinkId=28165 and click "BIOS and Kernel Developer’s Guide for AMD Athlon 64 and AMD Opteron Processors."

Intel does not make detailed information about System Management Mode (SMM) available publicly. System designers working with Intel processors are encouraged to contact Intel directly for more information.

For more information regarding Windows support for PAE mode, see "Physical Address Extension - PAE Memory and Windows" on the Microsoft Web site at http://go.microsoft.com/fwlink/?LinkId=45912.

How do I resolve these issues?

Applications that require executable regions of memory must use the PAGE_EXECUTE, PAGE_EXECUTE_READ, PAGE_EXECUTE_READWRITE, or PAGE_EXECUTE_WRITECOPY attributes when allocating memory. Additionally, applications cannot execute from the default process heap or the stack. Most applications that perform actions incompatible with DEP will need to be updated to be compatible. Applications must also be built with SafeSEH or ensure their exception handlers are located in memory explicitly marked as executable.

An application can use the VirtualAlloc() application programming interface (API) function to allocate executable memory with the appropriate memory protection options. At a minimum, the PAGE_EXECUTE memory protection option should be used. After the executable code has been generated, it is recommended that the application set memory protections to disallow write access to the allocated memory. Applications can disallow write access to allocated memory using the VirtualProtect() API function. Disallowing write access ensures maximum protection for executable regions of process address space.

If a malicious process attempts to insert code into an executable region, the access would result in a STATUS_ACCESS_VIOLATION write exception. The application should attempt to make the executable regions of its address space as small as possible. This would result in a smaller attack surface through which executable memory could be injected into the process address space and be executed.

Additionally, sophisticated applications can control the layout of their virtual memory and create executable regions. These applications should attempt to locate executable regions in a lower memory space than non-executable regions. The purpose of locating executable regions below non-executable regions is to protect a buffer overflow from overflowing into executable memory.

A small number of executables and libraries may contain executable code in a data section of the image file. In some cases, applications may place small segments of code (commonly referred to as thunks) in the data sections. However, DEP will mark sections of the image file loaded in memory as non-executable unless the section has the executable attribute applied.

Therefore, executable code in data sections should be moved to a code section, or the data section containing the executable code should be explicitly marked as executable. The executable attribute, IMAGE_SCN_MEM_EXECUTE (0x20000000), should be added to the Characteristics field of the corresponding section header for sections that contain executable code.

The Microsoft linker that is distributed with Microsoft Visual Studio products can add the executable attribute to a section using the /SECTION linker option. The /SECTION linker option has the following format:

/SECTION:Name,[E][R][W][S][D][K][L][P][X][,ALIGN=#]
The E value indicates the executable attribute (0x20000000). More information about /SECTION and other Microsoft linker options is available on the MSDN Web site at http://go.microsoft.com/fwlink/?LinkId=28167.

Additionally, the Microsoft COFF Binary File Editor (Editbin.exe) utility can be used to change the section attributes of an existing image. The Editbin utility has a /SECTION option with the following format:

/SECTION:Name[=newname][,[[!]{CDEIKOMPRSUW}][A{1248PTSX}]]
The C and E values indicate code and executable attributes respectively. For more information about the Editbin utility and the /SECTION option, see the MSDN Web site at http://go.microsoft.com/fwlink/?LinkId=28168.

Microsoft has provided service packs for Microsoft .NET Framework version 1.0 and version 1.1 to take advantage of DEP in Windows Server 2003 with Service Pack 1. Applications that use the Microsoft .NET Framework will continue to function normally, but will not benefit from DEP if it is enabled unless the appropriate Microsoft .NET Framework Service Pack has been installed.

Microsoft encourages application developers who redistribute the Microsoft .NET Framework to update to Microsoft .NET Framework version 1.0 Service Pack 3 or version 1.1 Service Pack 1, which take advantage of DEP.

What settings are added or changed in Windows Server 2003 Service Pack 1?

System-wide configuration of DEP

The primary difference in DEP behavior on Windows Server 2003 Service Pack 1 as compared to Windows XP Service Pack 2 (SP2) is that on the server operating system the default configuration is to protect all applications and services. In Windows XP SP2, DEP was turned on by default only for essential Windows operating system programs and services.

DEP configuration for the system is controlled through Boot.ini switches. Additionally, changes to System in Control Panel have been made to enable end users to easily configure DEP settings if they are logged onto the system as an administrator.

System DEP configuration settings apply only for 32-bit applications and processes when running on 32-bit or 64-bit versions of Windows. On 64-bit versions of Windows, if hardware-enforced DEP is available it is always applied to 64-bit processes and kernel memory spaces and there are no system configuration settings to disable it.

Windows supports four system-wide configurations for both hardware-enforced and software-enforced DEP.

DEP Configuration

	Configuration
	Description

	OptIn

(default for Windows XP SP2 and Windows XP 64-bit edition)
	On systems with processors capable of hardware-enforced DEP, DEP is enabled by default for limited system binaries and applications that opt in. With this option, only Windows system binaries are covered by DEP by default.

	OptOut 

(default for Windows Server 2003 Service Pack 1)
	DEP is enabled by default for all processes. Users can manually create a list of specific applications that do not have DEP applied using System in Control Panel. IT pros can use the Application Compatibility Toolkit to opt-out one or more applications from DEP protection. System Compatibility Fixes ("shims") for DEP do take effect.

	AlwaysOn
	This provides full DEP coverage for the entire system. All processes always run with DEP applied. The exceptions list for exempting specific applications from DEP protection is not available. System Compatibility Fixes ("shims") for DEP do not take effect. Applications that have been opted-out using the Application Compatibility Toolkit run with DEP applied.

	AlwaysOff
	This does not provide any DEP coverage for any part of the system, regardless of hardware DEP support. However, the processor will run in PAE mode with 32-bit versions of Windows unless the /noexecute=alwaysoff option is replaced with the /execute option in the boot entry.


Hardware-enforced and software-enforced DEP are configured in the same manner. If the system-wide DEP policy is set to OptIn, the same Windows core binaries and applications will be protected by both hardware and software-enforced DEP. If the system is not capable of hardware-enforced DEP, the Windows core binaries and applications will be protected only by software-enforced DEP.

Similarly, if the system-wide DEP policy is set to OptOut, applications that have been exempted from DEP protection will be exempted from both hardware and software-enforced DEP.

The four system-wide DEP configurations are controlled through Boot.ini switches. The Boot.ini settings are as follows:

/noexecute=policy_level
where policy_level is defined as AlwaysOn, AlwaysOff, OptIn, or OptOut.

Any existing /noexecute setting in the Boot.ini file is not changed when Windows Server 2003 Service Pack 1 is installed or if a Windows operating system image is moved across computers with and without hardware-enforced DEP support.

During installation of Windows Server 2003 Service Pack 1, the OptOut policy level is enabled by default unless a different policy level is specified in an unattended installation. If the /noexecute=policy_level setting is not present in the boot entry for a version of Windows that supports DEP, the behavior is the same as if the /noexecute=OptIn option was included.

End users who are logged on as administrators can manually configure DEP between the OptIn and OptOut policies using the Data Execution Prevention tab inside the Performance Options dialog box. The following procedure describes how to manually configure DEP on the computer:
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To configure DEP settings

	1.
Click Start, click Control Panel, and then double-click System.

2.
Click the Advanced tab. Then, under Performance, click Settings.

3.
Click the Data Execution Prevention tab.

4.
Click Turn on DEP for essential Windows programs and services only to select the OptIn policy.

5.
Click Turn on DEP for all programs and services except those I select to select the OptOut policy.

6.
If you selected the OptOut policy, click Add and add the applications that you do not want to use DEP with.


IT professionals can control system-wide DEP configuration with a variety of methods. The Boot.ini file can be modified directly with scripting mechanisms or with the Bootcfg.exe tool, which is included as part of Windows Server 2003 Service Pack 1.

For unattended installations of Windows Server 2003 with Service Pack 1, you can use the Unattend.txt file to prepopulate a specific DEP configuration. You can use the OSLoadOptionsVar entry in the [Data] section of the Unattend.txt file to specify a system-wide DEP configuration.

Per-application DEP configuration

For the purposes of application compatibility when DEP is set to the OptOut policy level, it is possible to selectively disable DEP for individual 32-bit applications. However, DEP is always enabled for 64-bit applications.

For end users, the Data Execution Prevention tab in System Properties can be used to selectively disable DEP for an application.

For IT professionals, a new application compatibility fix named DisableNX is included with Windows Server 2003 Service Pack 1. The DisableNX compatibility fix disables DEP for the program it is applied to.

The DisableNX compatibility fix can be applied to an application by using the Application Compatibility Toolkit. For more information about Windows application compatibility, see "Windows Application Compatibility" on the Microsoft Web site at http://go.microsoft.com/fwlink/?LinkId=23302.

Device\PhysicalMemory Object

What does \Device\PhysicalMemory Object do?

The \Device\PhysicalMemory section object is used by some applications to access physical memory. Common examples of this use are management applications that attempt to read System Management BIOS (SMBIOS) or other BIOS data that is stored in the lowest 1 MB of physical memory.

Who does this feature apply to?

This feature will be of interest to hardware and hardware management application developers.

What existing functionality is changing in Windows Server 2003 Service Pack 1?

Device\PhysicalMemory section object

Detailed description

In Windows Server 2003 SP1, user-mode access to the \Device\PhysicalMemory object is not permitted. All forms of access (read, write) are refused when the \Device\PhysicalMemory object is accessed from a user-mode application. Access to the \Device\PhysicalMemory object is refused regardless of the user context (Administrators, Users, Local System, etc.) the application is running in.

Kernel-mode (driver) access to the \Device\PhysicalMemory object is unchanged for Windows Server 2003 SP1.

There are no means to revert this changed behavior in Windows Server 2003 SP1.

Why is this change important? What threats does it help mitigate?

This change was made to help prevent security exploits that might leverage the functionality of the \Device\PhysicalMemory object from user-mode.  

In previous versions of Windows, access to the \Device\PhsyicalMemory object was protected by an access control list (ACL). However, the ACL may be inadvertently changed. Refusing all access to the \Device\PhysicalMemory object from user-mode ensures this scenario cannot occur.

What works differently? Are there any dependencies?

While the majority of applications do not attempt to access physical memory, some management applications that require information from the BIOS may be affected by this change. Many of these management applications may be attempting to read SMBIOS data.

How do I fix these issues?

Management application vendors are encouraged to review their applications for access to the \Device\PhysicalMemory object and implement one of the workarounds proposed in this section.
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Note: 

The following methods can be used to read low physical memory and firmware table data from an application in Windows Server 2003 SP1.  Applications that require write access to low physical memory must do so from a kernel-mode driver.

Reading SMBIOS information

Windows Management Instrumentation (WMI) is the preferred method for reading SMBIOS information in Windows. WMI supports reading individual SMBIOS properties (such as the BIOS version or the system manufacturer) from the Win32 classes contained in the root\cimv2 namespace.  

WMI also supports reading the entire contents of SMBIOS data in a single buffer using the MSSMBios_RawSMBiosTables class inside of the root\wmi namespace. The SMBiosData property returns a buffer containing the entire SMBIOS data table, except the SMBIOS Structure Table Entry Point as defined in section 2.1.1 of the SMBIOS specification.

WMI supports both a COM and script API to access WMI information. Additionally, WMI is supported in the Windows XP SP2 and Windows Server 2003 SP1 versions of the Windows Preinstallation Environment (WinPE).

Do I need to change my code to work with Windows Server 2003 Service Pack 1?

If your application uses the \Device\PhysicalMemory object you will need to change your code for your application to work with Windows Server 2003 SP1. There are two new user-mode APIs that can be used by applications to read various system firmware tables. These APIs can be used to read SMBIOS and ACPI data, as well as raw BIOS data from low physical memory. The details of the API implementation are available in the Platform SDK at the MSDN Web site. The following are the two new APIs:


EnumSystemFirmwareTables, described on the Microsoft Web site at http://go.microsoft.com/fwlink/?LinkId=45562.


GetSystemFirmwareTable, described on the Microsoft Web site at http://go.microsoft.com/fwlink/?LinkId=45563.

For more information

The following Web resources may also be of interest to you if you are affected by this change in functionality:


The Windows Management Instrumentation (WMI) section of the Windows Platform SDK available on the Microsoft Web site at http://go.microsoft.com/fwlink/?LinkId=159.


The System Management BIOS (SMBIOS) standard specification provide by the Distributed Management Task Force, Inc. (DMTF) which is available on the DMTF Web site at http://go.microsoft.com/fwlink/?LinkId=38721.


The Microsoft® Windows® Preinstallation Environment (Windows PE) tool, which is available for download on the Microsoft Web site at http://go.microsoft.com/fwlink/?LinkId=38722.

Distributed File System (DFS) in Windows Server 2003 Service Pack 1

What does DFS do?

Distributed File System (DFS) allows administrators to group shared folders located on different servers by transparently connecting them to one or more DFS namespaces. A DFS namespace is a virtual view of shared folders in an organization. Using the DFS tools, an administrator selects which shared folders to present in the namespace, designs the hierarchy in which those folders appear, and determines the names that the shared folders show in the namespace. When a user views the namespace, the folders appear to reside on a single, high-capacity hard disk. Users can navigate the folders in the namespace without needing to know the server names or shared folders hosting the data. DFS also provides many other benefits, including fault tolerance and load-sharing capabilities, making it ideal for all types of organizations

Who does this feature apply to?

Storage administrators managing a DFS namespace, or administrators considering deploying DFS, should be aware of the changes incorporated in SP1.

What new functionality is added to this feature in Windows Server 2003 Service Pack 1?

DFS Consolidation Roots

Detailed description

New functionality in Distributed File System (DFS) maintains the original Universal Naming Convention (UNC) path of files after they are moved to a new server. This reduces the impact of file server consolidation and migration, saves end users time spent searching for files, and ensures that line-of-business applications keep running.

Why is this change important?

There are many scenarios where you will want Universal Naming Convention (UNC) paths to remain unchanged when the underlying files are moved to other servers or to other paths. For example, you may want to preserve the UNC paths that users are accustomed to if you migrate or consolidate your existing file servers to new computers running Microsoft Windows Server 2003. The paths may be embedded in links, in line-of-business applications, and in other places where the names are difficult to change

What works differently?

The consolidation root functionality is most easily configured using the File Server Migration Toolkit, available on the Microsoft Web site at http://go.microsoft.com/fwlink/LinkId=37029. 

This functionality can also be configured manually by modifying keys in the Windows Registry, as described in the article about using the Distributed File System update to support consolidation roots at the Microsoft Web site at http://go.microsoft.com/fwlink/LindId=43006.

Move and Rename Support for DFS Namespaces

Detailed description

Administrators can modify the DFS namespace to correct mistakes or to adjust the hierarchy as business needs change or as new folders are added to the namespace.  

Why is this change important?

Prior to Windows Server 2003 Service Pack 1, there was no way for administrators to rename elements of their namespace. Renaming or moving an element near the top of the namespace was particularly difficult as it required manually deleting and recreating every element below it.

What works differently?

DFS administrators may now use the command-line utility dfscmd to move or rename links. The syntax for this new command is as follows:

dfscmd /move \\DFSName\DFSShareName\Path \\ServerName\ShareName\Path
The following examples illustrate the different ways that this command can be used:


To create a new folder, move the contents of an existing folder into it, and adjust any links under the folder as appropriate:

dfscmd /move \\domain\root\old_folder \\domain\root\new_folder

To make an existing folder a subfolder of a new top-level folder and adjust any links under the folder as appropriate:

dfscmd /move \\domain\root\old_folder \\domain\root\new_top_folder\old_folder 

To move the contents of one folder to another existing folder

dfscmd /move \\domain\root\folder \\domain\root\other-folder\ 
Client Failback

Detailed description

Client failover in DFS namespaces is the process in which clients attempt to access another server in a referral after one of the servers fails or is removed from the namespace. DFS administrators can specify that clients "failback" to a preferred, local server when it is restored. The target failback policy may be set for the entire root, or for individual links.

Why is this change important? What threats does it mitigate?

Prior to Windows Server 2003 Service Pack 1, there was no way for administrators to configure clients to fail back to their local servers; this behavior can be problematic in branch office environments when clients continue to access the hub server even after the branch server is restored.  

What works differently?

The failback settings for roots and links can be set using the /TargetFailback option of dfsutil. In addition, the DFS Client Failback QFE for Windows XP and Windows Server 2003 must be installed to enable the client to perform the failback. 

Setting the HKEY_LOCAL_MACHINE\SYSTEM\CurrentControlSet\Services\Dfs\Parameters\SysvolNetlogonTargetFailback registry key and restarting the DFS service on the domain controller enables target failback for SYSVOL/NETLOGON referral requests handled by that controller. 

Target Priority

Detailed description

Target priority enables DFS administrators to explicitly assign the priority of a DFS link or root target.

Why is this change important? What threats does it mitigate?

Prior to Windows Server 2003 Service Pack 1, administrators had no way of designating preference between servers that host the same data in a namespace. To work around this, administrators created special subnets for such servers and artificial sites in Active Directory with high link cost. This workaround is time consuming, complex, and leads to increased support costs.

DFS management APIs have been added to configure whether a server appears first or last in a referral, which is the list of servers returned to the client for a given folder (link) in the namespace. Assigning target priority is useful in many scenarios, such as “hot-standby” scenarios where one server is considered the server of last resort. In this scenario, the administrator specifies that the standby server always appears last in referrals, and clients will fail over to this server only if all the other servers fail or become unavailable due to network outages.

What works differently?

Targets in a DFS referral response are grouped into sets based on the cost of accessing targets from a client. Within each set, targets are shuffled randomly and these sets are ordered by increasing cost from the DFS client. Prior to Windows Server 2003 SP1, the number of sets in the referral response depended on whether or not Windows Server 2003 site costing was enabled. With site costing disabled there are exactly two sets, one set containing targets in the same site as the DFS client and the other set containing the remaining targets. With site costing enabled sets are grouped on the basis of actual site cost of the target from the DFS client, and hence there could be many more of these sets. Note that there is no information in the current DFS V1, V2, or V3 referral responses that allows a DFS client to identify these sets.

With server target priority, these sets will still be based on the cost of accessing targets. Server target priority simply extends the cost sorting criteria for targets, so the sets are now those targets having the same site cost and server target priority. In addition, the new V4 protocol will indicate where the set boundaries are in the target list.

Server target priority is broken out into two values: a priority class and a priority rank. Priority classes are defined at two levels: locally, within sets of targets of equal site cost, and globally. Within each of these, there is a coarse ordering of high, normal and low priority targets. This gives us five priority classes in the following order:

Note that there is no separate “global normal”. If global high or global low is not specified then the referral is placed in the "global normal" set. Priority rank is evaluated by a simple integer ranking – 0, 1, 2, and so forth.

In ordering a referral, the complete process now works as follows:


The sets of global high and global low targets are identified, along with the remaining “global normal” targets.


These three sets are placed in order – global high, normal and low.


If set, INSITE is applied to the “normal” set and targets outside the client’s site are removed. It is not applied to global high and global low.


Within each of these three sets, the targets are ordered by the site cost mechanism (either local site or by full site costing), producing sets of targets of equal site cost


Within the sets of “global normal” targets of equal site cost, targets are ordered by priority class – site cost high, normal and low.


Within the sets of targets of equal site cost and priority class, targets are now ordered by priority rank (0 being the highest).


Within the sets of targets of equal site cost, priority class, and priority rank, targets are randomly shuffled for load balancing.

The /targetpriority option of dfsutil can be used to set the priority options listed above.

What existing functionality is changing in Windows Server 2003 Service Pack 1?

Better Delegation

Detailed description

As of Windows Server 2003 Service Pack 1, administrators may delegate the ability to manage domain DFS roots by setting rights to the DFS object in Active Directory. Administrators may also delegate the ability to manage stand alone DFS roots by setting rights to the DFS object in the registry. This is in addition to the existing delegation model of adding DFS administrators to the local Administrators group on every server that hosts the namespace.

Why is this change important?

In the previous versions of Windows Server 2003, administrators who want to delegate the ability to manage a namespace must make the user a member of the local Administrators group on every server that hosts the namespace. This requirement can lead to an inconsistent management experience if the group memberships are not assigned correctly, and it also allows the user full access to the local file system of each namespace server. 

What works differently?

The following procedures have been updated as a result of this change in functionality:
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To grant a user permission to administer only a domain DFS namespace:

	1.
In the Active Directory Users and Computers MMC snap-in, on the View menu, click Advanced Features. 

2.
In the console tree, double-click the System folder to expand it. 

3.
Click the DFS-Configuration folder. 

Any existing root objects appear in the details pane.

4.
Right-click the root object that you want to allow the user to administer, and then click Properties. 

5.
On the Security tab, click Add. 

6.
Type the name of the user, and then click OK. 

7.
Verify that the user is granted the Full Control permission, and then click OK.
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Note: 

The user’s rights as defined by the access control list applied to the DFS object in Active Directory are evaluated at the individual root targets. Because of this, rights granted to well known users and groups are ignored due to potential differences between the membership of the well known groups in Active Directory and at each root target. For example, granting Power Users full control over the DFS root object in Active Directory will not enable Power Users on the individual root targets to manage the corresponding DFS root. Additionally, if a well known user or group is granted rights to a root target but is denied access to the DFS root object in Active Directory, that denial will be ignored by the DFS root targets.
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To grant a user permission to administer a standalone DFS namespace

	1.
Using regedit, locate the following key:

HKEY_LOCAL_MACHINE\SOFTWARE\Microsoft\DFS\Roots\Standalone
2.
Right-click the root object you want to allow the user to administer, and then click Permissions…
3.
On the Security tab, click Add. 

4.
Type the name of the user, and then click OK. 

5.
Verify that the user is granted the Full Control permission, and then click OK.


Referral Time to Live Values Are Not Renewed for DFS Clients

Detailed description:

For DFS clients that are not running Windows XP with SP2 or Windows Server 2003 with SP1, the Time to Live for a referral determines the earliest time that a client will request a new referral, but only if the existing referral expires before it is accessed again. Clients that use a cached referral will renew the Time to Live of the referral and thus use the referral indefinitely until the client’s referral cache is cleared or the client is restarted.

This behavior has changed for clients running Windows XP with SP2 and Windows Server 2003 with SP1. Specifically, the Time to Live value is not renewed each time a client accesses a target using a cached referral. Instead, the referral expires after the Time to Live value lapses.

Why is this change important?

This change allows DFS clients running Windows XP with SP2 or Windows Server 2003 with SP1 to honor the actual Time to Live value of a referral. One benefit of this change is that DFS clients running these service packs will more quickly react to changes to links and roots. For example, if the link targets of a link named Current are changed daily, DFS clients without these service packs would refresh the Time to Live value each time they access the Current link, causing them to continue to reference stale link targets well beyond the Time to Live value associated with the initial referral request.

What works differently?

This change has several effects:


Clients running Windows XP with SP2 or Windows Server 2003 with SP1 will request referrals more frequently than other DFS clients, which can cause moderately increased load on the domain-based DFS root servers, stand-alone root servers, and domain controllers.


Because they request new referrals more frequently, clients running Windows XP with SP2 or Windows Server 2003 with SP1 will discover namespace updates more quickly than other DFS clients. 


In terms of DFS failover, this new behavior can cause the DFS client to fail over to a new target if the previously active target is not in the new referral, such as when the namespace is changed to remove the target that the client had accessed.

Service Disabled By Default

Detailed description

The DFS service is disabled by default in Windows Server 2003 Service Pack 1.

Why is this change important?

Unnecessary services are disabled by default in Windows Server 2003 SP1 to reduce the attack surface of the server. 

What works differently?

Computers that are new installations of Windows Server 2003 with Service Pack 1 will have the DFS service disabled by default. 

Upgrading a computer that is running Windows Server 2003 by installing Service Pack 1 will result in the DFS service being disabled unless the server is either a domain controller or is already hosting an existing DFS root. 

When a server running Windows Server 2003 Service Pack 1 is promoted to domain controller status, the DFS service is enabled.

What settings are added or changed in Windows Server 2003 Service Pack 1?

	Setting name
	Location
	Previous default value 
	Default value
	Possible values

	Server Consolidation Retry
	HKEY_LOCAL_MACHINE \SYSTEM \CurrentControlSet \Services\Dfs \Parameters\Replicated
	N/A
	0
	0,1

	LogServer Consolidation
	HKEY_LOCAL_MACHINE \SYSTEM \CurrentControlSet \Services\Dfs \Parameters\Replicated
	N/A
	0
	0,1

	Sysvol Netlogon Target Failback
	HKEY_LOCAL_MACHINE \SYSTEM \CurrentControlSet \Services\Dfs \Parameters
	N/A
	0
	0,1


Distributed Transaction Coordinator

What does Distributed Transaction Coordinator do?

The Distributed Transaction Coordinator (DTC) service coordinates transactions that update two or more transaction-protected resources, such as databases, message queues, files systems, and so on. These transaction-protected resources may be on a single computer or distributed across many networked computers.

Who does this feature apply to?


Users of any computers that participate in DTC transactions, either directly or through other computers. 


System administrators of networks that use DTC components to perform transactions across networks.

What new functionality is added to this feature in Windows Server 2003 Service Pack 1?

Securing all network communication by default

Detailed description

In Windows Server 2003 Service Pack 1, DTC provides the administrator with greater control over the network communication between computers. By default, all network communication is disabled.

In order to manipulate the communication settings, the DTC security settings properties page has been enhanced. To see the page, use the following procedure:
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To open the DTC security settings properties page

	1.
Open the Component Services snap-in Microsoft Management Console (MMC).

2.
In the console tree, click the Computers folder.

3.
In the results pane, right click My Computer and then click Properties.

4.
Click the MSDTC tab, and then click Security Configuration.


The table below defines the new fields in the property page, along with the registry keys affected for the different settings. All the registry keys related to MSDTC are located in the following registry key:

MyComputer\HKEY_LOCAL_MACHINE\Software\Microsoft\MSDTC
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Caution: 

Incorrectly editing the registry may severely damage your system. Before making changes to the registry, you should back up any valued data on the computer. These registry keys might not be supported in future releases.

The following table tells you where to find the MSDTC key specific values.

	Setting
	Description
	Corresponding registry value

	Network DTC Access
	Determines whether DTC on the local computer is allowed to access the network. This setting must be enabled in combination with one of the other settings to enable network DTC transactions.

Default setting: Off
	Security\NetworkDtcAccess

0 = Off

1 = On

	Allow inbound
	Allows a distributed transaction that originates from a remote computer to run on this computer.

Default setting: Off
	To enable this setting you must set the following registry key values to 1:

Security\NetworkDtcAccess
Security\NetworkDtcAccessTransactions
Security\NetworkDtcAccessInbound
To disable this setting, you only need to set the following registry key value to 0:

Security\NetworkDtcAccessInbound

	Allow Outbound
	Allows the local computer to initiate a transaction and run it on a remote computer.
	To enable this setting, you need to set the following registry key values to 1:

Security\NetworkDtcAccess
Security\NetworkDtcAccessTransactions
Security\NetworkDtcAccessOutbound
To disable this setting, you only need to set the following registry key value to 0:

Security\NetworkDtcAccessOutbound

	Mutual Authentication Required
	Adds support for mutual authentication in future versions and is the highest secured communication mode. In the current versions of Windows and Windows Server, it is functionally equivalent to the Incoming Caller Authentication Required setting. This is the recommended transaction mode for clients running Windows XP SP2 and servers running a member of the Windows Server 2003 family.
	AllowOnlySecureRpcCalls = 1

FallbackToUnsecureRPCIfNecessary = 0

TurnOffRpcSecurity = 0

	Incoming Caller Authentication Required
	Requires the local DTC to communicate with a remote DTC using only encrypted messages and mutual authentication. This setting is recommended for servers running Windows Server 2003 that are operating in a cluster.

Only Windows Server 2003 and Windows XP SP2 support this feature, so you should only use this if you know that the DTC on the remote computer runs either the Windows Server 2003 or Windows XP SP2 operating system.
	AllowOnlySecureRpcCalls = 0

FallbackToUnsecureRPCIfNecessary = 1

TurnOffRpcSecurity = 0

	No Authentication Required
	Provides system compatibility between previous versions of the Windows operating system. When enabled, communication on the network between DTCs can fall back to a non-authentication or non-encrypted communication if a secure communication channel cannot be established. This setting should be used if the DTC on the remote computer runs a Windows 2000 operating system or a Windows XP operating system earlier than SP2. This setting is also useful when the DTCs that are involved are located on computers that are in domains that do not have an established trust relationship or if the computers are part of a Windows workgroup.
	AllowOnlySecureRpcCalls = 0

FallbackToUnsecureRPCIfNecessary = 0

TurnOffRpcSecurity = 1


Why is this change important? What threats does it help mitigate?

These changes are important in order to secure any communication coming into or going out from the computer. By default, after installing Windows Server 2003 Service Pack 1, the computer will not accept or issue any network traffic and therefore will be less vulnerable to network attacks.

Additionally, the online network protocol has been upgraded to support a more securely encrypted and mutually authenticated communication mode. This helps to ensure that attackers can not intercept or take over communications between DTCs.

What works differently?

After installing Windows Server 2003 Service Pack 1, all network communication coming out of or getting into DTC is disabled. For example, if a COM+ object attempts to update a SQL database on a remote computer using a DTC transaction, the transaction fails. Conversely, if your computer is hosting a SQL database that components from remote computers try to access using a DTC transaction, their transactions fail.

How do I fix these issues?

If your transactions fail because of network connectivity, you can use MSDTC security properties, as described previously in this document, select the Network DTC Access check box, and then select the Allow Inbound and Allow Outbound check boxes, as appropriate.

If you want to change these setting programmatically as part of your Windows Server 2003 Service Pack 1 deployment, you can directly change the registry values that correspond to your desired setting as described in the table in “Securing all network communication by default,” earlier in this document. After you have changed the registry settings, you must restart the MSDTC service.

If you are using Windows Firewall to protect the computers in your organization, you must add MSDTC into the exception list in the Windows Firewall settings. To do so, use the following steps:

1.
In Control Panel, open Windows Firewall.

2.
Click the Exceptions tab, and then click Add Program.

3.
Click Browse, and then add c:\windows\system32\msdtc.exe.

4.
In Programs and Services, select the Msdtc.exe check box, and then click OK.

What settings are added or changed in Windows Server 2003 Service Pack 1?

	Setting name
	Location
	Previous default value
	Default value
	Possible values

	NetworkDtcAccess
	HKEY_LOCAL_MACHINE \SOFTWARE \Microsoft \MSDTC \Security
	1
	0
	0,1

	NetwordDtcAccessTransactions
	HKEY_LOCAL_MACHINE \SOFTWARE \Microsoft \MSDTC \Security
	1
	0
	0,1

	NetworkDtcAccessInbound
	HKEY_LOCAL_MACHINE \SOFTWARE \Microsoft \MSDTC \Security
	n/a
	0
	0,1

	NetworkDtcAccessOutbound
	HKEY_LOCAL_MACHINE \SOFTWARE \Microsoft \MSDTC \Security
	n/a
	0
	0,1

	AllowOnlySecureRpcCalls
	HKEY_LOCAL_MACHINE \SOFTWARE \Microsoft \MSDTC
	n/a
	1
	0,1

	FallbackToUnsecureRPCIfNecessary
	HKEY_LOCAL_MACHINE \SOFTWARE \Microsoft \MSDTC
	n/a
	0
	0,1

	TurnOffRpcSecurity
	HKEY_LOCAL_MACHINE \SOFTWARE \Microsoft \MSDTC
	n/a
	0
	0,1


Download, Attachment, and Authenticode Enhancements
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Note: 

The Microsoft Windows Server 2003 Internet Explorer Enhanced Security Configuration component (also known as Microsoft Internet Explorer hardening) reduces a server’s vulnerability to attacks from Web content by applying more restrictive Internet Explorer security settings that disable scripts, ActiveX components, and file downloads for resources in the Internet security zone. As a result, many of the security enhancements included in the latest release of Internet Explorer will not be as noticeable in Windows Server 2003 Service Pack 1. For example, the new Internet Explorer Notification Bar and Pop-up Blocker features will not be used unless the site is in a zone whose security setting allows scripting. If you are not using the enhanced security configuration on your server, these features will function as they do in Windows XP Service Pack 2.

What do the download, attachment and Authenticode enhancements do?

In Windows Server 2003 with Service Pack 1, the prompts that are used for file downloads, mail attachments, shell process execution, and program installation have been modified to be more consistent and clearer than they were in previous versions of Windows Server. In addition, the publisher information will be shown before a file type that is signable and can potentially harm the user’s machine is opened. (Common examples of signable file types that can potentially harm the user’s machine are .exe, .dll, .ocx, .msi, and .cab.)

There is a new application programming interface (API), which allows application developers to make use of this new user interface. For more information regarding the API, see "AES API Integration," in the section of this document on changes to e-mail features in Windows Server 2003 Service Pack 1.

Who does this feature apply to?

Application developers will be able to call the new Attachment Manager dialog box from their Windows applications by using the API that is described in the "Attachment Manager API Integration" topic in the "Outlook Express" section of this document.

Application developers should also be aware that, in certain scenarios, such as attempting to open an attachment or downloading a file that is potentially dangerous, file types that can potentially harm a user’s computer will have their digital signatures checked before they are opened. The signature information is presented to the user to help inform the user of the file’s publisher.

What existing functionality is changing in Windows Server 2003 Service Pack 1?

Internet Explorer file download prompt

Detailed description

When a user uses Internet Explorer to download a file, the dialog box that appears has the following changes:


A file handler icon has been added.


A new information area has been added to the bottom of the dialog box that provides slightly different information, depending on whether the downloaded file type is of higher or lower risk.

All file types that are signable and that can potentially harm a user’s computer are checked for publisher information. This information will be shown to the user before opening the file.

The publisher information is shown before opening a file type that is signable and that can potentially harm the user’s computer. The Authenticode dialog box presents this information to the user, who can then make a more informed decision about running the file.

Why is this change important?

This change helps bring consistency and clarity to the experience of downloading files and code to a user’s computer. The publisher check provides crucial information when a signature is found in a file and provides a systematic way to prevent files that are from suspicious publishers from compromising the security of a computer.

What works differently?

Files with blocked publishers are not allowed to run.

How do I resolve these issues?

You can unblock a publisher of an add-on by using Manage Add-ons in Internet Explorer. To unblock a publisher to enable the download of a specific file, you can remove the publisher from the Untrusted Publishers list. To do this, in Internet Explorer, on the Tools menu, click Internet Options, click the Content tab, click the Publishers button and then remove the publisher’s name from the Untrusted Publishers list.

Outlook Express e-mail attachment prompt

Detailed description

The Outlook Express e-mail attachment prompt uses the same procedures as file downloads and leverages the AES API Integration. As a result e-mail attachments in Outlook Express show the publisher information for files types that can potentially harm a user’s computer and any file whose publisher has been blocked will not be allowed to run.

Why is this change important?

This change helps bring consistency and clarity to the experience of downloading files and code to a user’s computer.

Add-on install prompt

Detailed description

The Internet Explorer add-on install prompt has been simplified and only displays the file name and publisher information from the digital signature. It provides a warning about the risk associated with installing the add-on in order to help the user make a good decision about installing the add-on. Also, additional functionality was added to the prompt so that users always block a publisher, indicating that Windows should never trust anything from the publisher. This blocks the publisher from running code on the computer. 

Why is this change important?

This change helps bring consistency and clarity to the experience of downloading files and code to a user’s computer. In addition, the user can choose not to trust a publisher when the user is prompted to install the add-on. This gives users more control over their experience.

What works differently? Are there any dependencies?

When you install an add-on, the user interface is more clear and concise.

How do I resolve these issues?

By default, Internet Explorer will not allow users to run invalid or unsigned ActiveX controls. The Information Bar will provide an alternative way for the user to choose to install a blocked control. For more information see Internet Explorer Information Bar.

What settings are added or changed in Windows Server 2003 Service Pack 1?

Users now have the ability to block a publisher from running code on their computer.

Internet Explorer Add-on Management and Crash Detection
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Note: 

The Microsoft Windows Server 2003 Internet Explorer Enhanced Security Configuration component (also known as Microsoft Internet Explorer hardening) reduces a server’s vulnerability to attacks from Web content by applying more restrictive Internet Explorer security settings that disable scripts, ActiveX components, and file downloads for resources in the Internet security zone. As a result, many of the security enhancements included in the latest release of Internet Explorer will not be as noticeable in Windows Server 2003 Service Pack 1. For example, the new Internet Explorer Information Bar and Pop-up Blocker features will not be used unless the site is in a zone whose security setting allows scripting. If you are not using the enhanced security configuration on your server, these features will function as they do in Windows XP Service Pack 2.

What does Internet Explorer Add-on Management and Crash Detection do?

These are two new, closely-related features that are included in Internet Explorer.

Internet Explorer Add-on Management allows users to view and control the list of add-ons that can be loaded by Internet Explorer with more detailed control than before. It also shows the presence of some add-ons that were previously not shown and could be very difficult to detect.

Internet Explorer Add-on Crash Detection attempts to detect crashes in Internet Explorer that are related to an add-on. When the add-on is successfully identified, this information is presented to the user. The user has the option of disabling add-ons to diagnose crashes and improve the overall stability of Internet Explorer.

Who does this feature apply to?

Users will be able to view, enable, and disable the add-ons used by Internet Explorer, and identify add-ons that might be related to Internet Explorer crashes. Administrators can enforce a list of add-ons that are allowed or disallowed and restrict the ability of users to manage add-ons.

What new functionality is added to this feature in Windows Server 2003 Service Pack 1?

Internet Explorer Add-on Management

Detailed description

Internet Explorer Add-on Management allows users to view and control the list of add-ons that can be loaded by Internet Explorer with more detailed control than before. It also shows the presence of some add-ons that were previously not shown and could be very difficult to detect. These add-ons might provide undesired functionality or services and, in some cases, might present a security risk.

For example, a user might unintentionally install an add-on that secretly records all Web page activity and reports it to a central server. Previously, specialized software and deep technical knowledge might have been required to identify and remove that add-on. Internet Explorer Add-on Management provides an easier way to detect and disable that add-on.

Add-ons include:


Browser help objects


ActiveX controls


Toolbar extensions


Browser extensions

Add-ons can be installed from a variety of locations and in several ways, including:


Download and installation while viewing Web pages.


Installation by the user by way of an executable program.


As pre-installed components of the operating system.


As pre-installed add-ons that come with the operating system.

Manage Add-ons

Users can enable and disable each add-on individually and view information about how often the add-ons have been used by Internet Explorer. To do this, use one of the following procedures to open Manage Add-ons.

[image: image30.png]


Open Manage Add-ons Using Internet Explorer

	1.
Click Start, and then click Internet Explorer.

2.
On the Tools menu, click Manage Add-ons.
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Open Manage Add-ons using the Control Panel

	1.
Click Start, and then click Control Panel.

2.
Double-click Internet Options.

3.
Click the Programs tab, and then click Manage Add-ons.


Manage Add-ons has several options that allow you to change your add-on configuration.

You can use the Show drop-down list in Manage Add-ons to control the way in which the add-ons list is displayed. It has two options:


Add-ons currently loaded in Internet Explorer. This option lists the add-ons that have been instantiated (or loaded into memory) within the current Internet Explorer process and those that have been blocked from instantiating. This includes ActiveX controls that were used by Web pages that were previously viewed within the current process. 


Add-ons that have been used by Internet Explorer. This option lists all add-ons that have been referenced by Internet Explorer and are still installed.

The list of add-ons shows all installed add-ons of the types listed previously in the detailed description section. To enable or disable an installed add-on, click the add-on in the list, then click Enable or Disable.

If you click an ActiveX control in the list, then click Update ActiveX, Windows searches for an update at the location where the original control was found. If a newer version is found at that location, Internet Explorer attempts to install the update.

The list of add-ons also contains signed add-ons that were blocked from installation because their publisher was untrusted. After selecting one of these controls, the user can unblock the control by clicking Allow. Caution should be exercised when doing this, because clicking Allow removes the publisher from the Untrusted list.

Blocked Add-on status bar icon

A Blocked Add-on icon appears in the status bar when a Web page attempts to instantiate an ActiveX control that is disabled or blocked because its publisher is untrusted. You can double click the icon to open Manage Add-ons. The status bar icon is accompanied by a balloon tip the first five times it appears.

Add-on notification balloon tip

When a Web page attempts to instantiate a disabled add-on and there is no current Blocked Add-on status bar icon, a message appears to tell the user that the current Web page is requesting an add-on that is disabled. The user can click the message for more details on blocking add-ons.

You can use the Internet Options Control Panel to suppress the message. 

Why is this change important?

Windows Error Reporting data has shown that add-ons are a major cause of stability issues in Internet Explorer. These add-ons significantly affect the reliability of Internet Explorer. These add-ons can also pose a security risk, because they might contain malicious and unknown code.

Many users are unaware of the add-ons they have installed on their computer. Some add-ons are loaded whenever Internet Explorer is started, but cannot be detected unless the user searches the registry. When users experienced crashes, there was no easy way to diagnose whether the issue was related to an add-on. Even if they suspected that the problem stemmed from recently-installed software, it was difficult to isolate the cause and often impossible to resolve if the software did not provide an uninstall option.

Internet Explorer Add-on Management, together with Add-on Crash Detection, gives users the ability to improve the security and stability of their systems by identifying and disabling problematic add-ons. Administrators are also provided with a powerful administrative tool to control add-on use in their organization.

What works differently?

Behavior when add-ons are disabled

Disabling an add-on does not remove it from the computer. It only prevents Internet Explorer from instantiating the object and executing its code. There is no guarantee that the disabled add-on will never be loaded, since an add-on that is considered by Internet Explorer to be disabled can still be used by another component in the system. The behavior that is displayed by disabling different object types varies.


If an ActiveX control is disabled, Web pages that rely on the control might not work as expected. They behave as if the user has uninstalled the control from the computer and declined to install it. Users are not prompted to upgrade controls that have been disabled.


If a browser helper object is disabled, functionality that depends on the object is not available, and there is no visual indication that a component is disabled.


If a browser extension is disabled, toolbar buttons and menu entry points are not shown for that extension. Internet Explorer behaves as if the extension was not installed.


If a toolbar extension is disabled, the toolbar does not appear in Internet Explorer and, on the View menu, the Toolbars item is disabled. Internet Explorer behaves as if the toolbar was not installed.

The concept of a disabled add-on only applies to instances of Internet Explorer (Iexplore.exe) and Windows Explorer (Explorer.exe) by default. Currently, other programs based on Internet Explorer components, such as the WebBrowser control, do not respect the disabled state. However, you can use the featurecontrol key to extend this functionality to other applications.

Some software programs depend on a combination of multiple add-ons to work correctly, and disabling any one of them might cause problems. Caution should be exercised when deciding to disable one or more add-ons.

Uninstallation

If the user disables a non-ActiveX add-on and subsequently uninstalls and then re-installs it, the add-on might remain in a disabled state. This is because Internet Explorer is not notified of application installations and does not detect any application state changes. However, if Internet Explorer is started while the add-on is not installed, it detects a change and automatically clears the disabled state.

If the user disables an ActiveX control and then uninstalls it, the next time a Web page attempts to use the control, Internet Explorer detects that the control is no longer present and clears the disabled state. However, if the ActiveX control is reinstalled using an executable file (as opposed to a Web page download) before there are any attempts to instantiate the control, then it remains disabled. This is because Internet Explorer does not detect a state change.

How do I resolve these issues?

In the event that disabling an add-on causes a lack of functionality, it can be restored by enabling the add-on in Manage Add-ons. Internet Explorer must be restarted for new settings to take effect, with the exception of ActiveX controls, where reloading the affected page might be sufficient.

Internet Explorer Add-on Management for Administrators

Detailed description

Disabling the Crash Detection feature

To disable the Crash Detection feature of Add-on Management, see "What settings are added or changed in Windows Server 2003 Service Pack 1?" below. When Crash Detection is disabled, a crash in Internet Explorer exhibits previous behavior, which is usually to invoke Windows Error Reporting. All policies for Windows Error Reporting continue to apply.

Disabling Add-on Management user interface

To disable the Add-on Management user interface, see "What settings are added or changed in Windows Server 2003 Service Pack 1?" below. When the Add-on Management user interface is disabled, the Enable and Disable options are unavailable in Manage Add-ons.

Deny all add-ons unless specifically allowed in the Add-on list

This policy setting allows administrators to ensure that any Internet Explorer add-ons not listed in the Add-on List policy setting will be denied.

To set this policy, an administrator can modify the RestrictToList registry key in either of the following locations:


HKCU\SOFTWARE\Microsoft\Windows\CurrentVersion\Policies\Ext\

HKLM\SOFTWARE\Microsoft\Windows\CurrentVersion\Policies\Ext\
Key reference

Name: RestrictToList
Type: DWORD
Value: 


1 (Anything not on the Add-on list is considered disabled.)


0 (Anything not on the Add-on list works as it would without policy.)

Add-on List

Administrators can control the use of specific add-ons through the add-on list policy. Administrators can choose to enable or disable an add-on as well as allow a specific add-on to be managed by the user.

To set this policy, an administrator can create a registry value based on the GUID of the add-on in either of the following keys and then set the desired value:


HKCU\SOFTWARE\Microsoft\Windows\CurrentVersion\Policies\Ext\CLSID

HKLM\SOFTWARE\Microsoft\Windows\CurrentVersion\Policies\Ext\CLSID
Each add-on is a value in this registry key with the following properties.

Key reference

Name: GUID of add on

Type: REG_SZ
Value:


0 - Add-on is disabled and cannot be managed by the end user.


1 - Add-on is allowed and cannot be managed by the end user.


2 - Add-on is allowed and can be managed by the end user.

The Add-on (CLSID) lists are empty by default.

Behavior of Management user interface when policies are applied

When an Add-on Management policy is in effect, and the user selects an add-on from the management list that is disabled by policy, Enable and Disable are unavailable.

Why is this change important?

This feature allows administrators to control the usage of the new features.

What works differently?

The new features for allowing and disallowing add-ons work in conjunction with existing policies for managing ActiveX controls. Add-on disabling is applied on top of existing checks and does not replace other security restrictions that might be in place. For example, if an ActiveX control is blocked by its ActiveX compatibility flags, it will always be blocked, regardless of the add-on management settings.

Using the "Deny all add-ons unless specifically allowed in the Add-on List" policy will disable script and other controls necessary for some Web pages to function properly.  For a list of CLSIDs that might need to be enabled for certain Web sites to function correctly, see the article on the Microsoft Web site at http://go.microsoft.com/fwlink/?LinkId=45658 

How do I resolve these issues?

If you are using the "Deny all add-ons unless specifically allowed in the Add-on list" policy some Web applications might break due to disabled scripting and other disabled controls. For information about enabling scripting and other commonly used Web controls, see the article on the Microsoft Web site at http://go.microsoft.com/fwlink/?linkid=45658 

In the event that these controls do not address the issue and adding these policies continues to remove functionality that is required for a Web application that you want to use, remove the policies that were applied and restart Internet Explorer.

Internet Explorer Add-on Crash Detection

Detailed description

Whenever Internet Explorer stops unexpectedly, Windows starts the Add-on Crash Detection program. Add-on Crash Detection is an error analysis program that examines the state of the Iexplore.exe (Internet Explorer) process. It collects the list of dynamic link libraries (DLLs) that are loaded, and the value of the instruction pointer register (EIP) at the time of the crash. Add-on Crash Detection then attempts to find the DLL whose memory range the EIP lies within. This DLL is often the cause of the crash.  If a DLL is found, it is not a system DLL, and the DLL is the COM server for an Internet Explorer add-on, the Internet Explorer Add-on Crash Detection dialog box appears. This dialog box contains information that indicates which add-on caused the crash, the name of the company associated with the add-on, and the description of the DLL file that contains the add-on code. To display Manage Add-ons, which you can then use to disable the identified add-on, click Advanced. After you review the information and click Continue, the standard Windows Error Reporting window opens.

Why is this change important? What threats does it help mitigate?

For this information, see "Internet Explorer Add-on Management for Users," earlier in this subject.

What works differently?

Since this feature only runs when Internet Explorer stops operating, there should be no changes to normal operation.

What settings are added or changed in Windows Server 2003 Service Pack 1?

Internet Explorer Add-on Management and Crash Detection Settings

	Setting name
	Location
	Default

value
	Possible

values

	Disable Crash Detection
	HKCU {or HKLM} \Software\Policies \Microsoft\Internet Explorer \Restrictions

Name: NoCrashDetection 

Type: DWORD
	0
	0 — Off,

1 — On

	Deny all add-ons unless specifically allowed in the Add-on List
	HKCU {or HKLM} \Microsoft\Windows\CurrentVersion \Policies\Ext\

Name: RestrictToList 

Type: DWORD
	0
	0 — Off,

1 — On

	Add-on List
	HKCU {or HKLM} \SOFTWARE\Microsoft\Windows \CurrentVersion\Policies\Ext\CLSID

Name: GUID of the control 

Type: REG_SZ
	Not available
	0 – Add-on is disabled and cannot be managed by the end user.

1 – Add-on is allowed and cannot be managed by the end user.

2 – Add-on is allowed and CAN be managed by the end user.


Do I need to change my code to work with Windows Server 2003 Service Pack 1?

Your code does not need to change to work with Internet Explorer Add-on Crash Detection or Add-on Management.

Internet Explorer Binary Behaviors Security Setting
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Note: 

The Microsoft Windows Server 2003 Internet Explorer Enhanced Security Configuration component (also known as Microsoft Internet Explorer hardening) reduces a server’s vulnerability to attacks from Web content by applying more restrictive Internet Explorer security settings that disable scripts, ActiveX components, and file downloads for resources in the Internet security zone. As a result, many of the security enhancements included in the latest release of Internet Explorer will not be as noticeable in Windows Server 2003 Service Pack 1. For example, the new Internet Explorer Notification Bar and Pop-up Blocker features will not be used unless the site is in a zone whose security setting allows scripting. If you are not using the enhanced security configuration on your server, these features will function as they do in Windows XP Service Pack 2.

What does binary behaviors security setting do?

Internet Explorer contains dynamic binary behaviors: components that encapsulate specific functionality for HTML elements to which they were attached. These binary behaviors are not controlled by any Internet Explorer security setting, allowing them to work on Web pages in the Restricted Sites zone. In Windows Server 2003 Service Pack 1, there is a new Internet Explorer security setting for binary behaviors. This new setting disables binary behaviors in the Restricted Sites zone by default. In combination with the Local Machine Lockdown security feature, it also requires administrative approval for binary behaviors to run in the Local Machine zone by default. This new binary behaviors security setting provides a general mitigation to vulnerabilities in Internet Explorer binary behaviors.

For more information about binary behaviors, such as how they work and how to implement them, see "Cutting Edge: Binary Behaviors in Internet Explorer 5.5" on the Microsoft Web site at http://go.microsoft.com/fwlink/?LinkId=21862. Note that binary behaviors, which are defined in C++ and compiled, are different from attached behaviors and element behaviors, which are defined in script.

Who does this feature apply to?

Application developers whose applications use Internet Explorer functionality in the restricted sites or local machine zones should review this feature to plan to adopt changes in their applications. For example, e-mail applications that render HTML e-mail in the Restricted Sites zone might need to be modified.

Users can only be affected by applications that do not completely render HTML content with this new setting. These applications will typically alert the user that some active behavior has been blocked from display. For example, when Outlook Express encounters this situation, it informs the user that it has restricted active content in the e-mail.

What new functionality is added to this feature in Windows Server 2003 Service Pack 1?

New Internet Explorer security setting

Detailed description

A new URL action setting, Binary and Script Behaviors, is in each Internet Explorer security zone. The default value for this setting is Enable for all zones except the Restricted Sites zone and the Locked-Down Local Machine zone. In the Restricted Sites zone, the default value is Disable. In the Locked-Down Local Machine zone, the default value is Administrator approved.

Why is this change important? What threats does it help mitigate?

This new setting helps mitigate attacks in which binary behaviors were being used maliciously and allows the user to control the use of binary behaviors on a per-zone basis.

What works differently?

Any use of any binary behaviors for HTML rendering from the Restricted Sites zone is blocked.

How do I resolve these issues?

To use binary behaviors from the Restricted Sites zone, an application will have to implement a custom security manager. (For more information, see "Creating a Customized URL Security Manager" in "Introduction to URL Security Zones" on the Microsoft Web site at http://go.microsoft.com/fwlink/?LinkId=21863.)

When the binary behaviors URL action is exercised from a custom security manager, the URL action will pass in a string representation of the particular binary behaviors that can be enabled by that custom security manager as needed for application compatibility. The following process takes place when this URL action is exercised:


Internet Explorer calls into a custom security manager (if available), using the ProcessUrlAction method with a dwAction of URLACTION_BEHAVIOR_RUN. 


The pContext parameter points to a LPCWSTR that contains the behavior that a policy is being queried for. For example, #default#time. 


You set *pPolicy =URLPOLICY_ALLOW for your SmartTag behavior, from within your custom security manager, as appropriate. 

In the absence of the custom security manager, the default action is to disallow running behaviors in the Restricted Sites zone, and to disallow running most behaviors in the Local Machine zone.

If you are a desktop administrator you can decide which binary behaviors to allow in the Locked-down Local Machine zone. To enable a behavior in the Locked-down Local Machine zone, you can add it to the list of administrator-approved behaviors as follows, replacing the namespace and behavior variables as appropriate to your environment:

HKEY_LOCAL_MACHINE\SOFTWARE\Microsoft\Windows\CurrentVersion\Internet Settings\AllowedBehaviors
#%Namespace%#%Behavior%=dword:00000001
Behaviors that are defined in this list will also be used for any other zone where the binary behavior restriction setting is configured to "Admin-Allowed" (65536).

What existing functionality is changing in Windows Server 2003 Service Pack 1?

None. This is only a setting to turn on or off the existing binary behaviors functionality.

What settings are added or changed in Windows Server 2003 Service Pack 1?

Internet Explorer Binary Behaviors Settings

	Setting name
	Location
	Previous default value
	Default value
	Possible values

	*
	HKEY LOCAL MACHINE [or Current User] \Software\Microsoft \Internet Explorer\Main \Feature Control \FEATURE_BEHAVIORS
	None
	1
	0 - Off

1 - On

	2000
	HKEY_CURRENT_USER \Software \Microsoft \Windows \CurrentVersion \Internet Settings\Zones [or Lockdown_Zones] \*\
	None
	3 - Disabled (for Restricted Sites zone)

65536 - Admin-approved (for the Locked-down Local Machine zone)

0 - Enabled (for all other zones)
	3 - Disabled

65536 - Admin-approved

0 - Enabled
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Note: 

* is used in the preceding table to represent that all processes are opted-in for this feature control setting by default.

The binary behaviors setting can also be modified through Group Policy as part of the Internet Explorer Security Zones and Content Ratings setting.

Do I need to change my code to work with Windows Server 2003 Service Pack 1?

If your code uses binary behaviors in the Restricted Sites zone, then you will need to change your code by implementing a custom security manager for your application. If your code uses binary behaviors in the Local Machine zone, then you will need to either implement a custom security manager, add your behaviors to the list of approved behaviors, or use Mark of the Web to load your pages in less restrictive zones. For more information, see the "Creating a Customized URL Security Manager" section in "Introduction to URL Security Zones" on the Microsoft Web site at http://go.microsoft.com/fwlink/?LinkId=21863.

Internet Explorer BindToObject Mitigation
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Note: 

The Microsoft Windows Server 2003 Internet Explorer Enhanced Security Configuration component (also known as Microsoft Internet Explorer hardening) reduces a server’s vulnerability to attacks from Web content by applying more restrictive Internet Explorer security settings that disable scripts, ActiveX components, and file downloads for resources in the Internet security zone. As a result, many of the security enhancements included in the latest release of Internet Explorer will not be as noticeable in Windows Server 2003 Service Pack 1. For example, the new Internet Explorer Notification Bar and Pop-up Blocker features will not be used unless the site is in a zone whose security setting allows scripting. If you are not using the enhanced security configuration on your server, these features will function as they do in Windows XP Service Pack 2.

What does BindToObject Mitigation do?

In Windows Server 2003 with Service Pack 1, the ActiveX security model is applied in all cases where URL binding is used to instantiate and initialize an object. The ActiveX security model allows controls to be marked as "safe for scripting" and "safe for initialization" and provides users with the ability to block or allow ActiveX controls by security zone, based on those settings. This allows greater flexibility and control of active content in Internet Explorer.

Who does this feature apply to?


Web developers and network administrators need to be aware of these new restrictions to plan changes or workarounds for any possible impact to their Web site.


Application developers should review this feature to plan to adopt changes in their applications.


Users could be affected by sites that are not compatible with these stricter rules.

What new functionality is added to this feature in Windows Server 2003 Service Pack 1?

None. Existing security functionality is being extended.

What existing functionality is changing in Windows Server 2003 Service Pack 1?

ActiveX security model applied to URL object initializations

Detailed description

The most effective way to remove ActiveX safety vulnerabilities is to apply security policies consistently at the source of the URL binding: URLMON. Declaring an ActiveX control in an HTML page using the <object> tag and CODEBASE attribute is one commonly known example of using BindToObject. The same functionality is used by any component that wants to resolve a URL and get back a stream or object. The ActiveX security model is now applied to all object initializations with a URL as a source.

Why is this change important?

In the case of ActiveX controls, the ActiveX security model allows controls to be marked as "safe for scripting" or "safe for initialization" and provides users with the ability to block or allow ActiveX controls by zone, based on those settings. In earlier versions of Windows, this security framework was not applied in all cases where URL binding took place. Instead, the calling code was responsible for assuring the integrity and security of the control, which could often result in security vulnerabilities. There are now a number of public exploit variations that expose this exact issue by going through Internet Explorer to compromise vulnerabilities in the calling code.

What works differently?

The ActiveX security model is applied to all object initializations with a URL as a source, and the "Safe for initialization" tag is applied to all objects. This mitigation only applies to cases where Internet Explorer resolves a URL, instantiates an object, and initializes the object with data retrieved from that URL.

How do I resolve these issues?

Application compatibility problems should be minimal. Applications can opt out if they have their own security manager. For more information about opting out of this security model, see "Security Considerations: URL Security Zones API," on the Microsoft Web site at http://go.microsoft.com/fwlink/?LinkId=21814.

Applications can also opt in or out of this mitigation using the feature control key FEATURE_SAFE_BINDTOOBJECT, as described in the topic Internet Explorer Using Feature Control Registry Settings with Security Zone Settings.

What settings are added or changed in Windows Server 2003 Service Pack 1?

Internet Explorer Object Caching

	Setting name
	Location
	Previous default value 
	Default value
	Possible values

	IExplore.exe

Explorer.exe

WMPlayer.exe
	HKEY_LOCAL_MACHINE (or Current User)\Software \Microsoft \Internet Explorer\Main \FeatureControl \FEATURE_SAFE_BINDTOOBJECT
	None
	1
	0 - Off

1 - On


Internet Explorer Feature Control Settings in Group Policy
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Note: 

The Microsoft Windows Server 2003 Internet Explorer Enhanced Security Configuration component (also known as Microsoft Internet Explorer hardening) reduces a server’s vulnerability to attacks from Web content by applying more restrictive Internet Explorer security settings that disable scripts, ActiveX components, and file downloads for resources in the Internet security zone. As a result, many of the security enhancements included in the latest release of Internet Explorer will not be as noticeable in Windows Server 2003 Service Pack 1. For example, the new Internet Explorer Notification Bar and Pop-up Blocker features will not be used unless the site is in a zone whose security setting allows scripting. If you are not using the enhanced security configuration on your server, these features will function as they do in Windows XP Service Pack 2.

What does Internet Explorer Feature Control Settings in Group Policy do?

Windows XP Service Pack 2 introduced new registry keys and values for Internet Explorer security features called Feature Controls. These security features have been incorporated in Windows Server 2003 Service Pack 1. The specific behavior of the feature control registry settings is discussed with each security feature throughout this section.

A modified Inetres.adm file contains the feature control settings as policies. Administrators can manage the feature control policies by using Group Policy objects (GPOs). When Internet Explorer is installed, the default preferences settings for these feature controls are registered on the computer in HKEY_LOCAL_MACHINE. In Group Policy, the Administrator can set them in either HKEY_LOCAL_MACHINE (Computer Configuration) or HKEY_CURRENT_USER (User Configuration).

Who does this feature apply to?

Group Policy administrators can uniformly configure the Internet Explorer Feature Control settings for the computers and users that they manage. 

What existing functionality is changing in Windows Server 2003 Service Pack 1?

Group Policy Internet Explorer settings

Detailed description

The new feature control policies are:


Binary Behavior Security Restriction


MK Protocol Security Restriction


Local Machine Zone Lockdown Security


Consistent MIME Handling


MIME Sniffing Safety Feature


Object Caching Protection


Scripted Window Security Restrictions


Protection from Zone Elevation


Information Bar


Restrict ActiveX Install


Restrict File Download


Add-on Management


Network Protocol Lockdown

In the Group Policy Management Console, the local computer policies for Feature Controls are in \Computer Configuration\Administrative Templates\Windows Components\Internet Explorer\Security Features.

The current user policies for Feature Controls are in \User Configuration\Administrative Templates\Windows Components\Internet Explorer\Security Features.

The policy for the feature needs to be enabled for the process — for example, IExplore.exe — before the zones’ individual security setting policies or preferences will be applied. For more about the behavior of Feature Controls keys and setting them for a process, see the section on each feature and the section Internet Explorer Using Feature Control Registry Settings with Security Zone Settings. For more information about specific security settings by zone, see Internet Explorer URL Action and Advanced Security Settings in Group Policy.

Administrators of Group Policy can manage these new policies in the Administrative Templates extension to the Group Policy Management Console. When configuring these policies, the administrator can enable or disable the security feature for explorer processes (Internet Explorer and Windows Explorer), for executable processes that they defined, or for all processes that host the WebOC.

Users cannot see the feature control policies or preference settings through the Internet Explorer user interface, except for Local Machine Zone Lockdown Security. Feature control policies can only be set using the Group Policy Management Console, and feature control preference settings can only be changed programmatically or by editing the registry.

Configuring policies and preferences

Group Policy is the recommended tool for managing Internet Explorer for client computers on a corporate network. Internet Explorer supports Group Policy management for the IE feature controls included in Windows XP Service Pack 2 and Windows Server 2003 Service Pack 1 as well as for Security page settings or URL actions. Administrators of Group Policy can manage these policy settings in the Administrative Templates extension of the Group Policy Management Console.  

When implementing policy settings, it is recommended to configure template policy settings in one Group Policy object (GPO) and configure any related individual policy settings in a separate GPO. You can then use Group Policy management features (for example, precedence, inheritance, or enforce) to apply individual settings to specific client computers.

Policies can be read by users but can only be changed by Group Policy management or by an administrator. Preference settings can be changed programmatically, by editing the registry, or in the case of URL actions and Local Machine Zone Lockdown Security, by using Internet Explorer. Note that settings that are associated with policies will take precedence over settings specified using Internet Explorer preferences.

IEAK/IEM

For operating systems prior to Windows XP SP2 and Windows Server 2003 SP1 and previous Internet Explorer versions, Internet Explorer Administration Kit (IEAK) 6 Service Pack 1 remains the recommended tool for solution providers and application developers to customize Internet Explorer for their end users. IEAK support and the IEAK/IEM process does not change for Internet Explorer versions prior to Windows XP Service Pack 2. The process also has not changed for using IEAK/IEM to set user setting preferences in Internet Explorer versions prior to and including Windows Server 2003 SP1. This includes the new Internet Explorer 6 in Windows XP Service Pack 2 and Windows Server 2003 SP1 preference settings. However, the true policy settings incorporated by this feature can only be managed within Group Policy. For more information about IEAK, see "Microsoft Internet Explorer 6 Administration Kit Service Pack 1" on the Microsoft Web site at http://go.microsoft.com/fwlink/?LinkId=26002.

In summary, the IEAK can still be used as before for all Internet Explorer versions prior to Windows XP Service Pack 2, and is still the tool to use for branding in Windows XP Service Pack 2 and Windows Server 2003 SP1. IEM/IEAK can be still be used to set user preference settings, but true policies should be set using the Group Policy Management Console.

Frequently asked questions for existing users of the IEAK

	Question
	Answer

	I currently use the IEAK with a corporate license to configure Internet Explorer on desktop computers and I don’t have Active Directory in my organization. How can I configure Internet Explorer if the IEAK doesn’t work with Windows XP SP2 or Windows Server 2003 SP1?
	You can still use Group Policy to configure settings even if you don’t use Active Directory. You can use Group Policy to create a local Group Policy object (GPO) with your settings and then deploy that GPO. After you have configured your GPO for Internet Explorer, you can deploy it using your standard deployment methods. For example, you might use startup or logon scripts, Systems Management Server scripts, or you might send links to users in e-mail.

	I currently use the IEAK with a corporate license to configure Internet Explorer on desktops and I don’t have Active Directory in my organization. What happens if I keep running my IEAK 6 SP1 packages against Windows XP SP2 or Windows Server 2003 SP1?
	If you install an IEAK 6 SP1 package on a computer running either Windows XP SP2 or Windows Server 2003 SP1, the settings from Internet Explorer 6 SP1 will be updated, but the security settings will not be configurable, since IEAK 6 SP1 wasn’t designed to deploy those settings. 

	I currently use the IEAK with an Internet service provider (ISP) license to brand Internet Explorer bits and setup connections for my ISP customers. Will my IEAK 6 SP1 packages still be able to apply settings on Windows XP SP2 and Windows Server 2003 SP1?
	The branding settings in your ISP license IEAK 6 SP1 package should be applied correctly.


Why is this change important?

By adding the Internet Explorer Feature Controls policies to Group Policy, administrators can manage these true policies to establish standard security settings for all the computers that they configure. 

Do I need to change my code to work with Windows Server 2003 Service Pack 1?

Internet Explorer in Windows Server 2003 SP1 adds policies to Group Policy but does not change how policies are managed. Developers need to be aware of how each feature control setting affects security-related behavior for their applications. The effects of the different security-related behaviors on application development are discussed within this document in the specific sections for each feature.

Internet Explorer Information Bar
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Note: 

The Microsoft Windows Server 2003 Internet Explorer Enhanced Security Configuration component (also known as Microsoft Internet Explorer hardening) reduces a server’s vulnerability to attacks from Web content by applying more restrictive Internet Explorer security settings that disable scripts, ActiveX components, and file downloads for resources in the Internet security zone. As a result, many of the security enhancements included in the latest release of Internet Explorer will not be as noticeable in Windows Server 2003 Service Pack 1. For example, the new Internet Explorer Information Bar and Pop-up Blocker features will not be used unless the site is in a zone whose security setting allows scripting. If you are not using the enhanced security configuration on your server, these features will function as they do in Windows XP Service Pack 2.

What does the Internet Explorer Information Bar do?

The Internet Explorer Information Bar in Windows Server 2003 Service Pack 1 replaces many of the common dialog boxes that prompted users for information in previous versions and provides a prominent area for displaying information that users may want to view or act upon. Examples of dialog boxes that have been replaced by Information Bar notifications include blocked ActiveX installs, downloads, and active content. The Information Bar will provide information similar to the notification area in Microsoft Outlook 2003, which informs users of blocked content.

Who does this feature apply to?

This feature applies to the following audiences:


Users who need to understand how the new behavior will affect their Web browsing experience.


System administrators, who need to know how to turn this functionality on or off for the client computers in their organization.


Designers of Web sites that rely on add-ons, which will provide a different user experience. 


Developers of Web-based applications who need to understand how their experience changes. For example, this affects the development of ActiveX controls. ActiveX controls that are updates to controls that are currently installed on other computers will only be treated as updates if the GUID of the new control matches the current GUID. 


Developers of applications hosting the Web browser control will need to know how to use the new application programming interface (API) to take advantage of this new functionality.

What new functionality is added to this feature in Windows Server 2003 Service Pack 1?

Information Bar user interface

Detailed description

The Information Bar looks and acts in a similar way to the Outlook 2003 blocked content notification area. It appears below Internet Explorer toolbars and above the Web page in view when a notification is present and disappears on the next navigation. The text in the Information Bar varies, depending on the notification that is provided, and wraps to two lines if the text exceeds the bounds of the notification area. If a user controls the focus (that is, which object in the browser can receive input) by pressing the TAB key, the Information Bar gets focus after the toolbar and before the Web page.

Either clicking or right-clicking the Information Bar brings up a menu that relates to the notification that is presented. This menu always contains a link to Information Bar Help, which provides more detailed information about the notification. Additional menu items related to the notification appear above the Help menu item.

Users can configure the Information Bar to play a sound when it appears; the default setting for the sound is On. When the Information Bar appears, the Windows trust icon appears in place of the Error on page notification on the status bar.

In certain cases, more than one action can be blocked. For example, a pop-up window may be blocked at the same time that an add-on install is blocked. In those cases, the text becomes more generic and the menus merge to show each action blocked at the top level, with each action’s menus in a submenu.

There is a custom security zone setting for the Information Bar that enables users to change the settings of the Information Bar by security zone. Users can choose to be notified with the Information Bar or to go back to the previous behavior and get a less prominent notification for file and code downloads.

Why is this change important?

In Windows Server 2003 Service Pack 1, Internet Explorer may block content that is necessary to complete certain online tasks. The Information Bar provides a prominent notification that informs users how to get Web pages they trust working again without the more intrusive prompt that was provided in Windows Server 2003.

What works differently?

For this information, see the next section, "What existing functionality is changing in Windows Server 2003 Service Pack 1?"

What existing functionality is changing in Windows Server 2003 Service Pack 1?

Add-on install prompts

Detailed description

In previous versions of Internet Explorer included with Windows Server 2003, when a Web page refers to an ActiveX control that is not currently on the computer, users are asked whether they want ActiveX controls to be downloaded. In the current version of Internet Explorer, this prompt is displayed in the Information Bar. The following table describes the elements in the Information Bar. Text in italics will be replaced by the specific items appropriate to the situation.

Information Bar details for Add-on Install Prompts

	Information Bar element
	Message text

	Information Bar text
	This site might require the following ActiveX control: Control_Name from Publisher_Name. Click here to install…

	Short text
	Installation Blocked

	Menu options
	Install ActiveX Control…

What’s the risk?


Trusted publishers will work as they did in previous versions. The controls that are provided by these publishers install without requiring additional configuration.

Blocked publishers display the status bar icon. The control provided by these publishers will not install on the computer and does not go into the Information Bar.

Add-on upgrades work as they did in Windows XP SP1. Internet Explorer uses the following criteria when determining whether the control is an upgrade:


The file that is registered as the ActiveX control must be signed with Authenticode technology. (This file is referenced from HKEY_CLASSES_ROOT\CLSID\Control_clsid\InProcServer32, where Control_clsid is the CLSID specified by the OBJECT tag.)


The publisher name in the digital signature of the new control matches the publisher name in the digital signature of the existing control.


If the ActiveX control is packaged in a CAB file, the CAB file must be signed. The DLL or OCX to be installed should also be signed in order for subsequent upgrades to bypass the Information Bar.

Why is this change important?

Providing add-on install prompts in the Information Bar rather than a dialog box reduces the occurrences of users inadvertently installing code on their computer.

What works differently?

Certain Web pages currently rely on users installing code to function correctly. Some sites redirect the user to a separate page that explains how to install the ActiveX control. If a site automatically redirects the page without providing the control on the new page, the Information Bar will appear on the redirect page to offer the opportunity to install the control. If, however, the site closes the window that attempted to install the ActiveX control, the customer might not get a chance to install the control.

How do I resolve these issues?

Web authors should ensure that the ActiveX control is also available on the page to which the user is redirected. This will ensure that users have ample opportunity to install the control.

Web page authors should not suggest that users lower their security settings, because it will not help in this situation. For additional guidance for Web authors on the changes introduced with Windows XP SP2 and subsequently included in Windows Server 2003 Service Pack 1, see "Fine-Tune Your Web Site for Windows XP Service Pack 2" on the MSDN Web site at http://go.microsoft.com/fwlink/?LinkId=32775.

Pop-up blocked notification

Detailed description

Internet Explorer displays a notification in the Information Bar when a pop-up is blocked. This becomes a more obvious entry point to the Pop-up Blocker functionality, such as replaying the pop-up, adding the site to an "allow" list for pop-ups, or navigating to Pop-up Blocker settings. The Information Bar also provides a top level entry point to turn off the Information Bar for pop-ups if the user decides the notification is too big for this event.

Information Bar details for pop-up blocked notification

	Information Bar element
	Message text

	Information Bar text
	Pop-up blocked. To see this pop-up or additional options, click here…

	Short text
	Pop-up Blocked

	Menu options
	Temporarily Allow Pop-ups

Allow Pop-ups for this Site

Settings


Why is this change important?

Showing the pop-up blocked notification in the Information Bar gives higher priority to that notification. Users have a better understanding of where to go to see a blocked pop-up window or to see their Pop-up Blocker settings.

What works differently?

Turning off the Information Bar for the Pop-up Blocker causes the Pop-up Blocker to return to notifying users with the status bar icon. All the same menu items are accessible from this status bar icon if the bar is disabled for pop-ups. For more information, see "Internet Explorer Pop-up Blocker," later in this document.

Automatic download prompts

Detailed description

File download prompts that are launched automatically now appear in the Information Bar.

The Information Bar includes descriptive text that explains why the action was taken and provides a context sensitive menu that you can use to respond to the notification. The following table identifies the text that will appear in the Information Bar and the actions that you can select from the menu.

Information Bar details for automatic download prompts

	Information Bar element
	Message text

	Information Bar text
	To help protect your security, Internet Explorer blocked this site from downloading files to your computer. Click here for more options…

	Short text
	File Download Blocked

	Menu options
	Download Software…

What’s the Risk?


Why is this change important?

By moving download prompts to the Information Bar, users can be prevented from installing unwanted code on their computers. Previously, sites could overwhelm users with file download prompts and, as a result, users could accidentally run unwanted software on their computer. With this change, file download prompts that are launched automatically are more likely the result of a user’s deliberate click and not an accidental action.

What works differently?

Any time a site refers to a file download prompt without a user action, such as clicking on an element of the page, the prompt appears in the Information Bar.

How do I resolve these issues?

Web authors should ensure there is a link on the Web page that a user can click to get to the file download. If you use a script to navigate to the resource, the script should run synchronously within the context of the OnClick event handler for the link. For additional guidance for Web authors on the changes introduced with Windows XP SP2 and subsequently included in Windows Server 2003 Service Pack 1, see "Fine-Tune Your Web Site for Windows XP Service Pack 2" on the MSDN Web site at http://go.microsoft.com/fwlink/?LinkId=32775.

Internet Explorer Local Machine Zone Lockdown
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Note: 

The Microsoft Windows Server 2003 Internet Explorer Enhanced Security Configuration component (also known as Microsoft Internet Explorer hardening) reduces a server’s vulnerability to attacks from Web content by applying more restrictive Internet Explorer security settings that disable scripts, ActiveX components, and file downloads for resources in the Internet security zone. As a result, many of the security enhancements included in the latest release of Internet Explorer will not be as noticeable in Windows Server 2003 Service Pack 1. For example, the new Internet Explorer Notification Bar and Pop-up Blocker features will not be used unless the site is in a zone whose security setting allows scripting. If you are not using the enhanced security configuration on your server, these features will function as they do in Windows XP Service Pack 2.

What Does Local Machine Zone Lockdown do?

When Internet Explorer opens a Web page, it places restrictions on what the page can do, based on the page’s Internet Explorer security zone. There are several possible security zones, each with different sets of restrictions. The security zone for a page is determined by its location. For example, pages that are located on the Internet will normally be in the more restrictive Internet security zone. They might not be allowed to perform some operations, such as accessing the local hard drive. Pages that are located on your corporate network would normally be in the Intranet security zone, and have fewer restrictions. The precise restrictions that are associated with most of these zones can be configured by the user through Internet Options on the Tools menu.

Prior to Windows XP Service Pack 2, the content on the local file system, aside from that cached by Internet Explorer, was considered to be secure and was assigned to the Local Machine security zone. This security zone normally allows content to run in Internet Explorer with relatively few restrictions. However, attackers often try to take advantage of the Local Machine zone to elevate privilege and compromise a computer. 

Many of the exploits that involve the Local Machine zone were mitigated by other changes to Internet Explorer in Windows XP SP2. These changes were incorporated into Internet Explorer in Windows Server 2003 Service Pack 1. However, attackers may still be able to figure out ways to exploit the Local Machine zone. Currently, Internet Explorer further protects the user by locking down the Local Machine zone by default. Local HTML hosted in other applications will run under the less restrictive settings of the Local Machine zone used in previous version of Internet Explorer unless that application makes use of Local Machine Zone Lockdown.

Administrators will be able to use Group Policy to manage Local Machine Zone Lockdown and more easily apply it to groups of computers. 

Who does this feature apply to?

All application developers should review this feature. Applications that host local HTML files in Internet Explorer are likely to be affected. Developers of standalone applications that host Internet Explorer will want to modify their applications to make use of Local Machine Zone Lockdown.

By default, Local Machine Zone Lockdown is only enabled for Internet Explorer. Developers will need to register their applications to take advantage of the changes. Applications that do not use this mitigation should independently review their applications for Local Machine zone attack vectors.

Software developers with applications that host Internet Explorer should use this feature by adding their process name to the registry as described later in this document. In the future, Microsoft might implement this feature using an "opt out" policy rather than an "opt in" policy. Applications that host Internet Explorer should be tested to ensure that they function properly with Local Machine Zone Lockdown enabled for their process.

Network Administrators might have local scripts that will be affected by these restrictions. Administrators should review the available solutions to enable their local scripts without compromising the security of their users' client computers.

Developers of Web sites that are hosted on the Internet or Local Intranet zones should not be affected by changes to the Local Machine zone, except when loading those files from the local machine during development.

Users could be affected by applications that are not compatible with these more stringent restrictions.

What existing functionality is changing in Windows Server 2003 Service Pack 1?

Changes to Local Machine zone security settings

Detailed description

The Local Machine zone is now more restrictive than the Internet zone. Any time that content attempts one of the following actions in this zone, the Information Bar will appear in Internet Explorer with the following text:

To help protect your security, Internet Explorer has restricted this file from showing active content that could access your computer. Click here for options...
The user can click the Information Bar to remove the lockdown from the restricted content.

The security settings that control the privileges that are granted to content running in the Local Machine zone are known as URL actions. When Local Machine Zone Lockdown is applied to a given process, it changes the behavior of URL actions from the previous Local Machine zone setting of Enabled to Disabled. As a result, scripts and Active X controls will not run. The default URL actions changed are:


URLACTION _SCRIPT_RUN


URLACTION_DOWNLOAD_UNSIGNED_ACTIVEX


URLACTION_ACTIVEX_RUN 


URLACTION_ACTIVEX_OVERRIDE_OBJECT_SAFETY (to Prompt, not Disabled)


URLACTION_CLIENT_CERT_PROMPT


URLACTION_BEHAVIOR_RUN 


URLACTION_JAVA_PERMISSIONS


URLACTION_BEHAVIOR_RUN (to Administrator approved, not Disabled)


URLACTION_FEATURE_MIME_SNIFFING


URLACTION_FEATURE_WINDOWS_RESTRICTIONS


URLACTION_AUTOMATIC_DOWNLOAD_UI


URLACTION_AUTOMATIC_ACTIVEX_UI
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Note: 

URLACTION_FEATURE_ZONE_ELEVATION is set to Disabled in the Local Machine zone with or without this feature.

For Local Machine Zone Lockdown, these settings are stored under a separate registry key:

	HKEY_CURRENT_USER\Software\Microsoft\Windows\CurrentVersion\Internet Settings\Lockdown_Zones\0


The default Local Machine zone URL action settings are found under:

	HKEY_CURRENT_USER\Software\Microsoft\Windows\CurrentVersion\Internet Settings\Zones\0


Why is this change important?

This change helps prevent content on a user’s computer from elevating privilege. Code with such elevated privilege can then run any code through an ActiveX control or read information with a script.

What works differently?

If a Web page uses any of the restricted types of content that were previously listed, Internet Explorer displays the Information Bar, as previously described.

HTML files that are hosted on the res: protocol on the local computer will automatically run under the security settings for the Internet zone. For more information about what these templates allow, see "Introduction to URL Security Zones" on the MSDN Web site at http://go.microsoft.com/fwlink/?LinkId=26003.

How do I resolve these issues?

You can allow Active X and scripts to always run in Web pages that are launched from a CD by clicking "Yes" when presented with the following message:

Active content can harm your computer or disclose personal information. Are you sure that you want to allow CDs to run active content on your computer?
If your Web page needs to run ActiveX or scripting, you can add a Mark of the Web comment in the HTML code. This Internet Explorer feature allows the HTML files to be forced into a zone other than the Local Machine zone so that they can then run the script or ActiveX code based on the security template that would be applied to the URL identified in the comment. For example if the URL specified was www.contoso.com and that URL was present in your trusted sites list, the page would use the security template for the Trusted Sites zone. This setting works in Internet Explorer 4 and later. To insert a Mark of the Web comment into your HTML file, add one of the following comments:

<!-- saved from url=(0022)http://www.example.com -->
Use this comment when you are inserting a Mark of the Web into a page whose domain is identified, replacing http://www.example.com with the URL of the Internet or intranet domain that the page is hosted by. Include the length of the URL in parenthesis used for the Mark of the Web before the URL, for example (0022).

If you want your Web page to always be treated as though it were part of the Internet zone, you can use the following Mark of the Web:

<!-- saved from url=(0014)about:internet -->
Use this comment when you need to generically insert a Mark of the Web. The about:internet portion will place the page in the Internet zone.

Beginning with Windows Server 2003 Service Pack 1 and Windows XP Service Pack 2, this HTML comment can also be used with .mht files, known as multipart HTML or .xml files. Mark of the Web will not be respected for .mht or .xml files in earlier versions of Internet Explorer.

As another option, you can create a separate application that hosts the HTML content in the Internet Explorer Web Object Control (WebOC). The HTML is then no longer bound by the same rules that apply to content run in Internet Explorer. When the HTML content runs in the other process, it can have full rights as defined by the developer or the zone policy for that process.

An easy way to do this is to save your content as an .hta (HTML application) file and try to run the file again in the Local Machine zone. An .hta file is hosted in a different process and therefore is not affected by the mitigation. However, .hta files run with full privileges, so you should not allow code that is not trusted to run in this manner.

Do I Need to change my code to work with Windows Server 2003 Service Pack 1?

Developers should test their applications and enable the lockdown in order to offer enhanced levels of security. Developers of standalone applications should plan to adopt these changes in their applications that host Internet Explorer.

Developers of ActiveX controls that previously allowed elevated privileges in the Local Machine zone should not change their controls to allow elevated privileges in another zone. Instead, these controls should be converted to run only from an HTML application (.hta file) or a standalone application that runs outside of Local Machine Zone Lockdown.

By default, Local Machine Zone Lockdown is not enabled for non-Internet Explorer processes. Developers must explicitly register their applications to take advantage of the changes. Application developers that do not use this mitigation should independently review their applications for Local Machine zone attack vectors. To enable Local Machine Zone Lockdown for your application, go to the following registry key:

HKEY_LOCAL_MACHINE\SOFTWARE\Microsoft\Internet Explorer\Main\FeatureControl\FEATURE_LOCALMACHINE_LOCKDOWN
Add a REG_DWORD value to this key named for your application (for example, MyApplication.exe) and set it to 1. Any other setting for this value will disable Local Machine Zone Lockdown for the application.

To control whether Local Machine Zone Lockdown is applied to Web pages launched from a CD, go to the following registry key and value:

HKEY_LOCAL_MACHINE\SOFTWARE\Microsoft\Internet Explorer\Main\FeatureControl\FEATURE_LOCALMACHINE_LOCKDOWN\Settings\LOCALMACHINE_CD_UNLOCK
Setting this value to 1 disables this feature for Web pages launched from a CD on the user's computer.

Internet Explorer MIME Handling Enforcement
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Note: 

The Microsoft Windows Server 2003 Internet Explorer Enhanced Security Configuration component (also known as Microsoft Internet Explorer hardening) reduces a server’s vulnerability to attacks from Web content by applying more restrictive Internet Explorer security settings that disable scripts, ActiveX components, and file downloads for resources in the Internet security zone. As a result, many of the security enhancements included in the latest release of Internet Explorer will not be as noticeable in Windows Server 2003 Service Pack 1. For example, the new Internet Explorer Information Bar and Pop-up Blocker features will not be used unless the site is in a zone whose security setting allows scripting. If you are not using the enhanced security configuration on your server, these features will function as they do in Windows XP Service Pack 2.

What does MIME Handling Enforcement do?

Internet Explorer uses Multipurpose Internet Mail Extensions (MIME) type information to decide how to handle files that have been sent by a Web server. For example, when there is a Hypertext Transfer Protocol (HTTP) request for .jpg files, when they are received, they will generally be displayed to the user in an Internet Explorer window. If Internet Explorer receives an executable file, Internet Explorer generally prompts the user for a decision on how to handle the file.

Internet Explorer in Windows Server 2003 with Service Pack 1 will follow stricter rules than Internet Explorer in Windows Server 2003. These rules are designed to protect users from accidentally downloading or executing a dangerous file due to misleading MIME or file name extension information.

Who does this feature apply to?

Web developers need to be aware of these new restrictions to plan changes or workarounds for any possible impact to their Web site.

Application developers should review this feature to plan to adopt changes in their applications. The feature is not enabled for non-Internet Explorer processes by default and developers will need to register their applications to take advantage of the changes.

End users will be affected by sites or applications that are not compatible with these stricter rules.

What new functionality is added to this feature in Windows Server 2003 Service Pack 1?

MIME-handling file type agreement enforcement

Detailed description

When files are served to the client, Internet Explorer uses the following pieces of information to decide how to handle the file:


File name extension, the corresponding ProgID and CLSID for the registered handler of that file name extension.


Content-Type from the HTTP header (MIME type), the corresponding ProgID, and CLSID for the registered handler of that Content or MIME type.


Content-Disposition from the HTTP header.


Results of the MIME sniff.

Internet Explorer is more restrictive about executing a downloaded file that could be dangerous than it was in Windows Server 2003. 

Internet Explorer will enforce consistency between how a file is handled in the browser and how it is handled in the Windows shell. As the file is downloaded into the cache, Internet Explorer will compare the MIME-type of the cache file to the extension of the cache file. If there is a mismatch between the MIME-type and the file name extension, Internet Explorer will attempt to reconcile that mismatch by renaming the file in the cache. 

Before a file is loaded in its MIME handler or executed by its extension handler, Internet Explorer will compare the CLSIDs of the MIME handler and the extension handler. If there is still a mismatch between the two handlers, Internet Explorer will impose a mandatory prompt for the user to confirm that the user wants to load the file in the MIME handler. If the MIME handler rejects the mismatched file, Internet Explorer will show a download error dialog and not automatically execute the file in the Windows shell extension handler but the dialog will allow saving the file.

There is a related but separate change to prevent execution of potentially corrupt files in their shell extension handlers. Internet Explorer will show the download error dialog for any file that is rejected by its MIME handler with the error code E_Cannot_Load_Data and will not execute that file in its shell extension handler regardless of MIME-type or file name extension.

These changes do not affect cases where a "Content-disposition=attachment" HTTP header is used for the file. In those cases, the file name or extension suggested by the server is considered final and the file can be executed regardless of MIME/extension mismatch if the user chooses to accept the file download prompt.

Why is this change important?

If file type information is misreported by the server and that information is saved to the computer, a dangerous file could be incorrectly executed later. For example, Internet Explorer might download a file that appears to be a text file. If the file can’t be loaded by its MIME handler and has a .doc file name extension, the .doc file might run in an application such as Microsoft Word without prompting the user. In Microsoft Word, the file may be able to use active content, such as a macro, to run a program (such as a virus) on the user’s machine.

What works differently?

Internet Explorer will now attempt to rename downloaded files in the Internet Explorer cache to have matching content types and extensions to protect against files that mislead the user about their type.

Internet Explorer will prompt the user to download the file and will no longer execute MIME and extension mismatched files that are rejected by the registered MIME handler.

Internet Explorer will also not execute a file in its shell handler if the E_Cannot_Load_Data error code was reported by its MIME handler.

Instead of executing such a file in the shell-handler, Internet Explorer will show an error dialog and give the user an option to save the file.

Web developers can isolate nonworking applications due to this behavior by switching off the functionality, as covered in the Settings section later in this document.

How do I resolve these issues?

Web developers must change their Web servers to host files, using consistent content-type headers and file name extensions. If this is not possible, Web developers can use the "Content-disposition=attachment" HTTP header to directly send the file to its extension handler rather than to the MIME handler. Note that file downloads with the "Content-disposition=attachment" header will prompt the user to open or save the file.

If you have developed a MIME handler and intentionally rely on Internet Explorer to execute files that your MIME handler rejects, you will need to make changes in your MIME handler to accommodate this change. The most secure change would be to natively handle the file directly in the MIME handler rather than rejecting the file.

For some scenarios, it may not be possible to change the behavior of the MIME handler to natively handle downloaded files. In those scenarios, there are a few options.

You may choose to develop a MIME handler and file name extension handler that are both part of the same CLSID; Internet Explorer will accept the CLSID match and therefore not prompt the user to download the file or block the file from execution in the extension handler.

If the MIME handler does not need to be loaded and will cause errors due to MIME and extension mismatch, the developer can mark the MIME handler to be ignored by Internet Explorer in the case of a MIME and extension mismatch. For example, if the MIME handler for a certain media MIME type has a mismatched extension and needs to be executed directly to be played properly, the developer can mark the ProgID of their MIME handler to be ignored on the mismatch when the media file name extension belongs to a different ProgID. To do this, the developer sets the following value in the registry with the MIME handler to ignore:

HKEY_CLASSES_ROOT\PROG_ID_OF_MIMEHANDLER_TO_IGNORE\"PreferExecuteOnMismatch"=DWORD:00000001
If neither of these solutions is viable, developers should notify their users of the incompatibility and explain to the user how to save the mismatched file to the file system and then launch it manually.

If your scenario is affected by unwanted file-download prompts because of an irreconcilable MIME/extension mismatch, you can register you MIME handler ProgID to bypass all download prompts including the new prompt on mismatch.

Before doing this, you should confirm that your MIME handler can securely deal with any file that is delegated to it. For example, you should confirm that your handler would never allow an attacker to gain more privilege than allowed by the zone of the originating file. This should be done through threat modeling, code review for secure failure modes, and buffer overruns. If you determine that your MIME handler is capable of safely handling any file that might be delegated to it, you can register your handler to circumvent download prompts by adding a new key to one of the following registry settings:

	HKEY_LOCAL_MACHINE\Software\Microsoft\Windows\CurrentVersion\InternetSettings\Secure_Mime_Handlers 

HKEY_CURRENT_USER\Software\Microsoft\Windows\CurrentVersion\InternetSettings\Secure_Mime_Handlers


The key should be named with the ProgID of your MIME handler and have a DWORD=00000001.

MIME sniffing file type elevation

Detailed description

One of the backup criteria for determining a file type is the result of the MIME sniff. By examining (or sniffing) a file, Internet Explorer can recognize the bit signatures of certain types of files. In Windows Server 2003 Service Pack 1, Internet Explorer MIME sniffing will not promote files of type text\plain to more dangerous file types in the Restricted Sites zone. For example, files that are received as plain text but that include HTML code will not be promoted to the HTML type, which could contain active content.

Why is this change important?

This change provides users additional defense in depth against malicious content posted on a friendly Web server where the server serves files with content-type=text\plain for a file but an attacker has managed to load HTML with active content into the file.

What works differently?

Web servers that do not include the correct Content-Type header with their files and that use nonstandard file name extensions for HTML pages now may have their pages rendered as plain text rather than HTML.

How do I resolve these issues?

You should configure Web servers to use the correct Content-Type headers or you can name the files with the appropriate file name extension for the application that should handle the file.

What settings are added or changed in Windows Server 2003 Service Pack 1?

	Setting name
	Location
	Previous default value
	Default value
	Possible values

	IExplore.exe

Explorer.exe
	HKEY_LOCAL_MACHINE(or Current User)\Software \Microsoft \Internet Explorer\Main \FeatureControl \FEATURE_MIME_HANDLING\
	None
	1
	0 - Off

1 - On

	IExplore.exe

Explorer.exe
	HKEY_LOCAL_MACHINE(or Current User)\Software \Microsoft \Internet Explorer\Main \FeatureControl\FEATURE_MIME_SNIFFING\
	None
	1
	0 - Off

1 - On


MIME Sniffing behavior per-zone settings

The new MIME sniffing restriction is controlled by the Open files based on content, not file extension security setting which can be enabled or disabled for individual security zones. The following table provides a reference of the default settings per security zone:

	Security zone
	"Open files based on content, not file extension"

Default security setting

	Restricted Sites zone
	Disable

	Internet zone
	Enable

	Intranet zone
	Enable

	Trusted Sites zone
	Enable


Do I need to change my code to work with Windows Server 2003 Service Pack 1?

You should configure Web servers to use the correct Content-Type headers. You can also name the files with the appropriate file name extension for the application that should handle the file.

Internet Explorer Network Protocol Lockdown
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Note: 

The Microsoft Windows Server 2003 Internet Explorer Enhanced Security Configuration component (also known as Microsoft Internet Explorer hardening) reduces a server’s vulnerability to attacks from Web content by applying more restrictive Internet Explorer security settings that disable scripts, ActiveX components, and file downloads for resources in the Internet security zone. As a result, many of the security enhancements included in the latest release of Internet Explorer will not be as noticeable in Windows Server 2003 Service Pack 1. For example, the new Internet Explorer Notification Bar and Pop-up Blocker features will not be used unless the site is in a zone whose security setting allows scripting. If you are not using the enhanced security configuration on your server, these features will function as they do in Windows XP Service Pack 2.

What Does Network Protocol Lockdown Do?

Internet Explorer can be configured to lock down HTML content from particular network protocols in additional zones besides the Local Machine zone. This feature allows an administrator to extend the same restrictions of the Local Machine Zone Lockdown (which is described previously in this document) to be applied to any content on any arbitrary protocol in any security zone. For example, an administrator can configure Internet Explorer to lock down HTML content hosted on the Shell: protocol if it is in the Internet zone. Since the Shell: protocol’s most common use is for local content and not Internet content, this mitigation can reduce the attack surface of the browser against possible vulnerabilities in protocols less commonly used than HTTP.

Who does this feature apply to?

By default, Network Protocol Lockdown is not enabled for any application.

All application developers should review this feature. Applications that host HTML files over non-HTTP protocols in Internet Explorer may be affected in organizations where administrators elect to apply additional restrictions. Developers of standalone applications that host Internet Explorer might want to modify their applications to make use of Network Protocol Lockdown.

Developers who chose to opt in to Network Protocol Lockdown should register their applications to take advantage of the changes. Applications that do not use this mitigation should independently review their applications for support for arbitrary protocols.

Software developers with applications that host Internet Explorer can use this feature by adding their process name to the registry as described later in this document. In the future, Microsoft might implement this feature with certain uncommonly used protocols restricted by default and with an "opt-out" policy for applications rather than the current "opt-in" policy for applications. Applications that host Internet Explorer should be tested to ensure that they function properly with Network Protocol Lockdown enabled for their process.

Network Administrators should consider adding unused protocols to the restricted protocol list on managed desktop machines. If the network administrator enables this restriction, there may be HTML files that will be affected. 

Developers of Web sites that are hosted on the HTTP protocol should not be affected by restrictions to other protocols.

Users are most likely to be affected by these more stringent restrictions if their Network Administrator chose to restrict certain protocols for their desktop. 

What existing functionality is changing in Windows Server 2003 Service Pack 1?

Changes to security settings for restricted protocols

Detailed description

With Windows Server 2003 Service Pack 1, HTML content in an application that has "opted in" to use the Network Protocol Lockdown feature that is served on one of the restricted protocols will be restricted to run at a higher security level. Any time the restricted protocol content attempts to use a restricted feature, such as ActiveX controls, the Information Bar will appear in Internet Explorer with the following text (text may be different for other blocked URL actions):

Internet Explorer has blocked this site from using an ActiveX control in an unsafe manner. As a result this page may not display correctly.
The user can click the Information Bar to remove the lockdown from the restricted content. The change in setting using the Information Bar is per session only, unless the policies are changed in the registry.

The security settings that are locked down for the content on the restricted protocols are the same as the settings enforced for the Local Machine zone lockdown, which is described earlier in this document. Please consult that section to review exactly which security settings are enforced for the content on the restricted protocols.

Restricted protocols feature is off by default for Internet Explorer and all applications

Detailed description

The behavior of the Network Protocol Lockdown is controlled per-process by a new Internet Explorer Feature Control setting. Since this feature is designed to provide an additional layer of defense-in-depth for network administrators, the default Internet Explorer processes, IExplore.exe and Explorer.exe are not opted in by default. To opt in to the Network Protocol Lockdown, network administrators or developers should add a DWORD at either of the following locations where the name is their process name and the value is set to 1 to have the mitigation apply to them. To forcibly opt out, set the value of the key to 0. If the administrator decides to put the setting under the Policies hive, set a REG_SZ instead of a DWORD.


HKEY_LOCAL_MACHINE\Software\(Policies)\Microsoft\Internet Explorer\Main\FeatureControl\FEATURE_PROTOCOL_LOCKDOWN

HKEY_CURRENT_USER\Software\(Policies)\Microsoft\Internet Explorer\Main\FeatureControl\FEATURE_PROTOCOL_LOCKDOWN
Applications may want to proactively opt out to prevent the mitigation from being applied to them when a wildcard is used to force the mitigation into Opt-out mode.

Behavior per-zone when an application has opted in

For an opted in process, the behavior of the Network Protocol Lockdown is also controlled per zone by a new Internet Explorer security setting or URL action called URLACTION_ALLOW_RESTRICTEDPROTOCOLS. This URL action will be set to the following values.

	Security Zone
	Default behavior for restricted protocols
	Example user situation

	Restricted Sites Zone
	Disallow
	Since ActiveX is never allowed in the Restricted Sites zone by default, the Information Bar is not shown when a restricted protocol is encountered. The Information Bar might be shown in the case where a URL action that was previously allowed in the Restricted Sites zone is now disallowed under network protocol lockdown. In this case, the user will NOT be able to click the Information Bar to allow the action.

	Internet Zone
	Prompt
	If the administrator locks down the file:// protocol, HTML that uses script over the file:// protocol is restricted, but users can click the Information Bar to allow it.

	Intranet Zone
	Prompt
	If the administrator locks down the local:// protocol, HTML that uses Java over the local:// protocol is restricted, but users can click the Information Bar to allow it.

	Trusted Sites Zone
	Prompt
	If the administrator locks down the Shell:// protocol, HTML that uses Binary Behaviors over the Shell:// protocol is restricted, but users can click the Information Bar to allow it.

	Local Machine Zone
	Prompt
	If local machine lockdown is enabled, its settings will supersede those established by network protocol lockdown settings.


Per-Zone Protocol Lock Down

The list of protocols that are restricted is defined separately for each zone to allow some protocols to be locked down in some zones but run without restrictions in other zones. Protocols can be restricted for a given zone by writing the protocol name to the restricted list for a particular security zone.

	Security Zone
	Registry location of the list of restricted protocols for each zone
	Security settings applied to restricted protocol content

	Restricted Sites Zone
	HKEY_LOCAL_MACHINE

 -or- 

HKEY_CURRENT_USER

\Software\(Policies) \Microsoft\Windows \CurrentVersion\Internet Settings \RestrictedProtocols\4
	HKEY_CURRENT_USER \Software\Microsoft \Windows\CurrentVersion \Internet Settings \Lockdown_Zones\4

	Internet Zone
	HKEY_LOCAL_MACHINE

-or- 

HKEY_CURRENT_USER

\Software\(Policies) \Microsoft\Windows \CurrentVersion\Internet Settings \RestrictedProtocols\3
	HKEY_CURRENT_USER \Software\Microsoft \Windows\CurrentVersion \Internet Settings \Lockdown_Zones\3

	Intranet Zone
	HKEY_LOCAL_MACHINE 

-or- 

HKEY_CURRENT_USER

\Software\(Policies) \Microsoft\Windows \CurrentVersion\Internet Settings \RestrictedProtocols\2
	HKEY_CURRENT_USER \Software\Microsoft \Windows\CurrentVersion \Internet Settings \Lockdown_Zones\2

	Trusted Sites Zone
	HKEY_LOCAL_MACHINE

- or -

HKEY_CURRENT_USER

\Software\(Policies)

\Microsoft\Windows \CurrentVersion\Internet Settings

\RestrictedProtocols\1
	HKEY_CURRENT_USER \Software\Microsoft \Windows\CurrentVersion \Internet Settings \Lockdown_Zones\1

	Local Machine Zone
	HKEY_LOCAL_MACHINE

- or -

HKEY_CURRENT_USER

\Software\(Policies)

\Microsoft\Windows \CurrentVersion\Internet Settings

\RestrictedProtocols\0
	HKEY_CURRENT_USER \Software\Microsoft \Windows\CurrentVersion \Internet Settings \Lockdown_Zones\0


Protocols to consider for lock down

The default list of restricted protocols is blank. Network administrators should add additional protocols to the lockdown that they know are not needed in their organization for a particular zone. Network administrators should consider restricting some of the following default Windows protocols on managed desktop machines and other protocols that are not needed for rendering HTML with active content in the organization.


local://


file://


shell://


hcp:// 


ftp:// 

Why is this change important?

This change provides general defense-in-depth against vulnerabilities in less frequently used protocols. For example, an ActiveX control running under the local:// protocol might assume that it is loaded in the Local Machine zone and it may grant elevated privilege to the hosting page.

What works differently?

If a Web page served on a protocol that is restricted for a given zone uses any restricted content, such as ActiveX, Internet Explorer will display the Information Bar, as previously described.

How do I resolve these issues?

If your Web page needs to run ActiveX or scripting on a protocol that should be restricted for your intranet, you might allow the HTML to render correctly by moving the domain for that HTML to the trusted sites zone on the managed desktop machines. As a long term solution, you can look for ways to move the content off of the restricted protocol or if that’s not possible, you might remove the active content from the restricted protocol pages entirely by performing needed computations on the server using a server-side script such as an Active Server Page.

Do I need to change my code to work with Windows Server 2003 Service Pack 1?

Since this feature is off by default, you will probably not need to change your HTML content unless it runs over a protocol that is restricted by a network administrator for your organization.

Internet Explorer Object Caching
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Note: 

The Microsoft Windows Server 2003 Internet Explorer Enhanced Security Configuration component (also known as Microsoft Internet Explorer hardening) reduces a server’s vulnerability to attacks from Web content by applying more restrictive Internet Explorer security settings that disable scripts, ActiveX components, and file downloads for resources in the Internet security zone. As a result, many of the security enhancements included in the latest release of Internet Explorer will not be as noticeable in Windows Server 2003 Service Pack 1. For example, the new Internet Explorer Information Bar and Pop-up Blocker features will not be used unless the site is in a zone whose security setting allows scripting. If you are not using the enhanced security configuration on your server, these features will function as they do in Windows XP Service Pack 2.

What does Object Caching do?

In previous versions of Windows Server 2003 with Internet Explorer, some Web pages could access objects cached from another Web site. In Windows Server 2003 Service Pack 1, a reference to an object is no longer accessible when the user navigates to a new domain. 

Who does this feature apply to?

Web developers should review this feature and plan to adopt changes to their Web site.

Application developers should review this feature and plan to adopt changes in their applications.

What new functionality is added to this feature in Windows Server 2003 Service Pack 1?

None. Existing functionality has been extended.

What existing functionality is changing in Windows Server 2003 Service Pack 1?

Security context is invalidated upon navigation to a different domain

Detailed description

For Windows Server 2003 Service Pack 1, there is now a new security context on all scriptable objects so that access to cached objects (except for ActiveX controls) is blocked. In addition to blocking access when navigating across domains, access is also blocked when navigating within the same domain. (In this context, a domain is defined as a fully qualified domain name, or FQDN.) A reference to an object is no longer accessible after the context has changed due to navigation.

Why is this change important? What threats does it help mitigate?

Prior to Internet Explorer 5.5, navigations across HTML pages (or to subframes) purged instances of MSHTML, which is the Microsoft HTML parsing and rendering engine. With the Internet Explorer 5.5 Native Frames architecture, an instance of MSHTML lives across navigations. This introduced a new class of vulnerabilities, because objects could be cached across navigations. If an object can be cached and provide access to the contents of a Web page from another domain, there is a cross-domain hole.

Once you can get to properties on the inner document, script outside of a page’s domain can access the contents of an inner page. This is a violation of the Internet Explorer cross-domain security model.

For example, you can use this method to create scripts that listen to events or content in another frame, such as credit card numbers or other sensitive data that is typed in the other frame.

What works differently? Are there any dependencies?

In those few classes that don’t already have them, four more bytes are added for the cached markup. There should be no noticeable impact on speed.

How do I resolve these issues?

For most of these classes of vulnerabilities, Internet Explorer 5 would have crashed, so the application compatibility risk of resolving the exploit should be small. Other applications might need to be addressed on a case by case basis.

What settings are added or changed in Windows Server 2003 Service Pack 1?

Internet Explorer Object Caching

	Setting name
	Location
	Previous default value 
	Default value
	Possible values

	IExplore.exe

Explorer.exe
	HKEY_LOCAL_MACHINE (or Current User)\Software \Microsoft \Internet Explorer\Main \FeatureControl \FEATURE_OBJECT_CACHING
	None
	1
	0 - Off

1 - On


Do I need to change my code to work with Windows Server 2003 Service Pack 1?

If your application is attempting to use a cached object, you might encounter Access Denied errors. In this instance you must recache the object before you access it using a script. 

In the following example, the security context is invalidated when the designMode property is set on a document object.

Broken script example

	    var d = myFrame.document;

    d.designMode = "On";

    d.open();  <-------------------------causes permission denied error


Fixed script example

	    var d = myFrame.document;

    d.designMode = "On";

    d = myFrame.document;   // re-establish pointer to document object.

    d.open();


Also, when you compare the values of the two frame.frames properties of an object, the results may be incorrect, or the values may not be retained. This is because the frames object is now wrapped with a security wrapper. When the object caching feature is enabled, this security wrapper is applied. Therefore, access to all cached objects is blocked. This can cause the frames object comparison to return false even though the frames are equal. To resolve this problem, you can use the following method to compare the value of the frames:

a.name == parent.frames[1].frames.name
Internet Explorer Pop-up Blocker
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Note: 

The Microsoft Windows Server 2003 Internet Explorer Enhanced Security Configuration component (also known as Microsoft Internet Explorer hardening) reduces a server’s vulnerability to attacks from Web content by applying more restrictive Internet Explorer security settings that disable scripts, ActiveX components, and file downloads for resources in the Internet security zone. As a result, many of the security enhancements included in the latest release of Internet Explorer will not be as noticeable in Windows Server 2003 Service Pack 1. For example, the new Internet Explorer Information Bar and Pop-up Blocker features will not be used unless the site is in a zone whose security setting allows scripting. If you are not using the enhanced security configuration on your server, these features will function as they do in Windows XP Service Pack 2.

What does Pop-up Blocker do?

Pop-up Blocker blocks most unwanted pop-up windows from appearing. Pop-up windows that are opened when the end user clicks a link will not be blocked.

End users and IT administrators can let specific domains open programmatic pop-up windows. Developers will be able to use or extend the pop-up functionality in Internet Explorer for applications hosting Internet Explorer.

Who does this feature apply to?

For most end users, browsing the Web will be less annoying, because unwanted pop-up windows will not automatically appear.

For Web developers, Pop-up Blocker affects the behavior of windows opened by Web sites, for example, by using the window.open() and showHelp() methods

For application developers, there is a new user interface called INewWindowManager.

Applications that use the rendering engine in Internet Explorer to display HTML can choose to use or extend the Pop-up Blocker functionality.

What new functionality is added to this feature in Windows Server 2003 Service Pack 1?

The Pop-up Blocker is a new feature for Internet Explorer which can be broken down into three sections:


User experience changes, defaults, and advanced options.


Changes in behavior of current application programming interfaces (APIs), such as window.open and showHelp.


The new INewWindowManager interface, which allows applications to use the pop-up technology in Internet Explorer.

Pop-up Blocker features

Detailed description

Defaults

Pop-up Blocker is turned on by default. There are restrictions on the size and position of pop-up windows, regardless of the Pop-up Blocker setting. Pop-up windows cannot be opened larger than or outside the viewable desktop area. For more information, see "Windows Restrictions" in this document.

When this functionality is enabled, automatic and background pop-up windows are blocked, but windows that are opened by a user click will still open in the usual manner. Note that sites in the Trusted Sites and Local Intranet zones do not have their pop-up windows blocked by default, as they are considered safe. This setting can be configured in the Security tab in Internet Options.

Enabling Pop-up Blocker

Pop-up Blocker is enabled by default. You can change this in the Tools menu, with the Pop-up Blocker item, or in the Information Bar when a pop-up is blocked.

When a pop-up window is blocked

If a site opens a pop-up window that is blocked by Internet Explorer, a notification appears in the Information Bar and status bar and a sound is played. If you click the notification in the Information Bar or status bar, you see a menu with the following options:


Temporarily Allow Pop-ups. Reloads the page, allowing pop-up windows.


Always Allow Pop-ups from This Site. Adds the current site to the Allow list.


Settings. Shows more Pop-up Blocker settings menu items and gives access to the Pop-up Blocker Settings window.
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Note: 

You can allow pop-up windows to open by pressing CTRL while the pop-up is opening

Advanced options

Internet Explorer provides advanced configuration options through Pop-up Blocker Settings. To access these settings, open Internet Options, click Privacy and then in the Pop-up Blocker area click Settings to open Pop-up Blocker Settings. You can configure the following options:


Address of Web site to allow. Enter a URL and click Add to add sites to the Allowed sites list. Any site on the list can open pop-up windows.


Filter Level. There are three different filter levels that you can use with Pop-up Blocker:


High: Block All Pop-ups. The default behavior of Pop-up Blocker allows sites to open a pop-up window when the user clicks a link. This setting changes that behavior by blocking windows that are opened from a link. If this setting is enabled, you can allow pop-up windows to open by pressing the CTRL key at the same time that you click the link to launch the pop-up.


Medium: Block most automatic pop-ups. This is the default Pop-up Blocker setting. This setting blocks most pop-ups that launch automatically when a Web site is loaded into your browser, but doesn't block pop-ups that are opened when you click a link.


Low: Allow pop-ups from secure sites. This setting allows secure Web sites (those that use the https:// protocol) to automatically launch pop-up windows without requiring that you add them to the Allowed sites list.


Configure Sound. You can toggle whether or not Pop-up Blocker plays a sound when a pop-up is blocked through Pop-up Blocker Settings. To do this, open Internet Options, click Privacy and then in the Pop-up Blocker area click Settings to open Pop-up Blocker Settings. In the Notification and Filter Level area, select or clear the check box next to Play a sound when a pop-up is blocked as appropriate.

You can also change the sound that plays. To do this, click Start, click Control Panel, and then double-click the Sounds and Audio Devices icon to open its properties sheet. Then click the Sounds tab, click the Blocked Pop-up Window program event and choose the sound to play in the Sounds drop-down list.
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Note: 

The Pop-up Blocker is used by default in the Internet and the Restricted Sites security zones. You can expand the scope of the Pop-up Blocker to include the Local Intranet or Trusted Sites security zone by clicking the zone and then either moving the slider in the Security level for this zone area to Medium or High or clicking Custom level and then changing the setting for Use Pop-up Blocker to Enabled.

When will you see pop-up windows while Pop-up Blocker is enabled?

You will still see pop-ups windows opened in the following cases:


The pop-up is opened by a link that the user clicked.


The pop-up is opened by software that is running on the computer.


The pop-up is opened by ActiveX controls that are instantiated from a Web site.


The pop-up is opened from the Trusted Sites or Local Intranet zones and you have not expanded the scope of the Pop-up Blocker to include those zones.

Why is this change important?

Pop-ups have been misused in many ways. By blocking pop-ups, you have more control over your browsing experience.

INewWindowManager

Detailed description

By default, the Pop-up Blocker functionality does not apply to applications that host the WebBrowser control or MSHTML. These applications have the ability to use or extend Pop-up Blocker, use their own Pop-up Blocker, or disable pop-up management for their application through the INewWindowManager interface.

What existing functionality is changing in Windows Server 2003 Service Pack 1?

Methods: window.open(), window.external.navigateAndFind(), showHelp()

Detailed description

If one of these functions normally returns a window object, then the function will return null when a window is blocked. Web developers can check for null to determine whether the window they attempted to open was blocked.

Windows that are outside the viewable screen when they are opened are positioned onto the viewable area.

Windows that are larger than the viewable screen when they are opened are resized to the viewable area.

For more information, see "Internet Explorer Window Restrictions" later in this document.

What works differently?

In the Internet zone, the Pop-up Blocker blocks windows that are automatically opened by these methods without the user clicking a link. Windows that are opened by these methods by clicking a link might also be blocked if the customer has enabled the more restrictive blocking setting.

How do I resolve these issues?

Ensure that all windows that are opened with window.open() are opened through user interaction and not automatically through your code.

What settings are added or changed in Windows Server 2003 Service Pack 1?

Pop-up Blocker Settings

	Setting name
	Location
	Previous default value
	Default value
	Possible values

	URLname
	HKEY_CURRENT_USER \Software\Microsoft \Internet Explorer\New Windows\Allow
	None
	Empty
	URL names of trusted sites


Do I need to change my code to work with Windows Server 2003 Service Pack 1?

Web page authors should check for a NULL return value for any windows that you open. This will indicate whether the pop-up window opened successfully and allow you to handle either case.

If your software opens windows automatically, they will be blocked. Look for alternative ways of doing the same thing as described earlier in this document. The best way to open a window is to have the customer click a link or graphical element.

Internet Explorer Untrusted Publishers Mitigations
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Note: 

The Microsoft Windows Server 2003 Internet Explorer Enhanced Security Configuration component (also known as Microsoft Internet Explorer hardening) reduces a server’s vulnerability to attacks from Web content by applying more restrictive Internet Explorer security settings that disable scripts, ActiveX components, and file downloads for resources in the Internet security zone. As a result, many of the security enhancements included in the latest release of Internet Explorer will not be as noticeable in Windows Server 2003 Service Pack 1. For example, the new Internet Explorer Information Bar and Pop-up Blocker features will not be used unless the site is in a zone whose security setting allows scripting. If you are not using the enhanced security configuration on your server, these features will function as they do in Windows XP Service Pack 2.

What does Untrusted Publishers Mitigations do?

This feature allows the user to block all signed content from a given publisher without showing the Authenticode dialog box to the user while doing so. This stops code from the blocked publisher from being installed. This feature also blocks installation of code with invalid signatures.

Who does this feature apply to?

This feature applies to all users, since it deals with installation and running of applications that are signed.

What new functionality is added to this feature in Windows Server 2003 Service Pack 1?

Blocked publisher

Detailed description

Through Authenticode, the user can block content for a given publisher from installing or running. To do this, the user selects the Never install software from PublisherName check box in the Authenticode dialog box. If selected, the user is never prompted when code that is identified with the publisher’s digital signature is trying to install itself on the system. It will be automatically blocked without showing the Authenticode dialog box.

Why is this change important?

This feature was designed to help users block ActiveX controls and other signed file formats from repeatedly prompting them on the Web. Users had no way of saying, "I don’t want content from this publisher. Do not ask me again." Because they didn’t have this feature, many users installed applications or content just to keep from encountering repeated prompts.

What works differently?

Previously, the Authenticode dialog box only supported selecting the Always trust content from PublisherName check box, which allowed the automatic installation of code from a specified publisher without prompting the user. Now the user can perform the opposite action and designate a publisher as untrusted. No application compatibility issues should be encountered for trusted code.

How do I resolve these issues?

You can unblock a publisher of an add-on by using Manage Add-ons in Internet Explorer. To unblock a publisher to enable the download of a specific file, you can remove the publisher from the Untrusted Publishers list. To do this, in Internet Explorer, on the Tools menu, click Internet Options, click the Content tab, click the Publishers button and then remove the publisher’s name from the Untrusted Publishers list.

What existing functionality is changing in Windows Server 2003 Service Pack 1?

Blocking invalid signatures

Detailed description

By default, Windows blocks the installation of signed code if it has an invalid digital signature.

Why is this change important? What threats does it help mitigate?

If code has an invalid signature, it usually means that the code has been changed since it was signed. When this happens, Internet Explorer considers the code to be unsigned, because someone might have tampered with it. By default, Internet Explorer blocks ActiveX applications that are unsigned that come from the Internet zone. This extends that functionality so that it applies to all code with invalid signatures.

What works differently?

By default, code with invalid signatures cannot be installed.

How do I resolve these issues?

To revert to previous functionality and allow unsigned code to run, see the RunInvalidSignatures setting in the "What settings are added or changed in Windows Server 2003 Service Pack 1?" section below.

One prompt per control per page

Detailed description

Internet Explorer only prompts once per ActiveX control per page.

Why is this change important? What threats does it help mitigate?

This change helps defend against the social engineering trick of prompting the user a number of times for the same control. Even though users repeatedly refuse, they cannot get out of the loop, and they might eventually accept the installation out of frustration.

What works differently?

The user only sees one prompt per page per control.

Ellipsis placed on text for application description and publisher name

Detailed description

When the text that is given for the application description, file name, or publisher name is wider than the dialog box in width, Internet Explorer places an ellipsis on the text. This helps indicate to the user that there is more text that they are not seeing.

Why is this change important? What threats does it help mitigate?

This reduces the ability of control authors from placing marketing text and EULAs in the dialog box or using other social engineering tricks to overwhelm the users and get them to install the control.

What works differently?

Application description, file names, and publisher names will contain an ellipsis if the text is longer than the width of the dialog box. No applications or Web pages should need to be modified.

What settings are added or changed in Windows Server 2003 Service Pack 1?

	Setting name
	Location
	Previous default value
	Default value
	Possible values

	RunInvalidSignatures
	HKEY_CURRENT_USER \Software\Microsoft \Internet Explorer \Download

HKEY_LOCAL_MACHINE \Software\Microsoft \Internet Explorer \Download
	None
	0

(Controls with invalid signatures will be blocked, regardless of zone.)
	1

(Controls with invalid signatures will be allowed to run, regardless of zone.)


Internet Explorer URL Action and Advanced Security Settings in Group Policy
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Note: 

The Microsoft Windows Server 2003 Internet Explorer Enhanced Security Configuration component (also known as Microsoft Internet Explorer hardening) reduces a server’s vulnerability to attacks from Web content by applying more restrictive Internet Explorer security settings that disable scripts, ActiveX components, and file downloads for resources in the Internet security zone. As a result, many of the security enhancements included in the latest release of Internet Explorer will not be as noticeable in Windows Server 2003 Service Pack 1. For example, the new Internet Explorer Notification Bar and Pop-up Blocker features will not be used unless the site is in a zone whose security setting allows scripting. If you are not using the Enhanced Security Configuration on your server, these features will function as they do in Windows XP Service Pack 2.

What does Internet Explorer Settings in Group Policy do?

Windows XP Service Pack 2 introduced true policies for the configurable actions in the Internet Explorer Security tab settings. In addition to incorporating these policies into Internet Explorer in Windows Server 2003 Service Pack 1, additional policies were created for selected configurable actions in the Internet Explorer Advanced tab, as well as for URL action policies in Locked-Down zones used only by the Network Protocol Lockdown security feature. In this release, these security settings are managed using the Group Policy Management Console and, if set, can only be changed by a Group Policy object (GPO) or by an administrator.

An updated Inetres.adm file contains a list of settings as policies, including Advanced settings, which are also found in the Internet Explorer user interface as preferences. Administrators can manage the new feature control policies by using Group Policy objects (GPOs). When Internet Explorer is installed, the default HKEY_CURRENT_USER preferences settings for these settings are registered on the computer as they were in previous versions. The Administrator has to use the Group Policy Management Console (GPMC) to add these settings as policies. 

Who does this feature apply to?

Group Policy administrators can uniformly configure the new Internet Explorer Advanced setting policies, as well as policies for Locked-Down security zones, for the computers and users that they manage. It is important to inform the end-user which actions are controlled by policy, as these actions will override user preference settings.
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Note: 

The Internet Options control panel will display policy settings when opened and users can interact with user interface and appear to change their preferences. However, these preferences will not actually override Group Policy settings, which may cause a confusing user experience. The administrator can also set a policy to disable the Advanced page user interface so that it is clearer to the user that these settings are not available to be changed. This is not an issue for the Locked-Down zones' settings as they are not accessible through the user interface.

What existing functionality is changing in Windows Server 2003 Service Pack 1?

Group Policy Internet Explorer advanced settings

Detailed description

The following definitions apply to Internet Explorer settings for Windows Server 2003 with Service Pack 1:


Security zones: Locked-Down Intranet Zone, Locked-Down Trusted Sites Zone, Locked-Down Internet Zone, and Locked-Down Restricted Sites zone.


Templates: Standard settings for all URL actions in these security zones. Templates can be applied in any zone, and settings will provide a range of choices from low security, medium-low, medium, and up to high security for the zone.


URL actions: Security settings in the registry that identify the action to take for that feature in the security zone where the URL resides. URL action settings include enable, disable, prompt, and others as appropriate.


URL action policies: URL action policies can be added individually by enabling the desired URL action policy, then selecting the setting for the policy registry key value. They can also be set by zone template.

Internet Explorer will look for a policy in the following order: 


HKEY_LOCAL_MACHINE policy hive


HKEY_CURRENT_USER policy hive


HKEY_CURRENT_USER preference hive


HKEY_LOCAL_MACHINE preference hive

If Internet Explorer finds a policy in the HKEY_LOCAL_MACHINE policy hive, it stops and does not continue; that is the setting it respects. If Internet Explorer does not find a policy in HKEY_LOCAL_MACHINE policy hive, it looks in the HKEY_CURRENT_USER policy hive, and so on. The administrator can set a policy for one or more URL actions in one or more zones, and allow the end user to manage preferences for URL actions that do not require policy-level security management.

Policy values for URL action

The new URL action policies have the same numeric values as their related preference keys. The following table provides a reference to these URL actions.

	URL action flag name
	Security setting UI
	Numeric name

	URLACTION_DOWNLOAD_SIGNED_ACTIVEX
	Download signed ActiveX controls
	1001

	URLACTION_DOWNLOAD_UNSIGNED_ACTIVEX
	Download unsigned ActiveX controls
	1004

	URLACTION_ACTIVEX_RUN
	Run ActiveX controls and plugins 
	1200

	URLACTION_ACTIVEX_OVERRIDE_OBJECT_SAFETY
	Initialize and script ActiveX controls not marked as safe
	1201

	URLACTION_SCRIPT_RUN
	Active scripting
	1400

	URLACTION_SCRIPT_JAVA_USE
	Scripting of Java applets
	1402

	URLACTION_SCRIPT_SAFE_ACTIVEX
	Script ActiveX controls marked safe for scripting
	1405

	URLACTION_CROSS_DOMAIN_DATA
	Access data sources across domains
	1406

	URLACTION_SCRIPT_PASTE
	Allow paste operations via script
	1407

	URLACTION_HTML_SUBMIT_FORMS
	Submit non-encrypted form data
	1601

	URLACTION_HTML_FONT_DOWNLOAD
	Font download
	1604

	URLACTION_HTML_USERDATA_SAVE
	Userdata persistence
	1606

	URLACTION_HTML_SUBFRAME_NAVIGATE
	Navigate sub-frames across different domains
	1607

	URLACTION_HTML_META_REFRESH
	Allow META REFRESH
	1608

	URLACTION_HTML_MIXED_CONTENT
	Display mixed content
	1609

	URLACTION_SHELL_INSTALL_DTITEMS
	Installation of desktop items
	1800

	URLACTION_SHELL_MOVE_OR_COPY
	Drag and drop or copy and paste files
	1802

	URLACTION_SHELL_FILE_DOWNLOAD
	File download
	1803

	URLACTION_SHELL_VERB
	Launching applications and files in an IFRAME
	1804

	URLACTION_SHELL_POPUPMGR
	Use Pop-up blocker
	1809

	URLACTION_NETWORK_MIN
	Logon
	1A00

	URLACTION_CLIENT_CERT_PROMPT
	Don't prompt for client certificate selection when no certificates or only one certificate exists
	1A04

	URLACTION_JAVA_PERMISSIONS
	Java permissions
	1C00

	URLACTION_CHANNEL_SOFTDIST_PERMISSIONS
	Software channel permissions
	1E05

	URLACTION_BEHAVIOR_RUN
	Script and Binary Behaviors
	2000

	URLACTION_MANAGED_SIGNED
	Run .NET Framework-reliant components signed with Authenticode
	2001

	URLACTION_MANAGED_UNSIGNED
	Run .NET Framework-reliant components not signed with Authenticode
	2004

	URLACTION_FEATURE_MIME_SNIFFING
	Open files based on content, not file extension
	2100

	URLACTION_FEATURE_ZONE_ELEVATION
	Web sites in less privileged Web content zones can navigate into this zone
	2101

	URLACTION_FEATURE_WINDOW_RESTRICTIONS
	Allow script-initiated windows without size or position constraints
	2102

	URLACTION_AUTOMATIC_DOWNLOAD_UI
	Automatic prompting for file downloads
	2200

	URLACTION_AUTOMATIC_ACTIVEX_UI
	Automatic prompting for ActiveX controls
	2201

	URLACTION_ALLOW_RESTRICTEDPROTOCOLS
	Allow active content over restricted protocols to access my computer
	2300


For more information about using URL action flags, see "URL Action Flags" on the MSDN Web site at http://go.microsoft.com/fwlink/?LinkId=32776.

The following table provides a reference to the setting options available for each URL action.

	Numeric Name
	URL Action Policy Setting Options

	1001
	"Enable"=0x00000000

"Disable"=0x00000003 

"Prompt"=0x00000001

	1004
	"Enable"=0x00000000 

"Disable"=0x00000003 

"Prompt"=0x00000001

	1200
	"Administrator approved"=0x00010000

"Enable"=0x00000000 

"Disable"=0x00000003

"Prompt"=0x00000001

	1201
	"Enable"=0x00000000 

"Disable"=0x00000003 

"Prompt"=0x00000001

	1400
	"Enable"=0x00000000 

"Disable"=0x00000003 

"Prompt"=0x00000001

	1402
	"Enable"=0x00000000 

"Disable"=0x00000003 

"Prompt"=0x00000001

	1405
	"Enable"=0x00000000 

"Disable"=0x00000003 

"Prompt"=0x00000001

	1406
	"Enable"=0x00000000 

"Disable"=0x00000003 

"Prompt"=0x00000001

	1407
	"Enable"=0x00000000 

"Disable"=0x00000003 

"Prompt"=0x00000001

	1601
	"Enable"=0x00000000 

"Disable"=0x00000003 

"Prompt"=0x00000001

	1604
	"Enable"=0x00000000 

"Disable"=0x00000003 

"Prompt"=0x00000001

	1606
	"Enable"=0x00000000 

"Disable"=0x00000003

	1607
	"Enable"=0x00000000 

"Disable"=0x00000003 

"Prompt"=0x00000001

	1608
	"Enable"=0x00000000 

"Disable"=0x00000003

	1609
	"Enable"=0x00000000 

"Disable"=0x00000003 

"Prompt"=0x00000001

	1800
	"Enable"=0x00000000 

"Disable"=0x00000003 

"Prompt"=0x00000001

	1802
	"Enable"=0x00000000 

"Disable"=0x00000003 

"Prompt"=0x00000001

	1803
	"Enable"=0x00000000 

"Disable"=0x00000003

	1804
	"Enable"=0x00000000 

"Disable"=0x00000003 

"Prompt"=0x00000001

	1809
	"Enable"=0x00000000 

"Disable"=0x00000003

	1A00
	"Anonymous logon"=0x00030000

"Automatic logon only in Intranet zone"=0x00020000

"Automatic logon with current user name and password"=0x00000000

"Prompt for user name and password"=0x00010000

	1A04
	"Enable"=0x00000000 

"Disable"=0x00000003

	1C00
	"High safety"=0x00010000

"Medium safety"=0x00020000

"Low safety"=0x00030000

"Custom"=0x00800000

"Disable Java"=0x00000000

	1E05
	"High Safety"=0x00010000 

"Medium Safety"=0x00020000 

"Low Safety"=0x00030000

	2000
	"Enable"=0x00000000

"Administrator approved"=0x00010000 

"Disable"=0x00000003

	2001
	"Enable"=0x00000000 

"Disable"=0x00000003 

"Prompt"=0x00000001

	2004
	"Enable"=0x00000000 

"Disable"=0x00000003 

"Prompt"=0x00000001

	2100
	"Enable"=0x00000000 

"Disable"=0x00000003

	2101
	"Enable"=0x00000000 

"Disable"=0x00000003 

"Prompt"=0x00000001

	2102
	"Enable"=0x00000000

"Disable"=0x00000003

	2200
	"Enable"=0x00000000 

"Disable"=0x00000003

	2201
	"Enable"=0x00000000 

"Disable"=0x00000003

	2300
	"Enable"=0x00000000 

"Disable"=0x00000003 

"Prompt"=0x00000001


Key for numeric translation of URL policy settings

	Value
	DWORD
	Setting

	0
	0x00000000
	Enable

	1
	0x00000001
	Prompt

	3
	0x00000003
	Disable

	65536
	0x00010000
	High Safety

	131072
	0x00020000
	Medium Safety

	196608
	0x00030000
	Low Safety


For descriptions for each of the URL policy settings, see "URL Action Flags" on the MSDN Web site at http://go.microsoft.com/fwlink/?LinkId=32777.

Default settings for each URL action in zones and templates

Each URL action has a default that is set in each zone and set when a specified template is applied. The default settings for each zone are described in the following table.

URL action default settings

	URL action numeric name
	Locked-Down

Restricted zone
	Locked-Down

Internet zone
	Locked-Down

Intranet zone
	Locked-Down

Trusted zone

	1001
	3
	1
	1
	0

	1004
	3
	3
	3
	3

	1200
	3
	3
	3
	3

	1201
	3
	3
	3
	3

	1400
	3
	3
	3
	3

	1402
	3
	0
	0
	0

	1405
	3
	0
	0
	0

	1406
	3
	3
	1
	0

	1407
	3
	0
	0
	0

	1601
	1
	1
	0
	0

	1604
	1
	0
	0
	0

	1606
	3
	0
	0
	0

	1607
	3
	0
	0
	0

	1608
	3
	0
	0
	0

	1609
	1
	1
	1
	1

	1800
	3
	1
	1
	0

	1802
	1
	0
	0
	0

	1803
	3
	0
	0
	0

	1804
	3
	1
	1
	0

	1809
	0
	0
	3
	3

	1A00
	65536
	131072
	131072
	0

	1A04
	3
	3
	3
	3

	1C00
	0
	0
	0
	0

	1E05
	65536
	131072
	131072
	196608

	2000
	3
	65536
	65536
	65536

	2001
	3
	3
	3
	3

	2004
	3
	3
	3
	3

	2100
	3
	3
	3
	3

	2101
	3
	3
	3
	3

	2102
	3
	3
	3
	3

	2200
	3
	3
	3
	3

	2201
	3
	3
	3
	3

	2300
	3
	1
	1
	1


Group Policy Settings Paths

These paths locate the available Advanced settings in the Group Policy Management Console:


HKEY_LOCAL_MACHINE policies for Advanced settings:

\Computer Configuration\Administrative Templates\Windows Components\Internet Explorer\Internet Control Panel\Advanced Page

HKEY_CURRENT_USER policies for Advanced settings:

\User Configuration\Administrative Templates\Windows Components\Internet Explorer\Internet Control Panel\Advanced Page
These paths locate the security zone settings in the Group Policy Management Console:


HKEY_LOCAL_MACHINE policies by security zone for URL actions:

\Computer Configuration\Administrative Templates\Windows Components\Internet Explorer\Internet Control Panel\Security Page

HKEY_CURRENT_USER policies by security zone for URL actions:

\User Configuration\Administrative Templates\Windows Components\Internet Explorer\Internet Control Panel\Security Page
These paths locate the Advanced settings in policy and in preference in the Windows registry (in either HKEY_LOCAL_MACHINE or HKEY_CURRENT_USER):

	Advanced setting UI
	Preference key name
	Policy key name

	Install on Demand (Internet Explorer)
	HKCU \Software \Microsoft\Internet Explorer\Main \NoJITSetup
	Software\Policies\Microsoft\Internet Explorer\Main\NoJITSetup

	Install on Demand (Other)
	HKCU\Software\Microsoft\Internet Explorer\Main \NoWebJITSetup
	Software\Policies\Microsoft\Internet Explorer\Main\NoWebJITSetup

	Third-party Browser Extensions
	HKCU\Software \Microsoft\Internet Explorer\Main\Enable Browser Extensions
	Software\Policies \Microsoft\Internet Explorer\Main\Enable Browser Extensions

	Automatically check for IE Updates
	HKCU\Software \Microsoft\Internet Explorer\Main \NoUpdateCheck
	Software\Policies \Microsoft\Internet Explorer\Main \NoUpdateCheck

	Play Animations in Web Pages
	HKCU\Software \Microsoft\Internet Explorer\Main \Play_Animations
	Software\Policies \Microsoft\Internet Explorer\Main \Play_Animations

	Play Sounds in Web Pages
	HKCU\Software \Microsoft\Internet Explorer\Main \Play_Background_Sounds
	Software\Policies \Microsoft\Internet Explorer\Main \Play_Background_Sounds

	Play Videos in Web Pages
	HKCU\Software \Microsoft\Internet Explorer\Main\Display Inline Videos
	Software\Policies \Microsoft\Internet Explorer\Main\Display Inline Videos

	Allow software to run or install even if the signature is invalid
	HKCU\Software \Microsoft\Internet Explorer\Download \RunInvalidSignatures
	Software\Policies \Microsoft\Internet Explorer\Download \RunInvalidSignatures

	Allow active content from CDs to run on user machines
	HKCU\Software \Microsoft\Internet Explorer\Main \FeatureControl \FEATURE_LOCALMACHINE_LOCKDOWN \Settings \LocalMachine_CD_Unlock
	\Software\Policies \Microsoft\Internet Explorer\Main \FeatureControl \FEATURE_LOCALMACHINE_LOCKDOWN \Settings \LocalMachine_CD_Unlock

	Check for Server Certificate Revocation
	HKCU\Software \Microsoft\Internet Explorer\Download \CertificateRevocation
	Software\Policies \Microsoft\Windows \CurrentVersion \InternetSettings \CertificateRevocation

	Check for Signatures on Downloaded Programs
	HKCU\Software \Microsoft\Internet Explorer\Main\ CheckExeSignatures
	Software\Policies \Microsoft\Internet Explorer\Main\ CheckExeSignatures

	Do Not Save Encrypted Pages to Disk
	HKCU\Software \Microsoft\Windows \CurrentVersion \InternetSettings \DisableCachingOfSSLPages
	Software\Policies \Microsoft\Windows \CurrentVersion \InternetSettings \DisableCachingOfSSLPages

	Empty Temporary Internet Files Folder When Browser is Closed
	HKCU\Software \Microsoft\Internet Explorer\Cache \Persistent
	Software\Policies \Microsoft\Windows \CurrentVersion \InternetSettings\Cache \Persistent


These paths locate the security zone settings in policy and in preference in the Windows registry (in either HKEY_LOCAL_MACHINE or HKEY_CURRENT_USER):


Location of Locked-Down Intranet zone policy values:

Software\Policies\Microsoft\Windows\CurrentVersion\Internet Settings\Lockdown_Zones\1

Location of Locked-Down Trusted Sites policy:

Software\Policies\Microsoft\Windows\CurrentVersion\Internet Settings\Lockdown_Zones\2

Location of Locked-Down Internet zone policy values:

Software\Policies\Microsoft\Windows\CurrentVersion\Internet Settings\Lockdown_Zones\3

Location of Locked-Down Restricted Sites policy values:

Software\Policies\Microsoft\Windows\CurrentVersion\Internet Settings\Lockdown_Zones\4

Location of Locked-Down Intranet zone template:

Software\Policies\Microsoft\Windows\CurrentVersion\Intranet Lockdown Settings

Location of Locked-Down Trusted Sites template:

Software\Policies\Microsoft\Windows\CurrentVersion\Trusted Sites Lockdown Settings

Location of Locked-Down Internet zone template:

Software\Policies\Microsoft\Windows\CurrentVersion\Internet Lockdown Settings

Location of Locked-Down Restricted Sites template:

Software\Policies\Microsoft\Windows\CurrentVersion\Restricted Sites Lockdown Settings
Configuring policies and preferences

Group Policy is the recommended tool for managing Internet Explorer for client computers on a corporate network. Internet Explorer supports Group Policy management for all new Internet Explorer Feature Controls in Windows Server 2003 Service Pack 1, and for Security page settings or URL actions. Administrators of Group Policy can manage these new policy settings in the Administrative Templates extension of the Group Policy Management Console.  

When implementing policy settings, it is recommended that you configure template policy settings in one Group Policy object (GPO) and configure any related individual policy settings in a separate GPO. You can then use Group Policy management features (for example, precedence, inheritance, or enforce) to apply individual settings to specific client computers.

Policies can be read by users but can only be changed by via Group Policy management or by an administrator. Preference settings can be changed programmatically, by editing the registry, or in the case of URL actions, by using Internet Explorer. Settings specified by Group Policy take precedence over settings specified using preferences.

Why is this change important?

By adding the new Advanced setting policies and Locked-Down security policies to Group Policy, administrators can manage these true policies to establish standard settings for all the computers that they configure. The administrator can control these settings in such a way that they cannot be changed except through Group Policy or by a user with administrator privileges, thus ensuring that security and certain Advanced settings are not set by end users. 

Do I need to change my code to work with Windows Server 2003 Service Pack 1?

Windows Server 2003 Service Pack 1 adds new policies to Group Policy but does not change how policies are managed. Developers need to be aware of how each Feature Control and URL action setting or setting combination affects security-related behavior for their applications in each security zone.

For greater security, the administrator should enable policies for all zones, so that there is a known configuration set by policy rather than an unknown setting read from HKEY_LOCAL_MACHINE or HKEY_CURRENT_USER preference settings not set by policy. If the administrator sets policies for all zones, we recommend that the policy to disable the Security page be enabled, which will make the user interface in Internet Explorer unavailable.

Feature Control Policies

The administrator should also understand the Feature Control policy settings. Some of the URL action settings will not be valid unless the corresponding Feature Control policy is enabled. Internet Explorer checks to see whether the feature is enabled, and if it is, then looks for the setting for the action based on the security zone of the URL.

Zone Map Policies

The method for adding Zone Map keys to policy is as follows:

1.
To set computer policy, go to \Computer Configuration\Administrative Templates\Windows Components\Internet Explorer\Internet Control Panel\Security Page within Group Policy. To set user policy, go to \User Configuration\Administrative Templates\Windows Components\Internet Explorer\Internet Control Panel\Security Page within Group Policy.

2.
Select the Site to Zone Assignment List policy.

3.
Select Enabled and click Show…
4.
For each site you would like to map:

a.
Click Add…
b.
Enter the name, IP address, or IP range of the site you want to map (for example, http://www.contoso.com, www.contoso.com, 127.0.0.1, 127.0.0.1-10)

c.
Enter the value identifying the zone to which this site should be mapped.  The choices are (1) Intranet zone, (2) Trusted Sites zone, (3) Internet zone, (4) Restricted Sites zone.

d.
Click OK.
e.
The site name and value should appear in the list.

5.
Click OK in the Show Contents window.

6.
Click OK again to close the Site to Zone Assignment List Properties window.
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Note: 

Policies created by following these instructions are ignored by computers with the Windows Server 2003 Internet Explorer Enhanced Security Configuration component installed. To set zone map policy on a computer with Windows Server 2003 Internet Explorer Enhanced Security Configuration component installed, use the Internet Explorer Maintenance (IEM) snap-in to Group Policy. When using the IEM to create a Group Policy object to apply to a computer with the Windows Server 2003 Internet Explorer Enhanced Security Configuration component installed, you must be using a computer with the Windows Server 2003 Internet Explorer Enhanced Security Configuration component installed.
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Note: 

For more information about using Group Policy, see "Implementing Registry-based Group Policy" on the Microsoft Web site at http://go.microsoft.com/fwlink/?LinkId=28188. For more information about using Internet Explorer security zone and privacy settings, see "Description of Internet Explorer Security Zones Registry Entries" on the Microsoft Knowledge Base Web site at http://go.microsoft.com/fwlink/?LinkId=28195.

Internet Explorer Using Feature Control Registry Settings with Security Zone Settings
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Note: 

The Microsoft Windows Server 2003 Internet Explorer Enhanced Security Configuration component (also known as Microsoft Internet Explorer hardening) reduces a server’s vulnerability to attacks from Web content by applying more restrictive Internet Explorer security settings that disable scripts, ActiveX components, and file downloads for resources in the Internet security zone. As a result, many of the security enhancements included in the latest release of Internet Explorer will not be as noticeable in Windows Server 2003 Service Pack 1. For example, the new Internet Explorer Notification Bar and Pop-up Blocker features will not be used unless the site is in a zone whose security setting allows scripting. If you are not using the enhanced security configuration on your server, these features will function as they do in Windows XP Service Pack 2.

What do Feature Control Registry Settings and Security Zone Settings do?

Feature Control registry settings are provided for Internet Explorer so that a specific process can be configured to opt-in to a particular security feature. Each security feature has a corresponding registry key that you can use to opt-in or opt-out of the security feature.

When a process has been configured to use a security feature, the security feature is running. Once the feature is running, there might be corresponding security zone settings that can be applied for more precision. Some security features do not have additional security zone settings.

In the Security Settings tab of Internet Options, the user can adjust these settings for many of the new feature controls. If you select Enable, it lowers the security settings and allows the behavior to run less securely, or in the same manner as it did in previous version of Internet Explorer. The feature control can be applied again by setting the security zone setting to Disable, which blocks the less-secure behavior while the feature control is enabled for that process.

Each of the Feature Controls is discussed in more detail in this document. For more information about URL action settings and how they relate to security zones, see "About URL Security Zones Templates" on the Microsoft Web site at http://go.microsoft.com/fwlink/?LinkId=26001.

Using security zone settings for a feature provides additional precision in control for security features in Internet Explorer and can help manage application compatibility for organizational intranet applications. A user or administrator can select different behaviors based on risk. 

Who does this feature apply to?

Web application developers need to be aware that the Internet Explorer security settings are dependent on the zone in which an application is run. Therefore, you should assign security zones carefully; this should be a part of your information security considerations. The security zones that you use should also be considered when assessing application compatibility.

Administrators of Group Policy may want to adjust the default values for each zone to suit the particular environments in their organization. 

Unless prevented by policies in Group Policy, users can manage the values for these security zone settings (or URL actions) for each zone through Internet Options in Control Panel. Note that the Local Machine zone is not available through Control Panel. To access the security settings for a zone, click Start, click Control Panel, click Internet Options, click the Security tab, click a Web security zone, and then click Custom Level.

What new functionality is added to this feature in Windows Server 2003 Service Pack 1?

Feature control registry settings

Detailed description

Windows Server 2003 Service Pack 1 introduces new feature control registry settings.

For many of these features, when the registry setting is on, users can configure the security settings (also known as URL action flags) to fine tune the feature control in each individual security zone

If you choose Enable as the action to take for an Internet Explorer feature control, the zone is secured as it was for the previous version of Internet Explorer. Relevant security control features will not apply in this zone; the security zone will run without the added layer of security provided by this feature.

If you choose to disable the security zone setting, the actions that may be harmful cannot run; this Internet Explorer security feature will be turned on in this zone, as dictated by the feature control setting for the process. 

Security settings are often applied to a zone by a URL security zone template. The default values for the security settings and the settings by zone template are listed in the section Internet Explorer URL Action and Advanced Security Settings in Group Policy.

Why is this change important? What threats does it help mitigate?

As originally envisioned, each feature control setting would either be on or off for all security zones. Customer feedback indicated that more precise tuning with the settings was necessary for some features. For example, the internal workflow of some organizations depends on intranet applications. A feature control that protects users in the Internet zone may cause an intranet application to stop working. Because of this, Microsoft has incorporated the ability to control many security settings by zone.

What works differently?

Adding security settings by zone provides more flexibility in applying the new security features. This flexibility will provide a more manageable implementation of this new security feature, particularly in intranet scenarios.

How do I resolve these issues?

If the feature control setting is suspected of causing problems for an application, changing the feature control setting in the zone where the application is running to Enable allows the administrator or user to return to the previous behavior in that zone for that specific feature while maintaining the more secure behavior in other security zones. For some security settings, additional configuration options such as Prompt and Admin-approved are available, as well as Enable and Disable.

Do I need to change my code to work with Windows Server 2003 Service Pack 1?

If the code uses the default URLmon security manager, the developer must call CoInternetIsFeatureEnabledForURL to check the security settings for a particular zone.

Internet Explorer Window Restrictions
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Note: 

The Microsoft Windows Server 2003 Internet Explorer Enhanced Security Configuration component (also known as Microsoft Internet Explorer hardening) reduces a server’s vulnerability to attacks from Web content by applying more restrictive Internet Explorer security settings that disable scripts, ActiveX components, and file downloads for resources in the Internet security zone. As a result, many of the security enhancements included in the latest release of Internet Explorer will not be as noticeable in Windows Server 2003 Service Pack 1. For example, the new Internet Explorer Information Bar and Pop-up Blocker features will not be used unless the site is in a zone whose security setting allows scripting. If you are not using the enhanced security configuration on your server, these features will function as they do in Windows XP Service Pack 2.

What does Window Restrictions do?

Internet Explorer provides the capability for scripts to programmatically open additional windows of various types, and to resize and reposition existing windows. The Window Restrictions security feature, formerly called UI Spoofing Mitigation, restricts two types of script-initiated windows that have been used by malicious persons to deceive users: 


HTML popup windows created by the window.createPopup() method; the appearance of these HTML pop-ups is determined completely by the caller.


New Internet Explorer frame windows (also referred to as "pop-up windows") created by the window.open() method. These new frame windows can either show or not show interface elements (such as a title bar, status bar, address bar, and so on) depending on the sFeatures parameter of the window.open() call.

The Window Restrictions feature also constrains script-initiated movement of the frame window to prevent repositioning or resizing the frame window in such a manner that key elements are outside the visible display area. This affects the following methods:


moveTo

moveBy

resizeTo

resizeBy
and the following properties:


Left

Top

Width

Height
The Window Restrictions feature also forces the status bar to be displayed on all windows created by the window.open() method.

Who does this feature apply to?

Web developers should be aware of these new restrictions to plan changes or workarounds for any possible impact to their Web site.

Application developers should review this feature to plan to adopt changes in their applications. This feature is only enabled by default for Internet Explorer processes. Developers must register non-Internet Explorer applications to take advantage of the changes 

What existing functionality is changing in Windows Server 2003 Service Pack 1?

Script positioning of Internet Explorer windows

Detailed description

Script-initiated placement of new Internet Explorer frame windows and script-initiated positioning of existing frame windows are constrained to ensure that key security-related interface components (the title and status bars, and address bar if displayed) remain visible after the operation completes.

Scripts cannot position windows so that the title bar or address bar are above the visible top of the display.

Scripts cannot position windows such that the status bar is below the visible bottom of the display.

Why is this change important?

Without this change, existing-window movement using the moveTo and moveBy methods and the Left and Top properties, and new windows that are created by the window.open() method can be called by scripts and used to spoof a user interface or desktop or to hide malicious information or activity by one of the three following methods:


Positioning the window such that the title bar, status bar, or address bar are off-screen.


Positioning the window to hide important elements of the user interface from the user.


Positioning the window so that it is entirely off-screen.

The visible security features of Internet Explorer windows provide information to the user to help the user ascertain the source of the Web page and the security of the communication that uses that page. When these elements are hidden from view, users might think they are on a more trusted page or interacting with a system process when they are actually interfacing with a malicious host. Malicious use of window relocation can present false information to the user, obscure important information, or otherwise "spoof" important elements of the user interface in an attempt to motivate the user to take unsafe actions or to divulge sensitive information.

What works differently?

This change places constraints on script-initiated positioning of existing Internet Explorer frame windows and of new frame windows created using the window.open()method, to ensure that the title bar and status bar in these windows are always visible to the user. Scripts cannot move a window off-screen, although the user can still move a window off-screen. If you maintain a script that creates off-screen windows in Internet Explorer, you need to change your code.

How do I resolve these issues?

If your script creates or moves a window off-screen, you should examine this requirement and alternate ways to accomplish your goal.

Script sizing of Internet Explorer windows

Detailed description

Script-initiated resize operations on Internet Explorer frame windows are constrained to ensure that the title bar and status bar remain visible after the operation completes.

Scripts cannot resize existing frame windows or create new frame windows in such a manner that the title bar, address bar, or status bar cannot be seen.

When creating a window, the definition of the fullscreen=yes specification is changed to mean "show the window as maximized," which will keep the title bar, address bar, and status bar visible.

Why is this change important?

Without this change, existing Internet Explorer frame windows can be resized or new frame windows can be created using the window.open() method and used to spoof a user interface or desktop or to hide malicious information or activity by sizing the window so that the status bar is not visible.

Internet Explorer windows provide visible security information to the user to help them ascertain the source of the Web page and the security of the communication with that page. When these elements are not in view, the user might think they are on a more trusted page or interacting with a system process when they are actually interacting with a malicious host. Malicious uses of window sizing can obscure important security-related information, and otherwise spoof important elements of the user interface in an attempt to motivate the user to take unsafe actions or to divulge sensitive information

What works differently?

With this change, there are constraints on script-initiated resizing operations on existing Internet Explorer frame windows and on the size of the new frame windows created using the window.open() method, to ensure that the title bar and status bar of these windows is always visible to the user. The result is that a script cannot open a window in kiosk mode, a mode that does not display the title bar, address bar, and status bar, which present important security information to the user.

The user can choose to display a window in kiosk mode. This election is still persistent.

How do I resolve these issues?

Script-initiated windows will be displayed fully, with the Internet Explorer title bar and status bar. The user or the site administrator can manually change this state.

Script management of Internet Explorer status bar

Detailed description

Internet Explorer has been modified to always display the status bar in Internet Explorer frame windows created using the window.open()method.

Why is this change important?

Without this change, windows that are created using the window.open() method can be called by scripts and spoof a user interface or desktop or hide malicious information or activity by hiding important elements of the user interface from the user.

The status bar is a security feature of Internet Explorer windows that provides Internet Explorer security zone information to the user. This zone cannot be spoofed, and lets the user know exactly what security zone the displayed content is in. When the status bar is hidden from view, the user might think they are on a more trusted page when they are actually interacting with a malicious host.

What works differently?

On all windows created by the window.open() method, the status bar will be displayed so that the security zone is visible to the user. The 'status=no' or 'status=0' specifications in the sFeatures parameter of the window.open() method are ignored. Application impact depends on the operation carried out on the window as follows:


window.open() method calls will not need to be modified, because the optional width and height values passed in the sFeatures parameter specify the size of the content area of the windows and do not include the title bar, status bar, and other window attributes.


resizeTo() method calls might need to be modified because the size parameters of the resizeTo() method are for the entire Internet Explorer frame window. Application that have been creating new frame windows with no status bar using the windows.open() method and subsequently resizing them using the resizeTo() method will need to be modified to account for the fact that the windows now have a status bar.

Internet Explorer HTML pop-up window placement

Detailed description

HTML pop-up windows are now constrained so that they:


Do not extend above the top or below the bottom of the content window from which they are created. The "content window" is the top-level DOM window object for the page; visually it is the area where the HTML content is displayed, and extends from the bottom of the lowest displayed interface component at the topic of the Internet Explorer frame window (the title bar, menu, tool bar, or address bar) to the top of the status bar).


Are not taller in height than the content window.


Overlap the content window horizontally.


Appear immediately above the content window, so that other windows (such as a dialog box) cannot be hidden.


Are automatically repositioned to satisfy the constraints above if the content window moves.

Why is this change important?

Pop-up windows are created by the window.createPopup() method and are also called chromeless windows because they do not have the border "chrome" components, such as the address bar, title bar, status bar, and toolbars. Without the constraints previously described, these windows:


Can be opened on top of a dialog box and obscure or replace important elements.


Can be used to overlay the address bar with a different address.


Can simulate a full-screen Windows desktop with a password dialog box.

Unrestricted chromeless windows can deceive the user in several ways:


A chromeless pop-up window that is opened on top of a dialog box can obscure or replace important elements of the dialog box, such as warning text and selection or action controls. (These include check boxes, option buttons, and so on.) This might lead the user to a response that might be inappropriate or harmful.


A chromeless pop-up window can overlay the address bar with an address that is different from the actual address of the page, which gives the user a false sense of security. In the same way, it can overlay the status notification area, so it might indicate that Internet Explorer is displaying a secure Web page (which displays a URL beginning with https://) Because of this, the user might think that security is in effect for the page when no such security exists.


A chromeless pop-up can use the entire display. With this method, a malicious user can simulate a full-screen Windows desktop with a password dialog box, with a malicious script that captures the user’s private authentication information.

What works differently?

HTML pop-up windows are constrained horizontally, vertically, and in order of placement on top of other windows.

An HTML pop-up window must appear between the top and bottom of its parent window’s chrome, so it does not overlap the Internet Explorer address bar, title bar, status bar, or toolbars.

Horizontally, an HTML pop-up window must always overlap some area of its parent window.

An HTML pop-up window must stay immediately on top of its parent, so it cannot be placed over other windows.

These constraints might affect the appearance of an HTML pop-up window if it has been designed to display in an area that is larger or separate from its parent window. The HTML pop-up windows might be repositioned and might also be truncated, which might obscure some of the information displayed in that window.

How do I resolve these issues?

Redesign the HTML pop-up window to fit into the constraints of this mitigation.

What settings are added or changed in Windows Server 2003 Service Pack 1?

There is only one setting for this feature. This setting either enables the Windows Restrictions or does not enable them. For application compatibility, this feature is not enabled by default for non-Internet Explorer processes.

Internet Explorer Windows Restrictions Settings

	Setting name
	Location
	Previous default value
	Default value
	Possible values

	IExplore.exe

Explorer.exe

Msimn.exe

WMPlayer.exe
	HKEY_LOCAL_MACHINE (or Current User)\Software \Microsoft \Internet Explorer\Main \FeatureControl \FEATURE_WINDOW_RESTRICTIONS\
	Not applicable
	1
	0 - Off

1 - On


Do I need to change my code to work with Windows Server 2003 Service Pack 1?

The script will call the same methods for the creation of an Internet Explorer window with chrome (using the window.open() method) or an Internet Explorer chromeless pop-up window (using the window.createPopup() method). However, the design might need to be reviewed to ensure that pop-up windows are appropriately visible to the user and that the status bar contains accurate information.

Internet Explorer Zone Elevation Blocks
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Note: 

The Microsoft Windows Server 2003 Internet Explorer Enhanced Security Configuration component (also known as Microsoft Internet Explorer hardening) reduces a server’s vulnerability to attacks from Web content by applying more restrictive Internet Explorer security settings that disable scripts, ActiveX components, and file downloads for resources in the Internet security zone. As a result, many of the security enhancements included in the latest release of Internet Explorer will not be as noticeable in Windows Server 2003 Service Pack 1. For example, the new Internet Explorer Notification Bar and Pop-up Blocker features will not be used unless the site is in a zone whose security setting allows scripting. If you are not using the enhanced security configuration on your server, these features will function as they do in Windows XP Service Pack 2.

What does Zone Elevation Blocks do?

When a Web page is opened in Internet Explorer, Internet Explorer puts restrictions on what the page can do, based on where that Web page came from: the Internet, a local intranet server, a trusted site, and so on. For example, pages on the Internet have stricter security restrictions than pages on a user’s local intranet. Web pages on a user’s computer are in the Local Machine security zone, where they have the fewest security restrictions. This makes the Local Machine security zone a prime target for malicious users. Zone Elevation Blocks makes it harder to get code to run in this zone. In addition, Local Machine Zone Lockdown makes the zone less vulnerable to malicious users by changing its security settings.

Who does this feature apply to?

Web developers must plan changes or workarounds for any possible impact to their Web site.

Application developers should review this feature to plan to adopt changes in their applications that run in the Local Machine security zone. Because the feature is not enabled for processes other than Internet Explorer by default, developers must register their applications to take advantage of the changes.

End users might be affected by sites that are not compatible with these stricter rules and settings.

What new functionality is added to this feature in Windows Server 2003 Service Pack 1?

Zone Elevation Blocks

Detailed description

Internet Explorer prevents the overall security context for any link on a page from being higher than the security context of the root URL. This means, for example, that a page in the Internet zone cannot navigate to a page in the Local Intranet zone. A script, for example, could not cause this navigation. For the purpose of this mitigation, the security context ranking of the zones, from highest security context to lowest, is: Restricted Sites zone, Internet zone, Local Intranet zone, Trusted Sites zone, and Local Machine zone.

Zone Elevation Blocks also disables JavaScript navigation if there is no security context.

If a user clicks a link that causes the Web site to attempt to navigate to a higher zone, navigation is blocked for navigation to the Local Machine zone, but a dialog box will appear in Internet Explorer when a Web page attempts to open a page in a security zone that has a higher security context and you will be prompted as in the following message. The italicized portion changes, according to the security zone that the Web page is attempting to navigate to.


The current Web page is trying to open a site in your Trusted sites list. Do you want to allow this?

In any case, the default action does not allow the zone elevation. The user must explicitly allow the requested zone elevation.

Why is this change important?

Elevation of privilege is one of the most exploited vulnerabilities in Internet Explorer, with the ultimate goal of running malicious code in the Local Machine zone. Zone Elevation Blocks helps mitigate many privilege escalation attacks.

What works differently?

Navigation from one zone to a "higher" zone is blocked. This means that Web pages that automatically call more privileged Web pages fail.

How do I resolve these issues?

If you have a trusted Web application that is impacted by this change because it navigates between different security zones without user interaction, you should map the domains that the Web application uses into the security zone with the least privilege necessary to perform the task for which the application was designed.

Internet Information Services (IIS) in Windows Server 2003 Service Pack 1

What does Internet Information Services do?

Windows Server 2003 Service Pack 1 includes Internet Information Services (IIS), Version 6.0, which makes it possible for you to host your own Web site on the Internet or your intranet.

IIS is an optional component of Windows Server 2003, is not enabled by default, and must be installed separately. 

Who does this feature apply to?

This feature applies to the following audiences:


IT professionals that use IIS to host and administer a Web site.


Web developers that use IIS to develop Web content.

What existing functionality is changing in Windows Server 2003 Service Pack 1?

Metabase auditing

Beginning with Windows Server 2003 Service Pack 1 (SP1), IIS 6.0 includes a metabase auditing feature that allows tracking of each change that is made to the metabase. Metabase auditing is enabled by enabling an audit access control entry (ACE) on a node in the metabase. After the ACE is enabled, whenever a metabase change takes place on that node, an audit event is published in the Security event log. Using metabase auditing, you can keep track of:


What was changed (metabase node, property, and old and new values). 


When the change was made (date and time). 


Who made the change (domain and user name). 


Success or failure of the change attempt (HRESULT). 


When a change is made remotely (client IP number). 
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Note: 

To avoid disclosing sensitive information, such as passwords, values of secure properties do not appear in audit event log entries.

Request tracing

The Windows operating system includes the Event Tracing for Windows (ETW) infrastructure to help individuals troubleshoot problems in the operating system, including problems in HTTP components. If an HTTP request in IIS fails or becomes unresponsive while ETW is enabled, you can view ETW trace data, called events, to determine which component caused the failure. IIS includes the following tracing features:


IIS Currently-executing Requests Tracing: This tracing feature provides general statistics and details about all requests executing on the server at the moment tracing was started. 


IIS Request-Based Tracing: This tracing feature tracks HTTP requests as they move through IIS components. 

Windows Server 2003 Service Pack 1 or later also includes a provider for tracing the IIS Admin service during startup and shutdown.

Kernel-mode SSL.

You can run Secure Sockets Layer (SSL) in kernel mode, instead of the default user mode. Running in kernel mode means that components or processes run in the core address space of the operating system. Moving encryption and decryption operations to the kernel improves SSL performance by reducing the number of transitions between kernel mode and user mode. Enabling kernel-mode SSL requires setting a new registry key, EnableKernelSSL.

SSL host headers

IIS 6.0 now supports using SSL to secure Web sites that use host headers — a security feature that many users want to have. SSL host header support requires obtaining a wildcard server certificate and specifying the SSL port number on the SecureBindings metabase property.

Running 32-bit applications on 64-bit Windows

Windows Server 2003 Service Pack 1 enables IIS 6.0 to run 32-bit Web applications on 64-bit Windows using the Windows-32-on-Windows-64 (WOW64) compatibility layer. IIS 6.0 using WOW64 is intended to run 32-bit personal productivity applications needed by software developers and administrators, including 32-bit IIS Web applications.

W3C centralized logging

World Wide Web Consortium (W3C) centralized logging is a global configuration on the server where all Web sites write data to a single log file. Data is stored in the log file using the W3C Extended log file format. The log file can be viewed in a text editor, unlike IIS Centralized Binary Logging, which writes data in binary format and requires a parsing tool to view the data.

Secure configuration for Web servers

Windows Server 2003 Service Pack 1 includes a Security Configuration Wizard (SCW), which is a role-based tool you can use to create a policy that enables the services, inbound ports, and settings required for a selected server to perform a specific role. If you select the Web Server role in the wizard, SCW configures IIS 6.0 to help further reduce the attack surface of your Web server.

Kernel patch protection for x64-based operating systems

What does kernel patch protection do?

Kernel patch protection prohibits kernel-mode drivers that extend or replace kernel services through undocumented means. This feature describes changes in policy related to patching the kernel for Microsoft Windows Server 2003 Service Pack 1 x64-based operating systems.

Who does this feature apply to?

This feature primarily applies to driver developers, but IT professionals may also find this information useful.

What existing functionality is changing in Windows Server 2003 Service Pack 1?

Patching policy for x64-based systems

Detailed description

Microsoft Windows Server 2003 SP1 and later versions of Windows for x64-based systems do not allow the kernel to be patched except through authorized Microsoft-originated hotfixes.

Why is this change important?

Kernel-mode drivers that extend or replace kernel services through undocumented means (such as hooking the system service tables) can interfere with other software and affect the stability of the operating system. For x86-based systems, Microsoft discourages such practices but does not prevent them programmatically, because doing so would break compatibility for a significant amount of released software. A similar base of released software does not exist for x64-based systems, so it is possible to add this level of protection to the kernel without breaking compatibility.

What works differently?

Many system structures are protected on x64-based systems, including the system service dispatch tables, the interrupt descriptor table (IDT), and the global descriptor table (GDT). The operating system also does not allow third-party software to allocate memory "on the side" and use it as a kernel stack. If the operating system detects one of these modifications or any other unauthorized patch, it will generate a bug check with the stop code 0x109 and shut down the system.

How do I fix these issues?

For compatibility with Windows for x64-based systems, drivers cannot modify the kernel. The following actions are blocked in Windows Server 2003 SP1 for x64-based systems:


Modify system services tables, for example, by hooking the KeServiceDescriptor table


Modify the IDT


Modify the GDT


Use kernel stacks that are not allocated by the kernel


Patch any part of the kernel (detected on AMD64-based systems only)

Kernel patch protection might be extended in future system updates to protect against additional malicious patching techniques as new vulnerabilities are detected. To avoid compatibility issues with these updates, drivers should not attempt to patch the kernel using other mechanisms.

Drivers for other platforms should also avoid patching the kernel to help ensure stability and reliability of the operating system and a better experience for users.

Do I need to change my code to work with Windows Server 2003 Service Pack 1?

Windows Server 2003 SP1 for x64-based systems is a new platform that requires new drivers. These new drivers must conform to x64 patch policy documented on the Microsoft Web site at http://go.microsoft.com/fwlink/?LinkId=38447. 

For additional information see The Microsoft Windows Driver Development Kit (DDK) on the Microsoft Web site at http://go.microsoft.com/fwlink/?LinkId=38448.

Outlook Express

What new functionality is added to this feature in Windows Server 2003 Service Pack 1?

Plain text mode

Detailed description

The plain text mode feature of Outlook Express provides users with the option to render incoming mail messages in plain text instead of Hypertext Markup Language (HTML). When Outlook Express is running in plain text mode, the rich edit control is used instead of the MSHTML control. You avoid some security issues that result from the use of MSHTML by using the rich edit control.

Why is this change important?

The use of the rich edit control provides an additional barrier to malicious code that is transmitted using e-mail. Computers running earlier versions of Windows XP had a vulnerability to malicious code because Outlook Express processes HTML header scripts in the HTML content. The MSHTML control automatically executes these scripts. The rich edit control does not execute HTML scripts, so this is mitigated. Because plain text e-mail does not require HTML header processing to be displayed properly, there is usually little visible difference from this processing change in standard message formats. Portions of e-mail messages that do not appear to render correctly are relying on HTML rendering and could present a danger to your system. 

What works differently?

The following Outlook Express features are not available when running in plain text mode:


Changing text size to a larger or smaller font.


Full text searching through the body of a mail message.

You can configure plain text mode in several ways, including:


Reading a message.

In Outlook Express, on the Tools menu, click Options, and then click the Read tab. Select the Read all messages in plain text check box.


Composing a message.

In Outlook Express, on the Tools menu, click Options, and then click the Send tab. Under Mail Sending Format, select the Plain Text option.


With a new menu option.

On the View menu, click Message in HTML.

This new menu item switches the current message view to HTML if it is currently in plain text view, both in the preview display as well as in the full message display.

How do I resolve these issues?

If you are sure that the source of an e-mail message can be trusted and you want to use the full feature set that is provided with the MSHTML control to support rich HTML e-mail for reading or composing, you can switch to the HTML mode by using the View menu option procedure as described above in "With a new menu option."

Limit external HTML content downloads

Detailed description

This Outlook Express feature helps users to avoid getting repeated spam mailings by preventing the user from unknowingly validating his or her e-mail address to spam originators. Businesses that use spam as a marketing technique typically include references to images that reside on their Web servers inside the e-mail message. Some of these spam e-mail messages contain single pixel images that are not visible to the recipient of the e-mail so that the recipient will not be aware that there is any content that is malicious. When the user opened an e-mail that contains the image, previous versions of Outlook Express automatically contacted the Web server to download and display the images. When the request for the image was made to the Web server, it could ascertain that a spam e-mail message was received by an active e-mail account, which validated the e-mail address in the spam originator’s mailing list. Now, when the Block images and other external content in HTML e-mail setting is enabled, the default behavior of Outlook Express changes so that it does not contact the Web server to download external content, which helps prevent the verification of the e-mail address with the spam originator. This download behavior is configurable and is enabled by default when you install Windows Server 2003 Service Pack 1.

This feature also helps to minimize a common problem that is experienced by people whose computers use dial-up network connections. Prior to implementing this feature, if users downloaded mail messages and then disconnected their network connection, when they attempted to view an HTML messages that included pictures or other external Internet content, their modem would automatically start to dial out to download the external content. 

Why is this change important?

This feature increases the privacy that is provided to users of Outlook Express. Their e-mail address is not automatically validated by the Web server of spam originators without their knowledge when a spam e-mail message is opened. Using this feature may result in the following advantages:


The user receives less spam.


The user is less distracted by the receipt of spam.


Automatic attempts by a user’s modem to reconnect to the Internet after receiving HTML e-mail decrease.

What works differently?

Implementing this feature in Outlook Express helps prevent the rendering of pictures in HTML e-mail if the pictures must be retrieved from servers that are in either the Internet or Restricted Web content zones. This new default behavior results in the user’s name not being validated by the Web site hosting the pictures, which makes the user’s e-mail name less useful to spam senders. This may result in the user getting less spam over time.

To communicate that these pictures are missing, there is now an External Message Information Bar that is displayed in both the Outlook Express message window as well as in the preview area. This External Message Information Bar appears whenever the message contains references to external Internet content, such as images or script and the options are set to render the message in HTML. 

When Outlook Express blocks content, the actual image is replaced with the standard placeholder for the blocked image in the text of the mail message. Images are the only blocked items that provide a visual cue that something is not being displayed. For sounds, IFrames, and other content, there is no visual indication in the body of the mail message. When users print an HTML e-mail that has blocked content, Outlook Express prints the e-mail exactly as it appears on the screen, with a placeholder for the blocked images. The external content is not downloaded.

An added benefit of this feature is that it minimizes a common dial-up user problem: undesired automatic dial-up network connection attempts. When viewing an HTML e-mail message off-line, previous versions of Outlook Express would automatically dial out to connect to the Internet and retrieve any reference images. However, because almost all external HTML references in e-mail messages point to resources on the Internet that are part of the Internet zone, the content is not displayed by default and a dial-up network connection is not requested. 

How do I resolve these issues?

To turn off all external content blocking, on the Tools menu, point to Options, and then click Security. Clear the Block images and other external content in HTML e-mail check box. From that point, no content is blocked, which returns Outlook Express to the prior behavior of automatically downloading external content.

To explicitly download external content for an e-mail message, click the External Message Information Bar to download the external content that was included with the message.

Attachment Manager API integration

Description

Outlook Express now integrates a new set of application programming interfaces (APIs), called the Attachment Manager, to check e-mail attachments. This allows applications to eliminate custom code that performs similar safety checks and instead rely on this centrally-managed API set. The use of Attachment Manager provides a consistent user experience across all applications that check the security of an attachment.

Why is this change important?

It is important to have a more unified approach for attachment security across all Windows applications. This helps to ensure that users get a consistent experience with regard to the security check performed on attachments.

What works differently?

Apart from the consistent user experience, this feature does not provide any visible change to the user. 

Do I need to change my code to work with Windows Server 2003 Service Pack 1?

There are several differences in functionality that a developer should be aware of.

When API names are provided, they are the Attachment Manager API. If the Do not allow attachments to be saved or opened that could potentially be a virus setting is disabled, Outlook Express calls SetReferer() and passes http://URL as a parameter. This is done so that the subsequent call to CheckPolicy() considers Outlook Express to be in the Internet Web content zone. Attachment Manager discriminates differently, depending on whether the caller is in the context of the Internet or Restricted security zones. The following sections provide overviews of different behaviors that the Attachment Manager API supports.

Behavior when previewing a message that includes an attachment

Before the preview area is rendered, CheckPolicy() is called to determine the state of the menu options associated with the attachment icon in the preview area header, and the corresponding actions as follows:


If CheckPolicy() returns E_Fail (dangerous attachment), S_OK, or S_False (safe attachment), there is no change to the previous functionality of Outlook Express.


Opening the attachment saves the file as a temporary file and then calls Execute() to execute the file instead of the currently used ShellExecute() call.


If Execute() fails, subsequent user actions are handled by Attachment Manager.


When the Save Attachments dialog box is opened, the list of attachments contains items that are enabled in the menu. Blocked attachments do not appear in the Save Attachments dialog box. When the user selects the destination folder and clicks Save, Outlook Express saves the files to the specified folder and then calls Save() on each of the saved files.

In the case of previewing mail with multiple attachments, CheckPolicy() is called on each of the attachments. Depending on whether the return value is E_Fail, or S_OK, or S_False, Outlook Express either disables or enables the attachment name in the menu. 

In future implementations, Save() could fail if CheckPolicy() does not return S_OK. In this case, Outlook Express will display the error message "The following attachments were not saved because they could not be verified as being safe", followed by a list of failed files.

Behavior when reading a message that includes an attachment

Before the Outlook Express message window is rendered, CheckPolicy() is called for every attachment to determine which attachments are shown and which are blocked from access to the user. 


If CheckPolicy() returns E_Fail (dangerous attachment), S_OK or S_False (safe attachment), Outlook Express behaves just as it did in the past. Double-clicking the attachments that are displayed in the Attach area of the message window follows the exact same steps as described when executing attachments from the preview area.


When the user clicks Save As, selects the destination folder and file name, and then clicks Save, Outlook Express saves the attachment in the specified folder and then calls Save() to sync.


Selecting Print is similar to running the attachment, except that, instead of calling Execute() without any parameters, Outlook Express issues a call to Execute("print"). All other tasks, such as saving the file to a temporary file remain the same as when executing the attachment.


If the Do not allow attachments to be saved or opened that could potentially be a virus setting is disabled, Outlook Express calls SetReferer() and passes http://URL as a parameter. The subsequent call to CheckPolicy() then considers Outlook Express to be in the Internet Web content zone.

Behavior when moving a message that includes an attachment

If the user moves an item to a location outside Outlook Express — for example, dragging a message containing an attachment to the desktop — Outlook Express performs these actions:


Generates a temporary file with HDROP.


Saves a temporary file 


Calls Save() on the temporary file 

If it is successful, HDROP is made available 

If it fails, HDROP is not made available and the drop target is disabled.

Post-Setup Security Updates

What does Post-Setup Security Updates do?

Post-Setup Security Updates is designed to help protect a new server installation from risk of infection between the time the server is first connected to the network and the application of the most recent security updates from Windows Update. 

Post-Setup Security Updates is a user interface that appears the first time an administrator logs onto the new server and provides links for you to apply updates to your server and to configure automatic updates. Post-Setup Security Updates also informs the administrator that all inbound connections other than those specifically opened during setup or by policy settings, were blocked. If the administrator set exceptions to the firewall through Group Policy or by an unattended setup script, inbound connections assigned to these exceptions remain open.

Post-Setup Security Updates is not available from the Start menu and is only available under specific conditions as described later in this document.
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Note: 

Post-Setup Security Updates does not appear when the server is being upgraded from the following operating systems:

- Windows NT Server 4.0 to Windows Server 2003 with Service Pack 1

- Windows 2000 Server to Windows Server 2003 with Service Pack 1

- Windows Server 2003 to Windows Server 2003 with Service Pack 1

Who does this feature apply to?

Post-Setup Security Updates applies to Windows server administrators who are performing a full installation of Windows Server 2003 that includes Service Pack 1 or later (such as a slip-stream version of Windows Server 2003 with Service Pack 1). This feature does not apply if either of the following statements is true:


Windows Firewall is enabled or disabled using an unattended-setup script for operating system installation.


Windows Firewall is enabled or disabled by application of Group Policy before Post-Setup Security Updates is displayed.

This feature does not apply if the administrator is updating an existing Windows Server 2003 operating system by adding a service pack or if the administrator is upgrading an existing Windows 2000 Server operating system to Windows Server 2003 with Service Pack 1.

Why is this change important?

Security updates that mitigate virus threats may have been released by Microsoft since the release of the operating system files being installed. If the new server is connected to the network and a firewall is not enabled, the server may be infected with a virus before the security updates can be downloaded and installed. Post-Setup Security Updates uses the Windows Firewall to mitigate this risk.

What new functionality is added to this feature in Windows Server 2003 Service Pack 1?

Post-Setup Security Updates is a new feature in Windows Server 2003 Service Pack 1.

Post-Setup Security Updates

Detailed description

If Windows Server 2003 with Service Pack 1 or later is installed as a new installation and Windows Firewall is not explicitly enabled or disabled using an unattended-setup script during the installation or by application of Group Policy, Windows Firewall will be enabled by default on first startup and logon in order to allow the administrator to securely download and install updates from Windows Update, and the Windows Server Post-Setup Security Updates screen will be shown. The Post-Setup Security Updates screen informs you that all inbound connections other than those specifically opened during setup or by policy settings, were blocked.

Windows Firewall blocks all inbound connections with the following exceptions:


If Remote Desktop was enabled using an unattended-setup script during installation, port 3389 is not blocked.


If Group Policy is used to apply policy settings that do not enable or disable Windows Firewall, but define exceptions to the firewall, exceptions defined by the policy settings are not blocked.

Post-Setup Security Updates offers links to Windows Update to allow you to download any security updates released since this operating system version was released and, if you have not already done so, provides the opportunity for you to configure Automatic Updates to help protect this server in the future.

What happens when Post-Setup Security Updates is closed?

If Windows Update or any other configuration change causes a restart before you click the Finish button on Post-Setup Security Updates, it reopens the next time an administrator logs on to the server. 

If you close Post-Setup Security Updates using ALT+F4 or Task Manager, no change is made to the configuration of Windows Firewall. The tests the server uses to determine whether Post-Setup Security Updates should be displayed run again the next time a user logs on.

When you click the Finish button on the Post-Setup Security Updates dialog box, a dialog box explaining the consequences of closing Post-Setup Security Updates is displayed. In order to provide correct information, the following steps are taken to determine the current status of Windows Firewall:


If you made no changes to the Windows Firewall configuration since Post-Setup Security Updates appeared, a confirmation dialog box appears explaining that inbound connections will now be opened and giving you the opportunity to confirm that you are done with any post-setup security updates. When the action is confirmed, Post-Setup Security Updates attempts to disable Windows Firewall and stop and disable the Windows Firewall/Internet Connection Sharing service. 


If Windows Firewall is disabled successfully, a registry value is set to suppress Post-Setup Security Updates in the future. It is possible that Windows Firewall is disabled successfully, but the attempt to stop the Windows Firewall/Internet Connection Sharing service fails.


If Windows Firewall settings cannot be changed, a dialog box appears explaining that no changes will be made to inbound connection settings. Post-Setup Security Updates is not suppressed and the tests to determine whether Post-Setup Security Updates should be displayed will be run again the next time a user logs on.


If Windows Firewall was explicitly enabled or disabled since Post-Setup Security Updates appeared, a dialog box appears explaining that no changes will be made to inbound connection settings. These changes could have been made by the application of Group Policy settings or by opening the Windows Firewall control panel and clicking OK to confirm the firewall settings. A registry value is set to suppress Post-Setup Security Updates in the future. 


If the Windows Firewall/Internet Connection Sharing service was stopped or disabled since Post-Setup Security Updates appeared, a dialog box appears explaining that no changes will be made to inbound connection settings. A registry value is set to suppress Post-Setup Security Updates in the future. 


If Internet Connection Sharing was enabled since Post-Setup Security Updated appeared, a confirmation dialog box appears explaining that inbound connections will now be opened and giving you the opportunity to confirm that you are done with any post-setup security updates. When the action is confirmed, Post-Setup Security Updates attempts to disable Windows Firewall. The service shared between Windows Firewall and Internet Connection Sharing is not turned off. 


If the state of the firewall cannot be determined, a dialog box appears explaining that no changes will be made to inbound connection settings. Post-Setup Security Updates is not suppressed and the tests to determine whether Post-Setup Security Updates should be displayed will be run again the next time a user logs on.
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Note: 

The text on Post-Setup Security Updates is not refreshed if the firewall status changes after the initial display. If the status of the firewall changes after it appears and before the Finish button is clicked, the text may state that all inbound connections are blocked when, in fact, they are not. When you click Finish, Post-Setup Security Updates checks the status of the firewall again before displaying a dialog box explaining any changes to be made on closure.

When will the Post-Setup Security Updates screen be displayed?

Because this feature runs automatically and cannot be started on request, you can use the following information to determine whether your server will display the Post-Setup Security Updates feature.

The following tests are run to determine whether or not to display Post-Setup Security Updates.

	Test
	Positive Result
	Negative result

	Is the logged-on user an administrator?
	Continue on to the next test
	Skip the remaining tests and do not display Post-Setup Security Updates. These tests run again the next time a user logs on.

	Is this is a new installation of a version of Windows Server 2003 that includes Service Pack 1 or later (not an upgrade)
	Continue on to the next test
	Skip the remaining tests and do not display Post-Setup Security Updates. The registry value is set to suppress Post-Setup Security Updates in the future.

	Has Post-Setup Security Updates been suppressed in the registry?
	Skip the remaining tests and do not display Post-Setup Security Updates
	Continue on to the next test

	Is the Windows Firewall/Internet Connection Sharing service running?
	Continue on to the next test.
	Repeat this test for two minutes. If the service has still not started, do not display Post-Setup Security Updates. These tests are run again the next time a user logs on. 

	Has Windows Firewall been explicitly enabled or disabled for the current Windows Firewall profile? 

(The firewall may have been enabled or disabled using an unattended-setup script at the time of installation or through the application of Group Policy settings or by opening the Windows Firewall control panel and clicking OK to confirm the firewall settings.)
	Skip the remaining tests and do not display Post-Setup Security Updates. A registry value is set to suppress Post-Setup Security Updates in the future.
	If Windows Firewall is enabled and the user did not enable it, display Post-Setup Security Updates. 

If the status of Windows Firewall cannot be determined do not display Post-Setup Security Updates. These tests are run again the next time a user logs on.


What works differently?

Manage Your Server is not automatically displayed until Post-Setup Security Updates closes. 

Post-Setup Security Updates does not cause any applications to work differently. 

What existing functionality is changing in Windows Server 2003 Service Pack 1?

Windows Firewall (previously known as Internet Connection Firewall) was not enabled by default at the end of a new installation unless the administrator enabled it using an unattended-setup script. Under the circumstances described earlier in this document, Windows Firewall is now enabled automatically until Post-Setup Security Updates is finished.

What settings are added or changed in Windows Server 2003 Service Pack 1?

No new policy settings were created relating to Post-Setup Security Updates. The following value in the registry was added. This key does not affect firewall settings.

	Setting name
	Location
	Previous default value
	Default value
	Possible values

	DontLaunchSecurityOOBE

(DWORD)
	HKEY_LOCAL_MACHINE \SOFTWARE \Microsoft \Windows \Current Version \ServerOOBE \SecurityOOBE
	N/A
	This key does not exist by default.
	The key can exist or not exist. If the key exists, Post-Setup Security Updates does not display. The numerical value of this setting is irrelevant.


Do I need to change my code to work with Windows Server 2003 Service Pack 1?

If you do new installations of a version of Windows Server 2003 that includes a service pack by using an unattended-setup script and you want to suppress Post-Setup Security Updates, it is recommended that you explicitly enable or disable Windows Firewall in either your setup script or by Group Policy. This change automatically suppresses Post-Setup Security Updates. 

Remote Access Quarantine

What does Remote Access Quarantine do?

Remote Access Quarantine control provides network administrators the ability to validate the configuration of remote client computers before they are permitted to access the corporate network. Typical remote access connections only validate the credentials of the remote access user. Therefore, the computer used to connect to a private network can often access network resources even when its configuration does not comply with organization network policy. For example, a remote access user with valid credentials could connect to a network with a computer that does not have the following:


The correct service pack or the latest security patches installed. 


The correct antivirus software and signature files installed. 


Routing disabled. A remote access client computer with routing enabled might pose a security risk, providing an opportunity for a malicious user to access corporate network resources through the client computer, which has an authenticated connection to the private network.  


Firewall software installed and active on the Internet interface. 


A password-protected screensaver with an adequate wait time. 

Despite the efforts made within organizations to ensure that computers used internally comply with network policy, those used from employees' homes for remote access can still present significant risk to the network.

Remote Access Quarantine, a new feature in Windows Server 2003 Service Pack 1, delays normal remote access to a private network until the configuration of the remote access computer has been examined and validated by an administrator-configured script (included in the connection settings). When a remote access computer initiates a connection to a remote access server, the user is authenticated and the remote access computer is assigned an IP address. However, the connection is placed in quarantine mode, in which network access is limited. The administrator-configured script is run on the remote access computer. When the script notifies the remote access server that it has successfully run and the remote access computer complies with current network policies, quarantine mode access restrictions are removed and the remote access computer is granted normal remote access.

The quarantine restrictions placed on individual remote access connections can consist of the following:


A set of quarantine packet filters that restrict the traffic that can be sent to and from a quarantined remote access client.


A quarantine session timer that restricts the amount of time the client can remain connected in quarantine mode before being disconnected.

You can use either restriction, or both, as needed. The administrator also has the option to help the client to remedy the configuration, by say updating the signature file for the antivirus software, through the validation script.

The components required for this Remote Access Quarantine solution include the following:


The Remote Access Quarantine Service (RQS or Listener) to be run on the routing and remote access (RRAS) server that listens for requests from the remote clients for removal of quarantine restrictions.


A RADIUS server (or the RRAS server itself) where a quarantine policy can be defined for applying IP filters or session timeouts to remote connections.


A configuration validation script that performs the validation checks to verify that the remote access client computer conforms to the minimum security guidelines required to access the corporate network.


A Connection Manager profile configured to run the Remote Access Quarantine Client (RQC) as a Post-Connect action on the remote client computer. The Quarantine CM profile will update the validation scripts from an administrator-specified share path and run the validation scripts. If the minimum requirements are verified by the scripts to have been met, RQC will notify RQS and request removal of the quarantine restrictions.


Remote access clients configured to run the Remote Access Quarantine Client and the validation script (distributed through the Connection Manager Profile).
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Caution: 

Remote Access Quarantine is not a security solution. It is designed to help prevent computers with unsafe configurations from connecting to a private network; not to protect a private network from malicious users who have obtained a valid set of credentials.

Who does this feature apply to?

This feature applies to:


Remote access servers, running Windows Server 2003 with Service Pack 1.


Remote access client computers connecting to the corporate network from remote locations, running Windows 2000 or Windows XP.


Network Administrators who want to validate configuration of client computers before they are allowed access to the corporate network.

Why is this change important?

Remote Access Quarantine provides network administrators with a mechanism to quarantine remote access clients by providing VPN access to limited parts of the private network, and allowing administrators to validate that the computer meets the minimum security requirements. After the computers have been verified to meet the guidelines for accessing the network, quarantine restrictions can be lifted allowing the client computers to have normal access to the network resources.

This mitigates the threat to a private or corporate network from vulnerable client computers that are at remote locations or are not domain-joined and thus outside the administrator’s purview.

What settings are added or changed in Windows Server 2003 Service Pack 1?

	Setting name
	Location
	Previous default value
	Default value
	Possible values

	AllowedSet, REG_MULTI_SZ
	HKEY_LOCAL_MACHINE \System \CurrentControlSet \Services\Rqs
	N/A
	RASQuarantineConfigPassed
	N/A

	Port, REG_DWORD
	HKEY_LOCAL_MACHINE \System \CurrentControlSet \Services\Rqs
	N/A
	Not set

When this key is not set the server listens for client notification on port 7250
	port number to listen to

	Authenticator, REG_SZ
	HKEY_LOCAL_MACHINE \System \CurrentControlSet \Services\Rqs
	N/A
	Not set
	NULL

	Verifier, REG_SZ
	HKEY_LOCAL_MACHINE \System \CurrentControlSet \Services\Rqs
	N/A
	Not set
	NULL


Remote Installation Services (RIS) for 64-bit Operating Systems

What does Remote Installation Services (RIS) do?

The Remote Installation Services feature simplifies the task of installing an operating system on computers throughout an organization. It provides a mechanism for computers to connect to a network server during the initial boot process, while the server controls a local installation of Windows. This can be used either to install the correct configuration of the operating system on a new computer, or to restore a failed computer to a known operating system configuration.

Who does this feature apply to?

This feature applies to IT professionals who want to use RIS to deploy x64-based operating system images in an enterprise.

What new functionality is added to this feature in Windows Server 2003 Service Pack 1

Support for x64 operating system images

Detailed description

Remote Installation Services in Windows Server 2003 supported the installation of Windows Server 2003 Itanium-based editions using RISETUP. With Windows Server 2003 SP1, Remote Installation Services now supports the deployment of both RISETUP and RIPREP images for the x64 architecture. 

There are two methods for adding operating system images to a Remote Installation Services (RIS) computer – RISETUP and RIPREP. RISETUP images are images built from the Windows CD media. When adding the images, a path to the Windows setup files, either on CD or on a network share, must be specified. RISETUP images are generally added by one of three methods:


Using the Remote Installation Services Setup option from the Start menu of the RIS server. To start Remote Installation Services Setup, click Start, point to Programs, point to Administrative Tools, and then click Add a new OS image to this remote installation server.


Using the Add a new installation image option available from the Properties tab of the RIS server in the Active Directory Users and Computers Microsoft Management Console (MMC) snap-in. 


Running the RISETUP /add command from a command prompt on the RIS server.

RIPREP-generated images are also file system based images located on a RIS server. However, unlike RISETUP images, RIPREP images more closely resemble the hard disk images created using a third-party disk-imaging tool and the Windows System Preparation tool (Sysprep). RIPREP images are created by running the RIPREP wizard (Riprep.exe) on a master computer that has the operating system configuration, applications and settings, and desktop customizations that are to be captured and deployed to client computers in the organization. 

With the changes in Windows Server 2003 SP1, RISETUP and RIPREP images created for x64-based operating systems can be deployed from a RIS server of any architecture – be that a 32-bit operating system, an x64-based operating system, or an Itanium-based operating system.

Why is this change important?

This change enables the rapid deployment of x64-based versions of Windows Server 2003 and Windows XP throughout an enterprise by leveraging Remote Installation Services (RIS) as the image deployment mechanism.

What works differently?

In order to support x64-based RIPREP and RISETUP images, several pieces of functionality were added to Remote Installation Services (RIS). 

RISETUP

Beginning with Windows Server 2003 SP1, RISETUP now allows for the addition of x64-based images to the RIS server. Prior to Windows Server 2003 SP1, trying to add a RISETUP x64-based image would result in the following error message:

A file that is needed to set up the installation image on the server was not found.
This may indicate that the image source is corrupt or that the source is not a valid Windows installation source.
Verify that the path you entered points to a valid Windows installation source.
This message occurred because prior to Windows Server 2003 SP1 RISETUP did not include the x64-based image structure when examining the source media. RISETUP would find an i386 directory in the CD image source; however, RISETUP would not find all of the files defined for the source. Therefore, the program determined that the image source was missing files and displayed the appropriate error condition.

Changes to RISETUP were also necessary to populate the \\RIS_Server\RemInst\Admin\amd64 folder with the x64-based version of RIPREP. The x64-based version of RIPREP only ships on x64-based editions of Windows (both client and server). However, it is possible to deploy x64-based images from x86-based and Itanium-based Windows Server 2003 SP1 RIS servers. In these cases, the x64-based RIPREP files would not natively be on the x86-based and Itanium-based servers.

Each RIPREP image requires a supporting RISETUP image. So, before a RIPREP image of an x64-based version of Windows Server 2003 SP1 can be made, a RISETUP image of an x64-based version of Windows Server 2003 SP1 must first be loaded to the RIS server. On the initial RISETUP load of the x64-based image, the necessary 64-bit files for RIPREP – Riprep.exe, Riprep.inf, and Setupcl.exe – are copied from the x64-based RISETUP image location (either flat image or CD) and placed in the \RemoteInstall\Admin\amd64 folder. In addition, a file version checking mechanism has been put in place to ensure that the most up-to-date versions of Riprep.exe, Riprep.inf, and Setupcl.exe are in place on the RIS server. If the file versions in the copied x64-based RISETUP image are newer than the existing x64-based versions on the RIS server, the RIS server versions will be updated to contain the latest available versions of the files. This is the desired behavior since Riprep.exe, Riprep.inf, and Setupcl.exe are backwards compatible. If the existing x64-based versions in the copied x64-based RISETUP image are the same as or older than the existing x64-based version on the RIS server, the files on the RIS server will remain untouched.

Client Installation Wizard

Remote Installation Services (RIS) provides a set of Client Installation Wizard (CIW) screens that prompt a user through the installation of an operating system. These screens are maintained as simple text files in an OS Chooser Markup Language (OSCML) format and stored with an .osc extension.

You can customize and tailor these screens to include Help Desk phone numbers, additional contact information, or any other additional information using Hypertext Markup Language (HTML) 2.0. The Client Installation Wizard screens are kept in the RemoteInstall\OSChooser\Language directory. 

Windows Server 2003 SP1 includes changes to the Client Installation Wizard (CIW) screens to allow for the selection of 32-bit or 64-bit operating systems when both are available as installation options.

A new .osc screen, x8664.osc, was added. This new screen, in conjunction with its associated registry settings, allows the system administrator to restrict or filter operating system selection based on architecture for x64-based RIS clients.

With the x64 architecture, computers can run either 32-bit or 64-bit operating systems. To assist in the selection process, the new .osc screen, x8664.osc, is placed in the RemoteInstall\OSChooser\Language directory upon copy of the first Windows Server 2003 SP1 RISETUP image. If the Windows Server 2003 SP1 RISETUP image is the first image to be uploaded to the RIS server, the new x8664.osc screen will be copied by default. If there are existing images on the RIS server at the time the first Windows Server 2003 SP1 image is added, the installer must choose the option to overwrite (or backup and overwrite) the .osc screens during the installation to get the new screen. 
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Note: 

If custom actions or automations exist in the .osc screen flow, choosing to overwrite the .osc screens upon RISETUP of an image may cause those customizations to be lost.

The x8664.osc screen is used to determine whether the operating system choices displayed to the end-user will be 32-bit x86-based or 64-bit x64-based when the booting client computer is x64-based. The behavior is controlled using manual selection of the appropriate installation choice on x8664.osc. Alternatively, a new registry setting, DefaultPlatformforX8664, found at HKEY_LOCAL_MACHINE\System\CurrentControlSet\Services\BINLSVC\Parameters, may be used to force all x64-based clients to see only one architecture of images, x86-based or x64-based. For example, if the registry value is set to i386, only i386 operating system images will be displayed in OSChoice.osc. If the registry value is set to amd64, only x64-based operating system images will be displayed in OSChoice.osc. If the registry value is not set, then the default behavior will cause the x8664.osc screen to prompt for user input. At that point the user can choose one of two available choices:


Install Microsoft Windows 32-bit Edition

Install Microsoft Windows 64-bit Edition
Choosing the first option limits installation image choices to only 32-bit operating systems. If only one 32-bit operating system image exists, the CIW will proceed directly on to warning.osc. Choosing the second option limits installation image choices to only 64-bit operating systems. If only one 64-bit operating system image exists, the CIW will proceed directly on to warning.osc. 

Some other points of clarification regarding the new x8664.osc screen behavior:


The x8664.osc screen will only be seen by x64-based client computers. Computers running x86-based and Itanium-based operating systems will not see the new screen. 


If no Windows Server 2003 SP1 RISETUP images (or Windows XP Professional x64 Edition images) exist on the RIS server, the new behavior will not be in place. This is because the new x8664.osc screen is not copied to the server until the first upload of a Windows Server 2003 SP1 (or Windows XP Professional x64 Edition) RISETUP image.


If the new x8664.osc screen was not copied on upload of the first x64 RISETUP image (for example, if the Administrator chose to keep the current .osc screens and not copy the new .osc screens on x64-based RISETUP image creation), the new functionality will not be in place. To obtain the new functionality to restrict x64-based RIS client computers to only view x86-based 32-bit or x64-based 64-bit operating system images, the new .osc screens must be in place and the registry value must be configured appropriately. 


A third option, Install Default Windows, can be seen in the x8664.osc screen source. This option allows the x8664.osc screen to be automatically processed with no user interaction. This option will be used in the following situations:


If the booting client computer is not x64-based. If the client computer is x86-based or Itanium-based, installation using the Client Installation Wizard will continue automatically and the user will not be prompted for input in x8664.osc.


If a Windows Server 2003 SP1 x86-based or Itanium-based RISETUP image is placed on a RIS server that is running Windows Server 2003 without Service Pack 1. In this case, it is possible that the new x8664.osc will be placed on a Windows Server 2003 RIS server if the option to replace .osc screens was chosen upon image upload. Since the RIS server has not been updated it does not have the ability to process the new Install 32-bit Windows and Install 64-bit Windows options in x8664.osc. Since the default option is the only menu choice populated, it is processed and the screen is bypassed. 

Maintenance and Troubleshooting menu

64-bit maintenance and troubleshooting tools can be provided to users through the Client Installation Wizard (CIW). To do this, the existing tools.osc screen was repurposed and a new CIW screen, Tlchoice.osc, was implemented.

There are two paths that can be taken when choosing an operating system image to deploy from within the Client Installation Wizard. The first path involves selection of either Automatic Setup or Custom Setup from the Choice.osc screen. When choosing either of these options, a computer account, if one does not already exist, will be created in Active Directory. In the former case, Remote Installation Services creates the account on behalf of the user based on policy as stored in Active Directory. In the latter case, the user may choose both the computer name and location (for example, Organizational Unit) when creating the computer account. The second path involves selection of the Maintenance and Troubleshooting menu option from the Choice.osc screen. This installation method differs from the first in that no computer account will be created. The most common use of starting an operating system from the Maintenance and Troubleshooting menu option is starting the Windows Preinstallation Environment (Windows PE) to aid in operating system deployment. Because Windows PE is usually an “interim” operating system – used to start a computer temporarily before applying an operating system image – creating a computer account in Active Directory at this point is not useful. 

There are two ways that Windows PE images can be made available from the Maintenance and Troubleshooting menu option on the Choice.osc screen:


Setting ‘Imagetype=WinPE’ in the [OSChooser] section of Ristndrd.sif answer file.


Creating a \Tools folder at the same level as \Images (for example, \RemoteInstall\Setup\Language\Tools) and placing the folder structure containing the Windows PE image into the \Tools folder.

X64-based computers can run either 32-bit or 64-bit maintenance and troubleshooting tools. To assist the user in the selection process, the Tools.osc screen has been updated to present the user a choice of two options:


Display 32-bit Tools

Display 64-bit Tools
Choosing the first option displays only 32-bit tools in the new Tlchoice.osc screen. Selecting the second option displays only 64-bit tools in the Tlchoice.osc screen. Functionality that was previously in the Tools.osc screen has been moved to the Tlchoice.osc screen.

Some points of clarification regarding the new Tools.osc and Tlchoice.osc behavior:


The Tools.osc screen will only be seen by x64-based clients. X86-based and Itanium-based clients will not see the screen.


If no Windows Server 2003 SP1 RISETUP images (or Windows XP Professional x64 Edition images) exist on the RIS server, the new behavior will not be in place. This is because the new Tlchoice.osc screen and the updated Tools.osc screen will not be copied to the server until the first upload of Windows Server 2003 SP1 (or Windows XP Professional x64 Edition images) RISETUP image.


If the new Tlchoice.osc screen and updated Tools.osc screen were not copied on upload of the first x64 RISETUP image (for example, the administrator chose to keep the current .osc screens and not copy the new .osc screens on x64 RISETUP image creation), the new functionality will not be in place. To obtain the new functionality to restrict x64 RIS client machines to only view x86 32-bit or x64 64-bit maintenance and troubleshooting tools, the new .osc screens must be in place and the registry value must be configured appropriately.


The same registry value that controls the x8664.osc behavior in the Automatic Setup and Custom Setup choices, HKEY_LOCAL_MACHINE\System\CurrentControlSet\Services\ BINLSVC\Parameters\DefaultPlatformForX8664 (REG_SZ), also controls the Maintenance and Troubleshooting behavior.

In some situations the Tools.osc screen will be automatically processed with no user interaction required. This is accomplished through the third option Display Default Tools that can be seen in the Tools.osc screen source. This option is used in the following situations:


The booting client computer is not x64-based. If the client computer is x86-based or Itanium-based, installation via the Client Installation Wizard will continue automatically and the user will not be prompted for input in Tools.osc.


A Windows Server 2003 SP1 x86 or Itanium RISETUP image is placed on a Windows Server 2003 RTM RIS server. In this case, it is possible that the new Tools.osc is placed on a RIS server running Windows Server 2003 RTM if the option to replace .osc screens was chosen upon image upload of a Windows Server 2003 SP1 image. Because the RIS server program has not been updated to Windows Server 2003 Service Pack1, the RIS server does not have the logic to process the new Display 32-bit Tools and Display 64-bit Tools options in the Tools.osc screen. Because the default option is the only menu choice pre-populated, it is processed and the screen is bypassed. 
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Note: 

As a consequence of the changes in Windows Server 2003 SP1, the screen menu order for the Maintenance and Troubleshooting menu option has changed as follows:

What settings are added or changed in Windows Server 2003 Service Pack 1?

	Setting name
	Location
	Previous default value
	Default value
	Possible values

	DefaultPlatformForX8664
	HKLM\System \CurrentControlSet \Services\BINLSVC \Parameters
	N/A
	Not set
	Not set

(Platform type to be selected by users in x8664.osc)

i386

(Only display x86-based images in OSChoice.osc)

amd64

(Only display x64-based images in OSChoice.osc)


Resultant Set of Policy (RSoP)

What does Resultant Set of Policy do?

Group Policy Resultant Set of Policy (RSoP) reports Group Policy settings that are applied to a user or computer. Group Policy Results in Group Policy Management Console (GPMC) requests RSoP data from a target computer and presents this in a report in HTML format. Group Policy Modeling requests the same type of information, but the data reported is from a service that simulates RSoP for a combination of computer and user. This simulation is performed on a domain controller running Windows Server 2003 and is then returned to the computer running GPMC for presentation. Finally, the RSoP Microsoft Management Console (MMC) provides an alternative way to display this information, although Group Policy Results is generally the preferred method.

Who does this feature apply to?

Group Policy administrators in an Active Directory domain environment. In addition, an IT professional who needs to plan or validate the application of Group Policy might be interested in RSoP.

What existing functionality is changing in Windows Server 2003 Service Pack 1?

RSoP Use with Windows Firewall Enabled

Detailed description

In Windows XP Service Pack 2 (SP2), Windows Firewall is enabled by default. Incoming requests against unopened ports—as opposed to responses to requests originated from the computer—are blocked by Windows Firewall. In Windows Server 2003 Service Pack 1 (SP1), Windows Firewall is not enabled by default.

If you elect to use Windows Firewall, you should be aware of the impact on its use on RSoP across the network.

For more information about Windows Firewall, see "Windows Firewall," in this document.

Why is this change important?

Enabling a firewall, such as Windows Firewall, provides more protection from many network-based attacks. For example, if Windows Firewall had been enabled the recent MSBlaster attack would have been greatly reduced in impact, regardless of whether users were up-to-date with patches.

What works differently?

There are two important changes to RSoP in Windows Server 2003 SP1.


After Windows Firewall is installed on a computer, remote access to RSoP data no longer works from that target computer.


If Windows Firewall is enabled, when GPMC is run for the purpose of using Group Policy Results or Group Policy Modeling to retrieve RSoP data it will be unable to retrieve this data.

How do I resolve these issues?

The following table summarizes the changes necessary to fully support remote RSoP tasks when running Windows XP SP2 or Windows Server 2003 SP1 with Windows Firewall enabled. Please see the sections below for further details.

	Task
	Target Computer
	Administrative Computer

	Generate Group Policy results
	Enable Windows Firewall Allow remote administration exception Group Policy setting.

This Group Policy setting is located in Computer Configuration \Administrative Templates\Network \Network Connections\Windows Firewall\[Domain | Standard] Profile\.
	GPMC with SP1.

No action required.

RSoP snap-in.

Enable Windows Firewall: Define program exceptions. Configure the program exception list with the full path to Unsecapp.exe so that the WMI messages can be transmitted. In a default installation Unsecapp.exe is located in the C:\Windows\System32\Wbem folder.

Enable Windows Firewall: Define port exception policy to open Port 135.

	Delegate access to Group Policy results
	Enable Windows Firewall: Allow remote administration exception Group Policy setting.

Configure the following DCOM security settings: 

DCOM: Machine access restrictions…

DCOM: Machine launch restrictions…

These policy settings are located in Computer Configuration\Windows Settings\Security Settings\Local Policies\Security Options.
	No changes necessary

	Remotely edit a Local Group Policy object
	Enable Windows Firewall: Allow file and printer sharing administration exception policy setting.

This policy setting is located in Computer Configuration \Administrative Templates\Network \Network Connections\Windows Firewall\[Domain | Standard] Profile\.
	No changes necessary.


Administering Remote RSoP with GPMC SP1

The initial release of GPMC used a callback mechanism when waiting for the results of a Group Policy Results or Modeling request. The administrative computer must be "listening" for this response. If Windows Firewall is enabled, Windows will block these responses. Although opening the appropriate ports can address this issue, using the updated Group Policy Management Console (GPMC) with Service Pack 1 completely removes the use of the callback mechanism. We recommend that you install GPMC with Windows Server 2003 Service Pack 1, because this allows Group Policy Results and Modeling to continue to work without opening up ports on the administrative computer. To install GPMC with Windows Server 2003 Service Pack 1, see "Group Policy Management Console with Service Pack 1" on the Microsoft Download Center at http://go.microsoft.com/fwlink/?LinkId=23529.

In order to administer RSoP remotely, you must enable the Windows Firewall: Allow remote administration exception Group Policy setting on target computers. 

Administering Remote RSoP with the RSoP MMC snap-in

In order to administer RSoP remotely using the RSoP MMC snap-in, the target computer must listen on the appropriate network ports to ensure that incoming RSoP requests can be serviced. This can be managed through Group Policy using the following policy settings:


Enable the Windows Firewall: Define program exceptions Group Policy setting to permit Unsecapp.exe. Make sure you enter the full path to Unsecapp.exe.


Enable the Windows Firewall: Define port exception Group Policy setting and open Port 135. Click Show and enter 135:TCP:*:Enabled:135. 
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Caution: 

Enabling the Windows Firewall: Define port exception Group Policy setting may also allow unwanted data to be accepted on this port. Be sure to fully review this Group Policy setting before enabling it in your environment. 

Enabling this policy setting is not necessary if the Windows Firewall: Allow remote administration exception Group Policy setting is enabled on the administrative computer.

Delegating access to Group Policy Results

By default, Group Policy Results and the RSoP snap-in can only be used remotely when the person originating the request is a local administrator on the target computer. Beginning in Windows Server 2003, a delegation model is available that allows this right to be delegated to users who are not Administrators on the target computer. This is a common scenario when help desk personnel require access to computers without being made Administrators on those computers.

In Windows XP Service Pack 2 and Windows Server 2003 Service Pack 1, the security model for DCOM authentication (on which RSoP relies) has been strengthened. Even if RSoP delegation has been configured correctly, this strengthening prevents local non-administrators from retrieving RSoP information from a target computer. Note that this issue does not impact Group Policy Modeling, since the request for simulated RSoP data is made against a domain controller running Windows Server 2003, which, by definition, is not running Windows XP.

You can manage the list of users and groups associated with DCOM authentication through Group Policy. To allow continued use of delegated RSoP, users to whom you want to grant this right must also have access through the DCOM authentication model. For more information about the security changes to DCOM in Windows Server 2003 Service Pack 1, see "DCOM Security Enhancements" earlier in this document.

Use the following procedure to delegate access to Group Policy Results: 
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To delegate access to Group Policy Results

	1.
Enable the Windows Firewall: Allow remote administration exception Group Policy setting on target computers. 

2.
Set the following DCOM security policy settings on target computers. (They are located in Computer Configuration\Windows Settings\Security Settings\Local Policies\Security Options.)

DCOM: Machine access restrictions in Security Descriptor Definition Language (SDDL) syntax
DCOM: Machine launch restrictions in Security Descriptor Definition Language (SDDL) syntax
3.
Right-click the Group Policy object, and then click Properties.

4.
Click Edit Security. Access Permission opens.

5.
Click Add, and then Select Users, Computers, or Groups opens.

6.
Enter the desired delegation targets.


Remotely editing a local Group Policy object

In order to remotely edit a local Group Policy object on a target computer that has Windows Firewall enabled, you need to enable the following policy setting: Windows Firewall: Allow file and printer sharing administration. 

The policy setting is located in Computer Configuration\Administrative Templates\Network\Network Connections\Windows Firewall\[Domain|Standard] Profile\.

RPC Interface Restriction

What does RPC Interface Restriction do?

A number of changes have been made in the Remote Procedure Call (RPC) service for Windows Server 2003 with Service Pack 1 that help make RPC interfaces secure by default and reduce the attack surface of Windows Server 2003. The most significant change is the addition of the RestrictRemoteClients registry key. This key enables you to modify the behavior of all RPC interfaces on the system and can be used to eliminate remote anonymous access to RPC interfaces on the system, with some exceptions. Additional changes include the EnableAuthEpResolution registry key and three new interface registration flags.

Who does this feature apply to?

This feature applies to RPC application developers. System administrators should also be familiar with this change to RPC.

What new functionality is added to this feature in Windows Server 2003 Service Pack 1?

RestrictRemoteClients Registry Key

Detailed description

When an interface is registered using RpcServerRegisterIf, RPC allows the server application to restrict access to the interface, typically through a security callback. The RestrictRemoteClients registry key forces RPC to perform additional security checks for all interfaces, even if the interface has no registered security callback.

RPC clients that use the named pipe protocol sequence (ncacn_np) are exempt from all restrictions discussed in this section. The named pipe protocol sequence cannot be restricted due to several significant backwards compatibility issues.

The RestrictRemoteClients registry key can have one of three DWORD values that can also be controlled programmatically in rpcdce.h. If the key is not present, it is equivalent to setting the DWORD=0 value (RPC_RESTRICT_REMOTE_CLIENT_NONE) for server SKUs and DWORD=1 value (RPC_RESTRICT_REMOTE_CLIENT_AUTH) for client SKUs.

The following table provides a reference to the RestrictRemoteClients registry key:

	Type
	Description

	Key name
	RestrictRemoteClients

	Type
	DWORD

	Configurable through User Interface
	Yes. This key can be configured using the Group Policy Object Editor.

	Key values
	0 (Default for server SKUs)

This value is the default value in Windows Server 2003 Service Pack 1 for Server SKUs. It causes the system to bypass the RPC interface restriction. This corresponds to the value RPC_RESTRICT_REMOTE_CLIENT_NONE in rpcdce.h. It is entirely the responsibility of the server application to impose appropriate RPC restrictions. This setting is equivalent to the behavior in previous versions of Windows.

1

This value is the default value in Windows XP Service Pack 2 and client SKUs built from the SRSP1 code base. It restricts access to all RPC interfaces. All remote anonymous calls are rejected by the RPC runtime except calls coming in through named pipes (ncacn_np). This corresponds to the value RPC_RESTRICT_REMOTE_CLIENT_DEFAULT in rpcdce.h. If an interface registers a security callback and provides the RPC_IF_ALLOW_CALLBACKS_WITH_NO_AUTH flag, then this restriction does not apply to that interface.

2

All remote anonymous calls are rejected by the RPC runtime with no exemptions. This corresponds to the value RPC_RESTRICT_REMOTE_CLIENT_HIGH in rpcdce.h. When this value is set, a system cannot receive remote anonymous calls using RPC.


Why is this change important? What threats does it help mitigate?

It is much more difficult to attack an interface if you require calls to perform authentication, even a relatively low level of authentication. Enabling RestrictRemoteClients can be a particularly useful mitigation against worms that rely on exploitable buffer overruns that can be invoked remotely through anonymous connections.

What works differently?

If your RPC application expects to receive calls from remote anonymous RPC clients, using this feature might not allow your application to run correctly. As a result, applications that use DCOM might not work correctly if this value is set.

Because secure RPC calls over connectionless protocols such as User Datagram Protocol (UDP) and Internetwork Packet Exchange (IPX) (ncadq_ip_udp and ncadg_ipx) use a lower level of security than calls over connection-oriented protocols, these calls are always considered nonsecure for the purposes of this policy. As a result, RPC calls over connectionless protocols will fail if this key is enabled in Windows Server 2003 with Service Pack 1.

To allow RPC client calls using connectionless protocols, keep the RestrictRemoteClients value set to 0 (RPC_RESTRICT_REMOTE_CLIENT_NONE), the default setting for Windows Server 2003 with Service Pack 1.

How do I resolve these issues?

There are the following options that may allow you to use RestrictRemoteClients on your server:


Require your RPC clients to use RPC security when contacting your server application. This is the best method to mitigate security threats.


Exempt your interface from requiring authentication by setting the RPC_IF_ALLOW_CALLBACKS_WITH_NO_AUTH flag during interface registration. This configures RPC to allow anonymous connections to only your application’s interface.

EnableAuthEpResolution Registry Key

Detailed description

An RPC interface that is remotely and anonymously accessible and is registered by default on Windows Server 2003 presents a significant attack surface. RPC itself must register such an interface to provide endpoint resolution for calls using dynamic endpoints.

If you enable the RestrictRemoteClients flag, the RPC Endpoint Mapper interface will not be accessible anonymously. This is a significant security improvement, but it changes the task of resolving an endpoint. Currently, an RPC client that attempts to make a call using a dynamic endpoint will first query the RPC Endpoint Mapper on the server to determine what endpoint it should connect to. This query is performed anonymously, even if the RPC client call itself is performed using RPC security. Anonymous calls to the RPC Endpoint Mapper interface will fail on Windows Server 2003 with Service Pack 1 if the RestrictRemoteClients key is set to 1 or higher . This makes it necessary to modify the RPC client runtime to perform an authenticated query to the Endpoint Mapper. If the EnableAuthEpResolution key is set, the RPC client runtime will use NTLM to authenticate to the endpoint mapper. This authenticated query will take place only if the actual RPC client call uses RPC authentication.

Why is this change important?

This change enables an RPC client to make a call to an RPC server that has registered a dynamic endpoint on a system running Windows Server 2003 with Service Pack 1 with RestrictRemoteClients enabled. The client computer must set this registry key so that it will perform an authenticated query to the RPC Endpoint Mapper.

What works differently?

This registry key is used to enable the specific scenario described in the previous section. When this key is turned on, all RPC Endpoint Mapper queries that are performed on behalf of authenticated calls are performed using NTLM authentication.

This setting can also be specified using the Group Policy Object Editor to configure the Group Policy object located in Computer Configuration\Administrative Templates\System\Remote Procedure Call\RPC Endpoint Mapper Client Authentication.

New RPC Interface Registration Flags

Detailed description

Three new interface registration flags have been created to make it easier for an application developer to secure an RPC interface.


RPC_IF_ALLOW_CALLBACKS_WITH_NO_AUTH

When this flag is registered, the RPC runtime invokes the registered security callback for all calls, regardless of the call security settings. Without this flag, RPC rejects all unauthenticated calls before they reach the security callback. This flag works only when a security callback is registered.


RPC_IF_SEC_NO_CACHE

A security callback is registered for an interface in order to restrict access to that interface. The typical security callback impersonates the client to determine whether the client has sufficient rights to make a call to the interface. If a particular client identity passes a security callback once, it usually passes the same security callback every time.

The RPC runtime takes advantage of this pattern by remembering when an individual client identity passes a security callback and skips the security callback for subsequent calls by that client to the same interface. This feature is called security callback caching and has existed since the Microsoft Windows 2000 family of operating systems. For Windows Server 2003 with Service Pack 1, you can use the RPC_IF_SEC_NO_CACHE flag to disable security callback caching for a given interface. This is useful if the security check might change, possibly rejecting a client identity that was previously permitted.


RPC_IF_LOCAL_ONLY

When an interface is registered with this flag, RPC rejects calls made by remote RPC clients. In addition, local calls over all ncadg_* protocol sequences and all ncacn_* protocol sequences (except for named pipes, using ncacn_np) are also rejected. If a call is made onncacn_np, RPC allows the call only if it does not come from SRV, which filters out all remote calls. Ncalrpc calls are always allowed through.

Why is this change important?

This change provides RPC application developers with additional security tools to help secure their RPC interface.

What works differently?

These flags will not change any existing Windows Server 2003–based application or cause it not to run correctly. The use of these new flags is at the discretion of the application developer.

What settings are added or changed in Windows Server 2003 Service Pack 1?

RPC Settings

	Setting name
	Location
	Default value
	Possible values

	RestrictRemoteClients
	HKEY_LOCAL_MACHINE\ SOFTWARE\Policies\ Microsoft\Windows NT\RPC

-or-

(Group Policy object)

Computer Configuration\ Administrative Templates\System\Remote Procedure Call\Restrictions for Unauthenticated RPC Clients
	0
	0 – None

1 – XP SP2 and SRSP1 client SKUs Default

2 – High

	EnableAuthEpResolution
	HKEY_LOCAL_MACHINE\ SOFTWARE\Policies \Microsoft\Windows NT\RPC

-or-

(Group Policy object)

Computer Configuration\ Administrative Templates\System\Remote Procedure Call\RPC Endpoint Mapper Client Authentication
	0
	0 – Disabled

1 – Enabled


Do I need to change my code to work with Windows Server 2003 Service Pack 1?

You may need to change your code to work with Windows Server 2003 Service Pack 1 if you decide to enable RestrictRemoteClients. For more information about application changes that might be required, see the previous sections on RestrictRemoteClients and EnableAuthEpResolution.

Security Configuration Wizard in Windows Server 2003 Service Pack 1

What does Security Configuration Wizard do?

Security Configuration Wizard (SCW) is a new feature in Windows Server 2003 with Service Pack 1 that provides guided attack surface reduction for your servers. SCW is highly recommended for creating security policies for servers based on their roles. SCW includes the following features:


Remote or local role-based lockdown ensures that all necessary services are turned on, minimizing risk of breakage.


Any services not specifically needed by the role(s) performed by the target system can be disabled.


Firewall and IPsec configuration ensures that the server presents the minimum possible attack profile based on the needs of the selected role(s).


Automated selection of key security settings based on a guided wizard to minimize compatibility problems and maximize security.


Selection of appropriate audit settings.


Inclusion of standard security templates for detailed customization of security policy.


Integration with Group Policy for Active Directory-based deployment of security policies.


Fully functional and scriptable command line interface for automated deployment to multiple servers across the network.


Rollback of policies for testing and troubleshooting purposes.


Declarative extensibility of role knowledge base to allow authoring of new roles.

When you run SCW you will be asked a series of questions to determine the functional requirements of your server. Any functionality that is not required based on your selections can  be disabled automatically.

Who does this feature apply to?

SCW can be used with any system running Windows Server 2003 with Service Pack 1 and in any network configuration. SCW will be of interest to:


Security professionals responsible for authoring corporate security policies.


Information technology (IT) professionals responsible for deploying, configuring, and managing servers.


Developers of server-based applications who want their applications to be managed with SCW.

What new functionality is added to this feature in Windows Server 2003 Service Pack 1?

Security Configuration Wizard

Detailed description

Security Configuration Wizard uses a roles-based metaphor driven by an extensible XML knowledge base that defines the services, ports, and other functional requirements for almost 200 different system roles, including roles for Windows Server System applications such as Microsoft ISA Server and SQL Server.

SCW uses this extensible XML knowledge base to perform role discovery, solicit user input, and author security policies that disable services, block ports, modify registry values, and configure audit settings. Even ports that are left open can be restricted to specific subnets or systems using Internet Protocol security (IPsec). SCW also allows you to roll back previously applied policy settings. It includes a command line tool you use with administrative scripts and other administrative utilities to apply a security configuration and perform compliance analysis on groups of servers in your organization. SCW also integrates with Active Directory to support deployment of SCW-generated policy settings through Group Policy.

Summary of SCW security coverage

Security Configuration Wizard allows users to easily:


Disable unnecessary services.


Protect Internet Information Services (IIS).
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Note: 

IIS policies cannot be deployed with Group Policy since Group Policy does not currently configure IIS. If a policy containing IIS settings is converted to a Group Policy object the IIS settings are lost.


Block unused ports, including support for multi-homed scenarios.


Secure ports that are left open using IPsec.


Reduce protocol exposure for Lightweight Directory Access Protocol (LDAP), LAN Manager, and server message block (SMB).


Configure audit settings with a high signal-to-noise ratio.


Import Windows security templates for coverage of settings that are not configured by the wizard.

Summary of SCW operational features

In addition to roles-based guided security policy authoring, SCW also supports:


Rollback. Enables you to return your server to the state it was in before you applied the SCW security policy.


Analysis. Enables you to check that servers are in compliance with expected policies.


Remote configuration and analysis support. All SCW functionality can be performed on both local and remote systems.


Command line support. A command-line tool is provided for scripting use.


Active Directory integration. Supports deploying SCW policies using Group Policy.


Editing. A security policy created using SCW can be modified when necessary, such as when machines are repurposed or when a system configured with a particular policy does not behave as expected.


Reports. Provides the ability to view the data stored in the knowledge base, policies, and analysis results XML files.

Why is this change important?

Attack surface reduction is a fundamental security best practice, yet it is often difficult for server administrators to find the time to properly secure, test, and deploy a Windows server without breaking required functionality, which can lead to vulnerable servers within an organization. 

Security configuration guides (such as the Windows Server 2003 Security Guide on the Microsoft Web site at http://go.microsoft.com/fwlink/?LinkId=14845) provide general settings that support a broad range of systems but that do not provide an optimal security versus functionality tradeoff for a specific class of systems. SCW automates the lockdown process of systems providing specific functionality and is fully tested and supported by Microsoft. Reducing the attack surface of Windows servers can minimize the number of servers that need to be immediately patched when a vulnerability is discovered, as a given vulnerability will not necessarily be present or exploitable in all configurations.

What works differently?

Today, Windows administrators typically define security policies using the Security Configuration Editor on their own, in conjunction with documented guidance, or with existing security templates designed for specific scenarios. In contrast, Security Configuration Wizard is an authoring tool that allows you to create a custom security policy by answering a series of questions. For settings that are not configured by the wizard, SCW allows the administrator to import existing security templates.

Do I need to change my code to work with Windows Server 2003 Service Pack 1?

No, but SCW is extensible so that developers can create their own SCW role definitions for their own applications. A whitepaper about how to extend the SCW knowledge base will be available when Windows Server 2003 Service Pack 1 is released.

What do I need to change in my environment to deploy Windows Server 2003 Service Pack 1?

Nothing, however SCW can be used during the deployment process to ensure servers are deployed with the expected security policy.

If unattended setup is used to deploy servers, consider the following:


Install the SCW optional component automatically during unattended setup by adding the following entry to the [Components] section of unattend.txt: SCW = On.


To apply an SCW policy during the unattended installation, also carry out the following steps:


Create the policy file on a server that already has SCW installed. 


Either create a Cmdlines.txt file or modify the existing one so that it has a [Commands] section containing the following line: scwcmd configure /p:SCWPolicy.xml

Copy the Cmdlines.txt file and the previously created policy file (SCWPolicy.xml in this case) to the $OEM$ directory.


If an imaging solution is used to deploy servers, you can apply an SCW on the reference machine that will be imaged prior to creating the image.

For additional information on Security Configuration Wizard go to the Microsoft Web site at http://go.microsoft.com/fwlink/?LinkId=45503.

Setup

What does Setup do?

Setup is the program that installs and configures the operating system on your computer. When you originally install Windows Server 2003, Setup installs and configures the operating system to work properly with the computer.

Often, any program that is used to install and configure software programs is called Setup. However, in Windows Server 2003, there are two different programs that install and configure programs after the operating system is operational. When Windows Server 2003 Service Pack 1 (SP1) or any other software update is installed on Windows Server 2003, the Package Installer for Windows updates and changes the existing installation of Windows Server 2003. If an application, such as Microsoft Office, is installed, configured, or upgraded, then Windows Installer is the program that is responsible for that task.

Who does this feature apply to?

All users and administrators who install or deploy Windows Server 2003 Service Pack 1 should become familiar with the changes in this feature.

What new functionality is added to this feature in Windows Server 2003 Service Pack 1?

Package Installer for Windows

Detailed description

The Package Installer for Windows (Update.exe) installs Windows Server 2003 Service Pack 1. This is different installation technology from what is used to install the complete operating system. For a complete discussion of the Package Installer, see "The Package Installer for Windows and Windows Components" on the Microsoft Web site at http://go.microsoft.com/fwlink/?LinkId=26004.

Changes in Package Installer in Windows Server 2003 Service Pack 1 include:


Command line switches 

Microsoft has moved to a standard for Installer switches, which will be available later this year. There are no new switches to replace the /D and /S switch functions; the old switches are still valid. The following table describes the former, new, and legacy switches for use with the Package Installer.

	Old Switch
	New Switch 
	Description

	None
	/Uninstall
	Used to automate removal of a service pack.

	/?
	/Help
	Displays help text.

	/D:FolderName
	No change
	For service pack installations, backs up files to the specified folder.

	None
	/ER
	Enables extended return codes. (For more information about extended return codes, see Appendix F in the "The Package Installer for Windows and Windows Components" white paper.)

	/F
	/F
	Forces other applications to close when the computer restarts after the installation.

	None
	/Forcerestart
	Forces restart after installation finishes.

	/L
	/L
	Lists installed hotfixes (Windows updates only).

	/N
	/N
	Does not back up files for removing the service pack or hotfix. In Add or Remove Programs, there is no Remove button for the hotfix, so it cannot be uninstalled. 

	/O
	/O
	Overwrites OEM files without prompting.

	/Q
	/Quiet
	Uses quiet mode, which is the same as unattended mode, except that the user interface is hidden. No prompts appear during the installation.

	/Intergrate:FolderName
	No change
	Combines the operating system image with Windows Server 2003 Service Pack 1 in a shared distribution folder for an integrated installation. When using this switch, type the name of the shared distribution folder after the colon. 

	/U
	/Passive
	Uses unattended setup mode. Only critical errors and a progress bar appear during setup.

	/Z
	/Norestart
	Does not restart the computer after the installation finishes.



/O command line switch

The /O command line switch prevents Update.exe from performing an exhaustive search for original equipment manufacturer (OEM) supplied files, such as video drivers. Use this switch only if you want to overwrite all files supplied by the OEM on your system. By default, OEM files are not overwritten. 


Do not apply updates during installation

If you are running in an environment that uses a utility to scan and apply updates or security updates automatically, the utility may conflict with the service pack installation. This conflict can occur when a service pack is in the process of installation or uninstallation and has not fully completed due to the need to restart and then run the post-installation processes. If the update utility attempts to apply updates to the system at shutdown or restart, it may attempt to install updates prior to completing the service pack installation, which may result in the computer being left in an unusable state.


Improved recovery following installation failure

In the event that there is a failure to complete the service pack installation, in most cases, automatic recovery will occur. For example, if power failure occurs during the latter parts of installation, when you restart the computer, the service pack uninstall procedure automatically starts and rolls back all the changes that were made during the service pack installation.


Antivirus software 

Although antivirus software is a critical factor in keeping a computer secure, it can affect the overall time required to install a service pack. Disabling your antivirus software during installation of the service pack could reduce the installation time by up to 20%. If you decide to disable the antivirus software, be aware of the risks involved and be sure to enable it after the service pack is installed.

What works differently?

A new prerequisite to service pack installation is a check as to whether the file SpUpdSvc.inf exists on the computer. This file will be present only if Windows Server 2003 Service Pack 1 was previously installed on the computer. If this file is found on your computer by the SP1 installer you will be presented with the message: 

Setup has detected an .INF file from the beta installation that will prevent successful installation of the Service Pack. Please see Deleting SpUpdSvc.inf before install in the Readme document accompanying this release for details on how to unblock the Windows Server 2003 Service Pack 1 installation. 
There is also a prerequisite that blocks installation of the service pack if the Distributed Transaction Coordinator (also know as MSDTC) service status is Disabled and Stopped at the time of installation.  In this case the installation will stop and you will be presented with the message:

Setup has detected that the Distributed Transaction Coordinator (MSDTC) service is disabled. The MSDTC service is required for the successful installation of Microsoft ® Windows Server™ 2003 Service Pack 1 (SP1).  Please enable the MSDTC service, and then restart the installation of Windows Server 2003 SP1. For more information about enabling the MSDTC service, contact your network administrator. 
How do I resolve these issues?

[image: image62.png]


To manually delete the SPUpdSvc.INF file

	1.
Locate the SPUpdSvc.INF file in the Windows directory.

2.
Rename the file from SPUpdSvc.INF to SPUpdSvc.BAK.

3.
Restart your computer.

4.
Attempt to install the service pack

5.
If the service pack successfully installs, delete the SPUpdSvc.BAK file.
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To enable the MSDTC service

	1.
Open a command prompt.

2.
At the command prompt, type the following command:

sc config MSDTC start=demand
This will change the status of the MSDTC service from disabled to enabled, but will not start the service. 


Transmission Control Protocol/Internet Protocol (TCP/IP)

What does TCP/IP do?

Transmission Control Protocol/Internet Protocol (TCP/IP) is a suite of standard protocols for connecting computers across networks. TCP/IP enables Windows-based computers to connect and share information with other Microsoft and non-Microsoft systems.

For more information about TCP/IP and related registry settings, see "Microsoft Windows Server 2003 TCP/IP Implementation Details" on the Microsoft Web site at http://go.microsoft.com/fwlink/?LinkId=39649.

Who does this feature apply to?

All users who use TCP/IP to connect and communicate information over a network should be aware of the changes incorporated in Windows Server 2003 Service Pack 1.

What new functionality is added to this feature in Windows Server 2003 Service Pack 1?

SYN attack protection is enabled by default

Detailed Description

When a SYN attack is detected, TCP/IP in Windows Server 2003 and Windows XP lowers the number of retransmissions of the SYN-ACK segment and does not allocate memory or table entry resources for the connection until the TCP three-way handshake has been completed.

A TCP Synchronize (SYN) attack is a denial-of-service attack that exploits the retransmission and time-out behavior of the Synchronize-Acknowledgement (SYN-ACK) segment during the TCP three-way handshake to create a large number of half-open TCP connections. Depending on the TCP/IP protocol implementation, a large number of half-open TCP connections could do any of the following:


Use all available memory.


Use all possible entries in the TCP Transmission Control Block (TCB), an internal table used to track TCP connections. When the half-open connections use all the entries, further connection attempts are responded to with a TCP connection reset.


Use all available half-open connections. When all the half-open connections are used, further connection attempts are responded to with a TCP connection reset.

Why is this change important? What threats does it help mitigate?

To mitigate the impact on a host experiencing a SYN attack, TCP/IP minimizes the amount of resources devoted to incomplete TCP connections and reduces the amount of time before abandoning the connection. When a SYN attack is detected, TCP/IP in Windows Server 2003 and Windows XP lowers the number of retransmissions of the SYN-ACK segment and does not allocate memory or table entry resources for the connection until the TCP three-way handshake has been completed.

You can control SYN attack protection through the SynAttackProtect registry setting at HKEY_LOCAL_MACHINE\System\CurrentControlSet\Services\Tcpip\Parameters(REG_DWORD type). You set SynAttackProtect to 0 to disable SYN attack protection and to 1 to enable it. 

For TCP/IP in Windows XP (all versions) and Windows Server 2003 with no service packs installed, SynAttackProtect is set to 0 by default. For TCP/IP in Windows Server 2003 SP1, SynAttackProtect is set to 1 by default.

New SYN attack notification IP Helper APIs

Detailed Description

To allow an application to notify network administrators that a SYN attack is taking place, the IP Helper API supports new SYN attack notification APIs named NotifySecurityHealthChange and CancelSecurityHealthChangeNotify. Information about these new APIs has not yet been published in the Microsoft Developer Network (MSDN). A link to the MSDN topics describing these new APIs will be posted here when available.

Smart TCP port allocation

Detailed Description

TCP/IP in Windows Server 2003 SP1 has implemented a smart TCP port allocation algorithm. When an application requests any available TCP port, TCP/IP first attempts to find an available port that does not correspond to a connection in the TIME WAIT state. If a port cannot be found, then it picks any available port.

Why is this change important? What threats does it mitigate?

When a TCP peer initiates a TCP connection termination and the connection termination completes, the TCP connection enters the TIME WAIT state. When the TIME WAIT state is reached, TCP must wait twice the maximum segment lifetime (MSL) before a connection with the same set of socket addresses can be created. The set of socket addresses consists of the combination of the source and destination IP addresses and source and destination TCP ports. The MSL is the maximum amount of time a TCP segment can exist in an internetwork, and its recommended value is 120 seconds. This delay prevents a new connection’s TCP segments using the same set of socket addresses from being confused with duplicated TCP segments of the old connection.

The TCP port for a connection in the TIME WAIT state is considered an available port and can be assigned for use by an application. This can lead to the following series of events:

1.
An application requests any available TCP port.

2.
TCP/IP assigns a TCP port to use for the application socket.

3.
The application attempts to open a socket with a specific destination IP address.

4.
The application establishes a TCP connection and sends data.

5.
The application terminates the TCP connection.

6.
TCP/IP places the application's TCP connection in the TIME WAIT state until 2*MSL has passed.

7.
The same application requests another available TCP port.

8.
TCP/IP assigns a TCP port to use for the application socket. Because the port for the connection in the TIME WAIT state is considered open, it can be chosen as the next port to assign to the requesting application. Assume that TCP/IP assigns the same TCP port number.

9.
The application attempts to open a socket with the same destination IP address.

10.
Because the connection is using the same set of socket addresses as the connection in the TIME WAIT state, TCP/IP indicates an error to the application.

Mitigating this error situation required adjusting the registry settings in one of the following ways:


Setting the MaxFreeTWTcbs registry setting at HKEY_LOCAL_MACHINE\System\CurrentControlSet\Services\Tcpip\Parameters (REG_DWORD type) to a lower value. The value of MaxFreeTWTcbs controls the number of connections that can be in the TIME WAIT state. When this number is exceeded, the oldest connection is automatically removed from the TIME WAIT state.


Setting the TcpTimedWaitDelay registry setting at HKEY_LOCAL_MACHINE\System\CurrentControlSet\Services\Tcpip\Parameters (REG_DWORD type) to a lower value. The value of TcpTimedWaitDelay determines the length of time that a connection stays in the TIME WAIT state.

However, lowering the value of these registry settings is contrary to the original design of TCP and the MSL and is not recommended.

Therefore, Windows Server 2003 SP1 includes this port allocation algorithm change to prevent an application from creating a connection with the same set of socket addresses of a connection that is in a TIME WAIT state if another port is available. 

This new behavior makes it much more unlikely that an application will be assigned a TCP port that is in the TIME WAIT state when connecting to the same destination, so that it is no longer necessary to modify the values of the MaxFreeTWTcbs and TcpTimedWaitDelay registry keys to avoid the error situation described above.

Improved receive Winsock APIs

Detailed description

Winsock APIs now support a mechanism that allows applications to specify that a receive request should not be completed until the receive buffer is full. This helps reduce network latency and better supports high performance applications. For more information about the Winsock implementation, see "About the Winsock SPI" on the MSDN Web site at http://go.microsoft.com/fwlink/?LinkId=45684. 

Winsock self-healing

Detailed description

Winsock, the consortium-based networking application programming interface (API), is extensible by a mechanism known as the Winsock Service Provider Interface (SPI). The SPI provides a mechanism for layering providers on top of each other. Providers that are layered in this fashion are called Winsock Layered Service Providers (LSPs). Winsock LSPs are available for a wide range of useful purposes, including parental controls and Web content filtering. The specific layering order of all providers is kept in the Winsock Catalog. In previous versions of Windows Server 2003, improperly removed LSPs (possibly due to poorly implemented LSP install/removal code) could result in corruption of the Winsock Catalog, potentially resulting in a loss of all network connectivity. Winsock now has the ability to detect improperly removed LSPs and automatically repair itself.  

Why is this change important? What threats does it help mitigate?

Customers need to be able to safely remove LSPs from their systems.

New Winsock Netsh commands

Detailed description

Two new Netsh commands are available in Windows Server 2003 Service Pack 1: 


netsh winsock reset catalog
This command resets the Winsock catalog to the default configuration. This can be useful if a malformed LSP is installed that results in loss of network connectivity. While use of this command can restore network connectivity, it should be used with care because any previously installed LSPs will need to be reinstalled.


netsh winsock show catalog
This command displays the list of Winsock LSPs that are installed on the computer. 

Why is this change important? What threats does it help mitigate?

These commands provide additional management capabilities for maintaining and troubleshooting Winsock LSPs and can be used in a script to aid in recovering from a widespread installation of malformed LSPs.

New Netstat parameter

The following new parameter can be used with the netstat command:


netstat -b
Using this parameter with the netstat command displays the executable involved in creating each connection or listening port. In some cases well-known executables host multiple independent components, and in these cases the sequence of components involved in creating the connection or listening port is displayed with components being displayed prior to the executable that called the component. The executable name will be denoted by brackets ([]) on either side of the executable name.
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Note: 

Using this parameter can take a considerable amount of time and might fail if the account it is running under does not have sufficient permissions to gather the information requested.

What new settings are added in Windows Server 2003 Service Pack 1?

A new registry key has been added as shown in the table below. This registry key sets the maximum number of ICMP host routes that can be added. This key should not be changed unless ICMP is being used to add a large number of host routes.

	Setting name
	Location
	Default value

	MaxICMPHostRoutes
	HKEY_LOCAL_MACHINE \SYSTEM \CurrentControlSet \Services\Tcpip\Parameters
	1000


WebDAV Redirector

What does WebDAV Redirector do?

The WebDAV Redirector (DAVRdr) allows computers running Windows Server 2003 to use WebDAV (Web-based Distributed Authoring and Versioning) servers, such as Windows SharePoint Services and MSN Communities, as if they were standard file servers. It consists of a kernel component that connects to a Windows NT remote file system stack, and a user-level component (Web client service) that translates file system requests into WebDAV requests. 

Who does this feature apply to?

This feature is used by people who access WebDAV servers through the remote file system. WebDAV Redirector is implemented in the remote file system stack. Client administrators, and users who are concerned with the security of their computer credentials, need to be aware of this change if they access remote files on a WebDAV server using a Universal Naming Convention (UNC) path, for example, a file request such as \\ServerName\ShareName\File.txt will be processed by WebDAV Redirector and will be affected by this change in functionality.

What new functionality is added to this feature in Windows Server 2003 Service Pack 1?

Disabling Basic Authentication over a clear channel

Detailed description

WebDAV is an extension of Hypertext Transfer Protocol (HTTP), and as such includes the use of Basic Authentication (BasicAuth). BasicAuth is one form of user authentication, or means by which a user is identified to the server. With BasicAuth, the client transmits the user’s credentials (user name and password) to the server. If the channel is unencrypted, such as with normal HTTP traffic, any computer on the network can see the user’s user name and password and therefore steal their identity. The DAVRdr does not support encrypted HTTP (HTTPS or SSL), and will transmit the user’s credentials in the clear (without encryption) if the server supports basic authentication. Although a server most likely would not be configured to use basic authentication, it would be possible to set up the server expressly to obtain users’ credentials. 

Because of this possibility, Windows Server 2003 Service Pack 1 (SP1) includes the ability to enable or disable the use of BasicAuth by the DAVRdr. By default, use of BasicAuth is disabled with SP1. When BasicAuth is disabled, the client will either use a different authentication method (if the server supports one) or fail the request.

Why is this change important?

Users can log on to WebDAV servers for remote file access without fear of transmitting their password in the clear.

What threats does it help mitigate?

Imagine a corporate user at Contoso Corporation who routinely accesses the file share \\Contoso_Server\Sales outside the corporation on a public network, and uses an application that attempts to access that share as part of normal background activity. Since the user’s portable computer is outside the corporate network, the request should fail. However, the DAVRdr will transmit a request to see if there is a DAV server named Contoso_Server, even though the actual server that the portable computer is attempting to access is an SMB server.

An attacker can be operating on that same public network with a computer that spoofs WINS requests, returning a pointer to itself in response to any WINS request. The portable computer will then try to access a DAV share on that rogue server. If the rogue server responds with BasicAuth as the authentication method, a dialog box appears that asks for the user’s credentials. The dialog box identifies the server as Contoso_Server, leading the user to believe the request is legitimate. If the user enters their user name and password, the client transmits that information in the clear and the attacker thus gains access to that user’s login information. There is no indication to the user that the channel is not secure, that the request is being handled by the DAVRdr, or that the portable computer will transmit the user name and password in the clear. Note that the current default Windows authentication methods never transmit a user’s password in the clear.

What works differently?

Since the change to default behavior only affects the DAVRdr, the only scenarios that fail to work are those that require basic authentication, and that use the DAVRdr. An example is using Notepad.exe to access a Web site that only allows BasicAuth. This scenario will no longer work. Also, even if the server was configured to only use basic authentication, other applications such as Microsoft Office will continue to work, since they use a different DAV client.

How do I resolve these issues?

You can enable BasicAuth by adding the following registry key and setting it to a non-zero value:

	HKEY_LOCAL_MACHINE\SYSTEM\CurrentControlSet\Services \WebClient\Parameters\UseBasicAuth (DWORD)


If you delete the registry key or set it to 0, the behavior reverts to the default, or disabling the use of BasicAuth.

WinINet: Disabling Basic Authentication over a clear channel

Detailed description

Because the DAVRdr is part of the remote file system stack, a computer is open to attack whenever an attempt is made to remotely access files. Although the threat to other applications that use the Internet APIs is less severe than it is for the DAVRdr, a similar attack is possible whenever an application (or the user) attempts to access a URL. For this reason, WinINet is exposing the mechanism by which the DAVRdr disables BasicAuth to other users of the Internet APIs.

There are two ways to block the use of Basic Authentication over clear (or unencrypted) channels:


Create the following registry key and set it to a non-zero value.

HKEY_CURRENT_USER\SOFTWARE\Microsoft\Windows \CurrentVersion\ Internet Settings\DisableBasicOverClearChannel (DWORD)

This prevents WinINet from attempting to use BasicAuth unless the channel is secured (using HTTPS or SSL).


The application can disable the use of BasicAuth for its connections by setting the AUTH_FLAG_DISABLE_BASIC_CLEARCHANNEL flag (0x4) in the value supplied in the call to InternetSetOption using INTERNET_OPTION_AUTH_FLAGS.

Why is this change important?

Users can log on to WebDAV servers for remote file access without fear of transmitting their password in the clear.

What threats does it help mitigate?

Imagine a corporate user who routinely accesses the Web site http://www.contoso.com/sales. While outside the corporation on a public network, the user attempts to access that site using Internet Explorer. Since the laptop is outside the corporation, the request should fail with a "Server not found" message. An attacker can run on that same public network with a computer that spoofs WINS requests, returning a pointer to itself in response to any WINS lookup. The laptop will then try to send the HTTP request to load the page from the rogue server. If the rogue server responds with BasicAuth as the authentication method, the laptop responds to the user, asking for his or her credentials. It identifies the site http://www.contoso.com/sales, leading the user to believe the request is legitimate. If the user enters his or her user name and password, the client will transmit that information in the clear, and the attacker thus gains access to that user’s login information. In particular, there is no indication to the user that the channel is insecure, or that the laptop will transmit the user name and password in the clear.

What works differently?

By default, there is no change in behavior for WinINet applications (except for the DAVRdr as noted above). If this setting is disabled, the user is unable to connect to HTTP servers that only support Basic Authentication.

What settings are added or changed in Windows Server 2003 Service Pack 1?

WebDAV Redirector Settings

	Setting name
	Location
	Previous default value (if applicable)
	Default values
	Possible values

	UseBasicAuth
	HKEY_LOCAL_MACHINE\System \CurrentControlSet \Services \WebClient \Parameters \UseBasicAuth
	Not applicable.
	Key doesn’t exist.

(BasicAuth disabled for DAVRdr)
	0, non-zero

	DisableBasicOverClearChannel
	HKCU\SOFTWARE \Microsoft \Windows \CurrentVersion \Internet Settings \DisableBasicOverClearChannel
	Not applicable.
	Key doesn’t exist. (BasicAuth enabled for everything else)
	0, non-zero


Do I need to change my code to work with Windows Server 2003 Service Pack 1?

No changes are necessary. Developers who write applications that use the Internet APIs and want to disable BasicAuth, such as the DAVRdr, can add a call to InternetSetOptions().

Windows Firewall in Windows Server 2003 Service Pack 1

What does Windows Firewall do?

Windows Firewall (previously called Internet Connection Firewall or ICF) is a software-based, stateful filtering firewall for Microsoft Windows XP and Microsoft Windows Server 2003. Windows Firewall provides protection for computers that are connected to a network by preventing unsolicited incoming traffic through TCP/IP version 4 (IPv4) and TCP/IP version 6 (IPv6). Configuration options include:


Configuring and enabling port-based exceptions


Configuring and enabling program-based exceptions


Configuring basic ICMP options


Logging dropped packets and successful connections

Windows Firewall in Windows Server 2003 Service Pack 1 is not enabled by default when the update is applied to your server. It will only be enabled in the following situations:


If Internet Connection Sharing was previously enabled.


If Internet Connection Firewall was previously enabled.


If the server is a new installation of Windows Server 2003 with Service Pack 1 (also known as a slipstream installation).

The best resources to help you fully understand how Windows Firewall works and how it can be used in your environment are the Windows Firewall Information and Help topics and the Windows Firewall Operations Guide available at the Windows Server 2003 TechCenter on Microsoft TechNet. 
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Note: 

If you decide to use Windows Firewall with your server, it is strongly recommended that you restart your servers after turning on and configuring the firewall. Windows Firewall in Windows Server 2003 with Service Pack 1 now supports application exceptions and needs to maintain the state of those applications. As a result, any applications or services that you add to the firewall exceptions list that were running prior to the firewall starting will still fail. After the server is restarted, the firewall will be running before any of the applications on the exceptions list and will be able to successfully maintain the state of the applications and handle them correctly.

Who does this feature apply to?

This feature applies to:


All computers that are connected to a network, including the Internet.


All programs (applications and services) that listen on the network.


All programs that do not work with stateful filtering.

What new functionality is added to this feature in Windows Server 2003 Service Pack 1?

Integration of Internet Connection Firewall and IPv6 Internet Connection Firewall into Windows Firewall

Detailed description

The version of Internet Connection Firewall that was introduced with Windows XP filtered only IPv4 traffic. IPv6 Internet Connection Firewall was introduced with the Advanced Networking Pack for Windows XP. With Windows Server 2003 Service Pack 1, Internet Connection Firewall and IPv6 Internet Connection Firewall are integrated into a single component called Windows Firewall.

With this change, any configuration change applies to both IPv4 and IPv6 traffic. For example, when a static port is opened, it is opened for both IPv4 and IPv6 traffic.

Why is this change important?

This allows for easier configuration management and application compatibility.

What works differently?

The Internet Connection Firewall service is removed from the system and replaced with the Windows Firewall service, which filters both IPv4 and IPv6 traffic. All firewall APIs are superseded by new APIs introduced with Windows Server 2003 Service Pack 1.

How do I resolve these issues?

For more information, see "Do I need to change my code to work with Windows Server 2003 Service Pack 1?" later in this document.

On-by-default for new installations of Windows Server 2003 that include a service pack

Detailed description

Windows Firewall is on by default only during new installations of Windows Server 2003 that include a service pack (also known as a slipstream release). Windows Firewall provides network protection while users update their system with the latest patches using the new Post-Setup Security Updates feature. As soon as the updates are finished the firewall is turned off unless it was explicitly enabled.

If a server running Windows Server 2003 is updated or upgraded to Service Pack 1 the firewall is off by default and the Post Setup Security Updates feature is not used.

Why is this change important? What threats does it help mitigate?

By enabling Windows Firewall by default on new installations, the computer has more protection from many network-based attacks while it is being set up and configured. For example, if Windows Firewall had been enabled by default, the MSBlaster attack would have been greatly reduced in impact, whether or not users had installed the relevant updates on their computers.

What works differently?

After a new installation of a slipstream version of Windows Server 2003 with Service Pack 1, Windows Firewall is enabled by default and incoming traffic is blocked until after Post-Setup Security Updates have been completed. This might create application or service incompatibility if the application or service does not work with stateful filtering by default. 

How do I resolve these issues?

Complete Post-Setup Security Updates, which will automatically turn off the firewall, before proceeding with any other server configuration tasks.

It is also possible to configure the firewall to work with applications or services you need to use, if you don’t want to complete Post-Setup Security Updates until a later time.

Configuration by the Security Configuration Wizard

Detailed description

The recommended means of turning on Windows Firewall and performing its initial configuration for Windows Server 2003 with Service Pack 1 is to use the Security Configuration Wizard (SCW). SCW will automatically turn on Windows Firewall and create the appropriate settings based on the needs of your server. For more information about SCW, see "Security Configuration Wizard", in this document.

Why is this change important?

Some server components and applications should not be used with Windows Firewall or should be used in very specific configurations. SCW has been designed to help you determine the recommended settings for the Windows Firewall based on your environment.

Boot-time security

Detailed description

In earlier versions of Windows, there is a period of time between when the network stack comes up and when Internet Connection Firewall provides protection. This results in the ability for a packet to be received and delivered to a service without Internet Connection Firewall providing filtering and potentially exposes the computer to vulnerabilities. This was due to the firewall driver not starting to filter until the firewall user-mode service was loaded and had applied appropriate policy settings. The firewall service has a number of dependencies, which causes the service to wait until those dependencies are cleared before it pushes the policy down to the driver. This time period is based upon the speed of the computer.

In Windows Server 2003 Service Pack 1, the IPv4 and IPv6 firewall drivers have a static rule to perform stateful filtering. This static rule is called a boot-time policy. This allows the computer to perform basic networking functions such as DNS and DHCP and communicate with a domain controller to obtain policy settings. After the Windows Firewall service is running, it loads and applies the runtime policy settings. The boot-time policy cannot be configured.

There is no boot-time security if the Windows Firewall service (which is listed as Windows Firewall/Internet Connection Sharing (ICS) in the Service Control Manager) is set to either Manual or Disabled. 

Why is this change important? What threats does it help mitigate?

With this change, the computer is open to fewer attacks during startup and shutdown.

What works differently?

If the Windows Firewall service fails to start, boot-time security remains in effect. This means that all incoming connections are blocked. In this case, an administrator will not be able to remotely troubleshoot the issue because all the ports will be closed, including the port used by Remote Desktop.

If a service attempts to start before the firewall service a "race condition" might result. If a necessary service is blocked by this condition you will need to disable Windows Firewall.

How do I resolve these issues?

To turn off boot-time security, stop the Windows Firewall/Internet Connection Sharing (ICS) service and set its startup type to either Manual or Disabled.

If the computer is in boot-time security mode because the firewall service has not started, an administrator must log on to the computer, resolve the cause of the failure, and then manually start the firewall service.

Running in safe mode (Safe mode firewall)

Detailed description

The firewall state is maintained when the server is started in safe mode.

Why is this change important?

With this change your computer is less vulnerable to attack when starting in safe mode with network connectivity.

What works differently?

In previous versions, Internet Connection Firewall was not available when running in safe mode.

Global configuration

Detailed description

In earlier versions of Windows, Internet Connection Firewall was configured on a per-interface basis. This meant that each network connection had its own set of firewall settings, for example, one set of settings for wireless, another set of settings for Ethernet. This made it difficult to synchronize firewall settings between connections. Additionally, new connections would not have any of the configuration changes that had been applied to the existing connections. Non-standard network connections, such as those created by proprietary dialers (for instance, ISP-configured dial-up networking connections) could not be protected.

With global configuration in Windows Firewall, whenever a configuration change occurs, it automatically applies to all network connections in the Network Connections folder, as well as any non-Microsoft dialers. When new connections are created, the configuration is applied to them as well. Configuration can still be performed on a per-interface basis. Non-standard network connections will have only global configuration. Configuration changes also apply to both IPv4 and IPv6.

Why is this change important?

Having global configuration makes it easier for users to manage their firewall policy across all network connections and enables configuration through Group Policy. It also allows you to enable applications to work on any interface with a single configuration option.

What works differently?

In earlier versions of Windows Server, firewall configuration was on a per-interface basis. In Windows Server 2003 Service Pack 1, the configuration is global and applies to both IPv4 and IPv6.

How do I resolve these issues?

If your application or service requires static openings to work, you should open the ports globally, as described later in this topic, in "Do I need to change my code to work with Windows Server 2003 Service Pack 1?"

Audit logging

Detailed description

Audit logging enables you to track changes that are made to Windows Firewall settings and to see which applications and services asked your computer to listen on a port. After audit logging is enabled, audit events will be logged in the security event log. Audit logging can be enabled on client computers running Windows XP Service Pack 2 and servers running Windows Server 2003 Service Pack 1. You can use the following procedure to enable audit logging on your computer.
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To enable audit logging 

	1.
Log on using an account that is a local administrator.

2.
Click Start, click Control Panel, and then click Administrative Tools.

3.
In Administrative Tools, double-click Local Security Policy to open the Local Security Settings console.

4.
In the console tree of the Local Security Settings console, click Local Policies, and then click Audit Policy.

5.
In the details pane of the Local Security Settings console, double-click Audit policy change. Select Success and Failure, and then click OK.

6.
In the details pane of the Local Security Settings console, double-click Audit process tracking. Select Success and Failure, and then click OK.


You can also enable audit logging for multiple computers in an Active Directory directory service domain using Group Policy by modifying the Audit policy change and Audit process tracking settings at Computer Configuration\Windows Settings\Security Settings\Local Policies\Audit Policy for the Group Policy objects in the appropriate domain system containers.

After audit logging is enabled, you can use the Event Viewer snap-in to view audit events in the security event log.

Windows Firewall uses the following event IDs:


848 - Displays the startup configuration of Windows Firewall.


849 - Displays an application exception configuration.


850 - Displays a port exception configuration.


851 - Displays a change made to the application exceptions list.


852 - Displays a change made to the port exceptions list.


853 - Displays a change made to the Windows Firewall operation mode.


854 - Displays a change made to Windows Firewall logging settings.


855 - Displays a change made to ICMP settings.


856 - Displays a change made to the Prohibit unicast response to multicast or broadcast requests setting.


857 - Displays a change made to the Remote Administration setting.


858 - Displays the application of Windows Firewall Group Policy settings.


859 - Displays the removal of Windows Firewall Group Policy settings.


860 - Displays a change made to a different profile.


861 - Displays an application attempting to listen for incoming traffic.

Why is this change important?

Auditing the activity of Windows Firewall is part of a defense in depth strategy because it can be used to alert you to malicious software that is attempting to modify firewall settings. Auditing also generally helps administrators determine the network needs of their applications and design an appropriate policy for deployment to large numbers of users.

Traffic scoping for exceptions

Detailed description

ICF allowed excepted traffic to come from any IPv4 address. With Windows Firewall in Windows Server 2003 with Service Pack 1, you can also configure an exception to allow incoming traffic only from addresses that are directly reachable by selecting the My network (subnet) only scope option (based on entries in the IPv4 and IPv6 routing table), or from specific IPv4 address ranges by selecting the Custom list scope option.

For computers in a workgroup, some exceptions are restricted to locally reachable addresses by default. These exceptions are those needed for file and printer sharing and the UPnP framework. Additionally, when these exceptions are opened for locally reachable addresses on an Internet Connection Sharing (ICS) host, the exceptions will not be opened on the ICS public interface. If you enable these exceptions for all possible addresses they will be opened on the ICS public interface, which is not recommended. When the File and Printer Sharing built-in exception is enabled with the NetShare application programming interface (API), with the Network Setup Wizard, or through the Windows Firewall user interface, incoming file and printer sharing connection requests can come only from directly reachable addresses by default. 

If you are enabling Windows Firewall on a server that is already configured for file and printer sharing, the File and Printer Sharing exception might be enabled automatically. It is recommended that you apply the locally reachable addresses restriction to any exception that is used for communicating on the local network. It can be done programmatically at the command line using Windows Firewall Netsh Helper, or by clicking Windows Firewall in Control Panel.
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Note: 

As a best practice, identify custom scopes with specific addresses or subnets for the exceptions that you specify for Windows Firewall.

When you configure and enable an exception, you are instructing Windows Firewall to allow specific unsolicited incoming traffic sent from the specified scope (from any address, from an address that can be reached directly, or from a custom list). For any scope, enabling an exception makes the computer accessible to attacks based on incoming unsolicited traffic from computers that are assigned the allowed addresses and from malicious computers that spoof traffic. There is no way to prevent spoofed attacks from the Internet on connections assigned public IPv4 addresses except by disabling the exception. Therefore, you should try to configure scope options so that the number of computers that are allowed to send unsolicited traffic through an exception is kept to a minimum. This will reduce, but not eliminate, the likelihood of a spoof attack.

If your organizational security policy requires you to ensure that no one outside your network can access a resource, then you should consider using an approach such as IPsec that supports network-level peer authentication, data origin authentication, data integrity, data confidentiality (encryption), and replay protection.

Why is this change important? What threats does it help mitigate?

Some applications need to communicate only with other computers on the local network and not computers on the Internet. Configuring Windows Firewall to allow only traffic from locally reachable addresses or from specific address ranges corresponding to locally attached subnets restricts the set of addresses from which unsolicited incoming traffic can be accepted. This mitigates, but does not eliminate, attacks that can occur for enabled exceptions.

What works differently?

When the File and Printer Sharing or the UPnP framework built-in exception is enabled using the Control Panel on a computer that is a member of a workgroup, the locally reachable addresses scope is applied to the ports opened. If an application or service also uses these ports, it will be able to communicate only with other nodes that are assigned locally reachable addresses. However, if the computer is a member of a domain, the global scope is applied.

If these exceptions are enabled using an API call or using Netsh.exe instead of from Control Panel, the default scope setting is locally reachable addresses, regardless of whether the computer is a member of a workgroup or a domain.

How do I resolve these issues?

If your application or service does not work with this type of restriction, you should open the port for any computer, as described in "Do I need to change my code to work with Windows Server 2003 Service Pack 1?" later in this document.

Command-line support

Detailed description

The Windows Firewall Netsh Helper was added to Windows XP in the Advanced Networking Pack. This helper applied only to IPv6 Windows Firewall. With Windows Server 2003 Service Pack 1, the structure and syntax of the helper changed and expanded to include support for configuring IPv4 as well. With the Netsh Helper, you can fully configure Windows Firewall, including:


Configure the default state of Windows Firewall (Off, On, On with no exceptions).


Configure the ports that must be open.


Configure the ports to enable global access or to restrict access to the local subnet.


Set ports to be open on all interfaces or only on a specific interface.


Configure the logging options.


Configure the Internet Control Message Protocol (ICMP) handling options.


Configure and enable program-based exceptions.

Windows Firewall configuration and status information can be retrieved at the command line by using the Netsh.execontext: firewall. 

To use this context, type netsh firewall at a command prompt, and then use additional Netsh commands as needed. 

The following commands are useful for gathering firewall status and configuration information and can be useful for troubleshooting the operation of your firewall: 


Netsh firewall show state

Netsh firewall show config
The following commands can be used to modify the configuration of Windows Firewall.

	Command
	Description

	add allowedprogram
	Used to add excepted traffic by specifying the program's file name.

	set allowedprogram
	Used to modify the settings of an existing allowed program exception.

	delete allowedprogram
	Used to delete an existing allowed program exception.

	set icmpsetting
	Used to specify allowed ICMP traffic.

	set logging
	Used to specify logging options.

	set notifications
	Used to specify whether notifications to the user when programs try to open ports are enabled.

	set opmode
	Used to specify the operating mode of Windows Firewall either globally or for a specific connection (interface).

	add portopening
	Used to add excepted traffic by specifying a TCP or UDP port.

	set portopening
	Used to modify the settings of an existing open TCP or UDP port exception.

	delete portopening
	Used to delete an existing open TCP or UDP port exception.

	set service
	Used to enable or drop RPC and DCOM traffic, Remote Desktop, file and printer sharing, and UPnP traffic.

	reset
	Resets firewall configuration to Default. This provides the same functionality as the Restore Defaults button in Control Panel/Windows Firewall.


The following table details the show commands supported for Windows Firewall.

	Command
	Description

	show allowedprogram
	Displays the allowed programs.

	show config
	Displays the detailed local configuration information.

	show currentprofile
	Displays the current profile.

	show icmpsetting
	Displays the ICMP settings.

	show logging
	Displays the logging settings.

	show notification settings
	Displays the current settings for notifications.

	show opmode
	Displays the operational mode for profiles and interfaces.

	show portopening
	Displays the excepted ports.

	show service
	Displays the services exception settings.

	show state
	Displays the current state information.


You can compare the output from these commands with the output from the netstat –ano command to identify the programs that may have listening ports open and that do not have corresponding exceptions in the firewall configuration. 

Why is this change important?

Providing a command-line interface provides administrators with a method to configure Windows Firewall without going through the graphical user interface. The command-line interface can be used in logon scripts and remote management.

What works differently?

Any script that was created with the Netsh Helper that was made available with the Advanced Networking Pack for Windows XP no longer works and must be updated.

How do I resolve these issues?

Update any scripts you might have so that they include the new firewall context and syntax.

"On with no exceptions" operational mode

Detailed description

Windows Firewall can be configured for exceptions to allow specific unsolicited incoming traffic during normal use. Typically, this is because key scenarios, like file and printer sharing, must be enabled. If a security issue is discovered in one or more of the listening services or applications that are running on the computer, it may be necessary for the computer to switch into a client-only mode, which is called "On with no exceptions." Switching into this client-only mode configures Windows Firewall to prevent all unsolicited incoming traffic without having to reconfigure the firewall.

When in this mode, all exceptions are temporarily disabled and any existing connections are dropped. Any application interface that calls into Windows Firewall to create an exception is allowed and the requested firewall configuration is stored, but it is not enabled until the operational mode switches back to normal operation. All listen requests by applications are also ignored and notification dialogs are not displayed, effectively blocking the application from listening on a port while the computer is in this operational mode.

Why is this change important?

When a network system is under attack by viruses, worms, and other attackers, the attacker looks for services to exploit. The “On with no exceptions” operational mode provides a way for you to quickly lock-down your system in the event of an attack so that valid exceptions cannot be used to circumvent the protection provided to your computer by Windows Firewall. 

What works differently?

When in this operational mode, the computer cannot listen for requests that originate from the network. Any existing incoming connections are terminated. Outgoing connections are the only connections that succeed.

How do I resolve these issues?

When in this operational mode, it is expected that some functionality will fail because of the strict network security in place. You can restore functionality by returning the operational mode to On. This action should be performed by the user only after the threat has been identified and mitigated, because the security of the computer is reduced by performing this action.

Program-based exceptions

Detailed description

Some programs (applications or services) act as both network clients and servers. When they act as servers, they must allow unsolicited incoming traffic, because they do not know in advance who the peer will be.

In earlier versions of Windows, a program needed to call the firewall APIs to enable the necessary listening ports to be open. This proved difficult in peer-to-peer situations when the port was not known in advance. It was up to the program to close the port again after communication was completed. If the program terminated unexpectedly this could result in unnecessary open ports in the firewall.

An additional issue with the previous method of opening firewall ports was that ports could be opened only if programs were running in the security context of a local administrator. This violated the basic information security principle of least privilege by requiring programs to run in an administrative context, rather than only with the minimum necessary privileges.

In Windows Server 2003 with Service Pack 1, a program that needs to listen to the network can be added to the Windows Firewall exceptions list. If a program is enabled on the Windows Firewall exceptions list, Windows Firewall opens and closes the necessary listening ports automatically, regardless of the program’s security context. For more information about adding programs to the Windows Firewall exceptions list, see "How do I resolve these issues?" later in this document.

Programs that work with stateful filtering do not need to be placed on the Windows Firewall exceptions list. Only administrators can add a program to the Windows Firewall exceptions list.

Why is this change important? What threats does it help mitigate?

When a program is on the Windows Firewall exceptions list, only the necessary ports are opened, and they are opened only for the duration that the program is listening on those ports. 

What works differently?

If a program needs to listen on the network, it must be enabled on the Windows Firewall exceptions list. If it is not, then the necessary port in Windows Firewall is not opened and the program will not be able to receive unsolicited inbound traffic.

How do I resolve these issues?

A program can be placed on the Windows Firewall exceptions list in five ways:

1.
Programmatically. It is recommended that independent software vendors (ISVs) place their programs on the Windows Firewall exceptions list during installation. For more information about how to programmatically add a program to the exceptions list, see "Do I need to change my code to work with Windows Server 2003 Service Pack 1?" later in this section.

2.
Command-line interface. This method can be used by IT administrators who manage Windows XP and Windows Server 2003 systems using scripts or other command-line tools.

3.
Group Policy settings. This method can be used by IT administrators to add the program to the exceptions list through Group Policy.

4.
Windows Firewall notification message. A user with Administrator rights can interact with the Windows Firewall notification message and add the application to the exceptions list.

When an application performs a TCP listen or UDP bind to a non-wildcard port, the network stack passes the application name and port to Windows Firewall. Windows Firewall looks up the application name on the exceptions list. If the application is on the exceptions list and enabled, then the corresponding port is opened in the firewall. If the application is on the exceptions list and disabled, then the corresponding port is not opened. If the application is not on the exceptions list, then users are asked to make a choice. If the users have administrative rights, they can:


Unblock the application to allow it to listen on the network. It is added to the exceptions list as Enabled and the port is opened.


Block the application from listening on the network. It is added to the exceptions list as Disabled and the port is not opened.


Choose to be asked again later. The application is not added to the exceptions list and the port is not opened.

If the user does not have administrative rights, the user is notified that the application is not allowed to listen on the network and that an Administrator must enable the program exception. If the user selects the Do not ask me again check box, the application is listed in the exceptions list as Disabled.
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Note: 

Notification messages can only be used with applications. They cannot be used with services.

5.
Manual configuration. Administrators can decide to enable a program manually in the Windows Firewall control panel by selecting it from a list that is populated from the list of programs in the Start menu or by browsing for the program.

Multiple profiles

Detailed description

Multiple profile support in Windows Firewall allows you to create two sets of firewall policy settings: one for when the computer is connected to a managed network and one for when the computer is not. You can specify settings that are less strict when the computer is connected to the corporate network to enable line-of-business applications to work. You can also have more aggressive security policy settings that will be enforced when the computer leaves the corporate network, which helps to protect mobile users.
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Note: 

Multiple profiles for Windows Firewall apply only to computers that are joined to an Active Directory domain. Computers that are in a workgroup use only one profile.

Why is this change important? What threats does it help mitigate?

For a mobile computer, it is desirable to have more than one firewall configuration. Often, a configuration that is safe on a corporate network is likely to be susceptible to attack on the Internet. Therefore, being able to have ports opened on the corporate network and not on other networks is critical to ensuring that only the necessary ports are exposed at any given time.

What works differently?

If an application needs to be listed in the Windows Firewall exceptions list in order to work correctly, it might not work on both networks as the two profiles might not have the same set of policy settings. For an application to work on all networks, it must be listed in both profiles. For more information about the Windows Firewall exceptions list, see the earlier section.

How do I resolve these issues?

If the computer is joined to a domain, you must ensure that the application is listed in both firewall configurations. Consider creating exceptions though the command-line interface or Group Policy as you will only have access to the currently running profile through Windows Firewall in ControlPanel.

RPC support for System Services

Detailed description

In earlier versions of Windows, Internet Connection Firewall blocked remote procedure call (RPC) communication. While Internet Connection Firewall could be configured to allow network traffic to the RPC Endpoint Mapper, the port that an RPC server used was unknown and the application would still fail.

Many enterprise applications and components fail if RPC is not allowed to communicate over the network. Some examples include, but are not limited to, the following:


Remote administration, such as the Computer Management feature and the Select User, Computers, and Groups dialog box, which is used by many applications


Remote Windows Management Instrumentation (WMI) configuration


Scripts that manage remote clients and servers

RPC opens several ports and then exposes many different servers on those ports. It then requests that Windows Firewall create associated exceptions for these ports. If Windows Firewall is configured to allow such requests, the required ports will be opened for as long as RPC needs the exception (similar to a program exception). 

Why is this change important? What threats does it help mitigate?

In order to enable remote administration scenarios, many enterprise-wide deployments require that the system services that use RPC work with Windows Firewall by default. 

What works differently?

By default, RPC does not function through Windows Firewall. All system services that use RPC are affected. However, Windows Firewall can be configured to allow RPC to work for these services using the remote administration setting. This setting also enables exceptions for the RPC Endpoint Mapper (TCP 135), SMB over TCP (TCP 445), and ICMP echo requests.

How do I resolve these issues?

See "Do I need to change my code to work with Windows Server 2003 Service Pack 1?" later in this document.

Restore defaults

Detailed description

Previously, there was no way for a user to reset the configuration of Internet Connection Firewall (ICF). Over time, the firewall might be configured to allow unsolicited incoming traffic to ports no longer used by other applications. This might make it difficult for the user to easily and quickly go back to a default configuration. 

This option enables the user to restore Windows Firewall settings to their original defaults. In addition, the Windows Firewall defaults can be modified by original equipment manufacturers (OEMs) and businesses to provide custom default configuration options.

Why is this change important?

This option allows end-users to restore their Windows Firewall settings to the out-of-the-box defaults.

What works differently?

No functional changes in Windows Firewall result from this addition. However, use of this feature disables Internet Connection Sharing and Network Bridge.

Unattended setup support

Detailed description

In earlier versions of Windows, it was not possible to configure Internet Connection Firewall during installation. This made it difficult for OEMs and businesses to preconfigure Internet Connection Firewall before distributing a computer to their end users. In Windows Server 2003 with Service Pack 1, you can configure the following options of Windows Firewall through unattended setup:


Operational mode


Applications on the Windows Firewall exception list


Static ports on the exception list


ICMP options


Logging options

Why is this change important?

A method to preconfigure Windows Firewall allows Windows resellers and large enterprises more flexibility and customization options for Windows Firewall.

What works differently?

This feature adds configuration flexibility to Windows Firewall. No functional changes in Windows Firewall result from this addition.

The syntax used to enable or disable ICF in an unattend script has been replaced with the new syntax for Windows Firewall. 

The sections of the Unattend.txt file for Windows Firewall configuration consist of the following:


[WindowsFirewall]
A required section that defines which profiles to use and Windows Firewall log file settings.


[WindowsFirewall.profile_name]
The domain profile section, [WindowsFirewall.Domain], contains settings for when a computer is connected to a network that contains domain controllers for the domain of which the computer is a member. The standard profile, [WindowsFirewall.Standard], contains settings for when a computer is not connected to a network that contains domain controllers for the domain of which the computer is a member. If you do not want Windows Firewall to be used you can specify Profiles = WindowsFirewall.TurnOffFirewall
The [WindowsFirewall.profile_name] section is a user-defined section that is referenced by the [WindowsFirewall] section to make changes to Windows Firewall's default configuration, including programs, services, ports, and ICMP settings.


[WindowsFirewall.program_name]
A user-defined section that adds a program to the Windows Firewall exceptions list. 


[WindowsFirewall.service_name]
A user-defined section that adds a predefined service to the Windows Firewall exceptions list (such as file and printer sharing, UPnP framework, Remote Desktop service, and Remote Administration). 


[WindowsFirewall.portopening_name]
A user-defined section that adds a port to the Windows Firewall exceptions list. 


[WindowsFirewall.icmpsetting_name]
A user-defined section that adds ICMP message types to the Windows Firewall exceptions list. 

What existing functionality is changing in Windows Server 2003 Service Pack 1?

Enhanced multicast and broadcast support

Detailed description

Multicast and broadcast network traffic differs from unicast traffic because the response comes from an unknown host. As such, stateful filtering prevents the response from being accepted. This stops a number of scenarios from working, ranging from streaming media to discovery.

To enable these scenarios, Windows Firewall will allow a unicast response for three seconds from any directly reachable source address on the same port from which the multicast or broadcast traffic originated.

Why is this change important? What threats does it help mitigate?

This allows applications and services that use multicast and broadcast for communicating to work without either the user or application/service needing to alter the firewall policy. This is important for things like NETBIOS over TCP/IP, so that sensitive ports such as port 135 are not exposed.

What works differently? Are there any dependencies?

In Windows Server 2003, Internet Connection Firewall statefully filtered multicast and broadcast traffic, which required the user to manually open the port to receive the response. In Windows Server 2003 Service Pack 1, Windows Firewall accepts the response to the multicast or broadcast traffic without additional configuration.

Updated user interface

Detailed description

The firewall user interface is updated in Windows Server 2003 Service Pack 1 to accommodate the new configuration options and the integration of IPv6 Internet Connection Firewall. The new Windows Firewall interface provides the user with the ability to change the operational states, the global configuration, logging options, and ICMP options. 

The primary entry to the user interface has been moved from the Properties dialog box of the connection to a Control Panel icon. A link from the old location is still provided. Additionally, Windows Server 2003 Service Pack 1 creates a link from the Network Connections folder.

Why is this change important?

The functionality that is added in Windows Server 2003 Service Pack 1 required updates to the user interface.

What works differently?

The user interface is moved from the Advanced tab of the network connection’s Properties dialog box to a specific Windows Firewall icon in Control Panel. 

New Group Policy support

Detailed description

In earlier versions of Windows, Internet Connection Firewall had a single Group Policy object (GPO): Prohibit Use of Internet Connection Firewall on your DNS domain network. With Windows Server 2003 Service Pack 1, every global configuration option can be set through Group Policy. Examples of the new configuration options available include:


Define program exceptions


Allow local program exceptions


Allow ICMP exceptions


Prohibit notifications


Allow file and printer sharing exception


Allow logging

Each of these objects can be set for both the corporate and standard profile. For more information about Group Policy options, see "Deploying Windows Firewall Settings for Microsoft Windows XP with Service Pack 2" in the Microsoft Download Center at http://go.microsoft.com/fwlink/?linkid=23277. This document also covers developments in Windows Server 2003 Service Pack 1.

Why is this change important?

It is important for administrators to centrally manage Windows Firewall policy settings to enable applications and scenarios to work in the corporate environment.

What works differently?

The IT administrator can now decide the default Windows Firewall policy set. This can either enable or disable applications and scenarios. This allows more control, but the policies do not change the underlying functionality of Windows Firewall.

What settings are added or changed in Windows Server 2003 Service Pack 1?

	Setting name
	Location
	Previous default value
	Default value
	Possible values

	Protect all network connections
	(Group Policy object) Computer Configuration \Administrative Templates \Network\Network Connections\ \Windows Firewall
	Not applicable
	Not configured
	Enabled

Disabled

	Do not allow exceptions
	(Group Policy object) Computer Configuration \Administrative Templates \Network\Network Connections \Windows Firewall
	Not applicable
	Not configured
	Enabled

Disabled

	Define program exceptions
	(Group Policy object) Computer Configuration \Administrative Templates \Network\Network Connections \Windows Firewall
	Not applicable
	Not configured
	Enabled [Program path] [Scope]

Disabled

	Allow local program exceptions
	(Group Policy object) Computer Configuration \Administrative Templates \Network\Network Connections \Windows Firewall
	Not applicable
	Not configured
	Enabled

Disabled

	Allow remote administration exception
	(Group Policy object) Computer Configuration \Administrative Templates \Network\Network Connections \Windows Firewall
	Not applicable
	Not configured
	Enabled

Disabled

	Allow file and printer sharing exception
	(Group Policy object) Computer Configuration \Administrative Templates \Network\Network Connections \Windows Firewall
	Not applicable
	Not configured
	Enabled

Disabled

	Allow ICMP exceptions
	(Group Policy object) Computer Configuration \Administrative Templates \Network\Network Connections \Windows Firewall
	Not applicable
	Not configured
	Enabled 

Once enabled, select which of the following message types to allow:

[Allow outbound destination unreachable]

[Allow outbound source quench]

[Allow redirect]

[Allow inbound echo request]

[Allow outbound time exceeded]

[Allow outbound parameter problem]

[Allow inbound timestamp request]

[Allow inbound mask request]

[Allow outbound packets too bug]

Disabled

	Allow remote desktop exception
	(Group Policy object) Computer Configuration \Administrative Templates \Network\Network Connections \Windows Firewall
	Not applicable
	Not configured
	Enabled

Disabled

	Allow UPnP framework exception
	(Group Policy object) Computer Configuration \Administrative Templates \Network\Network Connections \Windows Firewall
	Not applicable
	Not configured
	Enabled

Disabled

	Prohibit notifications
	(Group Policy object) Computer Configuration \Administrative Templates\Network \Network Connections \Windows Firewall
	Not applicable
	Not configured
	Enabled

Disabled

	Allow logging
	(Group Policy object) Computer Configuration \Administrative Templates\Network \Network Connections \Windows Firewall
	Not applicable
	Not configured
	Enabled

Disabled

	Prohibit unicast response to multicast or broadcast requests
	(Group Policy object) Computer Configuration \Administrative Templates\Network \Network Connections \Windows Firewall
	Not applicable
	Not configured
	Enabled

Disabled

	Define port exceptions
	(Group Policy object) Computer Configuration \Administrative Templates\Network \Network Connections \Windows Firewall
	Not applicable
	Not configured
	Enabled

Disabled

	Allow local port exceptions
	(Group Policy object) Computer Configuration \Administrative Templates\Network \Network Connections \Windows Firewall
	Not applicable
	Not configured
	Enabled

Disabled


Do I need to change my code to work with Windows Server 2003 Service Pack 1?

We recommend that you use the Security Configuration Wizard to configure Windows Firewall for use with Windows Server 2003 Service Pack 1. SCW is designed to accommodate the requirements of different server roles and workloads and configure the firewall settings correctly. If you are going to manually configure your firewall settings, review the following information for how your applications might be affected. 

Outbound connections

Description

For typical consumer and office computers, the computer is a client on the network. Software on the computer connects out to a server (an outbound connection) and gets responses back from the server. Windows Firewall allows all outbound connections, but applies rules to the types of communication that are allowed back into the computer. 

Some examples of tasks involving Microsoft applications that might work this way include:


Surfing the Web using Microsoft Internet Explorer.


Checking e-mail in Outlook Express.


Chatting in MSN Messenger or Windows Messenger.

Action Required

None. Windows Firewall will automatically allow all outbound connections, regardless of the program and the user context.
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Note: 

When a computer initiates a TCP session request to a target computer, it will accept a response only from that target computer.

When the computer sends UDP packets, Windows Firewall allows UDP responses to the port from which the UDP packets were sent from any IP address for approximately 90 seconds.

Unicast responses to multicast and broadcast traffic are allowed through Windows Firewall for three seconds if the responses are to the port from which the traffic was sent and are from IP addresses on the same subnet as the computer. A setting in the firewall controls this behavior, which is enabled by default.

Unsolicited inbound connections for applications

Description

This scenario covers an application that completes a listen operation on a TCP socket or successfully binds to a specific UDP socket through Winsock. For this scenario, Windows Firewall can automatically open and close ports as needed by the application.

Some examples of tasks involving Microsoft applications that might work this way include:


Using audio and video in MSN Messenger or Windows Messenger.


Transferring files in MSN Messenger or Windows Messenger.


Hosting a multiplayer game.

Action required

If you are developing an application that needs to listen on a port (or ports) Microsoft requests that you update your code to ask the users to indicate whether they want to allow the application to open ports in the firewall:


If the user consents to this, then the application can use the INetFwAuthorizedApplication API to add itself to the AuthorizedApplications collection as Enabled.


If the user does not consent, then the application can use the INetFwAuthorizedApplication API to add itself to the AuthorizedApplications collection as Disabled.

When using the INetFwAuthorizedApplication API to add an application to the AuthorizedApplications collection, the following values are required:


Image File Name. This is the file that calls Winsock to listen for network traffic. This must be a fully-qualified path, but it might contain environment variables.


Friendly Name. This is the description for the application that will be shown to users in the Windows Firewall user interface.

For more information about the INetFwAuthorizedApplication API, see "INetFwAuthorizedApplication" in the Microsoft Platform Software Development Kit (SDK) on the MSDN Web site at http://go.microsoft.com/fwlink/?LinkId=32000.

Windows Firewall monitors Winsock to see when applications start and stop listening on ports. As a result, ports are automatically opened and closed for applications after their entries have been enabled in the Windows Firewall exceptions list. This means that no action is required by Winsock applications to actually open and close ports in the firewall.
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Note: 

An application must be running in the context of a user with Administrator rights to add itself to the Windows Firewall exceptions list.

Ports are automatically opened and closed in the firewall for allowed Winsock applications, regardless of the user context in which the applications are running.

Applications should get user consent before adding themselves to the INetFwAuthorizedApplications collection.

Svchost.exe cannot be added to the INetFwAuthorizedApplications collection.

Inbound connections for services using fixed ports

Description

While developers are advised to use the INetFWAuthorizedApplication APIs for all other scenarios, the use of global port APIs in Windows Firewall is recommended for services that listen on fixed ports. Because these ports are always open, there is minimal benefit to dynamically opening the ports. Instead, users gain the ability to customize the firewall settings for these fixed ports when the global port APIs are used.

Some examples of services that require inbound connections are:


File and printer sharing.


UPnP architecture.


Remote Desktop.

Action Required

When a service needs to listen on a fixed port, it should ask the user whether it should allow the service to open ports in the firewall. Ideally this should be done when the service is being installed.

If the user consents to this, then the service should use the INetFwOpenPort API to add rules to Windows Firewall for the fixed port (or ports) needed by the service. These rules should be enabled.

If the user does not consent, then the service should still use the INetFwOpenPort API to add rules to Windows Firewall for the fixed port or ports needed by the service. These rules, however, should not be enabled.

When using the INetFwOpenPort API to add a port opening to Windows Firewall, the following values are required:


Protocol. Specifies the network protocol that is used by the service, either TCP or UDP.


Port. This is the number of the port to be opened. 


Friendly Name. This is the description for the port opening that will be shown to users in the Windows Firewall user interface.

For more information about the INetFwOpenPort API, see "InetFwOpenPort" in the Platform Software Development Kit on the MSDN Web site at http://go.microsoft.com/fwlink/?LinkId=35316.

When a service is disabled, it should use the INetFwOpenPort API to close the static ports that it opened, whenever possible. This can be easily done if it is the only service that uses the ports. If the service potentially shares the ports with other services, however, it should not close the ports unless it can verify that none of the other services are using the ports.

An application must be running in the context of a user with Administrator rights to statically open ports in Windows Firewall.
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Note: 

When statically opening ports through the INetFw API, a service should limit itself to traffic from the local subnet whenever possible.

Services should get user consent before statically opening ports in Windows Firewall. A service should never just automatically open ports without first warning the user.

Inbound connections on RPC and DCOM ports for system services

Description

Some system services require the use of RPC ports, either through DCOM or RPC directly, for inbound connections. Because of the significant security implications when opening RPC ports, these ports are handled as a special case, and developers should try to enable RPC for system services through Windows Firewall only when absolutely necessary.

Action required

Windows Firewall can be configured to enable the automatic opening and closing of RPC and DCOM ports for system services. By default, however, RPC will be blocked by Windows Firewall. This means that applications that use the RPC ports to transfer data to system services will need to configure Windows Firewall appropriately. When an application needs to enable this feature, it should ask the user whether it should allow the services to open ports in the firewall. Ideally, this should be done at installation time.

If the user consents to allowing the RPC ports to be opened, then the service should use the INetFwRemoteAdminSettings API to open the ports that are needed by the service.

If the user does not consent to allowing the RPC ports to be opened, then the application or service should not configure Windows Firewall to allow the RPC ports.

For more information about the INetFwRemoteAdminSettings API, see "INetFwAuthorizedApplication" on the MSDN Web site at http://go.microsoft.com/fwlink/?linkid=32000 and, in the table of contents, click "RemoteAddresses Property of InetFwAuthorizedApplication."
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Note: 

To enable or disable the automatic opening of RPC ports in Windows Firewall, an application or service must be running in the context of a user with Administrator rights.

An application or service should try to allow the RPC ports through Windows Firewall only when absolutely necessary.

If the RPC ports are already allowed, then the application or service does not need to do anything in order to function correctly. You can determine which ports are already opened using the IsPortAllowed API.

The RPC ports setting works only for RPC servers that run in the context of local system, network service, or local service. Ports opened by RPC servers running in other user contexts will not be enabled through this setting. Instead, those RPC servers should use the Windows Firewall exceptions list.

Windows Media Player

What does Windows Media Player do?

Windows Media Player is an application that provides media content, plays media files, and helps organize your stored media files.

Who does this feature apply to?

All users who use Windows Media Player should be aware of the changes incorporated in Windows Server 2003 Service Pack 1.

What new functionality is added to this feature in Windows Server 2003 Service Pack 1?

Windows Media Player 10

Detailed description

Windows Media Player 10 is installed with most versions of Windows Server 2003 Service Pack 1 (it is not included with the Itanium-based versions). This version of Windows Media Player includes security fixes and new functionality.

During Windows Server 2003 Service Pack 1 installation, if you select the option to archive files, you can remove Service Pack 1 later. If you perform a new installation of Windows Server 2003 with Service Pack 1, the operating system is replaced, and Windows Media Player 10 cannot be removed. For more information, see the Windows Media Knowledge Center at on the Microsoft Web site at http://go.microsoft.com/fwlink/?LinkId=32062.

Why is this change important? What threats does it help mitigate?

Windows Media Player 10 is the most secure version of Windows Media Player and it has been updated to work with the other security enhancements contained in Windows Server 2003 Service Pack 1.

.

What works differently?

If you uninstall Windows Server 2003 Service Pack 1, you might need to reacquire some licenses in order to play the content that you have previously licensed. This applies if you have upgraded your computer from a member of the Windows 2000 Server or Windows Server 2003 family to Windows Server 2003 Service Pack 1, because Windows Media Player 10 handles digital content licenses differently than earlier versions.

How do I resolve these issues?

To ensure that your existing licensed content remains available to Windows Media Player after you remove Windows Server 2003 Service Pack 1, do one of the following:


Before you upgrade a computer to Windows Server 2003 Service Pack 1, back up the licenses for your digital media files. (You can do this through License Management in Windows Media Player.) Then, before removing the service pack, back up any additional licenses you have acquired. After you remove the service pack, restore all of the licenses. 


After you remove Windows Server 2003 Service Pack 1, you can install Windows Media Player 10 from the Microsoft Windows Media Download Center.

Wireless Provisioning Services (WPS)

What does Wireless Provisioning Services do?

An increasing number of users are accessing the Internet through a growing number of public wireless networks, or wireless fidelity (Wi-Fi) hotspots. Using Wireless Provisioning Services (WPS) provides wireless users with a consistent experience and seamless connectivity to public Wi-Fi hotspots through automatic provisioning of the client and seamless roaming. WPS enables Wireless Internet Service Providers (WISPs) to use a standards-based and integrated platform to provide Wi-Fi hotspots with enhanced security that are easy to use and manage. In addition, WPS enables enterprises to easily provide guest access with enhanced security to private wireless networks.

With WPS, WISPs and enterprises can send provisioning and configuration information to mobile clients as they connect to the Internet or the corporate network. This in turn allows seamless, automatic and secure configuration of mobile clients, enabling a uniform sign-up experience in the enterprise and across different public network providers and hotspot locations.

Who does this feature apply to?

Wireless Provisioning Services is designed for three types of organizations:


Hotspot Service Provider (HSP) 

HSPs deploy wireless access points in public places, such as shopping malls and airports, but HSPs are not Internet Service Providers (ISPs). Instead, the HSP contracts with one or more ISPs, and offers users one or more service plans to choose from when they want to establish an account for Internet access.


Wireless Internet Service Provider (WISP) 

WISPS are ISPs that either deploy Wi-Fi hotspots in public places or outsource Wi-Fi hotspot services to an HSP. 


Enterprise

Enterprises can use WPS technology to provide managed guest access on their networks. 

What new functionality is added to this feature in Windows Server 2003 Service Pack 1?

Wireless Provisioning Services

Detailed description

Wireless Provisioning Services is an extension to the existing wireless services and user interfaces within Windows XP and Windows Server 2003. It builds on the wireless features already in Windows, such as Wireless Zero Configuration, and the wireless security features, such as Protected Extensible Authentication Protocol (PEAP) and Wi-Fi Protected Access (WPA). WPS also includes modifications to Windows Server 2003. The Windows Server 2003 Internet Authentication Service (IAS) component was modified to include guest authentication of the clients in the provisioning process.

WPS includes a provisioning service component that allows for Wireless Internet Service Providers (WISPs) and enterprises to send provisioning and configuration information to a mobile client that is trying to connect to the Internet or the corporate network. By using Wireless Provisioning Services, WISPs can offer services at multiple network locations and use multiple network names (service set identifiers, or SSIDs). After users have signed up to a WISP in one location or are preprovisioned and have downloaded the provisioning information, they can automatically connect to the Internet on subsequent occasions using the network provided by the WISP in their different hotspot locations. The Wireless Zero Configuration (WZC) service will automatically choose the correct network belonging to the WISP based on the provisioning files supplied. WSP also enables automatic and seamless roaming between different providers. 

Further, when WPS is used the client computer automatically keeps the provisioning information stored on the client computer up to date. This allows the provider to change the network settings, add new locations, and so on, without disrupting the service or having users reconfigure their systems.

When a user connects his computer to a WISP and establishes an account for the first time, the following four stages occur:


The computer discovers the WISP network at a Wi-Fi hotspot.


The user is authenticated using a guest account and the computer is connected to the Wi-Fi network.


The mobile client is provisioned and the user establishes an account with the WISP.


The user is authenticated on the Wi-Fi network using the new user account credentials.

Each of these stages is discussed in detail in the following scenario.

A user arrives at a Wi-Fi hotspot with a portable computer running Windows XP with Service Pack 2 or Windows Server 2003 with Service Pack 1 and Wireless Provisioning Services. When the computer comes within range of the WISP access point beacon the following occurs:

1.
The Wireless Zero Configuration (WZC) service on the client computer detects the beacon information from the access point, which is enabled with a broadcast service set identifier (SSID). The SSID is equivalent to the network name.

2.
The user is informed by Windows that a wireless network is available. The user views information in Windows, including the network’s friendly name. In this example, the user possesses a promotion code to use for account establishment, and proceeds by clicking Connect. This causes the WPS client to connect the user’s computer to the wireless network using a guest account with limited privileges.

When the guest account is authenticated by the Wi-Fi network, the following occurs:

1.
WZC uses 802.1x and Protected Extensible Authentication Protocol (PEAP) to connect and authenticate as guest to the WISP network through the access point, automatically passing a blank user name and password to the WISP Internet Authentication Service (IAS) server (IAS is also known as the Microsoft RADIUS server). The access point is connected to a gateway device that allows traffic from the client to pass to the provisioning services in the network to complete the sign-up process, but blocks the client from accessing the Internet.

2.
The IAS server (or RADIUS server) is the PEAP authenticator and Transport Layer Security (TLS) endpoint for users who connect as guest. The TLS tunnel is created between the client and the IAS server. All subsequent messages between client and server pass through this tunnel, which traverses the access point and the gateway device.

3.
Server authentication is performed when the IAS server verifies its identity to the client computer using a certificate that contains the Server Authentication purpose in Enhanced Key Usage (EKU) extensions. This certificate is issued by a public trusted root certification authority (CA) that the client computer trusts.

4.
The IAS server authenticates and authorizes the user as Guest. In the Access-Accept message that the IAS server sends to the client is a container with a URL to the provisioning information. This URL provides the Wireless Provisioning Services engine running on the client, with the location of the XML master file.

When the client is provisioned and the user creates an account, the following occurs: 

1.
On the client computer, the Wireless Provisioning Services downloads the XML master file and sub-files from the provisioning server. The master file contains pointers to XML subfiles that control the client’s progress through the process. When the XML sign-up schema is downloaded, the sign-up wizard is launched on the client to allow the user to create and pay for an account with the WISP.

2.
Using the sign-up wizard on the client computer, the user steps through the process of signing up for an account. The user enters the promotion code as well as personal data such as name, address, and credit card number. The data entered by the user is converted by the Wireless Provisioning Services client into an XML document.

3.
The XML document containing the user’s sign-up data is sent to the Web application on the WISP provisioning server.

4.
The Web application checks the promotion code entered by the user against the promotion code database (for example, a SQL Server database). If the promotion code is valid, the Web application continues processing the user’s data.

5.
The Web application processes the user’s payment information. Once payment is verified and sign-up information is completed successfully, the Web application reads the domain and security group information from the promotion code database and creates a user account in identity services (such as Active Directory) and adds the account to the security group. The Web application also enters the new user name in the promotion code database.

6.
An XML document containing the new account credentials is sent from the WISP provisioning server to the Wireless Provisioning Services client on the client computer. The client computer uses the credentials to configure WZC and 802.1x under the name of the WISP. The connection is re-initiated with the new user account password-based credentials (user name and password).

The re-initiated connection process is as follows:

1.
The Wireless Zero Configuration (WZC) service on the client computer restarts the association to the SSID for the WISP.

2.
WZC finds the correct 802.11 profile which was downloaded with the other WISP information in the XML master file. WZC reassociates with the access point using the correct profile.

3.
WZC uses 802.1x to start the authentication process using a combination of the Protected Extensible Authentication Protocol and the Microsoft Challenge Handshake Authentication Protocol version 2 (PEAP-MSCHAPv2) using the new account credentials passed to 802.1x by the Wireless Provisioning Services client.

4.
As the client starts the authentication process with PEAP-MSCHAPv2 authentication, a TLS channel is created between the user’s client computer and the WISP IAS server.

5.
In the second stage of PEAP-MSCHAPv2 authentication, the WISP IAS server authenticates and authorizes the connection request against the new account in the user accounts database (for example, Active Directory). The IAS server sends an Access-Accept message to the access point. Included in the Access-Accept message are attributes that specify the user can now get access to the Internet.

6.
The access point instructs the gateway device to assign the client to the logical segment network with access to the Internet.

Why is this change important?

Wireless Provisioning Services makes it easier to use wireless hotspots without compromising security. WPS, with Windows Server 2003 Service Pack 1, and Microsoft IAS (also known as a RADIUS server), allows users’ computers to more easily discover, connect and roam between wireless hotspots with enhanced security.


The current connection model for WISP signup and use is not secured. Most Wi-Fi hotspots are configured for open authentication and without data encryption. Users are generally required to launch a Web browser to initially sign-up to the WISP service and for subsequent logins. WSP mitigates this threat by adding encryption and authentication to the communications between the client and the wireless network.


Browser redirection-based deployment has many usability issues. Users may not even know they have to launch their browser to get connected. Another example of what can happen is when the browser is set to use proxy settings to access the Internet and the user is connected directly to the corporate network. In this case, browser redirection does not work and the user would have to know to disable the proxy settings to connect to the hotspot. This can cause costly support calls to the WISP or the enterprise helpdesk.


Browser based deployment is vulnerable to man-in-the-middle attacks, for example, by a malicious front-end server using a rogue access point. Users queried by this access point might unknowingly be giving away personal identification and credit card information. By eliminating the need for a Web login WSP reduces the vulnerability of WISP users to this type of attack.


Without additional hotspot client software users can not easily detect hotspots and do not have a unified mechanism to sign-up to them. It is not easy for users to find out information about the WISP or search for the hotspot locations for that WISP. If users sign-up at one hotspot, they are not necessarily configured to automatically use the other hotspots. In addition, there is no standard mechanism to keep their provisioning and configuration information up-to-date. 


Add-on hotspot client software can help the user access that specific WISP’s network. However, add-on software can also conflict with the wireless services native to the operating system or client software from other providers, potentially causing interoperability problems, even instability of the system as they all attempt to control the wireless settings of the entire system. Updates to the WISP configuration usually require updates to the client software. For these reasons, many corporate IT departments are reluctant to deploy third party hotspot client software to their users. 


There is no standardized mechanism across WISPs to process user sign-ups and update their configurations. As a result, the user experience is fragmented and automatic and seamless roaming across providers can be difficult.

Wireless Network Registration Wizard

Detailed description

The Wireless Network Registration Wizard provides the user interface to sign-up for a wireless hotspot and guides the user through the provisioning process. The wizard builds content from provisioning information (XML files) provided by the WISP. The provisioning information can be dynamically downloaded or preinstalled on the client system. Preinstallation can be provided by an OEM for new systems, by the IT department within an organization, or from a WISP Web site. The WISP owns and creates the provisioning information and drives the users’ sign-up and provisioning experience. The following example presents a simple Wireless Network Registration Wizard experience where the user has prepaid for an access code. The XML schema and wizard are flexible and can enable more complex sign-up experiences.

First, the user can either right-click the wireless network icon in the notification area and then click View Available Wireless Networks, or the user can respond to the notification message in the notification area that indicates availability of a new wireless network in range. When Choose a wireless network appears, the user selects a new wireless network and places that network on the preferred networks list. 

The user then selects a network name (an SSID) and clicks Connect to connect to the wireless network. With a WPS-based Wi-Fi hotspot, the client detects that there is more provisioning information in form of XML files that is available about the network and the provider. It then confirms with the user whether the provisioning information should be downloaded. With a non-WPS network, the experience would be the same as with Windows XP today: either the users are prompted for a security key when connecting to a secure network or the users are warned that the network they are trying to connect to is unsecured, and they are asked if they still want to connect to it.

After the download is complete, the Wireless Network Registration Wizard automatically launches and guides the user through the sign-in process. The first screen displays a customized logo (or banner) and content from the provider.

The subsequent screens may include selecting a subscription plan, entering credit card information, personal information and so on. In this example there is just one plan and the user is asked to enter a prepaid or promotional code to get access to the network. Next, Wi-Fi Hotspot Deployment displays information about the selected plan, such as the terms of the service agreement and privacy statement. 

On the last screen, the wizard asks the users for their connectivity preferences for this connection. These default preferences can be set by the provider but can be overridden by the user. For example, if the users select a monthly subscription with unlimited data, they probably want to always connect to the network automatically whenever in range. If the users choose a "pay-as-you-go" plan, they probably want to control when to connect and choose a manual connection option as their preference.

The second option determines whether the client keeps the provisioning information automatically up to date. For example, if the provider adds new network names, adds new locations, or changes the network or security settings, the client can automatically update the information without any user interaction required while connected to the network.

On subsequent visits to hotspots made available by the provider or by their roaming partners in the same or different locations, if automatic connection is selected, all the user has to do is to turn the mobile computer back on or resume operations from standby, and the user is automatically connected. When connected, instead of showing a cryptic network name or SSID in the Choose wireless network dialog box (which opens from the View Available Wireless Networks notification window), a friendly name of the provider will be shown, along with a logo of the provider.

From this dialog box, users can also search for available hotspot locations or view the help and support information provided by the WISP. Both the help and hotspot location information is downloaded as part of the provisioning information. The location information can be searched and viewed online or offline. 

What existing functionality is changing in Windows Server 2003 Service Pack 1?

The wireless user interface has changed – a new View Available Wireless Networks dialog box will replace the existing dialog box. 

Do I need to change my code to work with Windows Server 2003 Service Pack 1?

Wireless Provisioning Service does not require any changes to existing applications. There are two new APIs with WPS. One of the new APIs provides for adding to and queries through the XML data on the machine. This API can be used to preprovision the client from the WISP Web site by the user (using a standalone application), by OEMs, or IT departments.

.NET Framework version 1.1 for 64-bit operating systems

What does the .NET Framework do?

The .NET Framework is a new computing platform designed to simplify application development in the highly distributed environment of the Internet. The .NET Framework has several main components: the common language runtime, the .NET Framework class library, and the runtime hosts. The common language runtime is the foundation of the .NET Framework. It manages code execution and provides core services such as memory management, thread management, and remote execution. The .NET Framework class library is a comprehensive, object-oriented collection of reusable classes that you can use to develop a wide range of applications, including ASP.NET applications and XML Web services. The .NET Framework also provides several runtime hosts, including Windows Forms and ASP.NET, which work directly with the runtime to provide a scalable, server-side environment for managed code. 

In the previous release of the 64-bit versions of the Microsoft Windows Server 2003 operating systems and Microsoft Windows XP Professional x64 Edition operating system the .NET Framework was not supported. In the 64-bit versions of Windows Server 2003 Service Pack 1 and Windows XP Professional, the .NET Framework is supported. The Microsoft .NET Framework 1.1 is built into all products in the Windows Server 2003 family except for the 64-bit versions. 

The 32-bit version of .NET Framework 1.1 is supported by 64-bit versions of Windows Server operating systems and can be installed for 32-bit applications running on 64-bit versions of Windows operating systems (WOW64).

To install .NET Framework 1.1, visit Windows Update and select the .NET Framework 1.1 package or see "Microsoft .NET Framework Version 1.1 Redistributable Package" at the Microsoft Download Center Web site at http://go.microsoft.com/fwlink/?LinkId=17153. To install the service pack, visit Windows Update or see "Microsoft .NET Framework 1.1 Service Pack 1" at the Microsoft Download Center Web site at http://go.microsoft.com/fwlink/?LinkId=39058.

Important performance and scalability information for Itanium-based systems

If a 32-bit version of the .NET Framework is installed on 64-bit Itanium-based systems, applications created for the 32-bit version of the Framework will bind and run against it. Therefore, applications created with the Microsoft .NET Framework 1.1 run only in a 32-bit process within the WOW64 compatibility environment. Due to the design of x86 emulation and the WOW64 subsystem for the Itanium processor family applications are restricted to execution on one processor. 

Single processor execution and x86 emulation reduce the performance and scalability of 32-bit .NET Framework applications running on Itanium-based systems. We recommend that applications using the .NET Framework 1.1 be used for interactive, client applications. We do not recommend this environment for .NET Framework 1.1 applications that demand high performance or scalability, such as high-load ASP.NET applications. We suggest that application developers instead evaluate the .NET Framework 2.0, which includes native 64-bit support for Itanium-based systems, for increased performance and scalability.

Who does this feature apply to?

This feature applies to users with applications written to use the .NET Framework 1.1 and also to application developers developing .NET Framework 1.1 applications that will be run on both 64-bit and 32-bit operating systems. 
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	Changes to Document

	October 6. 2004
	First version of document released

	December 6. 2004
	Added new sections: Access-based Enumeration, Active Directory, ADPrep.exe, DCDiag.exe, Ntdsutil.exe, Security Account Manager (SAM), Device\PhysicalMemory Object, Kernel patch protection for x64-based operating systems, Remote Access Quarantine, Remote Installation Services (RIS) for 64-bit Operating Systems, Setup 

Revised sections: Data Execution Prevention, DCOM, Internet Explorer features, Windows Firewall

	April 18, 2005
	Added new sections: Distributed File System (DFS) in Windows Server 2003 Service Pack 1, Distributed Transaction Coordinator, Internet Information Services (IIS) in Windows Server 2003 Service Pack 1, .NET Framework for x64-based operating systems

Revised sections: Access-based Enumeration, Data Execution Prevention, DCOM Security Enhancements, Post-Setup Security Updates, Remote Installation Services (RIS) for 64-bit operating systems, Windows Firewall


Appendix B: Group Policy Administrative Templates

Many operating system components have added support for Group Policy administrative templates, which support many new settings. These new settings have been created in response to customer feedback.

Microsoft has published a reference spreadsheet that lists Group Policy settings described in Administrative Template (.adm) files that are included with Windows Server 2003 Service Pack 1. To download the reference spreadsheet, see "Group Policy Settings Reference for Windows Server 2003 with Service Pack 1" on the Microsoft Download Center at http://go.microsoft.com/fwlink/?LinkId=22031.
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