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Abstract

A large organization is a single Active Directory forest that contains multiple Exchange servers spread across five or more sites and may span multiple physical locations. This document provides descriptions and overviews of features, guidelines for planning, and steps for deploying a large Exchange 2007 organization.
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Deploying a Large Exchange Server 2007 Organization
If you are deploying a large Microsoft Exchange Server 2007 organization, you can use this document to understand the planning and deployment information you will need.

Of the four defined organization models for Exchange 2007, the large Exchange organization is the largest organization model that can be deployed in a single Active Directory directory service forest environment. The distinguishing characteristics of the large Exchange organization include:


Five or more routing groups, or five or more Active Directory sites that have at least one Exchange server deployed. Multiple locations and Active Directory sites introduce the multi-site routing protocol and role discovery algorithms, as well as a requirement to use IP site links.
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Note: 

Multiple routing groups will exist only in a large Exchange organization that includes Exchange 2007 and either Exchange Server 2003 or Exchange 2000 Server, or both Exchange 2003 and Exchange 2000. In a pure Exchange 2007 environment, all servers belong to a single routing group.


A single Active Directory forest. The introduction of a second or subsequent forest, or the introduction of directory synchronization tools, such as Microsoft Identity Integration Server (MIIS), automatically redefines the topology as a complex Exchange organization. For more information about complex Exchange organizations, see Planning for a Complex Exchange Organization.


The Service Delivery Location (SDL) and Client Service Location (CSL) reside in multiple physical locations, and there is often greater separation between them than in the standard Exchange organization.


Although in this topology, the Exchange organization includes multiple points of presence, the external messaging and client protocol-specific namespaces are common across most or all locations.

For a detailed description of the large Exchange organization, see Planning for a Large Exchange Organization.

What's New

The topics in this section provide important information about how to use Microsoft Exchange Server 2007. They outline the features that are included in Exchange 2007 and provide basic information that you must have to start to use them.

The topics included in this section supplement the release notes that are included with Exchange 2007 and should be read after you review the release notes. The release notes contain critical information about known issues that are not included in the product documentation. 

New Features in Microsoft Exchange Server 2007


Exchange Management Console   The Exchange Management Console is one of two new administrative interfaces for Exchange 2007 and is based on Microsoft Management Console (MMC) 3.0. The Exchange Management Console is required to install and manage Exchange 2007. The Exchange Management Console combines all your management tasks into one user interface. By using the Exchange Management Console, you can manage all Exchange servers, recipients, and organizational components in your Exchange 2007 organization.


Exchange Management Shell   The Exchange Management Shell is a new task-based command line shell and scripting language for system administration. The Exchange Management Shell performs every task that the Exchange Management Console can perform and additional tasks that cannot be performed in the Exchange Management Console.


Unified Messaging   Exchange 2007 includes support for Unified Messaging (UM). Unified Messaging combines multiple messaging infrastructures into a single messaging infrastructure. Therefore, Exchange 2007 UM-enabled users can receive all voice mail, e-mail, and fax messages in their Exchange 2007 mailboxes and can access their mailboxes from a variety of devices. These devices include mobile devices and cellular, analog, or digital telephones.


Performance improvements   Exchange 2007 supports deployment on a 64-bit architecture for improved performance and capacity. Because of the move from a 32-bit architecture to a 64-bit architecture, the Enterprise Edition of Exchange Server 2007 now supports a larger number of storage groups and databases per server. Exchange Server 2007 lets you create as many as 50 storage groups per server. Although a storage group can contain as many as 5 databases, there is a limit of 50 databases per server.


Availability   When multiple Exchange 2007 computers that are running the Hub Transport server role are deployed in a site, mail flow between Hub Transport servers and Mailbox servers is automatically load balanced and does not require any additional configuration by the administrator. If a Hub Transport server (formerly known as a bridgehead server) is unavailable because of a failure or regularly scheduled maintenance, failover to the other Hub Transport servers is automatic.


High availability for Mailbox servers   Exchange Server 2007 includes three Inbox features that provide high availability for Mailbox servers: Local continuous replication (LCR), cluster continuous replication (CCR), and single copy clusters (SCC). The continuous replication features use log shipping to create a second copy of a production storage group. In an LCR environment, the second copy is located on the same server as the production storage group. In a CCR environment, the second copy is located on the passive node in the cluster.


Built on Active Directory   The complexity of the Exchange routing topology has been reduced by building on the existing Active Directory directory service site topology. Exchange 2007 is a site-aware application and uses Active Directory sites as a basis for selecting which servers to communicate with directly. This means that no additional routing configuration is required when you deploy a pure Exchange 2007 organization. Additional configuration is required during interim phases that require Exchange 2007 to communicate with and route to and from Exchange Server 2003.


Minimize traffic   Exchange 2007 automatically routes by using minimal hops. Each Active Directory site is considered a hop. Exchange 2007 selects the most direct path between the source and the destination. If a Hub Transport server is unavailable in a site because of temporary network outages, mail is queued at the point of failure.


Recipient resolution   The Hub Transport server efficiently expands distribution lists and dynamic distribution lists (called query-based distribution lists in Exchange Server 2003), performs directory lookups, and resolves recipients against Active Directory. The Hub Transport server is site-aware and automatically communicates with the directory servers that are located in the same site. To handle large distribution lists efficiently, you can redirect expansion to a dedicated expansion server.


Message conversion   The Exchange 2007 Hub Transport server can perform message conversion based on the content of the original mail and intended destination. Mail that flows between Exchange 2007 Hub Transport servers, Exchange 2007 servers that are running the Mailbox server role, and the Internet is converted appropriately.


Autodiscover   To optimize bandwidth when a remote user connects to an Exchange 2007 computer that has the Client Access server role installed, the Client Access server that accepts the initial request locates the user's mailbox. After the user's Mailbox server is located, the client request is redirected to the Client Access server that is nearest to the user's Mailbox server.


Development   Exchange 2007 includes a new set of Web Services that enable developers to interact with Exchange mailboxes and contents by using standard HTTP. Exchange Web Services provides access to the authenticated user's mailbox and the items in the mailbox.

Table 1 contains more information about the new enhancements and features that are provided in Exchange 2007.

Table 1   New enhancements and features in Exchange 2007

	New Administration Functionality in the Exchange Management Console
	New Transport and Routing Functionality

	New Administration Functionality in the Exchange Management Shell
	New Performance and Scalability Functionality

	New Exchange Concepts and Definitions
	New High Availability and Clustering Functionality

	New Unified Messaging Functionality
	New Exchange Database Functionality

	New Client Functionality
	New Information Worker Functionality

	New Messaging Policy and Compliance Features
	New Deployment Functionality

	New Anti-Spam and Antivirus Functionality
	New Development Functionality

	New Antivirus and Anti-spam Products for Exchange 2007
	 


For More Information

For more information about discontinued features and functionality, see Discontinued Features and De-Emphasized Functionality. 

For more information about terminology changes found in Exchange Server 2007, see Terminology Changes in Exchange 2007.

New Administration Functionality in the Exchange Management Console

The new and improved Microsoft Management Console (MMC) 3.0 supports rich functionality for snap-ins that are created to take advantage of the MMC 3.0 infrastructure, such as the Exchange Management Console. The Exchange Management Console, one of two new administrative interfaces for Microsoft Exchange Server 2007, is based on MMC 3.0, and is required to install and manage Exchange 2007. For more information about the second administrative interface for Exchange 2007, the Exchange Management Shell, see New Administration Functionality in the Exchange Management Shell.

This topic describes MMC 3.0 and its features. Figure 1 illustrates the design of MMC 3.0.

Figure 1   The MMC 3.0 design
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Prerequisites

To update MMC to version 3.0, you must have Microsoft Windows Server 2003 Service Pack 1 (SP1) installed on the computer that will be running MMC 3.0. Additionally, you must have version 2.0.50727 of the Microsoft .NET Framework installed on the same computer. The .NET Framework 2.0.50727 is required to run managed framework snap-ins that are designed and built for MMC 3.0. For information about how to download the .NET Framework, see the Microsoft .NET Framework Developer Center.
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Note: 

If you use only snap-ins that are designed for MMC 2.0 or for earlier versions, you do not have to install the .NET Framework 2.0.50727.
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Note: 

MMC 3.0 is included in Windows Server 2003 R2—the second release of the Windows Server 2003 operating system—and in Microsoft Windows Vista.

For more information about how to update Windows Server 2003 and Windows XP to MMC 3.0, see MMC 3.0 update is available for Windows Server 2003 and for Windows XP.

New Features in MMC 3.0

The following sections discuss several improvements in MMC 3.0 and information about MMC 3.0 snap-ins.

Action Pane

The action pane is located on the right side of the snap-in console. It lists the actions that are available to users, based on the items that are currently selected in the console tree or the result pane. To show or hide the action pane, click the Show/Hide Action Pane button on the toolbar.

New Add or Remove Snap-ins Dialog Box

The new Add or Remove Snap-ins dialog box makes it easy to add, organize, and remove snap-ins. You can control which extensions are available and whether to automatically enable snap-ins that you install later. You can organize snap-ins by rearranging their position in the console tree.

Improved Error Handling

MMC 3.0 notifies you of errors in snap-ins that could cause MMC to fail and provides options for responding to those errors.

MMC 3.0 Snap-ins

A snap-in is the basic component of a console. You can use snap-ins only within consoles; you cannot run them independent of a console.

When you install a component that has a snap-in associated with it, the snap-in is available to anyone who creates a console on that computer (unless restricted by a user policy).

Snap-ins and Snap-in Extensions

MMC 3.0 supports two types of snap-ins: stand-alone snap-ins and snap-in extensions. You can add a stand-alone snap-in, typically called a snap-in, to a console without adding another item first. A snap-in extension, typically called an extension, is always added to a snap-in or to another snap-in extension that is already in the console tree. When extensions are enabled for a snap-in, they operate on the objects that are controlled by the snap-in, such as a computer, printer, modem, or other device.

When you add a snap-in or extension to a console, it can appear as a new item in the console tree, or it can add shortcut menu items, additional toolbars, additional property pages, or wizards to a snap-in that is already installed in the console.

Adding Snap-ins to a Console

You can add a single snap-in or multiple snap-ins and other items to a console. Additionally, you can add multiple instances of a particular snap-in to the same console to administer different computers or to repair a damaged console. Every time that you add a new instance of a snap-in to a console, variables for the snap-in are set to default values until you configure the snap-in. For example, if you configure a specific snap-in to manage a remote computer, and then you add a second instance of the snap-in, the second instance will not automatically be configured to manage the remote computer.

Typically, you can add only snap-ins that are installed on the computer that you are using to create a new console. However, if your computer is part of a domain, you can use MMC 3.0 to download snap-ins that are not locally installed but that are available in the Active Directory directory service.

For More Information

For more information about the Exchange Management Shell, see New Administration Functionality in the Exchange Management Shell.

New Administration Functionality in the Exchange Management Shell

The Exchange Management Shell, built on Microsoft Windows PowerShell technology, provides administrators a powerful command-line interface that they can use to administer Microsoft Exchange Server 2007. With the Exchange Management Shell, administrators can manage every aspect of Exchange 2007. They can enable new e-mail accounts and configure Simple Mail Transfer Protocol (SMTP) connectors, store database properties, transport agents, and more. The Exchange Management Shell can perform every task that can be performed by Exchange Management Console in addition to tasks that can't be performed in the Exchange Management Console. In fact, when a task is performed in the Exchange Management Console, the same command is made available to the Exchange Management Shell and is called to process the request. For more information about the new Exchange Management Console, see New Administration Functionality in the Exchange Management Console. 

Figure 1 illustrates the design and layout of the Exchange Management Shell.

Figure 1   The Exchange Management Shell
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Prerequisites

The Exchange Management Shell is a snap-in that relies on Windows PowerShell. Therefore, Windows PowerShell must be installed on the computer that will be running the Exchange Management Shell. To install Windows PowerShell, you must install the Microsoft .NET 2.0 Framework on the computer that will run Windows PowerShell. For information about how to download the .NET Framework, see the Microsoft .NET Framework Developer Center.

New Features in the Exchange Management Shell

The Exchange Management Shell provides a robust and flexible scripting platform that can reduce the complexity of current Microsoft Visual Basic scripts. What previously took hundreds of lines in Visual Basic scripts now be done by using as little as one line of code in the Exchange Management Shell.

The Exchange Management Shell provides this flexibility because it doesn't use text as the basis for interaction with the system. It uses an object model that is based on the Microsoft .NET platform. This object model enables the shell commands to apply the output from one command to subsequent commands when they are run. 

The following are key features of the Exchange Management Shell:


Command-line interface   The command-line interface lets you quickly and easily access and modify Exchange 2007 features and their values. It also gives you the flexibility to easily perform tasks in bulk that would have taken many lines of code or hours of work to apply changes through Exchange System Manager.


Piping of data between commands   Pipelining makes you even more productive when you administer Exchange 2007 through the Exchange Management Shell. Pipelining helps you use output from one command as input in other commands. This lets you easily perform bulk operations based on criteria applied to filtering commands that then supply the objects to be modified to commands down the "pipe". This feature is a primary reason why the Exchange Management Shell makes it possible to reduce dozens of lines of code to a single chain of commands.


Structured data support   Because all output from all the commands in the Exchange Management Shell is an object, all output from the commands can be acted on and processed by other commands by using little or no manipulation. Commands in a particular feature set accept output from other commands in that same feature set, without manipulation.


Extensive support for scripting   When you want to perform complex processes, automate functions for Help Desk account management, monitor performance, or enable other automated administrative tasks, the Exchange Management Shell provides a powerful object model environment based on the .NET platform. 


Safe Scripting   To enable a smooth transition from a test environment to production or just to verify that your commands work correctly before you apply them to actual data, the Exchange Management Shell lets you test your commands to make sure they do what you want. You can verify the changes to be made, confirm that you want to continue, and verify that the process will succeed from end to end.


Access Cmd.exe commands   The Exchange Management Shell provides transparent access to the commands that are available through the command prompt (Cmd.exe). You can even take the output of Cmd.exe commands and perform actions based on that output, or integrate that output into the data that you provide to another command.


Trusted scripts   To improve security, the Exchange Management Shell requires that all scripts are digitally signed before they are allowed to run. This requirement prevents malicious parties from inserting a harmful script in the Exchange Management Shell. Only scripts that you specifically trust are allowed to run. This precaution helps protect you and your organization.


Profile customization   While the default installation of the Exchange Management Shell gives you a fully featured and easy-to-use interface, you may want to add shortcuts to the commands that you frequently use. You might also want to adjust the interface to suit your tasks. You can edit your personal Exchange Management Shell profile. This lets you control how your interface is configured and what commands automatically run when the Exchange Management Shell starts. Profile customization lets you assign scripts to aliases that you frequently use in the daily administration of your Exchange 2007 organization.


Extensible shell support   If you don't like the way that data is displayed or if, for example, you can't remember which collections use the Count property and which collections use the Length property, you can easily make adjustments. The Exchange Management Shell uses XML to let you modify many aspects of its behavior. Developers can create new commands to integrate with the built-in Exchange Management Shell commands. This extensibility gives you more control over your Exchange 2007 organization and helps you streamline business processes.

For More Information

For more information about how to use the Exchange Management Shell, see Using the Exchange Management Shell.

For a list of frequently used Exchange Management Shell command examples that are organized by administrative functions, such as recipient management and transport configuration, see Exchange Management Shell Quick Reference. 

New Unified Messaging Functionality

The telephony functionality found in Microsoft Exchange Server 2007 Unified Messaging (UM) is new to the Microsoft Exchange product line. Its introduction combines multiple messaging infrastructures into a single messaging infrastructure. This topic discusses the new telephony features and functionality that are found in Exchange 2007 UM.

The Unified Messaging Server Role

Exchange 2007 provides distinct server roles that align with how a messaging system is typically deployed and distributed in an organization. A server role is a unit that logically groups the features and components that are required to perform a specific function in the messaging environment. The Unified Messaging server role is one of the Exchange 2007 server roles that can be installed on a computer that is running Microsoft Windows Server 2003 or that is running Windows Server 2003 and Exchange 2007.

Exchange 2007 Unified Messaging

Unified Messaging (UM) combines voice messaging, fax, and e-mail messaging into a single messaging infrastructure. Exchange 2007 Unified Messaging puts all e-mail, voice, and fax messages into one Exchange 2007 mailbox that can be accessed from a variety of devices. After Exchange 2007 UM servers have been deployed on the network, users can access their messages from a telephone using Outlook Voice Access, from a mobile device, or from the computer of a user who is running Microsoft Windows XP.

Today, employees of companies frequently manage their voice and fax messages separately from their e-mail messages. Additionally, IT administrators frequently manage the voice mail or telephony networks and the e-mail systems or data networks as separate systems. In these situations, voice mail and e-mail are located in separate inboxes hosted on separate servers that are accessed through the desktop for e-mail and through the telephone for voice mail. Fax messages come to, and are sent from, physical stand-alone fax machines. Exchange 2007 Unified Messaging offers a single store for all messages including e-mail, voice, and fax messages.

For More Information


For more information about the Exchange 2007 Unified Messaging server role, see Exchange Server 2007 Unified Messaging Server Role.


For more information about the telephony concepts and components found in Exchange 2007 Unified Messaging, see Overview of Telephony Concepts and Components.

New Client Functionality

Many client-side improvements in features and functionality are included in Microsoft Exchange 2007 Unified Messaging. The new features include the Outlook Web Access client that has Unified Messaging configuration pages, Outlook Voice Access for subscriber access, a voice mail client for Microsoft Office Outlook 2007, and an improved Outlook experience on mobile devices. This section provides information about the new and improved client features that are included in Exchange 2007 Unified Messaging. Microsoft Exchange 2007 also includes several feature and functionality improvements for the information worker. These include improvements and enhancements to calendaring and messaging records management.

Unified Messaging

Unified Messaging is new to the Microsoft Exchange product family. Unified Messaging enables Exchange 2007 recipients to store e-mail, voice mail, and fax messages in one Inbox. Several client-side features are available to recipients who are enabled for Unified Messaging. For more information about the new Unified Messaging client features, see Client Features in Unified Messaging.
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Note: 

When you are using Microsoft Exchange ActiveSync on a mobile device, you can open a voice message in your mailbox and listen to the attached .wma file that contains the voice message. The advanced Unified Messaging features found in the premium version of Outlook Web Access, such as the voice mail configuration options, are unavailable in Outlook Web Access Light.
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Caution: 

When you are using Outlook Web Access Light and Pocket Internet Explorer on a mobile device, you may be able to listen to a voice message by using the .wma attachment that is described in Client Features in Unified Messaging. However, this configuration is not supported.

Outlook Web Access

Outlook Web Access in Exchange 2007 has been redesigned to enhance the end-user experience and productivity. Outlook Web Access includes many new features and improvements that are not found in earlier versions of Microsoft Exchange. Features such as smart meeting booking, Windows SharePoint Services and Windows file shares integration, and the ability to manage mobile devices are now available. Outlook Web Access also includes improvements in search, reminders, the Outlook Web Access address book, and other messaging options.

For more information about the new client features found in Outlook Web Access, see Client Features in Outlook Web Access.

Exchange ActiveSync and Mobility

Exchange 2007 offers a significantly improved Outlook user experience on mobile devices. It also includes improved security and better mobile device management. No additional software or outsourcing fees are necessary to access data from a mobile device by using Exchange ActiveSync. For more information about the new client features found in Exchange ActiveSync, see Client Features In Exchange ActiveSync.

Calendaring

The improved calendaring feature in Exchange 2007 helps resolve reliability issues, enhances the scheduling process, and encourages more sharing of calendar information. Overall, these improvements make Microsoft Exchange and Outlook calendaring a more reliable and efficient tool for time management.

Cached Exchange Mode

You can configure the clients on your network that are using earlier versions of Outlook and Outlook 2007 to use Cached Exchange Mode with Exchange 2007. However, Exchange 2007 provides a new notification mechanism for Outlook 2007 clients that enables the clients that are running in Cached Exchange Mode to start downloading new messages more quickly than with earlier versions of Microsoft Exchange.

Messaging Records Management

To comply with legal, regulatory, or business process requirements, many organizations must process, filter, modify, and journal (forward) e-mail messages that are transferred to and from their organization and the Internet and between people in the organization. Administrators can use the messaging records management features in Exchange 2007 to help users and organizations keep the messages they need for business or legal reasons and to discard messages that they do not have to keep. This is done by using managed folders. Managed folders in the user's mailbox to which retention policies have been applied. The administrator or the user puts these managed folders in the user’s mailbox, and then the user sorts messages into the managed folders according to organization policy. Messages included in these managed folders are periodically processed according to the retention policies. When a message reaches a retention limit, it can be journaled, deleted, moved to another folder, or marked as past its retention date.

For More Information


For more information about Exchange 2007 Unified Messaging, see Overview of Exchange 2007 Unified Messaging .


For more information about Exchange 2007 Outlook Web Access, see Overview of Outlook Web Access in Exchange 2007.


For more information about Exchange 2007 mobility and Exchange ActiveSync, see Overview of ActiveSync in Exchange Server 2007.


For more information about new and improved information worker functionality, see New Information Worker Functionality.

New Messaging Policy and Compliance Features

Organizations need an application-specific approach to coping with a growing number of legal, regulatory, and internal policy and compliance requirements. Administrators must filter, process, and store e-mail that flows between users in the organization, to or from the Internet, or between partner organizations. Microsoft Exchange Server 2007 provides a broad set of e-mail policy and compliance features to address this increasing requirement to protect and control the flow of information.

You can use the policy and compliance features of Exchange 2007 to apply rules to messages in transport and to enforce retention requirements for stored data. Transport-based policies are configured on computers that have the Hub Transport server role installed and on computers that have the Edge Transport server role installed. A collection of transport agents lets you configure rules and settings that are applied as messages enter and leave the transport components. You can create policy and rule settings that address the regulations that apply to your organization and that can easily be changed to adapt to your organization's requirements. The Journaling agent acts on messages in transit to enforce retention of messages that meet specified criteria. Messaging records management (MRM) policies are applied to managed folders in users' Inboxes to automate and simplify message retention management. Configuration of storage features help organizations more easily comply with these legal, regulatory, and internal requirements by providing an efficient system of retention and disposal according to organization policy.

Use the features that are described in this topic to support your organization's requirement to comply with legal, regulatory, and internal policies. Transport rules and journaling are triggered after message categorization and use information about the messages, the sender's identity, and the recipient's identity to determine which policies to apply. Features that run inside the Exchange organization are configured by an Exchange Organization Administrator. The configuration information is stored in the Active Directory directory service. Storing data in Active Directory makes the policy setting available to every internal Exchange server role. This lets you configure the policy one time, and the policy will be applied throughout the whole organization consistently and continually.

E-Mail Policy and Compliance Features


Address rewriting   You configure the Address Rewriting agent on the Edge Transport server role to enable the modification of the Simple Mail Transfer Protocol (SMTP) addresses on inbound and outbound messages. Address rewriting is especially useful when an organization that has several domains wants to present a consistent appearance of e-mail addresses to external recipients of messages from the Exchange 2007 organization. For more information, see Planning for Address Rewriting.


Edge transport rules   You configure the Edge Rules agent on the Edge Transport server role to create rules that control the flow of messages that are sent to or received from the Internet. The Edge Transport rules help protect corporate network resources and data by applying an action to messages that meet specified conditions. These rules are configured for each server. Edge Transport rule conditions are based on data, such as specific words or text patterns in the message subject, body, header, or From address, the spam confidence level (SCL), or attachment type. Actions determine how the message is processed when a specified condition is true. Possible actions include quarantine of a message, dropping or rejecting a message, appending additional recipients, or logging an event. Optional exceptions exempt particular messages from having an action applied.

The Edge Rules agent processes messages that are sent to or received from the Internet. To apply rules to messages that are sent between users in the same organization, you must configure the Transport Rules agent. For more information, see Overview of Transport Rules.


Hub transport rules   You configure the Transport Rules agent on the Hub Transport server role to create rules that are applied to messages that are sent to or from users in the organization. The Hub Transport rules help control communications that are affected by regulatory compliance and corporate policy requirements. These rules are stored in the Active Directory directory service and are available to, and are applied by, all Hub Transport servers. Hub Transport rules support an extended set of conditions, letting you control message flow based on distribution groups, internal or external recipients, message classifications, and message importance. Actions determine how the message is processed when a specified condition is true. Possible actions include applying a message classification, appending disclaimer text, redirecting the message to an address, removing the message header, or logging an event. Optional exceptions exempt particular messages from having an action applied.

By using Hub Transport rules, you can create regulatory ethical walls to limit communications between internal departments where conflicts of interest may exist, and you can protect your company and clients against privacy invasion. For more information, see Overview of Transport Rules.


Disclaimers   You can also configure transport rules to add disclaimer text to the start or end of the message body. The Exchange Organization Administrator customizes disclaimers to meet your organization's requirements. These disclaimers may contain text that refers to accidental disclosure of the message contents, or proprietary or confidential information. For more information, see Overview of Disclaimers.


Journaling   You configure journal rules on the Hub Transport server. Transport-based journaling gives you more flexibility than the store-based configuration of Exchange Server 2003 and reduces duplication of journal reports. Communications are journaled according to the distribution scope of the message, and the conditions that trigger the journaling action are refined by specifying an individual user or the sender's or recipient's distribution list membership as criteria. Journal reports can be delivered to an Exchange mailbox or to any valid SMTP address. This flexibility lets you journal to an archive or hosted service. For more information, see Overview of Journaling.


Messaging records management   Administrators can use the MRM features in Exchange 2007 to help users and the organization retain the messages that they need for business or legal reasons and delete message that they don’t need. You do this by configuring managed folders, which are Inbox folders to which retention policies are applied.

Retention policies can be applied to folders that are created by the administrator and to default mailbox folders, such as the Inbox or Sent Items folder. The administrator or the user puts these managed folders in the user’s Inbox. Then, the user sorts messages into the managed folders according to organization policy. These folders can be deployed to user mailboxes per user. 

Exchange also has Web services that enable customers or third-party vendors to build a Web page that provides a "self-service" interface where users can select their own managed folders. Messages that are put in these managed folders are periodically processed according to the retention policies. When a message reaches a retention limit, it can be archived, deleted, flagged for user attention, or logged. For more information, see Managing Messaging Records Management.

For More Information

For more information about how you can configure Exchange 2007 to meet your organization's requirements for central management of e-mail communications and information life cycles, see the following topics:


Managing Messaging Policy and Compliance Features

Planning for Address Rewriting

Overview of Transport Rules

Overview of Disclaimers

Overview of Journaling

Managing Messaging Records Management
New Anti-Spam and Antivirus Functionality

Microsoft Exchange Server 2007 includes several improvements to the suite of anti-spam and antivirus features that was introduced in Exchange Server 2003.

Management of these features has improved in Exchange 2007. For example, you implement all anti-spam and antivirus features as transport-level agents, and you can manage and script the anti-spam and antivirus features by using the Exchange Management Shell.

Also, you can use a synchronization service named the Microsoft Exchange EdgeSync service to update configuration information and user data on computers that have the Edge Transport server role installed. The Microsoft Exchange EdgeSync service is a collection of processes that are run on the computer that has the Exchange 2007 Hub Transport server role installed to establish one-way replication of recipient and configuration information from the Active Directory directory service to the Active Directory Application Mode (ADAM) instance on the Edge Transport server. The Microsoft Exchange EdgeSync service copies only the information that is required for the Edge Transport server to perform anti-spam and message security configuration tasks and the information about the Send connector configuration that is required to enable mail flow from the Hub Transport servers in the Exchange 2007 organization to the Internet through one or more Edge Transport servers. The Microsoft Exchange EdgeSync service performs scheduled updates so that the information in ADAM remains current. 

The following anti-spam and antivirus features are new or improved in Exchange 2007:


Connection filtering   The configuration and management of IP Block lists, IP Allow lists, IP Block List providers, and IP Allow List providers have been improved by displaying each of these elements in the Exchange Management Console. For more information, see Connection Filtering.


Content filtering   Exchange Intelligent Message Filter, which uses Microsoft SmartScreen patented machine-learning technology, is the underlying technology of the content filter that evaluates inbound messages and determines the probability of whether the messages are legitimate, fraudulent, or spam.

In addition to scanning message content, Intelligent Message Filter consolidates data that is collected from connection filtering, sender filtering, recipient filtering, sender reputation, Sender ID verification, and Microsoft Office Outlook 2007 E-mail Postmark validation to apply a spam confidence level (SCL) rating to a given message. You can configure actions on the message based on this SCL rating. These actions may include the following:


Delivery to an Outlook user Inbox or Junk E-mail folder


Delivery to the spam quarantine mailbox


Rejection of the message and no delivery


Acceptance and deletion of the message. The server accepts the message and deletes it instead of forwarding it to the recipient mailbox.

Outlook 2007 supports Outlook E-mail Postmark validation, which involves the creation of pre-solved computational puzzles. When you use Outlook E-mail Postmark validation together with Exchange 2007 content filtering, you can help improve the deliverability of messages from senders about which you have little information.

Finally, Exchange 2007 now offers additional services to help keep anti-spam components up to date. The following update services are available:


Microsoft Exchange 2007 Standard Anti-spam Filter Updates: Filter updates every two weeks


Microsoft Forefront Security for Exchange Server: Filter updates every 24 hours


Microsoft Update
For more information, see Content Filtering.


Spam quarantine   Spam quarantine provides a temporary storage location for messages that are identified as spam and that should not be delivered to a user mailbox inside the organization. Spam quarantine functionality is available during the content filtering process. Messages that are identified as spam are wrapped in a non-delivery report (NDR) and are delivered to a spam quarantine mailbox inside the organization. Exchange administrators can manage messages that are delivered to the spam quarantine mailbox and can take appropriate actions, such as deleting messages or letting messages that are flagged as false positives in anti-spam filtering be routed to their intended recipients.

The Exchange 2007 environment enables two-tiered spam quarantine functionality. First, administrators can access the spam quarantine mailbox. By using Outlook, administrators can access the spam quarantine mailbox to search for messages, release messages to the intended recipients, or reject and delete messages. Messages that have an SCL rating that the administrator has defined as borderline can be released to the user's Junk E-mail folder in Outlook. The borderline messages are converted to plain text for additional protection before they are sent to the user's Junk E-mail folder. For more information, see Spam Quarantine.


Recipient filtering   By using the Microsoft Exchange EdgeSync service, you can now replicate recipient data from the enterprise Active Directory into the Exchange Active Directory Application Mode (ADAM) instance on the Edge Transport server role. This enables the Recipient Filter agent to perform recipient lookups for inbound messages so that you can block messages that are sent to nonexistent users or internal-only distribution lists. Also, in Exchange 2007, you can configure the tarpitting interval on each inbound Receive connector. For more information, see Recipient Filtering.


Sender ID   Sender ID verifies that each e-mail message originates from the Internet domain from which the message claims to come by examining the sender's IP address and comparing the IP address to the Sender ID record in the sender's public Domain Name System (DNS) server. The Sender ID record in the sender's public DNS server is the sender policy framework (SPF) record. The SPF defines the IP addresses that are authorized to send messages for the domain in which the SPF record resides. When the receiving system queries the SPF record, and a "Pass" status is returned, the receiving system has a higher assurance that the message is not being spoofed by an illegitimate sender.

You can specify how the Sender ID agent handles temporary errors, such as DNS failures, when it performs an SPF query. For more information, see Sender ID.


Sender reputation   Sender reputation uses patented Microsoft technology to calculate the trustworthiness of unknown senders. Sender reputation gathers analytical data from Simple Mail Transfer Protocol (SMTP) sessions, message content, Sender ID verification, and general sender behavior and creates a history of sender characteristics. Sender reputation uses this knowledge to determine whether a sender should be temporarily added to the Blocked Senders list. For more information, see Sender Reputation.


IP Reputation Service   This service, which is provided by Microsoft, is an IP Block list that is offered exclusively to Exchange 2007 customers. Administrators can choose to implement and use IP Reputation Service in addition to other real-time block list services. 


Aggregation of Outlook Junk E-mail Filter Lists   This feature helps reduce false positives in anti-spam filtering by propagating Outlook 2003 and Outlook 2007 Junk E-mail Filter Lists to Mailbox servers and to Edge Transport servers. For more information, see Safelist Aggregation.

Improvements in Antivirus Protection

Exchange 2007 includes many improvements to antivirus protection. In addition to continued support of the Virus Scanning API (VSAPI), Microsoft has made a significant investment in more effective, efficient, and programmable virus scanning at the transport level.

Exchange 2007 introduces the concept of transport agents. Agents are managed software components that perform a task in response to an application event.

Exchange 2007 also provides antivirus stamping, which helps reduce the volume of antivirus scanning across an organization by stamping messages that were scanned for viruses with the version of the antivirus software that performed the scan and the result of the scan. This antivirus stamp travels with the message as the message is routed through the organization. The stamp is used to determine whether additional antivirus scanning must be performed on the message.

In Exchange 2007, agents act on transport events, much like event sinks in earlier versions of Exchange. Third-party developers can write customized agents to take advantage of the underlying Exchange MIME parsing engine for robust transport-level antivirus scanning. The Exchange 2007 MIME parsing engine, developed and evolved through many years of MIME-handling exposure, is likely the most trusted and robust MIME engine in the industry.

Another Exchange 2007 antivirus improvement is the implementation of attachment filtering by a transport agent. By running attachment filtering on the Edge Transport server role in your organization, you can reduce the spread of malware attachments before they enter your organization. For more information about attachment filtering, see Overview of Attachment Filtering.

Using Exchange Hosted Services

Spam and virus filtering is enhanced by or is also available as a service from Microsoft Exchange Hosted Services. Exchange Hosted Services is a set of four distinct hosted services: 


Hosted Filtering, which helps organizations protect themselves from e-mail-borne malware


Hosted Archive, which helps them satisfy retention requirements for compliance


Hosted Encryption, which helps them encrypt data to preserve confidentiality


Hosted Continuity, which helps them preserve access to e-mail during and after emergency situations

These services integrate with any on-premise Exchange servers that are managed in-house or Hosted Exchange e-mail services that are offered through service providers. For more information about Exchange Hosted Services, see Microsoft Exchange Hosted Services. 

For More Information

For more information about how to plan for and manage anti-spam and antivirus features in Exchange 2007, see the following topics:


Planning for Anti-Spam and Antivirus Features

Managing Anti-Spam and Antivirus Features
New Antivirus and Anti-spam Products for Exchange 2007

By using several new message security features that are found in Microsoft Exchange Server 2007, tight integration with other software products such as Microsoft Forefront Security for Exchange Server, and antivirus and anti-spam applications from Microsoft Exchange Hosted Services, you can greatly enhance the security for your Exchange 2007 environment. This topic discusses some of the security options that can help you protect your Exchange 2007 environment from unwanted spam and viruses.
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Note: 

The Edge Transport server role also provides message routing, antivirus, and messaging policy and compliance.

Exchange 2007 Anti-Spam Functionality

Exchange 2007 includes several improvements to the suite of anti-spam and antivirus features that were introduced in Exchange Server 2003. These improvements, provided by the Exchange 2007 Edge Transport server role, include the following:


Improved content, connection, and recipient filtering.


Sender Reputation, which can be based on either the domain name or IP address.


Administrative quarantine features.

Exchange 2007 offers anti-spam features that can detect spam messages regardless of the languages that the spam e-mail messages are written in. The anti-spam engine relies on a content filtering agent, which is the next generation Exchange Intelligent Message Filter. The Intelligent Message Filter is based on patented machine-learning technology from Microsoft Research. Intelligent Message Filter evaluates inbound e-mail messages and assesses the probability that an inbound message is legitimate or spam. Unlike many other filtering technologies, Intelligent Message Filter uses characteristics from a statistically significant sample of e-mail messages. The inclusion of legitimate messages in this sample reduces the chance of mistakes. 
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Note: 

Updates to Intelligent Message Filter are available periodically through Microsoft Windows Update.

Forefront Security for Exchange Server

Microsoft Forefront Security for Exchange Server helps protect your e-mail infrastructure from infection and downtime through an approach that emphasizes layered defenses, optimization of Exchange Server performance and availability, and simplified management control. Forefront Security for Exchange Server is an on-premise solution that provides protection for Exchange 2007 Edge and Hub Transport server roles.


Advanced Protection   Forefront Security for Exchange Server provides multiple scan engines at multiple layers throughout the e-mail and collaboration infrastructure to provide maximum threat protection.


Improved Availability and Performance   Forefront Security for Exchange Server includes scanning innovations, performance controls and tight integration with Microsoft Exchange Server to improve the overall availability and performance of messaging environments.


Simplified Management   Forefront Security for Exchange Server helps ensure organizations can simply and cost-effectively manage the security of their messaging servers.

The client antivirus protection that is provided by Forefront Security for Exchange Server is language independent. However, the setup, administration of the product, and end-user notifications are available in 11 server languages. When Forefront Security for Exchange Server detects messages that seem to contain a virus, the system generates a notification message and sends the notification to the recipient’s mailbox. However, the notification message is written in the language of the server that is running Forefront Security for Exchange Server because that server does not detect the language of the destination mailbox.

Exchange Hosted Services

Spam filtering is enhanced by or is also available as a service from Microsoft Exchange Hosted Services. Exchange Hosted Services is a set of four distinct hosted services:


Hosted Filtering, which helps organizations protect themselves from e-mail-borne malware


Hosted Archive, which helps them satisfy retention requirements for compliance


Hosted Encryption, which helps them encrypt data to preserve confidentiality


Hosted Continuity, which helps them preserve access to e-mail during and after emergency situations

These services integrate with any on-premise Exchange servers that are managed in-house or Hosted Exchange e-mail services that are offered through service providers. For more information about Exchange Hosted Services, see Microsoft Exchange Hosted Services.

For More Information

For more information about the Edge Transport server role, see Edge Transport Server Role: Overview.

For more information about antivirus and anti-spam features, see New Anti-Spam and Antivirus Functionality.

New Transport and Routing Functionality

The transport and routing functionality of Microsoft Exchange Server 2007 has been completely revised since Exchange Server 2003. Core transport functionality has changed. However, you can easily support coexistence if you are running more than one version of Exchange. This topic explains some of the most significant changes in Exchange transport and routing architecture.

Transport Server Roles

Exchange 2007 introduces a role-based administration model. Depending on your organization's requirements, you can deploy the server roles on separate hardware. Also, the roles can be combined on hardware. The transport and routing functionality in Exchange 2007 is provided by the Hub Transport server role and the Edge Transport server role. 

Hub Transport server role   The Hub Transport server role provides intra-organizational message transport. Every message that is sent and received in an Exchange 2007 organization is handled by the Hub Transport server. This makes sure that no messages bypass the transport rules and journaling policies that enable compliance with corporate and regulatory policies. For more information about the Hub Transport server role, see Hub Transport Server Role: Overview.

Edge Transport server role   The Edge Transport server is deployed in your organization's perimeter network as a stand-alone server. Designed to minimize the attack surface, the Edge Transport server handles all Internet-facing mail flow. In addition to performing Simple Mail Transfer Protocol (SMTP) relay and smart host services for the Exchange organization, the Edge Transport server provides additional layers of message protection through agents that perform antivirus and anti-spam processing. 

The computer that has the Edge Transport server role installed doesn't typically have access to the Active Directory directory service. The Edge Transport server stores all configuration and recipient information in the Active Directory Application Mode (ADAM) directory service. To perform recipient lookup and safelist aggregation tasks, the Edge Transport server requires data that resides in Active Directory. You can subscribe an Edge Transport server to an Active Directory site to enable the Hub Transport servers in that site to synchronize recipient and configuration data from Active Directory to the ADAM instance on the Edge Transport server. The EdgeSync service that is running on the Hub Transport servers establishes one-way replication and copies the recipient information that the Edge Transport server needs to perform recipient lookup and safelist aggregation. The configuration information that the Edge Transport server needs to configure the Send connectors that establish mail flow between the Internet and the Exchange organization is also replicated. EdgeSync performs scheduled updates so that the information in ADAM remains current. For more information about the Edge Transport server role, see Edge Transport Server Role: Overview.

New SMTP Transport Stack

In Exchange 2007, the SMTP protocol is provided by the Microsoft Exchange Transport service (MSExchangeTransport.exe). In earlier versions of Exchange, the SMTP protocol service was provided by Internet Information Services (IIS). The SMTP stack is the core infrastructure of Exchange. Without it, you can't send and receive e-mail messages. Exchange 2007 provides a stable transport that addresses the most common security risks. By rewriting the transport stack in managed code and running as the Network Service account, we have reduced the risks that are associated with denial of service attacks. This new SMTP transport stack is a required part of Exchange. It eliminates the dependency on IIS and reduces the work that is required to help secure a server for perimeter network deployment.

The Microsoft Exchange Transport service controls every component of message processing, from SMTP IN to SMTP OUT. A series of configurable SMTP Receive agents are triggered at various SMTP events. The Microsoft Exchange Transport service enables these agents to process messages as they pass through SMTP transport, performing anti-spam, antivirus, and other tasks before messages are submitted to the categorizer. During categorization, name resolution, routing resolution, and content conversion occur. Additional agents are triggered at this point of the transport pipeline. These agents provide the Transport Policy and Compliance features that enable an administrator to determine how a message is handled and archived.

Active Directory Site-Based Routing Topology

Exchange 2007 uses the Active Directory site topology to determine how messages are transported in the organization. This section describes changes related to Active Directory.

Active Directory sites and IP site links   Exchange 2007 takes advantage of the existing Active Directory site topology to eliminate the need to define a separate Exchange routing topology. The Active Directory IP site links and the costs associated with them are used to calculate the least cost route between Hub Transport servers in different Active Directory sites. Each Active Directory site that contains one or more Exchange 2007 Mailbox servers must also have at least one Hub Transport server. The Hub Transport server uses the Active Directory Topology service to retrieve the Exchange organization's configuration information and computes an implicit intra-organizational Send connector that is used when transporting messages from site to site. This topology is only updated when configuration changes occur. The result is minimized traffic related to Exchange. 

No more link state   Unlike earlier versions of Exchange, Exchange 2007 does not use a link state routing table and does not try to calculate an alternative route when a connection is unavailable. This eliminates link state communication between Exchange servers and creates a more deterministic routing topology.

Direct relay   Exchange 2007 relies on the underlying network infrastructure to transport a message. In the Exchange 2007 organization, messages are relayed directly from the source server to the target server, reducing the number of hops a message takes during delivery. When routing resolution occurs, the name and IP address of the destination server is resolved. If multiple IP site links exist between the source and destination, the route calculation is used to determine the optimal point for message bifurcation and the point at which to queue should delivery be unsuccessful. With direct relay, intermediate Hub transport servers don't process messages. 

Hub sites   For administrators who require more control over Exchange routing, we have provided features that enable you to modify the default direct relay behavior. You can specify that an Active Directory site is a hub site. A hub site is an Active Directory site through which all messages to be relayed through the Hub Transport servers are forced to pass. The hub site must exist along the least cost routing path between the source and target servers. This configuration is especially useful for network environments that have firewalls between sites that may prevent successful direct relay.

Site link cost override   For even more control over message routing behavior, you can assign an Exchange-specific cost to Active Directory IP site links. By default, Exchange calculates the least cost route between Active Directory sites by using the costs assigned to those links for the purposes of determining Active Directory replication topology. If these costs don't provide the optimal Exchange routing behavior, you can use cmdlets in the Exchange Management Shell to set an Exchange-specific value to the IP site link. 

Queue at point of failure   In earlier versions of Exchange, when a target server was unreachable, the down connector state was propagated throughout the Exchange organization by link state updates, and an alternative route was calculated. In Exchange 2007, when a message can't be relayed directly to the target server because of network problems, no alternative route is calculated. The message queues on a Hub Transport server in the closest reachable site to the point of failure. Using the least cost routing path calculated at startup, message delivery backs up along the path of intermediate sites until delivery to a Hub Transport server is achieved. When the network problem is resolved, or configuration changes update the routing table, message delivery resumes to the target site. This behavior helps administrators to better determine the source of network problems.

Delayed fan-out   A message sent to more than one recipient must bifurcate, or split, to be delivered to more than one destination. Exchange 2007 delays this bifurcation until it reaches a fork in the routing paths. By delaying bifurcation of the message, bandwidth consumption is reduced.

SMTP Connectors

Exchange 2007 requires connectors to send and receive e-mail messages. You don't have to configure connectors to send and receive e-mail internally. The connectors between Hub Transport servers in the organization are implicit and are computed by using the IP site link information that is stored in Active Directory. To send and receive e-mail outside the Exchange organization, Send connectors and Receive connectors are required. 

When you install the Hub Transport server role or the Edge Transport server role, default Receive connectors are created. Unless you want to dedicate a Receive connector to a specific domain space, no additional Receive connector configuration is required. Send connectors from the Hub Transport server to the Edge Transport server, from the Edge Transport server to the Hub Transport server, and from the Edge Transport server to the Internet are not created automatically in a default installation. You can manually create these Send connectors, or you can subscribe an Edge Transport server to an Active Directory site. When an Edge Transport server is subscribed to an Active Directory site, the following connectors are created by the EdgeSync service:


An implicit Send connector from the Hub Transport servers that are in the same forest to the Edge Transport server. 


A Send connector from the Edge Transport server to the Hub Transport servers in the Active Directory site to which the Edge Transport server is subscribed.


A Send connector from the Edge Transport server to the Internet.

All other connectors are created explicitly by the administrator. You may have to create additional connectors if your messaging environment includes multiple forests, multiple messaging systems, or you want to provide different default message settings for a particular domain. To ease configuration of SMTP connectors for complex environments, you can select a usage type when you create the connector. The usage type determines the default permission sets that are assigned on the connector and grants those permissions to well-known security identifiers (SID).

Remote Domain Management

Remote domains are any SMTP domains that are external to the Exchange organization. By configuring remote domain entries, you can globally manage the out-of-office message settings and message format settings on a per domain basis. Remote domain settings already exist in Exchange Server 2003, under the Internet Message Formats subfolder of the Global Settings folder in Exchange System Manager. In Exchange 2007, you can suppress meeting forward notifications in addition to the existing settings that enable or disable automatic replies, forwards, delivery and non-delivery reports, and control message format. The remote domain settings also let you control whether out-of-office messages are sent to remote domains and which types of out-of-office messages are sent to remote domains. In Exchange 2003 and Microsoft Office Outlook 2003, only one type of out-of-office message could be configured. By using Exchange 2007 and Outlook 2007, separate internal and external out-of-office messages can be configured.

Accepted Domain Management

Accepted domains are a solution for easily configuring both your authoritative domains and the domains that you allow to relay through the Exchange system. An accepted domain is any SMTP namespace for which an Exchange organization sends or receives e-mail. Accepted domains include those domains for which the Exchange organization is authoritative. An Exchange organization is authoritative when it handles mail delivery for recipients in the accepted domain. Accepted domains also include domains for which the Exchange organization receives mail and then relays it to an e-mail server that is outside the Active Directory forest for delivery to the recipient. An accepted domain can be configured as an internal relay domain, in which case messages are first received and processed by the Edge Transport server and then relayed to the Hub Transport servers. The Hub Transport servers then process the messages and then relay them to the destination domain. You can also configure an external relay domain. In this case, the messages are received and processed by the Edge Transport server, and then relayed to the e-mail system of the destination domain.

For More Information

For more information, see the following topics:


Planning for Hub Transport Servers

Planning for Edge Transport Servers

Planning to Use Active Directory Sites for Routing Mail

Microsoft Exchange Server 2007 Transport Architecture Diagrams

Transport Architecture

Planning for Coexistence

Managing Connectors

Managing Accepted Domains

Managing Remote Domains
New Performance and Scalability Functionality

Microsoft Exchange Server 2007 includes many performance and scalability improvements. These improvements focus on memory management, which increases storage efficiency and makes optimization more automated. Specifically, Exchange 2007 includes the following performance and scalability improvements:


64-bit architecture


Optimized database engine and cache


New transport pipeline

64-Bit Architecture

The 64-bit version of Exchange Server provides new opportunities for performance and scalability. Because of the incremental memory that is available with 64-bit, Exchange 2007 has tremendously different performance characteristics than Exchange Server 2003. 64-bit code also means a substantial reduction in the I/O required for Exchange 2007. Today’s larger Exchange deployments typically require a high-performance storage area network (SAN)-based storage solution to provide scalability. With Exchange 2007 and the incremental memory, the I/O throughput is dramatically reduced. You can continue to run Exchange 2007 on a SAN, but the necessary I/O subsystems and throughput are reduced dramatically with Exchange 2007.

The 64-bit architecture also provides a significant increase in the number of storage groups and databases that you can create on a single Exchange 2007 server. Earlier versions of Exchange Server were limited to a maximum of four storage groups and five databases in each storage group. Exchange 2007 increases the maximum number of storage groups and databases substantially. You can create a maximum of 50 storage groups on each Exchange 2007 server, with up to a maximum of 50 databases.

The 64-bit architecture means that existing Exchange Server 2003 servers cannot be upgraded in-place. Instead, new 64-bit capable hardware must be purchased so that new Exchange 2007 servers can be deployed.
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Note: 

While you can put more than one database in a storage group, we recommend that you only use one database per storage group for maximum availability.

Optimized Database Engine and Cache

The database engine and cache in Exchange 2007 has been optimized for scalability. These changes also mean that reduced I/O throughput is needed. Larger memory systems allows for a larger amount of cache to be allocated to the Exchange store, which allows for the allocation of more cache on a user-by-user basis, thereby increasing the probability that data requested by the client will be serviced out of memory instead of by the disk subsystem.

In addition, the database page size has been increased from 4 kilobytes (KB) to 8 KB. An 8 KB page size means a greater probability that the contents of an entire message will be read during a single I/O operation, and that the messages contents can now be stored on a single page in the database.

New Transport Pipeline

In Exchange 2007, the transport pipeline is a collection of server roles, connections, components, and queues that work together to route all messages to a categorizer on a Hub Transport server inside the organization. The new transport engine can support a significantly larger number of messages than earlier versions of Exchange.

For more information about the new transport pipeline in Exchange 2007, see New Transport and Routing Functionality.

New High Availability and Clustering Functionality

This topic discusses the new high availability and clustering features in Microsoft Exchange Server 2007. These features include continuous replication and single copy clusters.

Continuous Replication

Continuous replication is present in two Exchange 2007 features that use built-in asynchronous replication technology to create a copy of a storage group and maintain the copy's currency through log shipping and replay. Replication facilitates this by applying the log files of a production database to a copy of that database. The two features that contain this technology are local continuous replication (LCR) and cluster continuous replication (CCR).


Local continuous replication   LCR lowers the total cost of ownership for Exchange 2007 by reducing the number of regular backups that are required for data protection. Although LCR does not eliminate the need to take backups (data backup are important to have if a disaster strikes), it does significantly reduce the need to take regular, daily full backups. LCR provides fast recovery with current data, as well as a single-server solution for transaction log copying and replaying.


Cluster continuous replication   CCR combines automatic management of redundancy and application-level data replication. CCR is a solution that can be deployed without a single point of failure in a single data center or between two data centers. Transaction log replication is used to copy the databases and maintain the concurrency of the data among cluster nodes. The scheduled outage functionality in CCR is designed to make sure that all log data on the active node is successfully copied to the passive node. Therefore, scheduled outages do not result in loss of data, even though replication occurs asynchronously.

Single Copy Clusters

A single copy cluster is a clustered mailbox server that uses shared storage to allow multiple servers to manage a single copy of the storage groups. This is similar to clustering in previous versions of Exchange Server. However, there are some significant changes and improvements that have been made.

In a single copy cluster, an Exchange 2007 mailbox server uses its own network identity, not the identity of any node in the cluster. This network identity is referred to as a clustered mailbox server. If the node running a clustered mailbox server experiences problems, the clustered mailbox server goes offline for a brief period until another node takes control of the clustered mailbox server and brings it online. This process is known as failover. The storage hosting the clustered mailbox server's storage groups and databases is hosted on shared storage that is available to each possible host node of the clustered mailbox server. As the failover happens, the storage associated with the clustered mailbox is logically disconnected from the failed node and placed under the control of the new host node of the clustered mailbox server.

New Exchange Database Functionality

Microsoft Exchange Server 2007 includes many improvements to the Exchange database architecture. Specifically, the improvements include the following: 


Volume Shadow Copy Service (VSS) improvements 


Public Folders No Longer Used for System Data


Added customization opportunities


Database architecture changes

Volume Shadow Copy Service

Exchange 2007 includes all the VSS features in Exchange Server 2003, and the new ability to restore Exchange data to an alternative location. In Exchange Server 2003, the Exchange VSS Writer component did not enable retargeting VSS restores to a location other than their original path. In Exchange 2007, you can restore VSS backups to alternative locations.

Public Folders No Longer Used for System Data

Exchange 2007 no longer uses public folders for services such as free and busy database, offline address books, and organizational forms. This means that, unless you have a content or application-based need for public folders, you do not have to deploy or maintain a public folder database.

Added Customization Opportunities

Exchange 2007 enables administrators to customize messages for size limits and quota overages. Exchange 2007 now provides mailbox and message send limitation settings to Outlook Web Access and Microsoft Outlook. Exchange 2007 also lets you customize these messages to make them more meaningful to the user. For example, you can customize the message to include the limits information, such as the user's current send and mailbox size limits and the current size of their mailbox.

Additionally, two other customizations are now possible:


The 32 KB rules limit has been increased to a default size of 64 KB per mailbox. The rule limit is now a customizable limit of up to 256 KB per mailbox.


Exchange 2007 includes MAPI as a protocol that can be allowed or disallowed on a per-mailbox basis. Earlier versions of Exchange only allowed administrators to restrict MAPI access at the Exchange store level. Exchange 2007 enables administrators to restrict MAPI access at the mailbox level.

Database Architecture Changes

The Exchange database architecture has changed in four significant respects:


The streaming database (.stm) file has been removed from Exchange 2007.


Longer log file names are used, thereby enabling each storage group to generate as many as 2 billion log files before log file generation must be reset.


Transaction log file size has been reduced from 5 MB to 1 MB to support the new continuous replication features in Exchange 2007.


The database page size has increased from 4 KB to 8 KB.

New Information Worker Functionality

Microsoft Exchange Server 2007 includes several feature and functionality improvements in the information worker area. These include improvements and enhancements to calendaring, resource management, the Out of Office feature, and messaging records management (MRM). This topic provides information about these Exchange 2007 information worker features.
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Important: 

Microsoft Exchange Server 2007 client support includes Office Outlook 2007, Microsoft Outlook 2003 and Microsoft Outlook 2002. While Outlook 2000 and earlier clients are compatible, they are not supported on Microsoft Exchange Server 2007. For more information about Outlook and Exchange compatibility, see Outlook and Exchange Server Compatibility.

Calendaring

The improved calendaring feature in Exchange 2007 helps resolve reliability issues, enhance the scheduling process, and encourage more sharing of calendar information. Overall, these improvements make Exchange and Microsoft Outlook calendaring a more reliable, powerful, and efficient tool for time management. 

Calendaring improvements have been made in the following areas.

Free/busy information

	Improvements include:


Up-to-date calendar information and secure free/busy information


Additional free/busy information categories, including Pending and Unavailable


New free/busy information metadata on titles and locations


Scheduling tools

	Improvements include:


Server processing of meeting updates


Optimal time and resource suggestions


Calendar sharing

	Improvements include:


Cross-forest sharing of calendars


Client caching of shared and delegate calendars


Meeting forward notifications

	Improvements include:


A notification is sent when a meeting request is forwarded


Meeting attendees are added to the calendar when the meeting notification is received


For more information about calendaring, see the following topics:


Managing Meeting Items

Managing the Availability Service
Resource Management

Resource management in Exchange 2007 provides a reliable resource management solution that maps to information worker goals and increases organizational productivity. 

Resource management improvements have been made in the following areas.

Booking and search services

	Improvements include:


Up-to-date resource


Integration with Office Outlook 2007 meeting request process


Ability to delegate management of resource policy to users using Outlook Web Access


Schedule management services

	Improvements include:


Policies and rules to control who can schedule and when they can schedule


Scheduling workflow supporting manual approval


Usage reporting and statistics


Enterprise-wide resource management services

	Improvements include:


Ability to create and manage resource schema


For more information about resource management, see Managing Resource Scheduling.

Out of Office Feature

Improvements to the Out of Office feature let information workers respond to important communications when they are out of the office. In Exchange 2007, information workers can now send separate Out of Office messages to internal and external senders. Information workers can also specify if external Out of Office messages are sent to all external senders or only to contacts. Additionally, the Out of Office feature lets information workers schedule Out of Office start and end times.

Out of Office improvements have been made in several areas.

Next-generation Out of Office feature

	Improvements include:


Information workers can schedule specific time periods when they will be out of the office.


Information workers can configure their Out of Office messages so that detailed information is returned to coworkers, but more generic information is returned to external contacts.


For privacy reasons, information workers can specify that their Out of Office messages be sent only to a limited set of external contacts.


Administrative control over Out of Office generation

	Improvements include:


Out of Office blocking is integrated with spam detection.


The Out of Office feature can now be configured to not send responses to senders of junk e-mail or Internet mailing lists.


Out of Office messages can be turned on or off on a per-user basis.


Administrator controls external domains to allow for external Out of Office messages, block external Out of Office messages, or treat the domain as internal so that internal Out of Office messages can be sent to that domain.


For more information about the Out of Office feature, see the Managing the Out of Office Feature.

Messaging Records Management

To comply with legal, regulatory, or business process requirements, many organizations must process, filter, modify, and archive e-mail messages that are transferred to and from their organization and the Internet and between people in the organization. Administrators can use the messaging records management (MRM) features in Exchange 2007 to help users and the organization keep the messages they need for business or legal reasons and to remove those they do not need. This is accomplished through the use of managed folders, which are Inbox folders to which retention policies have been applied. The administrator or the user places these managed folders in the user's Inbox, and then the user sorts messages into the managed folders according to organization policy. Messages placed in these managed folders are then periodically processed according to the retention policies. When a message reaches a retention limit, it can be archived, deleted, flagged for user attention, or simply logged. 

For more information about MRM, see Managing Messaging Records Management.

New Deployment Functionality

This topic discusses the new deployment features in Microsoft Exchange Server 2007 and the changes in deployment from Microsoft Exchange Server 2003.

Exchange Server 2007 Setup Wizard

The Exchange Server 2007 Setup wizard includes prerequisite checks, Active Directory directory service preparation, and a user interface that is easy to use. For detailed instructions about how to use the Exchange Server 2007 Setup wizard, see one of the following topics:


How to Perform a Typical Installation Using Exchange Server 2007 Setup

How to Perform a Custom Installation Using Exchange Server 2007 Setup
Unattended Setup

To perform an unattended setup of Exchange 2007, you must run Setup from a command prompt. For detailed instructions about how to run setup to perform an unattended setup, see How to Install Exchange 2007 in Unattended Mode.

Active Directory Preparation

In Exchange 2007, setup includes the Active Directory preparation steps. You can prepare the Active Directory directory service and domain as part of the Exchange 2007 installation, or you can perform the Active Directory preparation steps separately before you install Exchange 2007. Preparing Active Directory includes the following:


Preparing permissions for any computers in your organization that are running Exchange 2000 Server or Exchange Server 2003


Extending the Active Directory schema


Creating the Exchange organization in the Active Directory 


Creating the Microsoft Exchange System Objects container for the domain


Creating the following Universal Security Groups (USGs) for Exchange:


Exchange Organization Administrators


Exchange Recipient Administrators


Exchange View-Only Administrators


Exchange Servers


ExchangeLegacyInterop


Setting permissions on the global Exchange configuration container, the Microsoft Exchange System Objects container, and the USGs


Initializing domain permissions by setting permissions for users, contacts, and groups to enable Exchange servers and Exchange administrators to access and manage needed attributes

To perform the Active Directory preparation, you must be a member of the Enterprise Admins and Schema Admins groups, and you must be a local administrator on the computer. To install Exchange you do not need to be a member of the Schema Admins group, but you must be a member of the Enterprise Admins group, and you must be a local administrator on the server on which you will install Exchange. 

Because the Active Directory preparation steps require a high level of permissions, you may want the administrator who performs these steps to be different from the administrator who installs Exchange. You also may want different administrators to run different steps of the Active Directory preparation. In this case, you can run Setup from a command prompt with one of the following parameters: 


/PrepareLegacyExchangePermissions

/PrepareSchema

/PrepareAD

/PrepareDomain

/PrepareAllDomains
Running Setup with any of the above parameters performs some of the Active Directory preparation steps, but it does not install Exchange. For more information about how to run Setup with the parameters to prepare Active Directory and domains, see How to Prepare Active Directory and Domains.
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Note: 

In Microsoft Exchange 2000 Server and Exchange Server 2003, you performed the Active Directory preparation steps by running setup /forestprep and setup /domainprep. Exchange 2007 does not have the /forestprep and /domainprep options.

Upgrade

You cannot perform an in-place server upgrade to Exchange 2007 on a server that has a previous version of Exchange installed. To upgrade an existing Exchange 2000 Server or Exchange Server 2003 organization, you must install a new Exchange 2007 server in the existing organization, and then move mailboxes from the previous version of Exchange to the new Exchange 2007 server. 

For more information about upgrading to Exchange 2007, see Upgrading to Exchange 2007.

Discontinued Features and De-Emphasized Functionality

This topic discusses the components, features, or functionality that has been removed, discontinued, or replaced in Microsoft Exchange Server 2007.

Components or Features Replaced or Removed

There are several features found in earlier versions of Microsoft Exchange Server that have been removed from Exchange 2007. In some cases, comparable features and functionality are available from other Microsoft products. 

Architecture Features

	Feature
	Comments and mitigation

	Routing groups
	Exchange 2007 uses Active Directory site-based routing. Routing groups are no longer needed.

	Administrative groups
	Exchange 2007 uses the Exchange 2007 split permissions model that is based on Universal Security Groups (USGs).

	Intelligent Message Filter
	Exchange 2007 uses anti-spam agents in the Hub Transport and Edge Transport server roles.

	Link state routing
	Exchange 2007 uses Active Directory site-based routing. Link state routing is not used.

	Routing objects
	Exchange 2007 uses Active Directory site-based routing. Routing objects are no longer used.

	Network-attached storage
	Exchange 2007 supports Internet SCSI (iSCSI).

	Exchange Installable File System (ExIFS)
	Exchange Web Services or MAPI enable you to perform the necessary tasks.

	Event service
	Retain a computer that is running Exchange 2000 or Exchange 2003 in the Exchange 2007 organization if you need this functionality.


Recipient-Related Features

	Feature
	Comments and mitigation

	Exchange extensions in Active Directory Users and Computers
	Recipient management is included in the Exchange Management Console in Exchange 2007.

	Microsoft Exchange Server Mailbox Merge Wizard (ExMerge.exe)
	The Exchange Management Shell Export-Mailbox cmdlet or the Move Mailbox Wizard can be used to perform the necessary mailbox tasks.

	Recipient Update Service (RUS)
	Use the Update-AddressList and Update-EmailAddressPolicy Exchange Management Shell cmdlets. To replace the full functionality of RUS, you can schedule these Exchange Management Shell commands by using the Task Scheduler in Microsoft Windows Server 2003.


Exchange Server 5.5 Features

	Feature
	Comments and mitigation

	Installing Exchange Server 5.5 into an Exchange 2007 organization
	Move the mailboxes from Exchange Server 5.5 to Exchange 2000 or Exchange 2003, and then move them to your Exchange 2007 servers by using Exchange Management Shell cmdlets or the Move Mailbox Wizard.

	Support for Exchange Server 5.5 in the same forest as Exchange 2007
	Move the mailboxes from Exchange Server 5.5 to Exchange 2000 or Exchange 2003, and then move them to your Exchange 2007 servers by using Exchange Management Shell cmdlets or the Move Mailbox Wizard.

	Installing Exchange 2007 into an organization that contains computers that are running Exchange Server 5.5
	Move the mailboxes from Exchange Server 5.5 to Exchange 2000 or Exchange 2003. Install Exchange 2007, and then move the mailboxes to your Exchange 2007 servers by using Exchange Management Shell cmdlets or the Move Mailbox Wizard.

	Active Directory Connector (ADC)
	Exchange 2007 does not directly interoperate with Exchange Server 5.5.

	Site Replication Service (SRS)
	Exchange 2007 does not directly interoperate with Exchange Server 5.5.


Mobile Access Features

	Feature
	Comments and Mitigation

	Outlook Mobile Access
	Switch to Exchange ActiveSync.

	Outlook Mobile Access Browse
	Use a hardware device that supports Exchange ActiveSync.

	Exchange ActiveSync: SMS Always-Up-To-Date
	Switch to Direct Push technology.

	Exchange ActiveSync: S/MIME abilities
	Retain a computer that is running Exchange 2000 or Exchange 2003 in the Exchange 2007 organization if you need this functionality.


Outlook Web Access Features

	Feature
	Comments and mitigation

	S/MIME control
	Retain a computer that is running Exchange 2000 or Exchange 2003 in the Exchange 2007 organization if you need this functionality

	Rules, post forms, monthly calendar view
	Retain a computer that is running Exchange 2000 or Exchange 2003 in the Exchange 2007 organization if you need this functionality

	Custom forms
	Retain a computer that is running Exchange 2000 or Exchange 2003 in the Exchange 2007 organization if you need this functionality

	Editing personal distribution lists
	Retain a computer that is running Exchange 2000 or Exchange 2003 in the Exchange 2007 organization if you need this functionality

	URL commands except for free/busy, galfind, navbar, and contents
	Use Exchange Web Services

	Public folder access
	Retain a computer that is running Exchange 2000 or Exchange 2003 in the Exchange 2007 organization if you need this functionality

	Exchange Web forms
	Use Outlook Web Access custom forms


Public Folder Features

	Feature
	Comments and mitigation

	Public folder graphical user interface (GUI) management
	Retain a computer that is running Exchange 2000 or Exchange 2003 in the Exchange 2007 organization if you need this functionality.

	Non-MAPI top-level hierarchies in a public folder store
	Retain a computer that is running Exchange 2000 or Exchange 2003 in the Exchange 2007 organization if you need this functionality.

	Public folder access by using Network News Transfer Protocol (NNTP)
	Retain a computer that is running Exchange 2000 or Exchange 2003 in the Exchange 2007 organization if you need this functionality.

	Public folder access by using IMAP4
	Retain a computer that is running Exchange 2000 or Exchange 2003 in the Exchange 2007 organization if you need this functionality.


Protocol Features

	Feature
	Comments and mitigation

	NNTP
	Retain a computer that is running Exchange 2000 or Exchange 2003 in the Exchange 2007 organization if you need this functionality.

	POP3 or IMAP4 graphical user interface (GUI) management
	Use Exchange Management Shell cmdlets.

	X.400 Message Transfer Agent (MTA)
	Retain a computer that is running Exchange 2000 or Exchange 2003 in the Exchange 2007 organization if you need this functionality.

	SMTP virtual server instances
	Use Exchange 2007 SMTP connectors.


Connector Features

	Feature
	Comments and mitigation

	Microsoft Exchange Connector for Novell GroupWise and migration tools
	Retain a computer that is running Exchange 2000 or Exchange 2003 in the Exchange 2007 organization if you need this functionality.

	Microsoft Exchange Connector for Lotus Notes
	Use the appropriate tools for coexisting and migrating from Lotus Notes available at the Resources for Moving to the Microsoft Collaboration Platform Web site.


High Availability Features

	Feature
	Comments and mitigation

	Active/active clustering
	Switch to active/passive clustering.


APIs and Development Features

	Feature
	Comments and mitigation

	Transport event hooks
	Retain a computer that is running Exchange 2000 or Exchange 2003 in the Exchange 2007 organization if you need this functionality.

	Workflow Designer that was included with the Exchange 2003 SDK
	Use Windows Workflow Services (WWS).

	Collaboration Data Objects (CDO) for Workflow that was included with Exchange 2003.
	Use Windows Workflow Services (WWS).

	Microsoft Collaboration Data Objects for Exchange Management (CDOEXM)
	Retain a computer that is running Exchange 2000 or Exchange 2003 in the Exchange 2007 organization if you need this functionality.

	Exchange Windows Management Instrumentation (WMI) classes
	Retain a computer that is running Exchange 2000 or Exchange 2003 in the Exchange 2007 organization if you need this functionality.

	MAPI client and CDO 1.2.1 on the Exchange installation
	Exchange 2007 no longer depends on these components. They are a separate component that will be available for download. For more information about how to download the required components, see Microsoft Exchange Server MAPI C lient and Collaborat i on Data Objects 1 . 2. 1


Tools and Management Features

	Feature
	Comments and mitigation

	Monitoring and status node
	Use a monitoring solution such as Microsoft Operations Manager.

	Message Tracking Center node and tracking mechanism
	Use the Exchange Server Mail Flow Analyzer.

	Mailbox Recovery Center
	Use the Exchange Server Disaster Recovery Analyzer.

	Mailbox Management Service
	Use Messaging Records Management.

	Clean Mailbox tool
	Use the Export-Mailbox Exchange Management Shell cmdlet.

	Migration Wizard
	Use the Move-Mailbox Exchange Management Shell cmdlet.

	ExProfRe
	Use the Autodiscover service.

	Inter-Organization Replication tool
	If you are using Microsoft Office Outlook 2007 to access e-mail, you can use the Availability service to share free/busy data across forests. The Availability service is supported only for Outlook 2007 clients. If you are using any other versions of Outlook, you must install an Exchange 2000 or Exchange 2003 server into the Exchange 2007 organization and use the Microsoft Exchange Inter-Organization Replication tool to synchronize free/busy data across multiple forests.


Deemphasized Functionality

There are legacy Exchange features that are now being deemphasized in Exchange 2007:


Public folders - Free/busy calendaring functionality is provided by the Availability service. If you need additional functionality, migrate to SharePoint Portal Server or a similar product.


Proxy address generators - Use the Exchange Management Shell.


CDO 1.2.1 - This functionality is provided by the Exchange Web Services.


MAPI32 - This functionality is provided by the Exchange Web Services.


CDOEX (CDO 3.0) - This functionality is provided by the Exchange Web Services.


Exchange WebDAV extensions - This functionality is provided by the Exchange Web Services.


ExOLEDB - This functionality is provided by the Exchange Web Services.


Store events - This functionality is provided by the Notification Web service.


Streaming backup APIs.


Exchange 2003 Virus Scanning Application Programming Interface (VSAPI).

Terminology Changes in Exchange 2007

Microsoft Exchange Server 2007 contains several new features. There are also several features that have been enhanced, renamed, or that no longer exist. This topic provides a roadmap for administrators to understand the various terminology changes in Exchange 2007.

Exchange Terminology Roadmap

Table 1 provides a list of the terminology changes among various versions of Microsoft Exchange. Although this table does not include every feature, it can serve as a starting place to help you locate the features that you are looking for.

Table 1   Technology changes in Exchange 2007

	Exchange Server 5.5
	Exchange 2000 Server
	Exchange Server 2003
	Exchange Server 2007

	Internet Mail connector
	SMTP connector
	SMTP connector
	Connectors

	Sites
	Routing groups
	Routing groups
	Active Directory sites

	Site connector
	Routing Group connector
	Routing Group connector
	Active Directory IP Site Links

	Directory Service
	Link state routing
	Link state routing
	Handled through the Active Directory directory service 

	Exchange Administrator
	Exchange System Manager
	Exchange System Manager
	Exchange Management Console

	Custom Recipient
	Mail-enabled contact 
	Mail-enabled contact
	Mail-enabled contact

	Message transfer agent (MTA)
	SMTP Routing Engine
	SMTP Routing Engine
	Hub or Edge Transport service

	Unavailable
	RTC Services
	Unavailable
	Unavailable

	Unavailable
	M Drive
	Unavailable
	Unavailable

	Internet Mail Service
	SMTP virtual servers
	SMTP virtual servers
	SMTP Receive Connectors

	Site addressing
	Recipient policies
	Recipient policies
	E-mail address policies

	Windows NT 4.0 clustering (shared storage)
	Active/Active or Active/passive cluster (shared storage)
	Active/passive cluster (shared storage)
	Single copy cluster (SCC)

	Unavailable
	Unavailable
	Unavailable
	Cluster continuous replication (CCR)

	Unavailable
	Unavailable
	Unavailable
	Local continuous replication (LCR)

	Manual synchronization
	Manual synchronization
	Always Up To Date
	Direct Push

	Handled by recipient creation process
	Recipient Update Service
	Recipient Update Service
	Handled by recipient creation process

	Free/busy public folder
	Free/busy public folder
	Free/busy public folder
	Availability service


For More Information

For more information about the features in Exchange 2007, see the following topics: 


Managing Connectors

Planning to Use Active Directory Sites for Routing Mail

Using the Exchange Management Console

How to Create a New Mail Contact

Cluster Continuous Replication

Local Continuous Replication

Understanding Direct Push
Overview

Microsoft Exchange Server 2007 is the newest Microsoft Exchange product. Exchange 2007 provides many significant improvements in Exchange Server messaging. Exchange 2007 builds extensively on the technologies of earlier versions of Microsoft Exchange, and includes many new features and improvements to provide a more secure, flexible, and scalable messaging system than ever. This topic provides an overview of Exchange 2007 and the information necessary to start using Exchange 2007.

Getting Started with Exchange Server 2007

This topic provides an overview of the Exchange 2007 server roles and introduces some of the new features that are available with each server role. This will help you start to plan planning and deploying your Exchange 2007 messaging infrastructure:

The following figure shows the some of the features for each Exchange 2007 server role.
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For more information about each new server role, see the following topics:


Client Access Server Role: Overview

Edge Transport Server Role: Overview

Hub Transport Server Role: Overview

Mailbox Server Role: Overview

Unified Messaging Server Role: Overview

Development Overview

Topologies: Overview
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Note: 

In a Microsoft Small Business Server environment where all the Exchange 2007 server roles are installed on a single server, you cannot install the Edge Transport server role. In this scenario, the server can be configured as an Internet-facing Hub Transport server and will provide the anti-spam and antivirus features that would be added by the Edge Transport server role.

Exchange Server 2007 and Windows Server 2003

Exchange 2007 was designed specifically to work with Microsoft Windows Server 2003. Running Exchange 2007 on Windows Server 2003 provides several benefits, such as improved memory allocation, reduced Active Directory replication traffic, and rollback of Active Directory changes. Running Exchange 2007 on Windows Server 2003 also lets you take advantage of new features, such as the Volume Shadow Copy Service (VSS) and cross-forest Kerberos authentication.

When you combine it with Windows Server 2003 and Microsoft Office Outlook 2007, Exchange 2007 provides an end-to-end messaging system that is more scalable, manageable, and secure than in the past.

Audience Prerequisite Knowledge

To correctly plan and deploy Exchange 2007, you must complete prerequisites and be familiar with certain technologies. You should understand how Microsoft Exchange and the Microsoft Windows Server 2003 operating system work together. You should also understand the relationships between Windows Server 2003 and Exchange sites and domains, domain controllers, global catalog servers, and Exchange administrative and routing groups.

The topics included in the Exchange 2007 Help are designed for information technology professionals who are responsible for deploying and operating Exchange Server messaging systems for their organizations. Such professionals may be in the following roles:


System administrators   Responsible for planning and deploying technology across Windows and Exchange servers.


Messaging administrators   Responsible for implementing and managing organizational messaging.

For More Information


For more information about how to plan an Exchange 2007 infrastructure, see Planning and Architecture.


For more information about how to deploy Exchange 2007, see Deployment.

Client Access Server Role: Overview

In Microsoft Exchange Server 2007, there are five server roles that you can install and then configure on a computer that is running Microsoft Windows Server 2003. This topic provides an overview of the Client Access server role. The Client Access server role supports the Microsoft Outlook Web Access and Microsoft Exchange ActiveSync client applications and the Post Office Protocol version 3 (POP3) and Internet Message Access Protocol version 4rev1 (IMAP4) protocols. The Client Access server role also supports services, such as the Autodiscover service and Web services.

The Client Access server role accepts connections to your Exchange 2007 server from a variety of different clients. Software clients such as Microsoft Outlook Express and Eudora use POP3 or IMAP4 connections to communicate with the Exchange server. Hardware clients, such as mobile devices, use ActiveSync, POP3, or IMAP4 to communicate with the Exchange server. If users access their Inbox by using any client other than Microsoft Outlook, you must install the Client Access server role in your Exchange organization.

For more information about the new client features in Exchange Server 2007, see New Client Functionality.

Outlook Web Access

Outlook Web Access in Exchange Server 2007 lets you access your e-mail from any Web browser. Outlook Web Access has been redesigned in Exchange Server 2007 to enhance the user experience and productivity in many ways. New features, such as smart meeting booking, Microsoft Windows SharePoint Services and Universal Naming Convention (UNC) file share integration, and improvements in reminders and the address book, give you a rich user experience from any computer that has a Web browser. There are two versions of Outlook Web Access included in Exchange Server 2007: the full-featured Outlook Web Access client and the new Outlook Web Access Light client. Outlook Web Access Light is designed to optimize your Outlook Web Access experience for mobile devices and slower connections. 

For more information about Outlook Web Access, see the following topics:


Managing Outlook Web Access

Overview of Outlook Web Access
Exchange ActiveSync

Exchange ActiveSync lets you synchronize data between your mobile device and Exchange 2007. You can synchronize e-mail, contacts, calendar information, and tasks. Devices that run Microsoft Windows Mobile® software, including Windows Mobile powered Pocket PC 2002, Windows Mobile powered Pocket PC 2003, and Windows Mobile 5.0, are all supported.

If you use a device that has Windows Mobile 5.0 and the Messaging Security and Feature Pack (MSFP) installed, your mobile device will support Direct Push. Direct Push is a technology that is built into Exchange ActiveSync that keeps a mobile device continuously synchronized with an Exchange mailbox.

For more information about Exchange ActiveSync, see the following topics:


Overview of Exchange ActiveSync

Deploying Exchange ActiveSync

Managing Exchange ActiveSync
POP3 and IMAP4

Besides supporting MAPI and HTTP clients, Exchange Server 2007 supports POP3 and IMAP4 clients. By default, POP3 and IMAP4 are installed and enabled when you install the Client Access server role.

For more information about POP3 and IMAP4, see the following topics:


How to Start and Stop the POP3 Service

How to Start and Stop the IMAP4 Service
Edge Transport Server Role: Overview
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Note: 

In pre-release versions of Microsoft Exchange Server 2007, the Edge Transport server role was referred to as the Gateway server role.

In Exchange 2007, the Edge Transport server role is deployed in your organization's perimeter network as a stand-alone server. Designed to minimize the attack surface, the Edge Transport server handles all Internet-facing mail flow, which provides Simple Mail Transfer Protocol (SMTP) relay and smart host services for the Exchange organization. Additional layers of message protection and security are provided by a series of agents that run on the Edge Transport server and act on messages as they are processed by the message transport components. These agents support the features that provide protection against viruses and spam and apply transport rules to control message flow.

The computer that has the Edge Transport server role installed doesn't have access to the Active Directory directory service. All configuration and recipient information is stored in the Active Directory Application Mode (ADAM) directory service. To perform recipient lookup tasks, the Edge Transport server requires data that resides in Active Directory. EdgeSync is a collection of processes that are run on a computer that has the Hub Transport server role installed to establish one-way replication of recipient and configuration information from Active Directory to the ADAM instance on an Edge Transport server. The Microsoft Exchange EdgeSync service copies only the information that is required for the Edge Transport server to perform anti-spam configuration tasks and the information about the connector configuration that is required to enable end-to-end mail flow. The Microsoft Exchange EdgeSync service performs scheduled updates so that the information in ADAM remains current. 

You can install more than one Edge Transport server in the perimeter network. Deploying more than one Edge Transport server provides redundancy if a server fails. You can load-balance SMTP traffic to your organization between Edge Transport servers by using Domain Name System (DNS) round robin, a simple mechanism that is used by DNS servers to share and distribute loads for network resources. You can achieve consistency in configuration between multiple Edge Transport servers by using cloned configuration scripts. Additionally, an Edge Transport server template is provided for use with the Microsoft Windows Server 2003 Service Pack 1 Security Configuration Wizard to help configure Windows Server 2003 at the appropriate role-based security level.

The message-processing scenarios that you can manage on the Edge Transport server role are described in the following sections.

Internet Mail Flow

Servers that run the Edge Transport server role accept messages that come into the Exchange 2007 organization from the Internet. After the messages are processed by the Edge Transport server, they are routed to Hub Transport servers inside the organization.

All messages that are sent to the Internet from the organization are routed to Edge Transport servers after the messages are processed by the Hub Transport server. You can configure the Edge Transport server to use DNS to resolve Mail Exchanger (MX) resource records for external SMTP domains, or you can configure the Edge Transport server to forward messages to a smart host for DNS resolution.

For more information about mail flow, see Mail Flow Architecture.

Anti-Spam and Antivirus Protection

In Exchange 2007, the anti-spam and antivirus features provide services to block viruses and spam, or unsolicited commercial e-mail, at the network perimeter. Most viruses use spam-like tactics to gain access to your organization and to entice users to open an e-mail message. If you can filter out most of your spam, you are also more likely to capture viruses before they enter your organization.

Spammers use a variety of techniques to send spam into your organization. Servers that run the Edge Transport server role help prevent users in your organization from receiving spam by providing a collection of agents that work together to provide different layers of spam filtering and protection. Establishing tarpitting intervals on connectors makes e-mail harvesting attempts ineffective.

For more information about the anti-spam and antivirus features in Exchange 2007, see New Anti-Spam and Antivirus Functionality.

Edge Transport Rules

Edge Transport rules are used to control the flow of messages that are sent to or received from the Internet. The Edge Transport rules help protect corporate network resources and data by applying an action to messages that meet specified conditions. These rules are configured for each server. Edge Transport rule conditions are based on data, such as specific words or text patterns in the message subject, body, header, or From address, the spam confidence level (SCL), or attachment type. Actions determine how the message is processed when a specified condition is true. Possible actions include quarantine of a message, dropping or rejecting a message, appending additional recipients, or logging an event. Optional exceptions exempt particular messages from having an action applied.

For more information about the Edge Transport rules, see Overview of Transport Rules.

Address Rewriting

You use address rewriting to present a consistent appearance to external recipients of messages from your Exchange 2007 organization. You configure the Address Rewriting agent on the Edge Transport server role to enable the modification of the SMTP addresses on inbound and outbound messages. Address rewriting is especially useful when a newly merged organization that has several domains wants to present a consistent appearance of e-mail addresses to external recipients.

For more information about address rewriting, see Planning for Address Rewriting.

For More Information

For more information about the Edge Transport server role, see the following topics:


Edge Transport

Deploying Server Roles

Managing Transport Servers
Hub Transport Server Role: Overview

In Microsoft Exchange Server 2007, the Hub Transport server role is required.
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Note: 

In pre-release versions of Exchange 2007, the Hub Transport server role was referred to as the Bridgehead server role.

Deployed inside your Active Directory directory service forest, the Hub Transport server role handles all mail flow inside the organization, applies transport rules, applies journaling policies, and delivers messages to a recipient's mailbox. Messages that are sent to the Internet are relayed by the Hub Transport server to the Edge Transport server role that is deployed in the perimeter network. Messages that are received from the Internet are processed by the Edge Transport server before they are relayed to the Hub Transport server. If you do not have an Edge Transport server, you can configure the Hub Transport server to relay Internet messages directly. You can also install and configure the Edge Transport server agents on the Hub Transport server to provide anti-spam and antivirus protection inside the organization.

The Hub Transport server role stores all its configuration information in Active Directory. This information includes transport rules settings, journal rule settings, and connector configurations. Because this information is stored in Active Directory, you can configure settings one time, and then those settings are applied by every Hub Transport server in the organization.

You can install the Hub Transport server role on the same hardware with any other non-clustered internal server role or on a server that is dedicated to the Hub Transport server role. You must deploy a Hub Transport server role in each Active Directory site that contains a Mailbox server role. Deploying more than one Hub Transport server per site provides redundancy if a server fails. When you install more than one Hub Transport server in an Active Directory site, the connections are distributed.

The message-processing scenarios that you can manage on the Hub Transport server role are described in the following sections.

Internal Mail Flow

The Hub Transport server role processes all messages that are sent inside the Exchange 2007 organization before the messages are delivered to a recipient's Inbox or are routed to users outside the organization. There are no exceptions to this behavior; messages are always passed through a server that runs the Hub Transport server role.

Messages are submitted to the Hub Transport server in three ways: through Simple Mail Transfer Protocol (SMTP) submission, from the Pickup directory, or when a user inside the organization sends a message, and that message is picked up from the user's Outbox by the store driver, a software component of the Hub Transport server that delivers inbound messages to Exchange stores, the databases that contain public folder and mailbox stores.

When messages are submitted to the Hub Transport server, they are processed by the categorizer. The categorizer is a component of Exchange transport that processes all inbound messages and determines what to do with the messages based on information about the intended recipients. In Exchange 2007, the Hub Transport server uses the categorizer to expand distribution lists and to identify alternative recipients and forwarding addresses. After the categorizer retrieves full information about the recipients, it uses that information to apply policies, route the message, and perform content conversion. Messages are then delivered locally by the store driver to a recipient's mailbox, or they are delivered remotely by using SMTP to send messages to another transport server. Messages that are sent by users in your organization are picked up from the sender's Outbox by the store driver and are put in the Submission queue on a server that runs the Hub Transport server role. For more information, see Transport Architecture.

Messaging Policy and Compliance Features

A collection of transport agents lets you configure rules and settings that are applied as messages enter and leave the mail flow components. You can create messaging policy and rule settings that are designed to meet different regulations and that can easily be changed to adapt to your organization's requirements. The transport-based messaging policy and compliance features include server-based rules that you configure to enforce your organization's compliance scenarios and the Journaling agent that acts to enforce message retention. For more information, see Planning for Hub Transport Features.

Anti-Spam and Antivirus Protection

The Exchange 2007 Built-in Protection features provide anti-spam and antivirus protection for messages. Although these Built-in Protection features are designed for use in the perimeter network on the Edge Transport server role, the Edge Transport agents can also be configured on the Hub Transport server. By default, these agents are not enabled on the Hub Transport server role. To use the anti-spam features on the Hub Transport server, you must register the agents in a configuration file and enable the features that you want to use by running a provided Exchange Management Shell script. You install and enable the antivirus agent in a separate operation. For more information, see Planning for Anti-Spam and Antivirus Features.

For More Information

For more information about how to plan for the Hub Transport server role and the features that this role provides, see the following topics:


Planning for Hub Transport Servers

Transport Architecture

New Messaging Policy and Compliance Features

New Anti-Spam and Antivirus Functionality
Mailbox Server Role: Overview

In Microsoft Exchange Server 2007, there are five server roles that you can install and then configure on a computer that is running Microsoft Windows Server 2003. This topic provides an overview of the Mailbox server role.

The Mailbox server role hosts mailbox databases, which contain users' mailboxes. If you plan to host user mailboxes, public folders, or both, the Mailbox server role is required. 

In Exchange Server 2007, the Mailbox server role integrates with the Active Directory directory service better than the mailbox features and functionality in earlier versions of Exchange. This improved integration makes deployment and operation tasks much easier. The Mailbox server role also improves the information worker experience by providing richer calendaring functionality, resource management, and offline address book downloads.

For More Information


For more information about the features and functionality of the Mailbox server role, see Mailbox.


For information about deploying the Mailbox server role, see Deploying Server Roles.


For information about managing the Mailbox server role, see Managing Mailbox Features.

Unified Messaging Server Role: Overview

In Microsoft Exchange Server 2007, the Unified Messaging server role is one of several server roles that you can install and then configure on a computer that is running Microsoft Windows Server 2003. The concept of Unified Messaging is new to the Exchange product line, and its introduction brings with it new telephony concepts that may not be familiar to an Exchange administrator.

Exchange Server 2007 Unified Messaging combines voice messaging, fax, and e-mail into one Inbox, which can be accessed from the telephone and the computer. Unified Messaging integrates Exchange Server 2007 with the telephony network in your organization and brings the features found in Unified Messaging to the core of the Exchange Server product line. 


For more information about Unified Messaging, see Unified Messaging.


For more information about how to plan for Unified Messaging, see Planning for Unified Messaging Servers.


For more information about how to deploy Unified Messaging, see Deploying Server Roles.


For more information about how to manage Unified Messaging, see Managing Unified Messaging
Topologies: Overview

You can classify your Microsoft Exchange organization in the following three ways:

Logical topology

	A logical topology refers to the Active Directory directory service forest structure. For more information about logical topologies, see Logical Topologies.


Physical topology

	The physical topology refers to the physical sites and computers in your Exchange organization. For more information about physical topologies, see Physical Topologies.


Exchange organization topology

	The Exchange organization topology refers to the Exchange server roles and how you position them within the physical and logical topologies. Your Exchange organization should fit into one of the following predefined Exchange organization topologies:


Simple Exchange organization


Standard Exchange organization


Large Exchange organization


Complex Exchange organization

For more information about Exchange topologies, see the following topics: 


Planning for a Simple Exchange Organization

Planning for a Standard Exchange Organization

Planning for a Large Exchange Organization

Planning for a Complex Exchange Organization


Examples of Exchange Organization Topologies

The following figures show examples of the four predefined Exchange organization topologies.

Figure 1   Simple Exchange organization with a single server
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Figure 2   Simple Exchange organization with multiple servers
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Figure 3   Standard Exchange organization
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Figure 4   Large Exchange organization
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Figure 5   Complex Exchange organization with an Exchange resource forest
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Figure 6   Complex Exchange organization with multiple Exchange forests
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Planning Your Deployment

The most appropriate path for deploying Microsoft Exchange Server 2007 depends on an organization's current e-mail infrastructure. For example, upgrading to Exchange 2007 from an existing Exchange Server 2003 organization is a relatively simple process. By contrast, migrating from an Exchange Server version 5.5 organization to Exchange 2007 involves some additional planning because of the need to migrate directory information to the Active Directory directory service and messaging system data to Exchange 2007.

Before you deploy Exchange 2007, we recommend that you review the following topics, which provide guidance on planning for the supported Exchange organization models (Simple, Standard, Large, and Complex):


Planning Checklist

Planning Processor and Memory Configurations

Planning Disk Storage

Planning for a Simple Exchange Organization

Planning for a Standard Exchange Organization

Planning for a Large Exchange Organization

Planning for a Complex Exchange Organization

Planning for Coexistence
Best Practices for Deployment

A variety of deployment paths are available for organizations that are planning on deploying Exchange 2007. Although they all achieve the same end result—a successful deployment of Exchange 2007—each path is slightly different because each customer's needs and starting points are different. Generally, though, there are common starting points and paths that cover all supported deployment scenarios, which includes new installs, transitions, and migrations.

We recommend that you review the best practices and necessary requirements for deploying Exchange 2007 in each scenario:


Best Practices for Deploying a New Exchange Organization

Best Practices for Transitioning an Exchange Organization

Best Practices for Migrating from Lotus Notes to an Exchange Organization
Choosing an Installation Path

Every Exchange organization is different, but most should match one of the scenarios shown in Table 1. Each scenario has different considerations for you as you plan your deployment. Select the scenario that best describes your Exchange organization, and then click the corresponding topic link to learn more about the deployment considerations and options for your scenario.

Table 1   Scenarios for deploying Exchange Server 2007

	Scenario
	Topic

	You have no e-mail servers.
	New Installation

	You have servers that are running only Exchange Server 2003 or running only Exchange 2000 Server.
	How to Upgrade from Exchange Server 2003 or Exchange 2000 Server Organizations

	You will be deploying Exchange in multiple forests.
	Connecting Forest Topologies


Planning Checklist

Before deploying Microsoft Exchange Server 2007, your existing infrastructure must meet certain prerequisites. You can use the following planning checklist to verify that your organization is ready for Exchange 2007.

Before proceeding with your deployment, we recommend that you also review the Exchange 2007 System Requirements.

Active Directory Planning

	Requirements
	Check

	The domain controller that is the schema master has Microsoft Windows Server 2003 Service Pack 1 (SP1) or Windows Server 2003 R2 installed. To determine which domain controller is the current schema operations master, see Identify the Schema Master.
	[      ]

	At least one domain controller in each Active Directory site that contains Exchange 2007 must be running Windows Server 2003 SP1. For more information about SP1, including links for downloading or ordering SP1, see Windows Server 2003 Service Pack 1 (SP1) Roadmap.
	[      ]

	The Active Directory domain functional level must be Windows 2000 Server-native or higher for all domains in the Active Directory forest where you will install Exchange 2007. For more information about raising the Active Directory domain functional level, see Raise the domain functional level.
	[      ]

	If you have a resource forest, or multiple forests that share an Exchange 2007 organization, then a trust relationship is required. If your topology includes multiple forests that contain Exchange 2007, or if your implementation requires a forest-to-forest trust between forests containing Exchange 2007, the minimum Active Directory forest functional level for each forest must be Windows Server 2003. For more information about raising the Active Directory forest functional level, see Raise the forest functional level.
	[      ]


Network and Name Resolution Planning

	Requirements
	Check

	Domain Name System (DNS) is configured correctly in your Active Directory forest, using a single, unified namespace. For more information about configuring DNS for use with Exchange 2007 see Configuring DNS Settings for Exchange 2007 Servers.
	[      ]

	Connection points between Exchange servers in distributed Exchange sites have at least 64 kilobits per second (Kbps) of bandwidth available.
	[      ]


Existing Exchange Organization Planning

	Requirements
	Check

	Exchange Server version 5.5 is not present in the Exchange organization. If computers running Exchange Server version 5.5 are present in your organization, they will need to be removed before you can convert the organization to native mode. For detailed steps to remove Exchange Server version 5.5 from the organization, see How to Remove Exchange 5.5 Servers from Your Exchange 2003 Organization.
	[      ]

	The Exchange organization has been converted to native mode. For detailed steps to convert an Exchange organization to native mode, see How to Convert from Mixed Mode to Native Mode in Exchange.
	[      ]


Mailbox Server Role Planning

	Requirements
	Check

	Hardware meets minimum requirements. For information about the minimum requirements for Exchange 2007, see Exchange 2007 System Requirements. See also, Planning Processor and Memory Configurations.
	[      ]

	Partitions containing the following files are formatted using NTFS: system partition, and any partition that stores Exchange binaries; storage group files, including the transaction log files and database files; and other Exchange files. For information about formatting or converting partitions to NTFS, see Reformatting or converting a partition to use NTFS.
	[      ]

	Server is running Windows Server 2003 with Service Pack 1 (SP1), Standard Edition, Enterprise Edition or Windows Server 2003 R2. For more information about SP1, including links for downloading or ordering SP1, see Windows Server 2003 Service Pack 1 (SP1) Roadmap. For more information about Windows Server 2003 R2, see the Windows Server 2003 R2 home page.
	[      ]


Client Access Server Planning

	Requirements
	Check

	Hardware meets minimum requirements. For information about the minimum requirements for Exchange 2007, see Exchange 2007 System Requirements. See also, Planning Processor and Memory Configurations.
	[      ]

	Partitions containing the following files are formatted using NTFS: system partition, and any partition that stores Exchange binaries; storage group files, including the transaction log files and database files; and other Exchange files. For information about formatting or converting partitions to NTFS, see Reformatting or converting a partition to use NTFS.
	[      ]

	Server is running Windows Server 2003 with Service Pack 1 (SP1), Standard Edition, Enterprise Edition or Windows Server 2003 R2. For more information about SP1, including links for downloading or ordering SP1, see Windows Server 2003 Service Pack 1 (SP1) Roadmap. For more information about Windows Server 2003 R2, see the Windows Server 2003 R2 home page.
	[      ]


Unified Messaging Server Planning

	Requirements
	Check

	Hardware meets minimum requirements. For information about the minimum requirements for Exchange 2007, see Exchange 2007 System Requirements. See also, Planning Processor and Memory Configurations.
	[      ]

	Partitions containing the following files are formatted using NTFS: system partition, and any partition that stores Exchange binaries; storage group files, including the transaction log files and database files; and other Exchange files. For information about formatting or converting partitions to NTFS, see Reformatting or converting a partition to use NTFS.
	[      ]

	Server is running Windows Server 2003 with Service Pack 1 (SP1), Standard Edition, Enterprise Edition or Windows Server 2003 R2. For more information about SP1, including links for downloading or ordering SP1, see Windows Server 2003 Service Pack 1 (SP1) Roadmap. For more information about Windows Server 2003 R2, see the Windows Server 2003 R2 home page.
	[      ]

	At least one supported IP PBX or voice over IP (VoIP) gateway is installed and configured correctly in your organization. For information about supported IP PBX and VoIP gateways, see Supported IP/VoIP Gateways and IP/PBX and PBX Support.
	[      ]


Hub Transport Server Planning

	Requirements
	Check

	Hardware meets minimum requirements. For information about the minimum requirements for Exchange 2007, see Exchange 2007 System Requirements. See also, Planning Processor and Memory Configurations.
	[      ]

	Partitions containing the following files are formatted using NTFS: system partition, and any partition that stores Exchange binaries; storage group files, including the transaction log files and database files; and other Exchange files. For information about formatting or converting partitions to NTFS, see Reformatting or converting a partition to use NTFS.
	[      ]

	Server is running Windows Server 2003 with Service Pack 1 (SP1), Standard Edition, Enterprise Edition or Windows Server 2003 R2. For more information about SP1, including links for downloading or ordering SP1, see Windows Server 2003 Service Pack 1 (SP1) Roadmap. For more information about Windows Server 2003 R2, see the Windows Server 2003 R2 home page.
	[      ]


Edge Transport Server Planning

	Requirements
	Check

	Hardware meets minimum requirements. For information about the minimum requirements for Exchange 2007, see Exchange 2007 System Requirements. See also, Planning Processor and Memory Configurations.
	[      ]

	Partitions containing the following files are formatted using NTFS: system partition, and any partition that stores Exchange binaries; storage group files, including the transaction log files and database files; and other Exchange files. For information about formatting or converting partitions to NTFS, see Reformatting or converting a partition to use NTFS.
	[      ]

	Server is running Windows Server 2003 with Service Pack 1 (SP1), Standard Edition, Enterprise Edition or Windows Server 2003 R2. For more information about SP1, including links for downloading or ordering SP1, see Windows Server 2003 Service Pack 1 (SP1) Roadmap. For more information about Windows Server 2003 R2, see the Windows Server 2003 R2 home page.
	[      ]

	Server must not be a member of your internal Active Directory forest. It must be deployed in a perimeter network as either a stand-alone server in workgroup mode, or a member of a separate Active Directory forest in the perimeter network.
	[      ]


Exchange Client Planning

	Requirements
	Check

	All MAPI clients are running a supported version of Outlook, including Microsoft Outlook 2007, Outlook 2003, or Outlook 2002.
	[      ]

	All Outlook Web Access clients are running a supported Web browser, including Microsoft Internet Explorer. Users running Microsoft Internet Explorer 6 and later versions can choose either Outlook Web Access Premium or Outlook Web Access Light (formerly Outlook Web Access Basic). Users running earlier versions of Internet Explorer, and users running third-party Web browsers automatically use Outlook Web Access Basic. Outlook Web Access Basic has been tested against several Web browsers, including Internet Explorer versions 7, 6, 5.5, and 5.01, Mac OS X, Linux, Safari, Firefox, Netscape, and Opera. Outlook Web Access Basic has also been tested with Microsoft Windows Vista, Microsoft Windows XP, Microsoft Windows 2000, Microsoft Windows Millennium Edition, and Microsoft Windows 98.
	[      ]

	All mobile devices are running a supported operating system, including Windows Mobile 2003 Second Edition, Windows Mobile 5.0, Windows Mobile 5.0 with the Messaging and Security Feature Pack, or mobile phones running a non-Windows operating system that is compatible with Exchange ActiveSync.
	[      ]
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Note: 

The third-party Web site information in this topic is provided to help you find the technical information you need. The URLs are subject to change without notice.

Planning Processor and Memory Configurations

There are many factors to consider when selecting hardware for use by Microsoft Exchange Server 2007. Three of the most critical factors to consider are choice of processor, amount of memory, and selection of storage. This topic provides guidelines for processor and memory configurations that provide good performance and a strong platform for Exchange Server. For detailed guidance and recommended configurations for storage solutions, see Planning Disk Storage.

The primary hardware difference between previous versions of Exchange Server and Exchange 2007 is the move from a 32-bit platform to a 64-bit platform. Although both 32-bit and 64-bit versions of Exchange 2007 will be available, only the 64-bit version of Exchange 2007 running on the x64-based version of Microsoft Windows Server 2003 is supported in production environments. The 32-bit version is being made available for lab, demo, and training environments. The change from a 32-bit platform to a 64-bit platform requires a new approach to choosing server hardware for Exchange 2007, especially with respect to processor and memory.

Selecting the Appropriate Processor

For production environments, you must choose a processor that will work with the x64-based version of Windows Server 2003. These include Intel processors that support Intel Extended Memory 64 Technology or AMD processors that support AMD64. For more information, see the Intel Extended Memory 64 Technology Web site or the AMD Opteron Processor Family Web site.
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Note: 

The third-party Web site information in this topic is provided to help you find the technical information you need. The URLs are subject to change without notice.

Intel Itanium processors cannot be used with x64-based versions of Windows Server 2003. Therefore, Itanium processors cannot be used with Exchange 2007. Exchange 2007 is designed to run only on x64-capable processors such as those listed previously, and it will not run on Itanium-based systems.

Exchange 2007 is only supported in production environments when the x64 version of Exchange 2007 is installed on a computer with x64-compatible processors that is running an x64 edition of Windows Server 2003.

Regardless of which processor you choose, the server product must have the Designed for Windows logo to be supported. For more information, see Windows Logo Program and Driver Signing: Overview. To ensure support, you must select a server that is listed in the Windows Server Catalog. If your server is not listed, you should verify with the hardware vendor that testing is in progress.

Multi-Core Processors

Extensive testing on dual-core processors has shown that Exchange Server benefits significantly when using multi-core processor technology. The performance benefit for Exchange Server from dual-core technology depends upon the specific processor used. The findings from Exchange Server 2003 dual-core testing are summarized in Microsoft Knowledge Base article 827281, CPU and memory scalability for Exchange Server 2003 and for Exchange 2000 Server. In addition, the performance benefit of specific dual-core implementations can be seen by comparing the MAPI Messaging Benchmark 3 (MMB3) results of a four-processor, single-core-based server to a two-processor, dual-core-based server. These results are published at the Performance Benchmarks for Computers Running Exchange Server 2003 Web site. These benchmarks are currently being updated for Exchange 2007, and Exchange 2007 benchmarks will be published when they are available.

Today, multi-core processors are an attractive option for Exchange 2007 based on price and performance. We recommend that you ask your hardware vendor about dual-core benefits for Exchange Server for your specific hardware platform.

Selecting the Appropriate Memory Configuration

As a result of moving to a 64-bit architecture, Exchange 2007 enables much better memory utilization than previous versions of Exchange Server. For example, because of the virtual address space limitations of a 32-bit platform, Exchange Server 2003 is limited to using 4 gigabytes (GB) or less of physical memory. In contrast, Exchange 2007 can use 32 GB of memory and more.
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Note: 

32 GB is not a physical limitation, but rather it is currently the most cost-efficient maximum memory configuration. Depending upon the number of memory slots in a server, the most cost-efficient maximum memory configuration might be less than 32 GB (for example, 16 GB). This needs to be considered when choosing server hardware.

When selecting hardware for Exchange 2007, we recommend that you consider the server maximum memory configuration. Different server architectures have different memory limits. We recommend that you check the following technical specifications of the server to determine the most cost-efficient maximum memory configuration for your servers:


Memory speed   Some server architectures require slower memory to scale the memory to dozens of gigabytes in a specific server. (For example, maximum server memory is limited to 16 GB with PC3200 or 32 GB using PC2700.) You should check with the manufacturer to ensure that the memory configuration target for Exchange 2007 is compatible in terms of speed.


Memory module size   Consider the largest memory module size that the server will support. Generally, the larger the memory module, the more expensive. For example, two 1 GB DDR SDRAM memory modules generally cost much less than one 2 GB DDR SDRAM memory module. Make sure the maximum memory module size allows you to meet your target memory requirements for Exchange 2007. It may make sense to spend more money and purchase denser memory modules to make sure that the memory requirements for Exchange 2007 can be met.


Total number of memory slots   Consider how many memory modules that a specific server will support. The total number of slots multiplied by the maximum memory module size provides the maximum memory configuration for the server. Keep in mind that memory modules must sometimes be installed in pairs.

One caveat with this planning method is that some servers experience a performance improvement when more memory slots are filled, while others experience a reduction in performance. Check with your hardware vendor to understand this effect for your server architecture.

Recommended Processor Configurations

You can use Table 1 to assist you in purchasing server hardware for Exchange 2007. The table provides viable processor configurations for Exchange 2007. This table provides minimum requirements, recommended requirements, and recommended maximum configurations.
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Note: 

The following guidance assumes an average concurrency profile. Concurrency is defined as the percentage of the total number of users on a server that are connected and using the server at a specific peak period of time. For a fully utilized server, concurrency is generally in the 75 to 80 percent range.

The following describes the minimum requirements, recommended requirements, and recommended maximum configurations:


Minimum   This is the minimum processor and memory configuration suitable for specific server roles. The minimum hardware requirements must be met to receive support from Microsoft Support Services.


Recommended   This is the recommended processor and memory configuration for specific server roles. Recommended is defined as the best configuration based on price and performance. The recommended configuration also provides a balance between processor and memory capacity. The goal is to match the memory configuration to the processor configuration so the system will effectively use the processors without becoming bottlenecked on memory and vice versa.


Maximum   This is the maximum recommended processor and memory configuration for specific server roles. Maximum is defined as "the upper bound of viable processor and memory configurations based on price and performance." The recommended maximum configuration is a guideline; it is not a support criterion, and it does not take into account the resource requirements of third-party applications that might access or be installed on the server. The recommended maximum configuration may change over time based on price changes and technology advancements.

Table 1   Processor configurations for Exchange 2007 server roles

	Exchange 2007 server role
	Minimum
	Recommended
	Maximum

	Edge Transport
	1 x processor core
	2 x processor cores
	4 x processor cores

	Hub Transport
	1 x processor core
	4 x processor cores
	8 x processor cores

	Client Access
	1 x processor core 
	4 x processor cores
	4 x processor cores

	Unified Messaging
	1 x processor core 
	4 x processor cores
	4 x processor cores

	Mailbox
	1 x processor core 
	4 x processor cores
	8 x processor cores

	Multiple server roles (combinations of Hub Transport, Client Access, Unified Messaging, and Mailbox server roles)
	1 x processor core
	4 x processor cores
	4 x processor cores
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Note: 

Ratings available at http://www.spec.org may be used to rationalize unlike processors/server configurations. The third-party Web site information in this topic is provided to help you find the technical information you need. The URLs are subject to change without notice. 

Edge Transport Server Role

The Edge Transport server role is extremely efficient in design and thus requires moderate processing power. In addition, organizations requiring fault tolerance will deploy multiple Edge Transport servers to provide redundancy. The recommended configuration of 2 x processor cores assumes a fault-tolerant deployment. Large organizations, with a substantial volume of inbound and outbound messages, will be able to use servers with 4 x processor cores to reduce the aggregate Edge Transport server count. Processor utilization is based on several factors such as: message rate, average message size, number of enabled transport agents, antivirus configuration, and third-party applications.

Hub Transport Server Role

The recommended configuration for the Hub Transport server role is 4 x processor cores in organizations where Hub Transport servers are deployed with several Mailbox servers and thousands of mailboxes. 8 x processor core servers can be efficiently used when the Hub Transport server is configured to use antivirus and anti-spam. Either 1 x or 2 x processor core configurations can be considered for organizations where there are not enough mailboxes or insufficient message traffic to warrant using a 4 x processor core configuration. Processor utilization is based on several factors such as message rate, average message size, number of enabled transport agents, antivirus configuration, and third-party applications.

Client Access Server Role

Exchange 2007 architecture has moved most of the client-specific functions from the Mailbox server to the Client Access server. In Exchange 2007, messages are converted on the Client Access server when they are accessed by a non-MAPI client (for example, POP3 and IMAP4 clients). In addition, rendering for Microsoft Outlook Web Access is performed on the Client Access server, as opposed to the Microsoft Exchange Information Store in previous versions of Exchange Server. These architectural changes allow the Client Access server to offload significant processing from the Mailbox server and enable the Client Access server to effectively utilize 4 x processor cores. Servers with either 1 x or 2 x processor cores can be utilized for Client Access servers in organizations where there are not enough mailboxes or insufficient non-MAPI client traffic to warrant using 4 x processor core servers.

Unified Messaging Server Role

The recommended configuration for the Unified Messaging server role is 4 x processor cores. Multiple cores are used on the Unified Messaging server for several architectural functions such as .wav to Microsoft Windows Media® Audio (WMA) conversions for voice mail messages. Servers with either 1 x or 2 x processor cores can be used for Unified Messaging servers in organizations where there are not enough mailboxes or insufficient Unified Messaging server activity to warrant using 4 x processor core servers.

Mailbox Server Role

The recommended configuration for the Mailbox server role is based predominantly on mailbox count and user profile. A 4 x processor core server provides a good balance between price and performance, and should be able to host several thousand mailboxes. Sizing for the Mailbox server requires an understanding of the average client user profile. This profile can be collected using the Microsoft Exchange Server Profile Analyzer or by using third-party tools. For more information, see the Microsoft Exchange Server Profile Analyzer Web site. Table 2 lists generic and common knowledge worker profiles for Microsoft Outlook clients.

Table 2   Knowledge worker profiles for Outlook users

	User type (usage profile)
	Send/receive per dayapproximately 50-kilobyte (KB) message size

	Light
	5 sent/20 received

	Average
	10 sent/40 received

	Heavy
	20 sent/80 received

	Very heavy 
	30 sent/120 received


There are several factors to consider when sizing Mailbox servers other than the user types listed earlier. These include Mailbox servers that use Exchange 2007 features such as local continuous replication (LCR), and Mailbox servers that are accessed by Microsoft Forefront Security for Exchange Server, third-party applications, mobile devices, and online (versus Cached Exchange Mode) Outlook clients. Sizing used primarily for budgeting purposes can be accomplished by assuming that 1,000 average mailboxes will require a 1 x processor core. (For example, a 4,000-mailbox server with an average usage profile requires 4 x processor cores). A heavy usage profile effectively doubles the required processor cycles (or halves the number of users per processor core to 500 mailboxes per processor core). A 2,000-mailbox server with an average profile requires a 2 x processor core server. The maximum number of processor cores efficiently used by the Mailbox server role is eight. Deploying mailboxes on servers with more than eight cores will not provide significant scalability improvements.

Processor Recommendations for Local Continuous Replication

In a local continuous replication (LCR) environment, both the active copy and passive copy of LCR-enabled storage group are on the same server. In this environment, there is additional processing overhead generated from the Replication service copying and replaying in logs to the passive copy of the database. This additional processing overhead is approximately 20 percent and should be factored in when sizing Mailbox servers that have one or more storage groups enabled for LCR.

Multiple Server Roles

The multiple server role configuration has guidance similar to the Mailbox server role. To accommodate the Client Access and Hub Transport server roles on the same server as the Mailbox server role, reduce the 1,000 mailboxes per core calculation based on the average client profile by 20 percent (800 mailboxes per core) when performing sizing. The maximum recommended processor core configuration is listed at 4 x processor cores for the multiple server role configuration to indirectly provide guidance on the maximum number of users that should be hosted on a multiple role server. Neither cluster continuous replication (CCR) nor single copy clusters (SCC) support hosting the Hub Transport or Client Access server roles in a failover cluster, so the multiple role server is non-clustered. It is a good idea to cluster Mailbox servers that host thousands of mailboxes to make sure that server maintenance or failures do not have a significant impact on uptime or availability. For this reason, the recommended maximum processor core configuration for the multiple role server is listed at four. Although this configuration can use up to eight processor cores, we do not recommend this configuration due to availability concerns.

Recommended Memory Configurations

After the number of processor cores estimated to be required per server role is understood, baseline memory recommendations can be applied. Table 3 illustrates the Minimum, Recommended, and Maximum memory configurations for Exchange 2007 server roles.

Table 3   Memory configurations for Exchange 2007 servers based on installed server roles

	Exchange 2007 server role
	Minimum per server
	Recommended
	Maximum per server

	Edge Transport
	2 GB
	1 GB per core (2 GB minimum)
	16 GB

	Hub Transport
	2 GB
	1 GB per core (2 GB minimum)
	16 GB

	Client Access
	2 GB
	1 GB per core (2 GB minimum)
	8 GB

	Unified Messaging
	2 GB
	1 GB per core

(2 GB minimum)
	4 GB

	Mailbox
	2 GB; also depends on number of storage groups (see below)
	2 GB plus from 2 MB through 5 MB per mailbox. This is variable based on user profile. For more details, see "Table 5 Mailbox memory recommendations" later in this topic.
	32 GB

	Multiple roles (combinations of Hub Transport, Client Access, Unified Messaging, and Mailbox server roles)
	2 GB; also depends on number of storage groups (see below)
	4 GB plus from 2 MB through 5 MB per mailbox. This is variable based on user profile. For more details, see "Table 5 Mailbox memory recommendations" later in this topic.
	8 GB


Edge Transport and Hub Transport Server Roles

The Edge Transport and Hub Transport server roles do not require substantial quantities of memory to perform well in optimal conditions. Generally, 1 GB of RAM per processor core (2 GB minimum total) is sufficient to handle all but the most demanding loads. The recommended maximum memory configuration of 16 GB is based on the Edge Transport and Hub Transport servers handling one million messages with an average number of recipients each. Most deployments will be optimally configured with the recommended memory configuration of 1 GB per processor core (2 GB minimum total).

Two significant memory factors that should be taken into account for large deployments are large queue scenarios, and Edgesync memory requirements.

Large Queue Scenarios
Exchange 2007 Edge Transport and Hub Transport servers are designed to handle scenarios where extremely large queues build up (for example, 1 million messages in a single server queue). These servers hold the queued message recipient information in memory to optimize sending and retry operations. Use Table 4 when sizing Edge Transport or Hub Transport servers for large queue scenarios.

Table 4   Memory overhead for large queue scenarios

	Memory factors per queued message 
	Memory consumed

	Per message overhead
	3 KB

	Per recipient overhead
	1 KB


EdgeSync Memory Requirements
EdgeSync is a process that synchronizes directory information between Edge Transport servers and Hub Transport servers that are in the same Active Directory site. All Hub Transport servers keep EdgeSync directory information in memory to facilitate pushing this information to the Edge Transport servers. The amount of memory used is determined by the number of mail-enabled objects in the directory (for example, recipients and distribution lists). Each mail-enabled object causes approximately 4 KB of memory to be consumed by the EdgeSync process.

The “Recommended” memory configuration for Hub Transport servers is targeted at non-enterprise deployments. Organizations with tens of thousands of mail-enabled objects should understand the EdgeSync memory overhead and size their Hub Transport servers appropriately.

Client Access Server Role

In general, memory utilization on Client Access servers has a linear relationship with the number of client connections and the transaction rate. Based on the current recommendations for processor and memory configurations, a Client Access server will be balanced in terms of memory/processor utilization, and it will become processor-bound at roughly the same time it becomes memory-bound. For the majority of deployments, 4 GB (1 GB per processor core) is sufficient and recommended for Client Access server operations. Large scale deployments, especially those with Outlook Anywhere as the primary client access method, should consider using 2 GB per processor core.

The recommended maximum amount of memory per server for Client Access servers is 8 GB. This recommendation is made because the Client Access server only proxies Outlook client requests to the Mailbox server, and the memory footprint per client connection is much more of a factor than the processor utilization per connection.

Mailbox Server Role

The memory configuration process for the Mailbox server role is more complex than the other roles because the optimal memory configuration depends upon the mailbox count and the client profile (similar to estimating processor core requirements). Memory sizing for the Mailbox server role is critical to reducing disk I/O on the server. The more memory you add to the Mailbox server, the less disk I/O that will be generated by Exchange. There is, however, a point of diminishing returns at which adding memory to the server may not be justifiable based on price and performance. The memory recommendations outlined in this section consider this point of diminishing returns, and are based on current memory prices and performance metrics.

Defining the memory configuration of a Mailbox server is required prior to defining the storage requirements and configuration for that server. You can use Table 5 to estimate the memory requirements of a specific Mailbox server with a specific number of hosted mailboxes and with a specific profile type.

Table 5   Mailbox memory recommendations

	User type
	Mailbox memory recommendation

	Light
	2 GB plus 2 MB per mailbox

	Average
	2 GB plus 3.5 MB per mailbox

	Heavy
	2 GB plus 5 MB per mailbox


Recommended Maximum Memory Configuration for Mailbox Servers
Recent x64-based servers have the ability to scale their memory configuration to 64 GB and beyond. There are several reasons why we do not recommend maximum memory configurations beyond 32 GB for Mailbox servers, including cost, the impact of non-transactional disk I/O, and cold state operations:


Cost   Based on current memory prices, specifically the current average price of 4-GB dual in-line memory modules (DIMMs), it is cost-prohibitive to install more than 32 GB on a single Mailbox server. Generally, the cost of physical RAM is linear up to 32 GB. Beyond 32 GB, the cost trend is exponential, and for many configurations, it is less expensive to add disk drives instead of memory.


Non-transactional disk I/O   The Mailbox server utilizes additional physical RAM by caching more data, which reduces the database disk I/O footprint for transactional disk I/O (I/O that is generated by client activity). There are several sources of non-transactional disk I/O on the Mailbox server. These include online maintenance (for example, online database defragmentation); offline maintenance (for example, offline database defragmentation, or database repair operations); backup, restore, or recovery operations; and mailbox management operations. All of these operations require disk I/O to properly maintain the server. Although Exchange 2007 has reduced transactional I/O significantly, adequate storage performance is still required for proper maintenance of the Mailbox server. For this reason, there is a point of diminishing returns when adding memory to the server. In general, the purpose of adding memory to the Mailbox server is to reduce the disk I/O requirements, which in turn reduces the overall cost of the storage solution. Due to non-transactional I/O requirements, the storage requirements of the server may not be significantly reduced by adding more than 32 GB of memory.


Cold state operation   Cold state is defined as the state of the Mailbox server immediately following a server restart or a restart of the Microsoft Exchange Information Service. The database cache, which is used to cache read/write operations, is small in size (cold) during this period, so it has a significantly diminished ability to reduce read I/O operations. As the Mailbox server processes messages, the database cache size grows, increasing the effectiveness of the cache and subsequently reducing disk I/O on the server. The more physical memory in the server, the longer it takes the database cache to reach its optimal size. If the storage solution is designed and sized for a server with a large amount of physical RAM (greater than 32 GB), and the disk I/O profile of the users assumes an optimal database cache state (for example, a large, warm cache), the client experience may be compromised due to insufficient disk performance during the cold state periods. Similar to the issue of non-transactional I/O, the storage requirements may be the same for a server with 32 GB of memory as a server with more than 32 GB of RAM.

Although the Mailbox server role will utilize memory greater than 32 GB, for the reasons outlined earlier, 32 GB is the maximum recommended memory configuration and is considered the point of diminishing returns in terms of both cost and performance.

Recommended Minimum Memory Configuration for Mailbox Servers based on Number of Storage Groups
In Exchange 2007, the maximum number of storage groups per server has been increased to 50 (up from 4 in Exchange Server 2003). This increase provides much greater flexibility in server and storage architecture, but this increase also has a significant effect on the memory utilization of the Mailbox server. Increasing the number of storage groups primarily affects the utilization of the database cache. The database cache is used for both read and write activity. Due to the way checkpointing works, adding a storage group increases the amount of the database cache used for write activity. This has a positive impact of reducing database write I/O, but if too many storage groups are configured on a server with insufficient physical memory, the effectiveness of the database read cache may be reduced. This can have an overall negative effect on the performance of the server. For this reason, it is important to maintain a ratio between the number of storage groups and the amount of physical memory in the server. Table 6 identifies the specific minimum memory requirements per server, based on the number of storage groups on the server.

Table 6   Minimum memory required based on number of storage groups

	Number of storage groups
	Minimum required physical RAM

	1-4
	2 GB

	5-8
	4 GB

	9-12
	6 GB

	13-16
	8 GB

	17-20
	10 GB

	21-24
	12 GB

	25-28
	14 GB

	29-32
	16 GB

	33-36
	18 GB

	37-40
	20 GB

	41-44
	22 GB

	45-48
	24 GB

	49-50
	26 GB


Table 6 augments the basic 2 GB minimum memory requirements for Exchange 2007. Mailbox and multiple role server configurations must meet the requirements listed in Table 6 to receive support from Microsoft.

The minimum physical memory requirements based on storage group listed in Table 6 count closely match our recommendations on memory sizing based on mailbox count and profile. To understand how these memory recommendations should be used, consider the following examples:


Example 1: A 4000-user Mailbox server with a heavy user profile would calculate out to 22 GB of RAM (2048 MB + (4000*5 MB)). Based on the above support requirements, the server could support up to 44 storage groups. Additional RAM would be required to support more than 44 storage groups.


Example 2:  A 1000-user Mailbox server with a light user profile would calculate out to 4 GB of RAM (2048 MB + (1000*2 MB)). Based on the above support requirements, the server could support up to 8 storage groups. Additional RAM would be required to support more than 8 storage groups.

Memory Recommendations for Local Continuous Replication

In a local continuous replication (LCR) environment, both the active copy and passive copy of LCR-enabled storage group are on the same server. The Microsoft Exchange Replication Service will work well on server that has LCR enabled for one or more storage groups based on the provided memory guidance. However, to ensure that the ESE database cache maintains optimal efficiency in an LCR environment, we recommend that you install an additional 1 GB of RAM to Mailbox and multiple role servers (above and beyond the memory guidance listed above).

Multiple Server Roles

Guidance and limitations similar to the Mailbox server role apply to multiple server role configurations. To accommodate the Client Access and Hub Transport server roles on the same server as the Mailbox server role, the recommended base memory configuration is 4 GB. Memory guidance based on mailbox count and profile is the same as the Mailbox server role. The recommended maximum amount of memory is 8 GB.

Neither CCR nor SCC supports hosting the Hub Transport or Client Access server roles in a failover cluster; thus, a multiple role server is non-clustered by definition. It is a good idea to cluster Mailbox servers that host thousands of mailboxes to ensure that server maintenance or failures do not have a significant impact on uptime or availability. For this reason, the recommended maximum memory configuration for a multiple role server is 8 GB. Although more memory is supported in this configuration, it is not recommended due to availability concerns.

The minimum memory requirements based on the number of storage groups listed in Table 6 apply to multiple role server configurations, including configurations that contain the Mailbox server role.

Server Role Ratios Recommendations

After you have determined your optimal processor and memory configurations, you should determine how many server roles of each type are required for your deployment. Every environment is different, so consider these recommendations as starting points that can be tailored to your environment.

These recommendations are based on the internal deployment of Exchange 2007 at Microsoft. Table 7 details the characteristics of the Microsoft messaging environment. For more information about the Microsoft messaging environment, see Going 64-bit with Microsoft Exchange Server 2007.

Table 7   Characteristics of the Microsoft messaging environment

	User profile
	Heavy to very heavy

	Primary client  (Weekday working hours)
	Outlook 2003/2007 Cached Exchange Mode (MAPI/RPC)

	Primary after hours/weekend clients
	Outlook 2003/2007 Cached Exchange Mode (RPC/HTTPS) and Outlook Web Access

	Percentage of user base using Exchange ActiveSync
	25%


Table 8 shows recommended server role ratios that are based on the processor core guidance in this topic because it is common for roles to have vastly different processor core counts. Also, the Mailbox server role is the basis for the processor core ratios. Hub Transport and Client Access roles relate to the Mailbox role with regard to the recommendation.
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Note: 

Ratings available at http://www.spec.org may be used to rationalize unlike processors/server configurations. The third-party Web site information in this topic is provided to help you find the technical information you need. The URLs are subject to change without notice. 

Table 8   Recommended server role ratios based on processor core

	Role ratio
	Recommended processor core ratio 

	Mailbox:Hub
	7:1 (no antivirus scanning on Hub)

	 
	5:1 (with antivirus scanning on Hub)

	Mailbox:Client Access
	4:1


When considering these recommendations, be aware of the following:


The above ratios are “rule of thumb,” and they may not be valid for every topology. Rule of thumb means that the ratios are not a requirement for support or a hard and fast rule.


Ratios can change dramatically based on user profiles. A user that creates a larger than expected load against the Mailbox role than the Hub role will increase the Mailbox:Hub ratio; and vice versa.


These recommendations are derived from the internal deployment of Mailbox servers at Microsoft, which is based on approximately 500 heavy users per processor core.


These ratios assume that Mailbox servers are at greater than 60 percent processor utilization during peak periods, with corresponding processor utilization on Hub Transport or Client Access servers.


For these recommendations, the processors used on Mailbox, Hub Transport, and Client Access roles were the same type and speed.


A minimum of two Hub Transport and two Client Access servers should be deployed for redundancy and to ensure uninterrupted service in case of planned or unplanned server downtime.


You can use the Exchange 2007 Management Pack for Microsoft Operations Manager 2005 SP1 and the Performance Troubleshooter in the Toolbox node of the Exchange Management Console to determine if and when a given deployment requires additional server roles based on performance. These tools can also be used to fine-tune server role ratios for a specific deployment. For more information about the Exchange 2007 Management Pack, see Monitoring Exchange 2007 with Microsoft Operations Manager 2005 SP1. For more information about the Performance Troubleshooter, see Using the Toolbox.


The Hub Transport ratio that includes antivirus scanning was obtained using Forefront Security for Microsoft Exchange with five active scanning engines.


The Client Access ratio includes using SSL for all access protocols.

It is not possible to provide a ratio for the Unified Messaging server role because its utilization is not directly tied to the Mailbox server role. For more information about Unified Messaging server capacity planning, see Determining the Number of Users an Exchange 2007 Unified Messaging Server Can Support.

Edge Server Count

To determine how many Edge Transport servers are required, you must measure or estimate the following metrics during peak periods:


Connections/sec


Messages/sec


Avg. Message Size

Sizing is based on the number of connections and messages processed, with average message size being a secondary factor. Because every SMTP connection does not translate into an SMTP message, and because every accepted message will not survive antivirus and anti-spam scanning, it is very difficult to provide a simple sizing methodology based on message rate. Edge Transport server utilization depends on several factors that are unique to each organization.
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Note: 

A minimum of two Edge Transport servers should be deployed for redundancy and to ensure uninterrupted service in case of planned or unplanned server downtime.

Table 9 provides performance data values for key metrics from internal deployment at Microsoft. You can use the metrics and their values to further your understanding of the performance characteristics of an Edge Transport server.

Table 9   Performance metrics from internal deployment of Edge Transport servers at Microsoft

	Performance metric
	Value

	SMTP Connections/Sec
	55

	% Connections Accepted
	80%

	SMTP Messages IMF Scanned/Sec
	3.7

	% SMTP Messages passed IMF Scanning
	80%

	SMTP Messages A/V Scanned/Sec
	3

	Avg. Message Size
	70 KB

	CPU Utilization
	20%**


** System included a 2-socket, dual-core AMD Opteron 275 2.2 Ghz processor

A significant percentage of the server processing can be associated with the overhead of analyzing connections and scanning accepted messages. For this reason, it is not possible to provide a sizing metric based solely on the number of messages sent and received per second because antivirus and anti-spam are significant processor utilization functions of the Edge Transport server role.

Planning Disk Storage

As with all server applications, computers running Microsoft Exchange Server 2007 need to be deployed correctly with sufficient storage capacity and performance. Three of the most critical factors to consider are choice of processor, amount of memory, and selection of storage. This topic provides guidelines for selecting a storage configuration that provides good performance and a strong platform for Exchange 2007. For detailed guidance and recommended configurations for processor and memory, see Planning Processor and Memory Configurations.

Capacity and performance are often at odds with each other when it comes to selecting a storage solution, and both must be considered before making a purchase. Generally, the decision comes down to three factors:


Making sure there will be enough space to store all of the data. Determining your capacity needs is a relatively straightforward process. For more information on how to determine your capacity needs, see "Planning Disk Capacity" later in this topic.


Making sure the solution provides acceptable disk latency and a responsive end-user experience. This is determined by measuring or predicting transactional I/O delivered by the solution.


Making sure that non-transactional I/O has both enough time to complete, and enough disk throughput to meet your service level agreements (SLAs).

The goal is to find a balance of these three factors so that you can design the actual hardware solution for your servers.

Planning Disk Capacity

Having sufficient capacity is critical. When a database disk runs out of space, the database will go offline. When a transaction log disk runs out of space, it will cause all of the databases in that storage group to go offline. Provisioning additional space is often hard to do quickly, and performing offline compaction to reclaim space can take a long time. In most cases, running out of disk space results in an interruption of availability of one or more databases for a period of time that typically exceeds most recovery time objectives (RTO).

Database LUN Capacity

There are a several data points that you'll use to determine how to size a database LUN. In addition, there are other factors to consider. After all factors have been considered and calculated, we recommend that you include an additional overhead factor for the database LUN of 20 percent. This value will account for the other data that resides in the database that is not necessarily seen when calculating mailbox sizes and white space; for example, the data structure (tables, views, and internal indices,) within the database adds to the overall size of the database. For example, if after reading the following subsections you determine that you need 120 GB, we recommend that you provision 144 GB, representing a 20 percent "safety" overhead for that storage group’s database LUN.

Mailbox Quota

The first metric to understand is mailbox size. Knowing the amount of data an end-user is allowed to store in their mailbox allows you to determine how many users can be housed on the server. While final mailbox sizes and quotas can and do change, having a goal in mind is the first step in determining your needed capacity. For example, if you have 5,000 users on a server with a 250 MB mailbox quota, you need at least 1.25 terabytes (TB) of disk space. If a hard limit is not set on mailbox quotas, it will be difficult to estimate how much capacity you will need.

Database White Space

The database size on the physical disk isn’t just the number of users multiplied by the user quota. When the majority of users are not near their mailbox quota, the databases will consume less space, and white space isn’t a capacity concern. The database itself will always have free pages, or white space, spread throughout.  During online maintenance, items marked for removal from the database are removed, which frees these pages. The percentage of white space is constantly changing with the highest percentage immediately after online maintenance and the lowest percentage right before online maintenance.

The size of white space in the database can be approximated by the amount of mail sent and received by the users with mailboxes in the database. For example, if you have one hundred 2 GB mailboxes (total of 200 GB) in a database where users send and receive an average of 10 MB of mail per day, the white space is approximately 1 GB (100 * 10 MB).

White space can grow beyond any approximation if online maintenance is not able to complete a full pass. It is important that your operational activities include enough time for online maintenance to run each night, so that a full pass can complete within one week or less.

Database Dumpster

Each database has a "dumpster" that stores hard-deleted items. By default, items are stored for 14 days in Exchange 2007. These include items that have been removed from the deleted items folder. Compared with Exchange 2003, Exchange 2007 increases the overhead consumed by the database dumpster because deleted items are now stored for twice as long.

After the retention period has passed, these items will be removed from the database during an online maintenance cycle. Eventually, a steady state will be reached where your dumpster size will be equivalent to 2 weeks worth of incoming mail, as a percentage of your database size. The exact percentage depends on the amount of mail deleted and on individual mailbox sizes.

The dumpster adds a percentage of overhead to the database dependent upon the mailbox size and the message delivery rate for that mailbox. For example, with a constant message delivery rate of 50 MB a week, a 250 MB mailbox would store approximately 100 MB in the dumpster, which adds 40 percent overhead.  A 1 GB mailbox storing the same 100 MB in the dumpster adds 10 percent overhead.

Actual Mailbox Size

Over time, user mailboxes will reach the mailbox quota, so an amount of mail equivalent to the incoming mail will need to be deleted to remain under the mailbox quota. This means that the dumpster will increase to a maximum size equivalent to two weeks’ worth of incoming mail. If the majority of users have not reached the mailbox quota, only some of the incoming mail will be deleted, so the growth will be split between the dumpster and the increase in mailbox size. For example, a 250 MB mailbox that receives 50 MB of mail per week would result in 100 MB in the dumpster (40 percent), and 10 MB in white space, for a total mailbox size of 360 MB. Another example is a 2 GB mailbox that receives 50 MB of mail per week, which results in 100 MB in the dumpster (5 percent) and 10 MB in white space, for a total mailbox size of 2.11 GB. Fifty 2 GB mailboxes in a storage group total 105.5 GB.  

Below is a formula for database size using a 2 GB mailbox:

Mailbox Size = Mailbox Quota + White Space + (Weekly Incoming Mail * 2)

Mailbox Size = 2000 MB + (10 MB) + (50 MB * 2)

2110 MB =2000 MB + 10 MB + 100 MB (5% larger than the quota)

After you have determined the projected actual mailbox size, you can use that value to determine the maximum number of users per database. Take the projected mailbox size, and divide it by the maximum recommended database size. This will also help you determine how many databases you will need to handle the projected user count, assuming fully populated databases. Be aware that due to non-transactional I/O or because of hardware limitations, you may have to modify the number of users placed on a single server. Some administrators will prefer to use more databases to further shrink the database size. This approach can assist with backup and restore windows at the cost of more complexity in managing more databases per server.

Content Indexing

Content indexing creates an index, or catalog, that allows end users to easily and quickly search through their mail items rather than manually trolling through the mailbox.  Exchange 2007 creates an index that is about 5 percent of the total database size, which is placed on the same LUN as the database. An additional 5 percent capacity needs to be factored into the database LUN size for content indexing.

Maintenance

A database that needs to be repaired or compacted offline will need capacity equal to the size of the target database plus 10 percent. Whether you allocate enough space for a single database, a storage group, or a backup set, additional space will need to be available to perform these operations.

Recovery Storage Group

If you plan to use a recovery storage group as part of your disaster recovery plans, enough capacity will need to be available to handle all of the databases you want to be able to simultaneously restore on that server.

Backup to Disk

Many administrators perform streaming online backups to a disk target. If your backup and restore design involves backup to disk, enough capacity needs to be available on the server to house the backup. Depending on the backup type you use, this capacity can be as small as the database and logs to as large as the database and all logs since the last full backup.

Log LUN Capacity

The transaction log files are a record of every transaction performed by the database engine. All transactions are written to the log first and then lazily written to the database. Unlike previous versions, the transaction logs files in Exchange 2007 have been reduced in size from 5 MB to 1 MB. This change was made to support the continuous replication features and to minimize the amount of data loss if primary storage fails.

Backup and Restore Factors

Most enterprises that perform a nightly full backup will allocate the capacity of about 3 days worth of log files in a storage group on the transaction log LUN. This is done to prevent a backup failure from causing the log drive to fill up, which would dismount the storage group.

Log LUN sizing is somewhat dependent on your backup and restore design. For example, if your design allows you to go back two weeks and replay all of the logs generated since then, you will need two week’s worth of log file space. If your backup design includes weekly full and daily differential backups, the log LUN needs to be larger than an entire week’s worth of logs to allow both backup and replay during restore.

Move Mailbox Operations

Moving mailboxes is a primary capacity factor for large mailbox deployments. Many large companies move a percentage of their users on a nightly or weekly basis to different databases, servers, or sites. If your organization does this, you may find it necessary to over-provision the log LUN to accommodate user migrations. While the source server will log the record deletions, which are small, the target server must write all transferred data first to transaction logs. If you generate 10 GB of log files in one day, and keep a 3 day buffer of 30 GB, moving fifty 2 GB mailboxes (100 GB) would fill up your target log LUN and cause downtime. In cases such as these, you may have to allocate additional capacity for the log LUNs to accommodate your move mailbox practices.

LUN Sizing Example

The following example illustrates appropriate LUN sizing for an environment in which there are four thousand 1 GB mailboxes on a single clustered mailbox server in a cluster continuous replication (CCR) environment. These mailboxes receive an average of 50 MB of mail per week. Table 1 provides example values that determine actual mailbox size.

Table 1   Example values for determining actual mailbox size on disk

	Mailbox size
	Dumpster size (2 weeks)
	White space
	Total size on disk

	1 GB
	100 MB ( 2 x 50 MB)
	10 MB 
	1.11 GB (+ 20%)


In this environment, each user will consume 1.11 GB of disk space. Because the maximum recommended database size in a CCR environment is 200 GB, the server should host no more than 180 mailboxes per database. To support 4,000 mailboxes, it's necessary to have 23 databases, and in this environment, there would also be 23 storage groups. Because a CCR environment requires one database per storage group, each database is in its own storage group. This results in a final mailbox per storage group count of 174. Based on the final database size shown in Table 2, the database LUN should be at least 231 GB.

Table 2   Database LUN size

	Mailboxes per database
	Total number of databases
	Total database size
	Database LUN size

	174
	23
	193 GB
	231 GB


The transaction log LUN should be large enough to accommodate all of the logs you will generate during the backup set. Many organizations that use a daily full strategy plan for three times the daily log generation rate in the event that backup fails. When using a weekly full and then differential or incremental backup, at least a week’s worth of log capacity is required to handle the restore case. In this example, each mailbox receives 50 MB of mail per week, or 10 MB of mail per business day. A storage group with 160 mailboxes generates 1.6 GB of logs per day. Ten percent of the mailboxes are moved per week on one day (Saturday), and the backup regime includes weekly full and daily incremental backups. As shown in Table 3, the log LUN should be at least 26 GB.

Table 3   Log LUN size

	Logs per storage group
	Log file size
	Daily log size
	Move mailbox size
	Incremental restore size
	Log LUN size

	1600
	1 MB
	1.6 GB
	17.6 GB (16 * 1.1 GB)
	8 GB 

(5 * 1.6 GB)
	25.6 GB

(17.6 + 8)


The transaction log LUN needs to be large enough to handle both the logs generated by the mailbox move operation, and have enough space to restore an entire week’s worth of logs.

Transactional I/O

Transactional I/O is the disk I/O caused by end-users using the server. For example, receiving, sending, and deleting items causes disk I/O. Outlook users that are not using Cached Exchange Mode are directly affected by poor disk latency, and this is one of the most important concerns in storage design. For storage, the transactional I/O requirements have been reduced, and with continuous replication, high availability no longer means having to use expensive Fibre Channel storage (although that is still a very good solution).

Understanding IOPS

In previous versions of Exchange Server, one of the key metrics needed for sizing storage is the amount of database I/O per second consumed by each user. To measure your user IOPS, take the amount of I/O (both reads and writes) on the database LUN for a storage group, and divide that by the number of users in that storage group. For example, 1000 users causing 1000 I/Os on the database LUN means you have an IOPS of 1.0 per user.

Measure Baseline IOPS

If you are using a previous version of Exchange Server, and have calculated your baseline IOPS, keep in mind that Exchange 2007 will affect your baseline in two ways. First, the number of users on the server will affect the overall database cache per user. Second, the amount of RAM influences how large your database cache can grow, and a larger database cache results in more cache read hits, thereby reducing your database read I/O.

The key is that knowing your IOPS on a particular server is not enough to plan out an entire enterprise because the amount of RAM, number of users, and number of storage groups will likely be different on each server. After you have your actual IOPS numbers, always apply a 20 percent I/O overhead factor to your calculations to add some head room. You don’t want a poor user experience because activity is a little heavier than normal.

Database Cache

A 64-bit Windows Server running the 64-bit version of Exchange 2007 substantially increases the virtual address space, and allows Exchange to increase its database cache, reduce database read I/O, and enable up to 50 databases per server.

The database read reduction depends on the amount of database cache available to the server and the user message profile. Guidance on memory and storage groups can be found in Planning Processor and Memory Configurations. Following the guidance in that topic can result in up to a 70 percent transactional I/O reduction over Exchange 2003. The amount of database cache per user is a key factor in the actual I/O reduction.

Table 4 demonstrates the increase in actual database cache per user when comparing the default 900 MB in Exchange 2003 versus 5 MB of database cache per user in Exchange 2007. It is this additional database cache that enables more read hits in cache, thus reducing database reads at the disk level.

Table 4   Database cache sizes based on mailbox count

	Mailbox count
	Exchange 2003 database cache/mailbox (MB)
	Exchange 2007 database cache/mailbox (MB)
	Database cache increase over Exchange 2003

	4000
	0.225
	5
	23x

	2000
	0.45
	5
	11x

	1000
	0.9
	5
	6x

	500
	1.8
	5
	3x


Predicting Exchange 2007 Baseline IOPS

The two largest factors that can be used to predict Exchange 2007 database IOPS are the amount of database cache per user and the number of messages each user sends and receives per day. The following formula is based on a standard knowledge worker who uses Office Outlook 2007 in Cached Exchange Mode, and it has been tested to be accurate within +/- 20 percent. Other client types and usage scenarios may yield inaccurate results. The predictions are only valid for user database cache sizes between 2 MB and 5 MB. The formula has not been validated with users sending and receiving over 150 messages per day. The average message size for formula validation was 50 KB, but message size is not a primary factor for IOPS.

Table 5 provides estimated values for IOPS per user that you can use to predict your baseline Exchange 2007 IOPS requirements.

Table 5   Database cache and estimated IOPS per user based on user profile and message activity

	User type (usage profile)
	Send/receive per day approximately 50-kilobyte (KB) message size
	Database cache per user
	Estimated IOPS per user

	Light
	5 sent/20 received
	2MB
	0.11

	Average
	10 sent/40 received
	3.5MB
	0.18

	Heavy
	20 sent/80 received
	5MB
	0.32

	Very heavy
	30 sent/120 received
	5MB
	0.48


To estimate database cache size, subtract 2048 MB (3072 MB when using LCR) from the total amount of memory installed in the Exchange server, and divide that amount by the number of users. For example, for a server with 3,000 users and 16 GB of RAM, deduct 2 GB for the system, leaving 14 GB of RAM, or 4.77 MB per user (14 GB / 3000 = 4.77 MB).

Knowing that the average per-user database cache size is 4.77 MB and that the average number of messages sent and received per day is 60, you can estimate both database reads and writes.


Database Reads   First, take the 60 messages per day and multiply by .0048 resulting in .288. Next, take the amount of database cache per mailbox (4.77 MB) to the -.65th power (5^-.65) resulting in .3622. Finally, multiply the 2 figures, which results in .104 database reads per user (.288 * .3622 = .104).


Database Writes   Take the number of messages per user (60) and multiply by .00152, resulting in .0912 database writes per user.

The formula to use is:

((.0048 * M) * (D^-.65)) + (.00152 * M) = total database IOPS

where M is the number of messages and D is the database cache, per user. The total database IOPS per user is the addition of both reads and writes, which in this example is .195 IOPS:

((.0048 * 60) * (4.77^-.65)) + (.00152 * 60) = .195

Database Read/Write Ratios

In Exchange 2003, the database read to write ratio was typically 2:1 or 66 percent reads. With Exchange 2007, the larger database cache decreases the number of reads to the database on disk causing the reads to shrink as a percentage of total I/O. If you follow the recommended memory guidelines and use Cached Exchange Mode, the read-to-write ratio should be closer to 1:1, or 50 percent reads.

When using Outlook in Online mode, or when using desktop search engines, the read-to-write ratio will increase slightly on the read side (depending on the mailbox size). Having more writes as a percentage of total I/O has particular implications when choosing a RAID type that has significant costs associated with writes, such as RAID5 or RAID6. For more information about selecting the appropriate RAID solution for your servers, see "RAID Selection" later.

Log to Database Ratio

In Exchange 2003, a transaction log for a storage group requires roughly 10 percent as many I/Os as the databases in the storage group. For example, if the database LUN is using 1000 I/Os, the log LUN would use approximately 100 I/Os. With the reduction in database reads in Exchange 2007, combined with the smaller log file size and the ability to have more storage groups, the log-to-database write ratio is roughly 1:2. For example, if the database LUN is consuming 500 write I/Os, the log LUN will consume approximately 250 write I/Os.

After measuring or predicting the transactional log I/O, apply a 20 percent I/O overhead factor to ensure adequate headroom for busier than normal periods. Also, when using continuous replication, closed transaction logs must be read and sent to a second location. This overhead is an additional 10 percent in log reads. If the transaction log for a storage group is consuming 500 write I/Os, you can expect an additional 50 read I/Os when using continuous replication.

Item Count Per Folder

In Optimizing Storage for Exchange Server 2003, we explain how the number of items in your critical folders and type and mode of client being used can affect disk performance for some users. This becomes more important as mailbox size increases.

One way to reduce server I/O as much as 70 percent over Exchange 2003 is to use Outlook 2007 in Cached Exchange Mode. The initial mailbox synchronization is an expensive operation, but over time, as the mailbox size grows, the disk subsystem burden is shifted from the Exchange server to the Outlook client. This means that having a large number of items in a user’s Inbox, or an end-user searching a mailbox will have little effect on the server. This also means that Cached Exchange Mode users with large mailboxes may need faster computers than those with small mailboxes (depending on the individual user threshold for acceptable performance). Table 6 provides our recommendations for client computers running Outlook 2007 in Cached Exchange Mode, based on mailbox size.

Table 6   Memory and disk recommendations for Outlook 2007 Cached Exchange Mode clients

	Mailbox size
	Memory size
	Hard disk speed

	1 GB
	1 GB
	5400RPM 

	2 GB
	1 - 2GB
	7200RPM 


For mailboxes that are larger than 2 GB, we recommend that you reduce your mailbox size, or use Online mode.

Both Outlook Web Access and Outlook in Online mode store indices on and search against the server’s copy of the data. For moderately sized mailboxes, this results in approximately double the IOPS per mailbox of a comparably sized Cached Exchange Mode client. The IOPS per mailbox for very large mailboxes is even higher. The first time you sort a view in a new way, an index is created, causing many read I/Os to the database LUN. Subsequent sorts on an active index are very inexpensive.

The scenario that is rather painful is when a user has gone beyond the number of indices that Exchange will store, which, for Exchange 2007, is 11 indices. When the user chooses to sort a new way, thereby creating a 12th index, it causes additional disk I/O. Because the index is not stored, this disk I/O cost occurs every time that sort is done. Because of the high I/O that can be generated in this scenario, we strongly recommended storing no more than 5,000 items in core folders, such as the Inbox and Sent Items folders. Creating more top level folders, or subfolders underneath the Inbox and Sent Items folders, greatly reduces the costs associated with this index creation, so long as the number of items in any one folder does not exceed 5,000. For more information about how item counts affect mailbox server performance, see Recommended Mailbox Size Limits.
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Non-Transactional I/O

Transactional I/O occurs in response to direct user action and usually has the highest priority, and is the focus for storage design. The reduction in transactional I/O makes non-transactional I/O more important. With large mailboxes, particularly in the case of the 2 GB mailbox, many enterprises are not doubling the user capacity, but in some cases increasing it tenfold. One such example would be moving from 200 MB to 2 GB. When you have such a significant increase in the amount of data on disk, you must now consider and account for non-transactional I/O when planning your storage design.

Content Indexing

In Exchange 2007, messages are indexed as they are received, causing very little disk I/O overhead. Searching against the index in Exchange 2007 is roughly 30 times faster than in Exchange 2003.

Messaging Records Management

Messaging records management (MRM) is a new feature in Exchange 2007 that helps administrators and users manage their mailboxes. Policies can be set to move or delete mail that meets specific thresholds, such as age. MRM is a scheduled crawl that runs against the database in a synchronous read operation similar to backup and online maintenance. The disk cost of MRM depends upon the number of items requiring action (for example, delete or move).

We recommend that MRM not run at the same time as either backup or online maintenance. If you use continuous replication, you can offload Volume Shadow Copy Service (VSS) backups to the passive copy, allowing more time for online maintenance and MRM so that they don't affect one another or end-users.

Online Maintenance

Many things occur when the database runs online maintenance, such as permanently removing deleted items and performing online defragmentation of the database. Maintenance causes reads, while online defragmentation causes both reads and writes. The amount of time it takes to complete maintenance is proportional to the size of the database and can be a limiting factor on how large databases are allowed to grow. For more information about online maintenance, see Store Background Processes Part I. 
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Backup and Restore

Many different backup and restore are methods available to the administrator . The key metric with backup and restore is the throughput, or the number of megabytes per second that can be copied to and from your production LUNs. After you determine the throughput, you need to decide if it is sufficient to meet your backup and restore SLA. For example, if you need to be able to complete the backup within 4 hours, you may have to add more hardware to achieve it. Depending on your hardware configuration, there may be gains that can be achieved by changing the allocation unit size. This can help with both streaming online backups, and the Eseutil integrity check that occurs during a VSS backup.

With 2,000 users on a server, moving from a 200 MB to a 2 GB mailbox increases the database size tenfold. Many administrators are not accustomed to having to deal with very large amounts of data on a single server. Consider a server with two thousand 2 GB mailboxes. With the overhead described above, this is more than 4 TB of data. Assuming you can achieve a backup rate of 175 GB/hour (48 MB/min), it would take at least 23 hours to backup the server. An alternative for servers that don’t use LCR or CCR might be to perform a full backup of 1/7th of the databases each day, and an incremental backup on the remainder, as illustrated in Table 7.

Table 7   Example weekly backup routine

	
	Day 1
	Day 2
	Day 3
	Day 4
	Day 5
	Day 6
	Day 7

	Full
	DB 1-2
	DB 3-4
	DB 5-6
	DB 7-8
	DB 9-10
	DB 11-12
	DB 13-14

	Incremental
	DB 3-14
	DB 1-2       DB 5-14
	DB 1-4         DB 7-14
	DB 1-6 DB 9-14
	DB 1-8  DB 11-14
	DB 1-10 DB 13-14
	DB 1-12


As you can see from Table 7, the total amount of data backed up nightly is approximately 650 GB, which could complete in 3.7 hours, assuming a rate of 175 GB/hour. Some solutions can achieve more or less throughput; however, large mailboxes may require different approaches.

With LCR and CCR, the passive copy is the first line of defense. You only restore from backup if both the active copy and the passive copy fail or are otherwise unavailable. Recovering multiple days of incremental logs can add to the length of time it takes to recover. For this reason, incremental backup is seldom used on a fast recovery solution, such as CCR or VSS clones. With a VSS clone, the recovery of the data is very fast, and adding a little time to replay logs may be acceptable in order to keep backup times within the backup SLA.

Streaming Online Backup

With streaming backups, it is recommended that you separate streaming I/O (source and target) so that multiple storage groups being backed up concurrently do not compete for the same disk resources. Whether the target is disk or tape, there will be a throughput limit on the physical disks and controllers unique to each hardware solution. It may be necessary to isolate some storage groups from each other to maximize the number of concurrent backup operations, and throughput in order to minimize the size of the backup window. Table 8 illustrates an example of two concurrent backups of 14 databases.

Table 8   Example concurrent backup routine

	
	LUN 1
	LUN 2
	LUN 3
	LUN 4
	LUN 5
	LUN 6
	LUN 7

	First backup
	SG 1
	SG 2
	SG 3
	SG 4
	SG 5
	SG 6
	SG 7

	Second backup 
	SG 8
	SG 9
	SG 10
	SG 11
	SG 12
	SG 13
	SG 14


You can run streaming backups concurrently, one from each LUN, if you isolate your storage group LUNs from each other, as illustrated in Table 8. The backup jobs should complete on the first storage group on each LUN before the second storage group begins to backup, isolating the backup streams. Two streaming backup jobs on the same physical disks may not be twice as fast, but it should be faster than a single streaming backup job in terms of megabytes per second.

VSS Backup

Exchange 2007 uses the Volume Shadow Copy Service (VSS) included in Windows Server 2003 to take volume shadow copies of databases and transaction log files. For the information about VSS, including both clone and snapshot techniques, see Best Practices for Using Volume Shadow Copy Service with Exchange Server 2003. New in Exchange 2007 is the ability to make VSS backups of the passive copy of storage groups running in an LCR or CCR environment. In these environments, taking a VSS snapshot from the passive copy removes the disk load on the active LUNs during both the checksum integrity phase of the backup, and the subsequent copy to tape or disk. It also frees up more time on the active LUNs to run online maintenance, MRM, and other tasks.

Storage Technology

The key aspects to choosing storage technology include reliability, capacity, performance, complexity, manageability, and cost.
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Note: 

Unlike previous versions of Exchange Server, network-attached storage is not supported in Exchange 2007. The only network-based storage transport supported for Exchange 2007 is iSCSI.

Regardless of the solution you choose, all storage solutions used with Exchange 2007 must be listed on the Windows Server Catalog. In addition, single copy cluster (SCC) solutions must have the entire solution listed in the Cluster Catalog of the Windows Server Catalog, and geographically dispersed SCC solutions must have the entire solution listed in the Geographically Dispersed Cluster Catalog of the Windows Server Catalog.

Serial ATA

Serial ATA (SATA) is a new serial interface for ATA/IDE drives that are typically found in desktop computers. They are generally slower than SCSI and Fibre Channel disks, but they do come in large sizes. If the SATA drives are expected to run all the time, it is recommended that you use enterprise or full duty cycle physical disks. These highly reliable disks are designed to run at peak load, 24x7. Disks with a faster rotational speed, such as 10K RPM disks, may be needed to meet your I/O requirements.

Serial Attached SCSI

Serial Attached SCSI (SAS) storage uses enterprise-class, high-performance hard disks. The throughput on many SAS arrays far surpasses both SATA and traditional SCSI (up to 3 Gbit/sec) and may help to meet your SLA for maintenance or backup (streaming performance). Many SAS arrays can be directly attached to the server, and the cabling is simple. Smaller form factor SAS disks come in smaller capacities, yet they are extremely fast, and are ideal for Exchange 2003 deployments where the fastest speeds are necessary with smaller mailboxes. It is important to balance the disk speed with the I/O requirements. In many large mailbox deployments, 10K RPM SAS disks may be fast enough when you balance the capacity and I/O needs.

iSCSI

Internet SCSI (iSCSI) is the only network-based storage that is supported by Exchange 2007. Although iSCSI connects a server to storage over Ethernet, it is important to treat it as your storage connection and completely isolate your iSCSI storage network from all other network traffic. If available, options such as flow control, quality of service, and jumbo frames can further increase performance. The Microsoft iSCSI Initiator 2.0 and later supports MPIO. In Microsoft test labs, we have pushed over 250 MB/second over 3 network cards, proving iSCSI as a capable storage transport for scenarios where high throughput is required.

Fibre Channel

Fibre Channel is a network technology often using fiber optic cables in storage area networks. It is a gigabit speed network that is high performing and excellent for storage consolidation and management. If you are using fibre channel storage, we recommend that you check with your storage vendor for optimal configuration settings because each storage vendor has recommendations that should be followed for the Queue Depth, Queue Target, or Execution Throttle settings.

RAID Selection

Adding redundancy to your storage design is critical to achieve high availability. Redundant Array of Independent Disks (RAID) behind a battery-backed controller is highly recommended for all Exchange servers. There are many RAID types, and many proprietary modifications to the known RAID types. However, the three most common types used in server environments are RAID10, RAID5, and RAID6. Selecting a RAID type is a balance of capacity and transactional I/O. Mailbox size has a large impact on capacity, while smaller form factor disks impact performance.

Table 9 compares these three types of RAID solutions based on speed, space utilization, and performance during rebuilds and failures.

Table 9   Comparison of RAID Solutions

	
	Speed
	Capacity utilization
	Rebuild performance
	Disk failure performance
	I/O performance

	RAID10
	Best
	Poor
	Best
	Best
	Best

	RAID5
	Good
	Best
	Poor
	Poor
	Poor

	RAID6
	Poor
	Good
	Poor
	Poor
	Poor


RAID10

RAID10 is where data is striped (RAID0) across mirrored (RAID1) sets. RAID0-1 is not the same as RAID10, and it is not recommended for Exchange data. Transactional performance with RAID10 is very good, as either disk in the mirror can respond to read requests. No parity information needs to be calculated so disk writes are efficiently handled; each disk in the mirrored set must perform the same write.

When a disk fails in a RAID10 array, write performance is not affected because there is still a member of the mirror that can accept writes. Reads are moderately affected because now only one physical disk can respond to read requests. When the failed disk is replaced, the mirror is re-established, and the data must be copied or rebuilt.

RAID5

RAID5 involves calculating parity that can be used with surviving member data to re-create the data on a failed disk. Writing to a RAID5 array causes up to 4 I/Os for each I/O to be written, and the parity calculation can consume controller or server resources. Transactional performance with RAID5 can still be good, particularly when using a storage controller to calculate the parity.

When a disk fails in a RAID5 array, the array is in a degraded state and performance is less and latencies are higher. This situation occurs because most arrays spread the parity information equally across all disks in the array, and it can be combined with surviving data blocks to reconstruct data on the fly. Both reads and writes must access multiple physical disks to reconstruct data on a lost disk, thereby increasing latency and reducing performance on a RAID5 array during a failure. When the failed disk is replaced, the parity and surviving blocks are used to reconstruct the lost data, which is a lengthy process that can take hours or days. Should a second member of the RAID5 array fail during the Interim Data Recovery Mode or rebuild, the array is lost. Because of this vulnerability, RAID6 was created.  

RAID6

RAID6 adds an additional parity block and provides roughly double the data protection over RAID5, but at a cost of even lower write performance. As physical disks grow larger, and consequently RAID rebuild times grow longer, in some cases RAID6 is necessary to prevent LUN failure should an uncorrectable error occur during the rebuild, or should a second disk in the array group fail during rebuild. Due to disk capacity, some vendors support RAID6 instead of RAID5.

Selecting a RAID Type

The type of RAID to select depends on the data being stored. Transaction logs are the most important data set, and good write latency is critical for server performance. Logs should be placed on RAID1/RAID10 arrays with battery-backed write cache. For more information about the importance of quick, low-latency storage for the transaction logs see Optimizing Storage for Exchange Server 2003. RAID10 is the ideal configuration for databases, and it works well with large capacity disks.

In Exchange 2003, RAID5 provided the best capacity efficiency, although its poorer performance seldom allowed the extra space to be used. As a result, in many Exchange 2003 deployments, more physical disks were required to meet the transactional performance requirements of RAID5 than with RAID10.

With Exchange 2007, the shift of increasing database writes as a percentage of database I/O causes RAID5 LUNs to perform worse than in Exchange 2003. However, when following the recommendations to achieve a transactional I/O reduction, RAID5 may be a good solution. RAID5 is useful for using high speed, smaller capacity disks. In large mailbox solutions, RAID5 may be able to provide more transactional performance than you need, to meet the capacity requirements with less physical disks than RAID10.

For both RAID5 and RAID6, rebuild performance can have a significant effect on storage throughput. Depending upon the storage array and configuration, this effect could cut storage throughput in half. Scheduling rebuilds outside of production hours can offset this performance drop, but doing so sacrifices reliability. In a CCR environment, you can prevent the throughput reduction affecting users by moving the Mailbox server to the passive node, thereby making it the active node. If neither option is available, additional I/O throughput should be designed in to the architecture to accommodate RAID5/RAID6 rebuild conditions during production hours. This additional I/O throughput can be up to twice the non-failed state I/O requirements.

LUNs and Physical Disks

In many cases, the physical disk, or logical unit number (LUN), that the operating system recognizes is abstracted from the hardware used to present the disk to the operating system. For performance and recovery reasons, it has always been critical to separate transaction log files from the database files at both the LUN and physical disk levels. Mixing random and sequential disk I/O on the same physical disk significantly reduces performance, and from a recovery perspective, separating a storage group's log files and database files makes sure that a catastrophic failure of one set of physical disks doesn't cause the loss of both database files and log files. 

In Exchange 2007, it is a best practice to place all databases in a storage group on the same physical LUN. It is also a best practice to place no more than one database in each storage group. Exchange database I/O is random, and most storage subsystems benefit when the physical disks are performing the same workload. Many storage arrays are designed so that many physical disks are first pooled into a group of disks, and then LUNs are created out of the available space in that disk group and distributed equally across every physical disk. It is acceptable for the physical disks that are backing up a storage group's database LUN to also back up other LUNs that house databases for other storage groups and servers. Likewise, it is not critical to isolate each storage group's transaction log LUN onto separate physical spindles, even though the loss of sequential I/O will slightly impact performance. 

In the case where the maximum of 50 storage groups is configured on a single server, each storage group should be given its own transaction log LUN and database LUN. This exceeds the number of available drive letters, and the NTFS file system volume mount points must be used. Fifty storage groups configured for continuous replication require 200 LUNs, which could exceed some storage array maximums, particularly in the case of local continuous replication (LCR), where all 200 LUNs must be presented to a single server. As the number of LUNs increases, monitoring becomes even more important because running out of disk space will cause that storage group to dismount.

LUN Design

In many cases, the LUN that the operating systems recognizes is abstracted from the physical hardware that is actually behind that “disk.” It has always been critical to separate transaction logs from the database at both the LUN and physical disk level for performance and recoverability purposes. On some storage arrays, mixing random and sequential I/O on the same physical disks can reduce performance.  From the perspective of recovery, separating a storage group’s transaction logs and databases makes sure that a catastrophic failure of a particular set of physical disks will not cause a loss of both database and transaction logs.

Exchange database I/O is very random, and most storage subsystems benefit when the physical disks are performing the same workload. Many storage arrays virtualize the storage so that many physical disks are first pooled into a group of disks, and then LUNs are created from the available space in that disk group and distributed equally across every physical disk. When not using continuous replication, it is perfectly acceptable for the physical disks that are backing a storage group’s database LUN to also back other LUNs that house the databases for other storage groups and servers. Likewise, it is not critical to isolate each storage group’s transaction log LUN onto separate physical spindles, even though the loss of sequential I/O will slightly affect performance. It is important to separate the log and database LUNs from the same storage group onto separate physical disks. It is not realistic to dedicate two or four 500 GB physical disks to a single storage group’s transaction log LUN when you require 30 IOPS and 5 percent of the capacity.

While there are many ways to design LUNs in Exchange 2007, we recommend the following two designs to limit complexity:

Two LUNs per Storage Group

Creating two LUNs (one for logs and one for databases) for a storage group was the standard best practice for Exchange 2003. With Exchange 2007, and in the maximum case of 50 storage groups, the number of LUNs you provision depends upon your backup strategy. If your recovery time objective (RTO) is very small, or if you use VSS clones for fast recovery, it may be best to place each storage group on its own transaction log LUN and database LUN. Because this approach will exceed the number of available drive letters, volume mount points must be used.

Some of the benefits of this strategy include:


Enables hardware-based VSS at a storage group level, providing single storage group backup and restore.


Flexibility to isolate the performance between storage groups.


Increased reliability. A capacity, corruption, or virus problem on a single LUN will only affect one storage group.

Some of the concerns with this strategy include:


50 storage groups using continuous replication could require 200 LUNs, which would exceed some storage array maximums, particularly in the case of LCR, where all 200 LUNs would need to be presented to a single server.


A separate LUN for each storage group causes more LUNs per server, increasing the administrative costs.

Two LUNs per Backup Set

A backup set is the number of databases that are fully backed up in a night. A solution that performs a full backup on 1/7th of the databases nightly could reduce complexity by placing all of the storage groups to be backed up on the same log and database LUN. This can reduce the number of LUNs on the server.

Some of the benefits of this strategy include:


Simplified storage administration because there are fewer LUNs to manage.


Can potentially reduce the number of backup jobs.

Some of the concerns with this strategy include:


Limits the ability to take hardware-based VSS backup and restores.


The 2 TB limit on an MBR partition limits how far this would scale in capacity.

Continuous Replication LUNs

When using continuous replication, additional factors needs to be taken into account when designing storage LUNs, especially for storage that is shared between multiple CCR clusters. If the storage is not shared, it is still important to isolate the source and target LUNs from each other.

The passive LUNs in a continuous replication environment require two to three times the disk I/O as the active LUNs because the log replay is a significant generator of both read and write disk I/O. If the passive LUN becomes the active LUN in an environment with multiple clusters sharing the same storage, that LUN could suffer poor performance and high latencies, particularly if other passive LUNs are producing two times the I/O of the active LUNs. This behavior causes additional design considerations that result in two options: Over-provisioning the LUN performance, or physically isolating the active and passive LUNs from other LUNs.  

Physical Isolation of Active and Passive LUNs

One option is to not share the storage of either the active or passive LUNs in a CCR cluster with other servers. If you do place more than one CCR cluster on this storage, configure each CCR node to have its own disk group that does not share physical disks within the storage array with other CCR clusters. Isolating the spindles for both active and passive LUNs in a CCR environment is an option, so that the passive I/O, which is heavier and not as sensitive to latency, does not affect the active I/O. For example, a CCR cluster would require four isolated disk groups. The active node would require a log and database LUN, and the passive node would require a log and database LUN ideally on separate storage.

Over Provisioning LUN Performance

Another option is to provision the target LUNs with two times the performance required by the source LUNs, which in effect doubles the transactional IOPS per mailbox calculation on a per-server basis. The storage must be able to handle the two times I/O overhead of the passive node so that the performance of the active node is not affected.  

Partition Design

A LUN that is visible in disk management can be further subdivided into multiple partitions. It is a best practice to create a single partition on a LUN for Exchange data.  

MBR vs. GPT

When creating a partition on a data volume on Windows Server 2003 with Service Pack 1, and all x64-based Windows platforms, a new partition type called a GUID partition table (GPT) is available. GPT allows larger than 2 TB partitions and up to 128 primary partitions. Replication and cyclical redundancy check (CRC) protection of the partition table adds a little reliability. GPT is not supported on boot or system volumes, and they are not supported as a shared disk in Windows clusters. For Exchange log and database LUNs that are not a shared disk in Windows, it is a best practice to use MBR partitions. It is also a best practice to use a single partition on a LUN that is correctly aligned and formatted. 

Partition Alignment

Most partitions are misaligned when created using the Disk Management tool. Therefore, they should be created with the Diskpart.exe tool instead. Aligning sectors to track boundaries can have performance benefits, depending on the storage. Always use the storage vendor’s recommended setting, but if your storage vendor does not have a recommended setting, use 64 KB. For detailed steps about how to use Diskpart to align I/O with storage track boundaries, see How to Align Exchange I/O with Storage Track Boundaries.

Partition Allocation Unit Size

In Exchange 2007, we recommend that you configure NTFS volumes hosting databases with an NTFS allocation unit size of 64 KB. This recommendation is based on performance improvements seen with large sequential read operations. This type of profile is typically seen with streaming backup and Eseutil tasks.

In some scenarios a benefit is seen with sequential I/O, particularly when performing a streaming backup, or when running Eseutil for a VSS checksum integrity or database repair. Always use your storage vendor’s recommended setting, but if your storage vendor does not have a recommended setting, use 64 KB.

Volume Mount Points

There are many cases, such as in multi-node single copy clusters, where more LUNs are needed than there are available drive letters. In those cases, you must use volume mount points. Drive letters are really a legacy DOS feature to recognize partitions or disks, and it is best to avoid using too many drive letters. It is much easier to place all transaction log and database LUNs on a volume mount point for ease of administration. If you have 20 storage groups, each with a database, it is difficult to remember which drive letter houses database 17. Table 10 illustrates an example of using volume mount points.

Table 10   Example folder layout using volume mount points

	Transaction logs (L:)
	Databases (P:)

	L:\SG1LOG
	P:\SG1DB

	L:\SG2LOG
	P:\SG2DB

	L:\SG3LOG
	P:\SG3DB

	L:\SG4LOG
	P:\SG4DB


In this example L: and P: are anchor LUNs, which house all the log and database LUNs respectively. Each folder on these drives is a volume mount point to a separate LUN.

Hardware-based VSS

When using a hardware-based VSS, there are a few recommendations for placing Exchange data on the LUNs. For a hardware-based VSS solution, each transaction log LUN and database LUN should only house the files from the chosen backup set.  If you want to restore a storage group without affecting any other storage group, you will need a separate transaction log LUN and database LUN for each storage group. If you are willing to take other databases and storage groups offline to restore a single database, you can place multiple storage groups on a single transaction log LUN and database LUN.

Software-based VSS

When using software-based VSS, particularly with large mailboxes and continuous replication, your backup is a two-step strategy. First, you take a VSS snapshot, and then you stream the flat files to disk or tape.

LUN Reliability

It is always important to place a storage group’s transaction logs and databases on separate physical disks because doing so increases reliability. With continuous replication, it is also important to separate the active and passive LUNs on completely separate storage. With CCR and LCR, you want storage resiliency in the event of a catastrophic failure of the primary storage.

LUN Example

Consider the following scenario, which builds upon the previous capacity example, and applies that information to the creation of a LUN. In this example, the backup regime is a daily, full backup. We want to enable content indexing, and we will place it on the Database LUN. Five percent of 193 GB is approximately 10 GB. We will need to add this to our final LUN size. The growth factor for 193 GB should be 20 percent of the final database size; 20 percent of 193 GB is 39 GB.

	Database size
	Growth factor
	Content indexing
	Database LUN size

	193 GB
	39 GB
	10 GB
	241 GB


Each storage group creates 5 GB of logs per day, and we want to store at least 3 days worth of logs.

	Logs (1 day)
	Logs (3 days)
	Log LUN size

	5 GB
	15 GB
	18 GB (15 GB + 20%)


Move Mailbox

Our example organization moves 5 percent of its mailboxes per week, and they perform all moves on Saturday; thus, the log LUN must handle the entire load one day. A move mailbox strategy used at Microsoft is to distribute the incoming users equally across each of the storage groups. This means that our example server with 4,000 users will move approximately 200 users each Saturday. With 25 storage groups, each storage group must receive eight 2 GB mailboxes.

	Logs (3 days)
	Mailbox moves
	Log LUN size

	15 GB
	16 GB (8 - 2 GB Users)
	37 GB (31 GB + 20%)


With this layout, you would never move more than 8 users to a storage group on a single day. Therefore, it may make more sense to increase the size of the log LUN in case you need to move more than 5 percent on any particular day.

Storage Considerations for Server Roles

After you have your capacity, transactional, and non-transactional I/O requirements, you can apply them to a proposed hardware design. The server roles in Exchange 2007 are Hub Transport and Edge Transport (collectively referred to as transport servers), Client Access, Unified Messaging, and Mailbox. Each server role has different storage requirements and different backup and restore requirements, in part because they perform different functions:


Hub Transport and Edge Transport servers are the server roles that deliver:


Mail in to and out of the organization.


Mail in to and out of Mailbox servers.


Voice mail messages submitted by Unified Messaging servers.


Client Access servers are the client protocol servers for Exchange, providing Microsoft Outlook Web Access, Microsoft Exchange ActiveSync, Outlook Anywhere (formerly known as remote procedure call (RPC) over Hypertext Transfer Protocol (HTTP)), and other Internet protocols.


Unified Messaging servers provide Outlook Voice Access, as well as incoming fax support. 


Mailbox servers, the heart of Exchange Server, are where user mailboxes and public folders are stored. 


Mailbox clustering, or single copy clusters (SCC), uses the Cluster service in a shared disk active/passive configuration. 


Continuous replication ships log files to an alternate location, which can be on a stand-alone server using LCR, or in a cluster using cluster continuous replication (CCR).

Mailbox Server Role

The Exchange 2007 Mailbox server role is the core server role upon which all other server roles build. After you determine your mailbox profile, which includes user I/O per second and capacity, you can begin to plan your deployment. How many users you place on an Exchange server is usually based on a balance between preventing a hardware bottleneck and providing the ability to back up and restore that data within your service level agreement (SLA).

Three storage requirements must be balanced to achieve a successful Exchange 2007 deployment. The first requirement is the transactional I/O, or the performance measured in latency for each I/O to be satisfied by the storage. The second requirement is backup and restore throughput, or how quickly your data can be moved to and from your backup medium. The third requirement is capacity, or making sure that you have enough space in the chosen redundant array of independent disks (RAID) configuration for your production LUNs, and on the target backup medium.

For information about how to size your disk I/O requirements using mailbox profiling, see Optimizing Storage for Exchange Server 2003. For example, you may want to place 3,000 users on a server with a 0.4 I/Os per second (IOPS) profile with 2-GB mailboxes. Your performance requirement would be 1,200 IOPS. You would have to make sure that you could back up and restore 6 terabytes of information. If your backup SLA is 4 hours, you would have to back up 1.5 terabytes of data in an hour or 417 megabytes (MB) per second. If your backup solution could only back up 300 MB per second, you would have to reduce the mailbox size or the number of users by 28 percent.

In Exchange 2000 Server, the best practice, which was influenced by virtual memory limitations, is to fill a storage group with five databases before creating another storage group. In Exchange Server 2003, those limitations were considerably reduced, and the best practice is to add an additional storage group for each new database until the maximum number of storage groups has been created. With Exchange 2007, the I/O footprint is reduced due to enhancements to the Extensible Storage Engine (ESE), the underlying database engine used by Exchange Server.

Core Extensible Storage Engine Enhancements

Exchange 2007 reduces the overall I/O footprint for Exchange Server because of several key design changes in the ESE:


A 64-bit operating system and a 64-bit Exchange Server application enable a much larger database cache, increasing from 900 MB to potentially dozens of gigabytes, depending on the total system memory.


Database read operations also benefit from many new cache optimizations. An I/O coalescing increase from 64 kilobytes (KB) to 1 MB further reduces disk I/O by increasing the opportunity to read and write larger I/O.


There is no streaming database file, and the installable file system has been removed.

As a 64-bit application, Exchange 2007 does not have the virtual memory limitations of its 32-bit predecessors. Exchange 2007 Mailbox servers support up to 50 databases and 50 storage groups, and you can place up to five databases in a storage group. However, each Exchange 2007 Mailbox server can have a maximum of 50 databases.

Each storage group creates its own separate transaction log and is the basic unit for backup and restore. In the absence of cache pressure, the maximum amount of data that the ESE can write to the transaction log before it writes to the database is a cache called the checkpoint depth. Using one database in a storage group allocates the entire checkpoint depth to that database, increasing the likelihood that multiple updates to a database page will be done in the cache, and only the last update will be written to the database, thereby reducing I/O.

Exchange Mailbox Data Components

Table 11 describes Mailbox server role activities, and how each activity affects disk I/O.

Table 11   Mailbox server role activities in Exchange 2007

	Activity
	How activity affects disk I/O

	ESE database (.edb file)
	The Mailbox server stores all mail in an ESE database. The ESE database is randomly accessed and uses an 8-KB page size, although I/O coalescing can result in larger I/Os. For reliability, and in some cases for performance reasons, the database should be on disks that do not contain transaction logs.

	Transaction log files (.log files)
	All changes made to the database are first committed to the transaction log, which is a sequential write to the disk. The writes vary in size from 512 bytes to the log buffer size.

	Content indexing
	Content indexing is a random workload that should be placed on the same LUN as your database and will typically be about 5 percent of the database size. Because content indexing runs in the background, indexing messages as they arrive, the disk I/O impact is minimal.

	Paging
	If a process requests a page in memory and the system cannot find the page at the requested location, a page fault occurs. If the page is elsewhere in memory, the fault is a soft page fault. If the page must be retrieved from disk, the fault is a hard page fault. Most processors can handle large numbers of soft page faults without consequence. However, hard page faults can cause significant delays. Continuous high rates of disk paging indicate a memory shortage.

	Content conversion
	Most content conversion is done on the Client Access servers and Hub Transport servers. Legacy Web Distributed Authoring and Versioning (WebDAV) content conversion, for legacy Outlook Web Access clients, occurs on the Exchange 2003 Mailbox server. When a client requests data that must be converted on a Client Access server, the data is accessed from the Exchange 2003 Mailbox server, converted in the Mailbox server's TMP folder, and sent to the Client Access server. To improve performance, the TMP folder should not be on the same LUN as the page file and operating system.

	Database maintenance
	The Exchange 2007 information store requires periodic online maintenance to be run against each database. The two tasks that affect disk I/O are the hard deletion of messages and mailboxes that are older than the configured retention policy, and online defragmentation of the database. Because backup of a database will halt any online defragmentation of that database that might be taking place, care must be taken to give both backup and database maintenance exclusive windows of time to complete their tasks.

	Backup and restore
	The process of backing up data requires that data be read from database and transaction log file volumes. This additional I/O can affect user response times and should be avoided during business hours. The process of soft recovery requires that the ESE play back all of the transaction log files. This causes the I/O profile to be a sequential read stream. As a result, the recovery performance improves if the transaction log files are on a disk with fast sequential disk access. One way to avoid this is to use continuous replication, which enables you to offload Volume Shadow Copy Service (VSS)-based backups from the active copy of the database to the passive copy of the database.


Backup

Backing up mailboxes requires careful planning. The following sections provide some considerations for VSS and streaming online backups. There are trade-offs in every solution that affect variables such as cost, time, and reliability. Most administrators define a time for online database maintenance, defragmentation, and operating system maintenance. These activities compete with the backup time. Special care is needed to balance backup, maintenance, and production load. Larger mailboxes may make a daily full backup strategy impossible to complete within your SLA. A common strategy to lessen the impact of a full nightly backup is to perform weekly full backups and daily differential backups. With this strategy, you need to recover the full backup, and then recover the last differential backup.

Volume Shadow Copy Service
For details about VSS fundamentals and VSS best practices for Exchange Server 2003, we recommend that you read Best Practices for Using Volume Shadow Copy Service with Exchange Server 2003. In addition to the information covered in that article, there are two major VSS-related considerations in Exchange 2007 that must be considered:


Larger mailboxes


Ability to back up a CCR and LCR copy

Although VSS backups can be made on either the production or copy data, we recommend that you back up the copy and avoid an impact to the production physical disks.

With LCR, Exchange 2007 is replicating transaction logs to a separate disk on the same server. When using VSS clones on the copy, the copy storage should be configured on different physical disks so that the clone operation and checksum integrity do not affect the production physical disks. With VSS snapshots on the copy, the copy storage should be configured on different physical disks so that the checksum integrity and subsequent streaming to tape do not affect your production physical disks.

With CCR, Exchange 2007 is replicating transaction logs to a separate server. This server is a node in the cluster, but the target copy is not kept on shared storage. When using VSS clones, you can run the checksum integrity on the copy on the passive node using different physical disks, thereby isolating the backup process. With VSS snapshots, the checksum integrity and subsequent streaming to tape will not impact your production server or physical disks.

Streaming Online Backup
Unlike hardware-based VSS backups, where the data is typically moved within the storage appliance, when using streaming backups, the server is responsible for moving your data. The performance impact of the checksum integrity process is not an issue because every page is checked during the backup. In the case of concurrent backups, multiple streams can stress the limits of your backup media, whether it is gigabit Ethernet or fiber channel attached tape. For many customers, the backup SLA window, divided by the throughput-per-minute of their streaming backup medium, limits the permissible size of the storage group. For example, if you had a 1-hour SLA on your storage group, and can back up 100 MB per second, your maximum storage group size would be 360 GB.

Client Access Server

The Client Access server offloads many stateless tasks from the Mailbox server (assuming the roles are installed on different physical servers), and provides a unified namespace where your users need only point to a single name regardless of which Mailbox server they are on. Internet protocols such as Internet Message Access Protocol 4 (IMAP4), Post Office Protocol 3 (POP3), and HTTP are serviced by the Client Access server. Outlook Anywhere (formerly known as RPC over HTTP), ActiveSync, Autodiscover, Availability service, and Web services are other examples of features serviced by the Client Access server.

The Client Access server can be affected by CPU, memory, and network bottlenecks, yet it has a very small disk I/O footprint. Simple Mail Transfer Protocol (SMTP) traffic, a potential disk I/O consideration in front-end servers running Exchange Server 2003 and Exchange 2000 Server, is now owned exclusively by the Hub Transport servers and Edge Transport servers.

Table 12 describes Client Access server role activities, and how each activity affects disk I/O.

Table 12   Client Access server role activities in Exchange 2007

	Activity
	How activity affects disk I/O

	Protocol logging
	Protocol logging is a sequential write that, if enabled, causes a performance issue and consumes disk space to store the logs. When you keep a history of the protocol you choose to log, you can verify whether the protocol is performing its work as expected or is experiencing communications problems, and identify attacks from the Internet.

	Content conversion
	Content conversion for all Exchange 2007 protocols occurs on the Client Access server. Legacy WebDAV content conversion, for legacy Outlook Web Access clients, occurs on the Exchange Server 2003 Mailbox server. When a client requests data that must be converted on a Client Access server, the data is accessed from the Exchange Server 2003 Mailbox server, converted in the Mailbox server TMP folder, and sent to the Client Access server. To improve performance, the TMP folder should not be on the same LUN as the page file and operating system.

	Paging
	If a process requests a page in memory and the system cannot find the page at the requested location, a page fault occurs. If the page is elsewhere in memory, the fault is a soft page fault. If the page must be retrieved from disk, the fault is a hard page fault. Most processors can handle large numbers of soft page faults without consequence. However, hard page faults can cause significant delays. Continuous high rates of disk paging indicate a memory shortage.


The scenario where disk becomes an issue for Client Access servers is one where the user uses an Internet client to access mailbox data through either POP3 or IMAP4 protocols. Because the transport engine converts all incoming mail to MAPI, a POP3 and IMAP4 client needs that content converted back into MIME before sending it to the client. This conversion occurs on the Client Access server, and if the message is larger than 64KB, the conversion occurs on disk. If a large percentage of the user base is using POP3 or IMAP4, the temporary folder where conversion occurs should be placed on a dedicated fast disk.

Transport Servers

The Hub Transport servers and Edge Transport Servers are the bridgehead and gateway for Exchange 2007. Their primary mission is to send and receive mail. Many businesses will deploy a transport server into two groups: anti-spam and antivirus protection (Edge Transport server) and routing (Hub Transport server). The Edge Transport server's primary responsibility is to protect the Exchange infrastructure from incoming mail that contains spam or viruses. The Hub Transport server then categorizes the clean mail and delivers it to the correct Mailbox server. The storage impact to these servers fluctuates depending on the number of messages handled per second and the average size of those messages.

Table 13 describes Edge Transport server and Hub Transport server activities, and how each activity affects disk I/O.

Table 13   Edge Transport and Hub Transport server role activities in Exchange 2007

	Activity
	How activity affects disk I/O

	ESE database (mail.que file)
	Both the Exchange 2007 Edge Transport server and Hub Transport server store all mail in an ESE database. The ESE database is randomly accessed and uses an 8-KB page size. For reliability, and in some cases for performance reasons, the database should be on separate disks from the transaction logs.

	Transaction log files (.log files)
	All changes made to the database are first committed to the transaction log, which is a sequential write to the disk. The writes vary in size from 512 bytes to the log buffer size.

	Protocol logging and message tracking logs
	Message tracking and protocol logging is a sequential write that, if enabled, causes a disk performance issue and consumes disk space to store the logs. When you keep a history of the protocol you choose to log, you can verify whether the protocol is performing its work as expected or is experiencing communications problems, and identify attacks from the Internet.

	Content conversion
	On the Hub Transport server, incoming mail from the Internet is converted to MAPI prior to being delivered. This content conversion process occurs in the TMP folder. To improve performance, the TMP folder should not be on the same LUN as the paging file and the operating system.

	Paging
	If a process requests a page in memory and the system cannot find the page at the requested location, a page fault occurs. If the page is elsewhere in memory, the fault is a soft page fault. If the page must be retrieved from disk, the fault is a hard page fault. Most processors can handle large numbers of soft page faults without consequence. However, hard page faults can cause significant delays. Continuous high rates of disk paging indicate a memory shortage.

	Agents
	Customization of the Transport server is done via code, known as agents, running in the common language runtime environment and triggered by an event. Some agents log data, which will be a disk performance hit and consume disk space to store the logs. 


Unified Messaging Server

For information about sizing Unified Messaging servers, see Determining the Number of Users an Exchange 2007 Unified Messaging Server Can Support.
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Note: 

The content of each blog and its URL are subject to change without notice. 

Impact of Continuous Replication on Storage Design

Continuous replication is a new feature in Exchange 2007 where a storage group's database and log files are copied to a secondary location. As new transaction logs are closed, or filled up, they are copied to a secondary location, validated, and then replayed into a passive copy of the database. To achieve storage resiliency, we recommend that the passive copy be placed on a completely isolated storage array from the live production LUNs. Because you are depending on the passive copy to handle the production load in the event of a failure, its storage should match the performance and capacity of the storage solution used by the active copy of the storage group.

Each storage group can only contain a single database when using continuous replication so each copy of the database will require four LUNs. Each database copy will be in its own storage group, which will need a separate log and database LUN for the active copy and a separate log and database LUN for the passive copy.

It is a best practice to:


Separate the storage into individual LUNs at the hardware level, and to not create multiple logical partitions of a LUN within the operating system.


Separate the transaction logs and databases and house them on separate physical disks to increase fault tolerance.


Separate the active and passive LUNs on entirely different storage arrays so that the storage is not a single point of failure.

Your storage design should also maximize fault tolerance by separating the storage controllers on a different peripheral component interconnect (PCI) bus. In addition, you should design storage for the passive copy to match the storage used by the active copy in terms of both capacity and performance. The passive copy's storage is the first line of defense in the event of a catastrophic failure of the active copy's storage, and upon failover, the passive copy will become the active copy. Placing the passive copy's LUNs on completely different storage hardware makes sure that any actions performed against the passive copy do not affect the active copy.

With continuous replication, more transactional I/O is occurring. This factor must be taken into consideration when sizing your server. The active transaction log, which is a sequential write, must also read the log after it has closed and copy it to the replica transaction log LUNs quarantine folder. The log must then be inspected at the replica location and then moved to its final destination on the replica LUN. Finally, the log is read and played into the database. Both active and replica transaction log LUNs must read and write versus the nearly 100 percent sequential write activity found on a stand-alone Mailbox server. This change in behavior may require a re-evaluation in cache settings on your storage controller. Recommended settings are 25 percent read and 75 percent write on a battery backed storage controller.

Continuous Replication and Database Size

A larger maximum database size is possible when continuous replication is used. We recommend the following maximum database sizes for Exchange 2007:


Databases hosted on a Mailbox server without continuous replication: 100 GB


Databases hosted on a Mailbox server with continuous replication and Gigabit Ethernet: 200 GB
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Note: 

Large databases may also require newer storage technology for increased bandwidth to accommodate repair scenarios.
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Important: 

The true maximum size for your databases should be dictated by the service level agreement (SLA) in place at your organization. Determining the largest sized database that can be backed up and restored within the period specified in your organization's SLA is how you determine the maximum size for your databases.

LCR Storage Options

LCR enables log shipping on a single server. In the event of a catastrophic failure of the storage housing the active copy of the database or log files, the administrator can manually activate the passive copy of the database. The storage for the passive copy should be completely separate from the storage for the active copy. In addition:


Controller cards should be on a different PCI bus.


Each storage solution should have its own uninterruptible power supply (UPS).


Each storage solution should be on a separate power circuit.

CCR Storage Options

CCR enables log shipping to a passive node in an active/passive failover cluster. By shipping the logs to and maintaining the passive copy on a completely different server, the operational impact to the active node is decreased, and you have fault tolerance on the server.

Geographically Dispersed CCR Deployments
In a geographically dispersed CCR deployment, the passive copy can be on a node that is in a different physical location from the active node, thereby providing site resiliency. Although the information in the article Deployment Guidelines for Exchange Server Multi-Site Data Replication still applies, the pull-based technology behind continuous replication means that high latency will not affect the user experience. This is a sharp contrast to the geographically dispersed cluster solution in which synchronous replication latency negatively affects the active server. With CCR, the replication process may run behind, increasing the amount of time that the active copy and passive copy are not synchronize. However, if a disaster affects the active copy, any messages that were not replicated to the passive node will be recoverable because of the transport dumpster feature of the Hub Transport server.

Single Copy Cluster Storage Options

The hardware used for a single copy cluster must be listed in the Cluster category of the Windows Server Catalog. 

Geographically Dispersed SCC Deployment
The hardware used for a geographically dispersed single copy cluster (SCC) must be listed in the Geographically Dispersed Cluster category in the Windows Server Catalog to be supported.

A clustered mailbox server using shared storage has the same fundamental storage considerations as a stand-alone server. When using synchronous replication, disk latency can be artificially increased by the replication process. Care must be used to maximize the points of replication within the storage array. For more information about replication for single copy clusters, see Deployment Guidelines for Exchange Server Multi-Site Data Replication.

Storage Validation

It is important to validate your storage solution configured exactly how you plan to deploy it before going into production. The following is guidance for successfully testing a storage solution, beginning with a program that includes solutions that have already been tested.

Exchange Solution Reviewed Program

When selecting a storage solution, we recommend you choose a solution that has been reviewed by the Microsoft Exchange Solution Reviewed Program (ESRP) for storage, known as ESRP-Storage. ESRP-Storage is an Exchange-specific test, best practice publication framework, and review process to facilitate the creation of known, good Exchange storage solutions. The goals of ESRP-Storage are to:


Provide storage vendors with prescriptive guidance about Exchange storage testing and best practices publication.


Develop a mechanism to review storage solutions to make sure that they meet Exchange best practices.


Provide customers with well-tested and high-quality storage solutions targeted for Exchange deployments.

For more information about ESRP-Storage, see Microsoft Exchange Solution Reviewed Program (ESRP) - Storage.

Because storage can be configured in many ways, evaluating tested configurations and using best practices can reduce costs, and speed the time to deployment.
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Note: 

Exchange 2007 solutions will be available shortly after RTM. Today, taking a correct Exchange 2003 solution and validating it with the next version of Jetstress may show that only small changes will be required for success on Exchange 2007. An example would be to move from 72 GB to 300 GB disks.

Storage Testing

Before testing a solution, some work is required to understand what it is you are trying to achieve by testing. Some of the keys to successful storage testing include:


Understand what success looks like. What performance, throughput, and capacity numbers do you need to hit?


Test with as many servers attached to the storage as you will have in production.  This includes non-Exchange servers and workloads, as well.


Test with production-sized databases with the physical disk capacities filled to production level. Most physical disk performance characteristics will change based on the data set size.


Determine that the storage meets the transactional I/O requirements, and determine the maximum performance of the solution within acceptable latencies.


Determine that the storage meets the backup throughput and performance requirements to meet your backup and restore service level agreement (SLA).

Storage-Related Tools

Exchange Server Jetstress accurately simulates Exchange I/O characteristics. It includes both a stress test and a performance test which show the maximum performance of a LUN within acceptable latencies. A new version of Jetstress has been created to support Exchange 2007. In addition, a replacement for Load Simulator has been created for simulating Outlook clients. The replacement tool is called Exchange Load Generator.

Both tools simulate Outlook and require a fully configured Exchange 2007 environment for testing. Simulating Outlook clients is the only way to measure actual client latency (rather than just the server disk latency).

You can download both of these tools using the following links:


Jetstress


64-bit download

32-bit download

Load Generator


64-bit download

32-bit download
The Exchange Stress and Performance tool is used to simulate Internet protocols such as POP3, IMAP4, and SMTP. It is often used to simulate incoming MIME mail from the Internet to an organization. You can download this tool using the following links:


64-bit download

32-bit download
Other useful tools can be found at Tools for Exchange Server 2007.

Storage Monitoring

After you have designed, validated, and deployed a solution, you have just finished the prerequisites for a successful storage solution. I/O changes over time as mailboxes grow, as users move, and as habits change. Monitoring your storage solution is critical to catch hardware and software warnings and error conditions before they lead to data corruption or downtime. Shared storage scenarios open up Exchange storage to other application I/O load and are very difficult to keep healthy.

On an Exchange server, performance monitor is a window into storage health. RPC averaged latency should be less than 50 ms on average, and RPC requests should be less than 30 ms at all times. Disk latency should be less than 10 ms for log writes, and less than 20 ms for database reads and writes.

Some other tools that can help include:


Microsoft Operations Manager


Exchange Best Practices Analyzer


Exchange Troubleshooting Assistant


Exchange Performance Troubleshooting Analyzer

Performance Counters to Watch

On most storage, there is a way to see performance metrics. Monitoring these metrics can catch performance issues before they affect Exchange. If available, Microsoft Operations Manager integration from the storage vendor can assist in making sometimes proprietary metrics easy to understand. Some of the general metrics to keep an eye on are:


Disk Utilization Percentage: How busy are the physical disks?


Read Cache Hit Ratio: How well is the storage controller cache being utilized?


Write Pending Requests: How often is the controller waiting for the physical disk?


Storage Processor Utilization Percentage: How busy is the storage CPU?

Best Practices for Deploying a New Exchange Organization

You can perform Microsoft Exchange Server 2007 Setup by using either a graphical user interface (GUI) (Setup.exe) or a command-line interface (Setup.com). Regardless of which interface you use, there are requirements that must be met before Exchange 2007 can be deployed. We recommend that you review the following topics to familiarize yourself with Exchange 2007.

	What's New
	Server Roles

	Overview
	Topologies

	Frequently Asked Questions
	Transport Architecture

	Glossary
	 


We also recommend that you review the following topics to ensure that your environment and infrastructure meet the requirements for deploying Exchange 2007.

	Planning Checklist
	Configuring DNS Settings for Exchange 2007 Servers

	Planning Processor and Memory Configurations
	Deploying Server Roles

	Exchange 2007 System Requirements
	Post-Installation Tasks

	How to Prepare Active Directory and Domains
	 


Planning a Deployment Path

Before deploying an Exchange 2007 organization, you must first identify the model that will be deployed. There are four supported Exchange organization models:


Simple Exchange Organization   The Simple Exchange Organization contains either a single Exchange server that provides all Exchange services and stores all Exchange data for the entire organization, or multiple Exchange servers in a topology that includes redundant directory servers and an Edge Transport server in a perimeter network. For more information, see Planning for a Simple Exchange Organization.


Standard Exchange Organization   The Standard Exchange Organization builds upon the Simple Exchange Organization by deploying multiple computers running Exchange. For more information, see Planning for a Standard Exchange Organization.


Large Exchange Organization   The Large Exchange Organization is the largest organization model that can be deployed in a single Active Directory directory service forest. For more information, see Planning for a Large Exchange Organization.


Complex Exchange Organization   The Complex Exchange Organization is the only model that includes multiple Active Directory forests or the use of synchronization technology. For more information, see Planning for a Complex Exchange Organization.

Recommended Deployment Process

We recommend that you deploy a new, single-server Simple Exchange Organization only when you are using Microsoft Windows Small Business Server 2003. We recommend that you deploy a new, multiple-server Simple Exchange Organization only when using Centro.

When deploying a new Standard, Large, or Complex Exchange Organization, we recommend that you use the following process:


Verify that Active Directory is configured correctly for an Exchange Organization. The requirements that must be met are:


The domain controller that is the schema master has Microsoft Windows Server 2003 Service Pack 1 (SP1) or Windows Server 2003 R2 installed. To determine which domain controller is the current schema operations master, see Identify the schema master.


At least one domain controller in each Active Directory site that will contain Exchange 2007 must be running Windows Server 2003 SP1. For more information about SP1, including links for downloading or ordering SP1, see Windows Server 2003 Service Pack 1 (SP1) Roadmap.


The Active Directory domain functional level must be Windows 2000 Server-native or higher for all domains in the Active Directory forest where you will install Exchange 2007. For more information about raising the Active Directory domain functional level, see Raise the domain functional level.


Verify that your network and its name resolution services are configured correctly for an Exchange organization. The requirements that must be met are:


Domain Name System (DNS) is configured correctly in your Active Directory forest, using a single, unified namespace. For more information about configuring DNS for use with Exchange 2007, see Configuring DNS Settings for Exchange 2007 Servers.


Connection points between distributed sites that will contain Exchange 2007 have at least 64 kilobits per second (Kbps) of bandwidth available.


Verify that Active Directory sites are configured correctly to accommodate message routing. For detailed steps about planning for message routing using Active Directory sites, see Planning to Use Active Directory Sites for Routing Mail.


Prepare the Active Directory forest and domains for Exchange 2007. The Active Directory schema needs to be extended to support Exchange 2007. For detailed steps about how to prepare your Active Directory forest and domains for Exchange 2007, see How to Prepare Active Directory and Domains.


Deploy and configure Client Access servers. The first Exchange 2007 server role that should be introduced into the organization is the Client Access server. The Client Access server provides access to clients using Post Office Protocol version 3 (POP3), Internet Message Access Protocol version 4 (IMAP4), Microsoft Outlook Anywhere, and ActiveSync. The Client Access server role also provides Web services, including the Availability service and Autodiscover service for clients such as Microsoft Office Outlook 2007. You must deploy the Client Access server role in each Active Directory site that will contain a Mailbox server. For more information about deploying the Client Access server role, see Deploying Server Roles and Finalize Deployment Tasks.


Deploy and configure Edge Transport servers. The Edge Transport server is deployed outside the Exchange organization in a perimeter network. You can deploy this server role during any phase of the upgrade process. The Edge Transport server does not depend on any particular messaging or directory configuration. You can add an Edge Transport server to an existing Exchange organization without upgrading any Exchange servers. You do not have to make any organizational changes to use an Edge Transport server. The Edge Transport server uses Active Directory Application Mode (ADAM) for storage of configuration and recipient information. The ADAM schema contains all the object classes and attributes that are required to perform configuration of the Edge Transport server. For more information about deploying the Edge Transport server role and synchronizing ADAM with Active Directory, see Deploying Server Roles and Finalize Deployment Tasks.


Deploy and configure Hub Transport servers. The Mailbox server and Unified Messaging server require a Hub Transport server. You must install and configure a Hub Transport server before mail flow can be established. For more information about deploying the Hub Transport server role, see Deploying Server Roles and Finalize Deployment Tasks.


Deploy and configure Mailbox servers. For more information about deploying the Mailbox server role, see Deploying Server Roles and Finalize Deployment Tasks.


Deploy and configure Unified Messaging servers. The Unified Messaging server is new in Exchange 2007. The Unified Messaging server does not interoperate with earlier versions of Exchange Server. You cannot install and configure a Unified Messaging server until after you have deployed and configured a Hub Transport server and Mailbox server. This is required because messages generated by a Unified Messaging server can only be submitted to a Hub Transport server, and because only recipients who have mailboxes on Exchange 2007 servers can use unified messaging. After you install a Unified Messaging server, there are other deployment tasks that you must complete to successfully deploy unified messaging in your organization. For more information about deploying the Unified Messaging server role, see Deploying Server Roles and Finalize Deployment Tasks.


Perform post-installation tasks. After deployment of server roles is complete, there are several post-installation tasks that you should perform, including verifying that your installations were successful, and finalizing your deployment. For detailed steps about how to verify that Exchange 2007 was successfully installed, see Verifying an Exchange 2007 Installation.

Best Practices for Transitioning an Exchange Organization

Microsoft Exchange Server 2007 does not support an in-place upgrade from any earlier version of Exchange. The Exchange organization must be operating in native mode before you can start introducing any Exchange 2007 servers into the environment. This means that only Exchange Server 2003 and Exchange 2000 Server servers can exist in the organization. If your organization includes Exchange Server version 5.5, you must perform an upgrade to Exchange Server 2003 or Exchange 2000 Server before moving to Exchange 2007. To move messaging services and data from Exchange Server 2003 or Exchange 2000 Server to Exchange 2007, you must use the move mailbox functionality in Exchange 2007.

Planning a Transition Path

The transition process varies from organization to organization depending on the complexity of the current deployment. The transition process occurs in several phases. Each phase introduces individual Exchange 2007 server roles and features. At the conclusion of each phase, your organization will be running in a supported transition mode. The end-to-end process is designed to maintain messaging functionality and stability throughout the transition process.

Before you start the transition process, we recommend that you assess and document your existing environment. In general, you should document existing settings and configuration information for your Exchange organization, the Active Directory directory service, and your network.

Exchange 2007 Readiness Check

The easiest way to capture most of the information about your Exchange organization, Active Directory, and other settings and configuration information is to scan the organization using the Microsoft Exchange Server Best Practices Analyzer Tool (ExBPA). ExBPA version 2.7 and later includes an Exchange 2007 Readiness Check scan that can be used to assess your organization's readiness for Exchange 2007. As part of that assessment, the organization model is also identified.

After the Exchange 2007 Readiness Check scan is complete, a report is generated. After the report is complete, navigate to the All Issues tab and look for an entry called Transition documentation. Select this item to display the organization model for the scanned Exchange organization.

Other Documentation

In addition to using ExBPA to collect Exchange Server organization information and perform an Exchange 2007 Readiness Check, we recommend that you document some information about your environment.

Table 1 describes the Exchange Server organization information that you should collect. The collected information can be used to roll back to an previous environment or configuration, and it is useful as reference material for comparing the existing environment to the environment to which you transition.

Table 1   Exchange organization settings

	Settings
	Information to document

	Exchange organization
	Mixed or native mode

	Exchange server hardware
	Processors, memory, disk storage, and network throughput

	Exchange Server version
	Version and service pack level

	Exchange server configuration
	Server roles, such as front-end servers, dedicated bridgehead servers, mailbox servers, and public folder servers

	Administrative groups
	Administrative group names and permissions assigned to Exchange administrators

	Administrators
	Exchange administrators and any permissions delegation that has been performed

	Storage groups and stores
	Store configuration, database and log file locations, and any policies that are applied

	Data recovery plan
	Backup and restore plan

	Routing groups
	Routing group master, names and locations of servers, connectors and their properties

	Policies
	Recipient policies, server policies, store policies, and any exemptions that have been applied at the user level

	SMTP namespaces
	The Simple Mail Transfer Protocol (SMTP) namespace for all domains for which the Exchange organization is authoritative

	Global settings for message delivery 
	Recipient filters, sender filters, address filters, message size limits, and message formats

	Message security settings
	Virtual server configuration, authentication and encryption settings, and secure relationships with other domains

	Antivirus software and settings
	Antivirus software installation locations and settings

	Anti-spam and antivirus settings
	Intelligent Mail Filter spam confidence levels, IP Block List and IP Allow List settings, and attachment blocking settings

	Smart host
	Complete configuration information that includes IP addresses, authoritative domains, and real-time block list (RBL) subscriptions


Exchange 2007, Exchange Server 2003, and Exchange 2000 Server store the following information in Active Directory:


Data about how the Exchange organization is configured


Schema objects and attributes that are used in Exchange


Recipient information

Exchange 2007 also uses Active Directory sites for routing.

Table 2 describes the Active Directory information that you should collect.

Table 2   Active Directory settings

	Settings
	Information to document

	Active Directory sites
	Site names, directory servers in each site, and IP subnets that are associated with each site

	IP site links
	Sites included in each site link and costs that are assigned to each link

	Functional level
	Forest and domain functional levels

	Expansion servers
	Servers that expand distribution list membership and that use one or more global catalog servers to resolve the membership

	Security groups
	Security groups and security group membership for any groups that have been delegated administrative responsibility for the Exchange organization

	Security permissions
	Document accounts that are members of Schema Admins and Enterprise Admins universal security groups

	Server placement
	The location (organizational unit) of each server within the directory service


We recommend that you also document your existing physical network, firewalls, and name resolution servers as part of the Exchange organization upgrade. By documenting these settings, you can identify which locations will provide the most robust connections and optimal bandwidth for server-to-server communication.

Table 3 describes the information that you should collect.

Table 3   Network settings

	Settings
	Information to document

	Physical network
	Network backbone, autonomous system connections, and available bandwidth

	DNS
	DNS servers and Mail Exchanger (MX) records for your organization

	Firewalls
	Port availability to external and internal systems

	Perimeter network servers
	Any servers that are located in a perimeter network or screened subnet, and the network services that they provide, especially any servers that provide SMTP-relay functionality


During the planning process, use the information that you have gathered about your existing environment to plan the most efficient and effective transition path for your organization. The transition process for the Exchange organization involves deploying new Exchange 2007 servers and then moving the existing messaging services and data to those servers. After all Exchange Server 2003 and Exchange 2000 Server servers are no longer providing any messaging services to the organization, they can be decommissioned.

Exchange-Aware Products

Any Exchange-aware products in your existing environment, such as anti-virus software, antispam software, backup software, and others, will need to be upgraded to or replaced with newer versions of the software that are compatible with Exchange 2007.

Recommended Transition Process

After performing an Exchange 2007 Readiness Check scan, we recommend that you transition your organization using the following process:


Collect information about your existing infrastructure and perform a readiness check of your organization as described previously.


Deploy and configure Client Access servers. The first Exchange 2007 server role that should be introduced into the organization is the Client Access server. You must deploy the Client Access server role in each Active Directory site that contains or will contain a Mailbox server. This does not mean that every site must contain a Client Access server before you can deploy Mailbox servers. Rather, it means that as each site is deployed, the first role to be deployed is the Client Access server. For more information about deploying the Client Access server role, see Deploying Server Roles, and Post-Installation Tasks.


Deploy and configure Edge Transport servers. The Edge Transport server is deployed outside the Exchange organization in a perimeter network. You can deploy this server role during any phase of the upgrade process. The Edge Transport server does not depend on any particular messaging or directory configuration. You can add an Edge Transport server to an existing Exchange organization without upgrading any Exchange servers. You do not have to make any organizational changes to use an Edge Transport server. For more information about deploying the Edge Transport server role, see Planning for Edge Transport Servers, Deploying Server Roles, and Post-Installation Tasks.


Because the routing topology in Exchange 2007 is very different from the routing topology used in Exchange Server 2003 and Exchange 2000 Server, we recommend that you transition all servers in a routing group to Exchange 2007 at the same time, in the following order:


Deploy and configure Hub Transport servers. The Mailbox server and Unified Messaging server require a Hub Transport server. You must install and configure a Hub Transport server before mail flow can be established. A Hub Transport server can coexist with Exchange Server 2003 and Exchange 2000 Server servers that have been designated as bridgehead servers for their routing group. However, you must configure connectors to enable mail flow between the Exchange Server 2003 and Exchange 2000 Server routing groups and Exchange 2007 Hub Transport servers. For more information about routing in a mixed environment, see Coexisting with Exchange Server 2003 and Exchange 2000 Server. For more information about deploying the Hub Transport server role, see Planning for Hub Transport Servers, Deploying Server Roles, and and Post-Installation Tasks.


Deploy and configure Mailbox servers. When Mailbox servers have been deployed, you can move mailboxes from Exchange Server 2003 and Exchange 2000 Server to Exchange 2007. To move mailboxes to Exchange 2007, you can use either the Move-Mailbox cmdlet or the Move Mailbox Wizard. For detailed instructions about how to move mailboxes, see Moving Mailboxes. For more information about deploying the Mailbox Server role, see Deploying Server Roles and Post-Installation Tasks.


Move resources from Exchange Server 2003 and Exchange 2000 Server servers to Exchange 2007 servers. Resources include public folders and system folders.


Uninstall Exchange Server 2003 and Exchange 2000 Server. The uninstall process decommissions the servers and removes them from the Exchange organization.


Remove connectors between routing groups, and then remove the routing groups.


Deploy and configure Unified Messaging servers. The Unified Messaging server is new in Exchange 2007. The Unified Messaging server does not interoperate with earlier versions of Exchange Server. You cannot install and configure a Unified Messaging server until after you have deployed and configured a Hub Transport server and Mailbox server. This is required because messages generated by a Unified Messaging server can only be submitted to a Hub Transport server, and because only recipients who have mailboxes on Exchange 2007 servers can use unified messaging. After you install a Unified Messaging server, there are other deployment tasks that you must complete to successfully deploy unified messaging in your organization. For more information about deploying the Unified Messaging server role, see Deploying Server Roles and Post-Installation Tasks.


Perform post-installation tasks. After deployment of server roles is complete, there are several post-installation tasks that you should perform, including verifying that your installations were successful, and finalizing your deployment. For detailed steps about how to verify that Exchange 2007 was successfully installed, see Verifying an Exchange 2007 Installation.

The transition process is the same for an Exchange Server 2003 or Exchange 2000 Server organization. However, the features that are supported in each version vary. If you will continue to use any features from Exchange 2000 Server that are not supported in Exchange 2007, you must plan to keep at least one Exchange 2000 Server server in your organization. The following Exchange 2000 Server features are not supported in Exchange 2007:


Microsoft Mobile Information Server


Instant Messaging service


Exchange Chat Service


Exchange 2000 Conferencing Server


Key Management Service


cc:Mail connector


MS Mail connector

If you will continue to use any features from Exchange 2003 that are not supported in Exchange 2007, you must plan to keep at least one Exchange 2003 server in your organization. The following Exchange 2003 features are not supported in Exchange 2007:


GroupWise connector


X.400 connector


Connector for Lotus Notes

Best Practices for Migrating from Lotus Notes to an Exchange Organization

The process of moving from a Lotus Notes directory and messaging system to Active Directory directory service and Microsoft Exchange Server 2007 occurs in three distinct phases:


Plan and prepare


Interoperate 


Migrate

The first phase, plan and prepare, involves:


Collecting information about the current mail environment. 


Learning about Microsoft and third-party integration and migration tools and their capabilities. 


Planning for Active Directory and Exchange 2007. 


This phase collects information that is required to install and configure the interoperability and migration tools. Determine if the current network design, topology, and bandwidth are adequate for the new messaging environment, where to place the Microsoft Exchange servers, and which Microsoft Exchange and Lotus Domino servers will be connected for directory synchronization and mail routing during a coexistence period. 

In this phase, you also define an overall plan and schedule. The plan should be tested in a lab environment that simulates the production environment as closely as possible.

The second phase, interoperate, is where some users have been migrated to the Microsoft platform, while other users are still using Lotus Notes. These two environments use the interoperability tools available from Microsoft to synchronize directory information and to perform free/busy lookups. Mail is routed between the Lotus Domino 6.x and 7.x servers and Exchange 2007 servers via Simple Mail Transfer Protocol (SMTP).

Issues that you should consider when planning for interoperability include:


Preserve message paths to maintain uninterrupted message transfer   During interoperability, users must be able to route and receive e-mail messages from other corporate users and with Internet recipients. Make sure that the messages are transferred to the correct destinations regardless of the recipient's mail platform.


Synchronize directory information to maintain consistent and current address book information   When users send e-mail messages, they have access to a user's current e-mail address. As a result of this requirement, user and distribution lists and groups must be maintained in both directories during coexistence.


Synchronize calendar information to provide all users with current free/busy information   Many companies use the calendaring component in Lotus Domino as the primary means for scheduling meetings. This functionality must be available during coexistence. This allows users to see when other users are available for meetings and route meeting requests between the mail environments.

In the third phase, migrate, users are moved from the Lotus Domino messaging platform to Exchange 2007. By migrating users in batches, you have the ability to modify and update the migration and training methodologies based on experience. This approach also limits the number of users migrated to a new platform and thus reduces the number of calls to the Help desk by new users. Users should be batched based on their workgroups and locations, so that users and their assistants are able to continue to work together with minimal interference. 

While users are being migrated in batches, they require the ability to send mail and check free/busy information for users on both systems. After all users have been migrated to Exchange, the interoperate and migrate phases are complete.

For More Information

For additional guidance about these phases and information about tools from Microsoft that enable interoperability and migration from Lotus Domino to Exchange, see the Microsoft TechNet Resources for Moving to the Microsoft Collaboration Platform Web site.

Planning for a Large Exchange Organization

As a business grows in size, its infrastructure typically grows along with it. Such growth often brings with it added complexity and new security challenges. Of the four defined organization models for Microsoft Exchange Server 2007, the large Exchange organization is the largest organization model that can be deployed in a single Active Directory directory service forest environment. The distinguishing characteristics of the large Exchange organization include:


Five or more routing groups, or five or more Active Directory sites that have at least one Exchange server deployed. Multiple locations and Active Directory sites introduce the multi-site routing protocol and role discovery algorithms, as well as a requirement to use IP site links.
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Note: 

Multiple routing groups will only exist in a large Exchange organization that includes Exchange 2007 and either Exchange Server 2003 or Exchange 2000 Server, or both. In a pure Exchange 2007 environment, all servers belong to a single routing group.


A single Active Directory forest. The introduction of a second or subsequent forest, or the introduction of directory synchronization tools, such as Microsoft Identity Integration Server, automatically redefines the topology as a complex Exchange organization. For more information about complex Exchange organizations, see Planning for a Complex Exchange Organization.


The Service Delivery Location (SDL) and Client Service Location (CSL) reside in multiple physical locations, and there is often greater separation between them.


Although in this topology the Exchange organization includes multiple points of presence, the external messaging and client protocol-specific namespaces are common across most or all locations.

An Exchange organization with all of the listed characteristics is considered a large Exchange organization.

Single and Multiple Active Directory Domains

The single domain topology includes all scenarios where a single Active Directory domain is deployed for all user and computer objects. In a single domain model, a common domain name suffix is in use by all computer objects, and the domain name suffix matches the domain namespace used by Active Directory.

Large Exchange organizations often include multiple Active Directory domains. Within Active Directory forests, there is considerable variability on the organization of domains. Generally, domain models that are based upon geographic boundaries rather than business unit boundaries tend to have more longevity and flexibility because geographic boundaries change less frequently than business units. Although not a requirement of a multiple-domain environment, we recommend that geographically based domains be deployed where possible.

The most prominent multiple-domain model is the parent/child domain relationship. In this model, the root or parent domain is deployed primarily to provide a namespace for the forest. An equally important function is to prevent the proliferation of domains and expansion of the forest. Adding domains to a forest requires administrative access to the root domain, and typically very few personnel have administrative access to the root domain. After the parent domain is installed, one or more child domains may be added. A child domain refers to a domain that is subordinate to the parent domain. A child domain is typically where user accounts, file servers, and application servers are installed. In a normal Active Directory topology, the domain namespace is contiguous and reflects the hierarchy of the domains deployed. For example, if a root domain is named fabrikam.com, child domain names could include us.fabrikam.com, eu.fabrikam.com, and asia.fabrikam.com.

Beyond first-level child domains, additional layers of hierarchy may also be deployed. These layers are generally referred to as grandchild domains. To simplify Exchange environments, we recommend not using grandchild domains to host Exchange, and that you restrict your Exchange server membership to child domains. This approach does not mean that grandchild domains cannot be used to host mailbox-enabled users. All domains in a forest have transitive trusts between them, and as long as the Domain Name System (DNS) is working correctly for all domains in the forest, this configuration of users and servers should function normally.
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Note: 

 The use of grandchild domains may require some additional configuration of DNS suffix search order on each host in the forest to work correctly.

The simplest implementation of multiple parent/child domain relationships is when all domains are deployed at a single location. This topology is uncommon, and it often includes a segregation of administration responsibilities between the domains. A more common deployment scenario of multiple parent/child domain relationships is when the domains are deployed along SDL boundaries.

Dedicated Active Directory Sites

Supporting high concentrations of Exchange servers and clients out of a single SDL can create a significant demand for directory services. Beyond Exchange, the addition of other applications that require directory services, client authentication, or directory replication can cause a significant degradation in the health and performance of Exchange. To alleviate directory service congestion, the creation of a dedicated Active Directory site to host Exchange servers using dedicated domain controllers and global catalog servers is a current best practice. By segmenting an SDL into multiple Active Directory sites, it becomes possible to separate the directory traffic generated by Exchange servers and Microsoft Outlook clients from other directory service traffic.
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Note: 

At this time, Exchange 2007 is undergoing performance and scalability testing and tuning, including testing the performance characteristics of systems with 64-bit directory servers. After this testing is complete, a review of this best practice will occur and supplemental information will be provided.

In the case of a location which hosts a dedicated Exchange Active Directory site, it is acceptable for foreign domain controllers to be located in the same Active Directory site that is used for general client authentication rather than the dedicated Exchange Active Directory site, provided that there is a direct IP site link between the two Active Directory sites and the segregation of mailbox ownership is maintained across the SDLs.

Examples of Large Exchange Organizations

A large Exchange organization comes in many varieties. However, large Exchange organizations typically have common attributes. For example, there is an increase in the number of physical locations supported by Exchange, even though Exchange is not deployed to all locations. In addition, many large Exchange organizations have multiple points of egress to the Internet, often using multiple Internet service providers (ISPs) while maintaining a single messaging and client protocol namespace.


Figure 1 illustrates one example of a large Exchange organization.

Figure 1   Large Exchange organization
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Planning Considerations for Large Exchange Organizations


During the planning phase of your deployment, and before you deploy any Exchange 2007 servers in a large Exchange organization, we recommend that you consider the following points:


When a multiple-domain model is deployed, domain controller placement should be such that all domains used as security principals on Exchange objects should have excellent connectivity to locations that host many Exchange resources. This is especially important in Exchange server consolidation scenarios.


When an organization reaches sufficient size to require a dedicated Active Directory site for Exchange, it is quite common for this configuration to be replicated across major data center locations. This introduces additional replication links that must be accounted for in topology discovery, as well as Active Directory sites which do not have any Exchange presence.


When domain boundaries are based upon business unit boundaries rather than geographic boundaries, it can be common for the distribution of domains and SDLs to overlap significantly. When this occurs, a single Exchange server or group of Exchange servers will end up hosting resources from multiple domains out of a common SDL. This sharing of infrastructure increases the need for directory resources and additional domain controllers for each of the affected domains due to the additional authentication requirements for each domain, for management of distribution lists from the Outlook client, and for client referrals to a global catalog server. A proportionate number of global catalog servers from the appropriate domain must be available for use by clients because the Exchange server will send global catalog server referrals to a client that includes a global catalog server from the domain in which the mailbox account is hosted. In the case of a dedicated Exchange Active Directory site, this means domain controllers from each domain that the Exchange servers host resources for must be included in the Exchange Active Directory site.


When deploying a large Exchange organization, providing high availability deployment options becomes an important consideration. In Exchange 2007, there are multiple solutions that can be used to provide high availability for each server role. For more information about high availability strategies and features for Exchange 2007, see High Availability.

Planning for Coexistence

You can deploy Microsoft Exchange Server 2007 in an existing Exchange Server 2003 or Exchange 2000 Server organization that is operating in native mode. Coexistence with these two Exchange versions is supported. The existing organization can contain Exchange 2003 servers, Exchange 2000 servers, or both versions. There are many important differences between Exchange 2003 or Exchange 2000 and Exchange 2007 in how the servers are administered and in how server-to-server communication occurs. This topic provides an overview of the planning considerations and configuration steps that you must take when Exchange 2007 will coexist with earlier versions of Exchange.

Understanding Coexistence

Any organization that is transitioning from Exchange 2003 or Exchange 2000 to Exchange 2007 will experience a period of coexistence. A large organization that has many routing groups must plan their routing topology to maintain mail flow during the coexistence period. 

Successful coexistence of Exchange 2007 with Exchange Server 2003 or Exchange 2000 Server depends on correct configuration of routing group connectors between Exchange 2007 Hub Transport servers and Exchange Server 2003 or Exchange 2000 Server bridgehead servers. When you install Exchange 2007 in a forest with an existing Exchange organization, you select to join Exchange 2007 to that organization. During installation, you are also prompted to specify an Exchange 2003 or Exchange 2000 bridgehead server in the routing group to which you want to create the initial routing group connector. Because of differences in how server-to-server communication occurs, you must configure routing group connectors to let the two Exchange versions communicate and exchange messages. For more information about how to plan a routing topology for an Exchange organization that is operating more than one version of Exchange, see Message Routing in a Coexistence Environment.

The Exchange 2007 server role features that are available to clients in the Exchange organization during the coexistence period depend on the version of the Exchange server where the user's mailbox is stored and the version of the e-mail client application that is used to access Exchange. To determine the order in which Exchange 2007 server roles are introduced to the organization, see Best Practices for Transitioning an Exchange Organization.

Exchange Server 2003 and Exchange 2000 Server used Simple Mail Transfer Protocol (SMTP) as the primary communication protocol between Exchange servers. In Exchange 2007, the server roles use RPC for server-to-server communication and rely on the Hub Transport server to perform SMTP transport.
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Note: 

For more information about how server-to-server communication occurs in Exchange 2007, see Transport Architecture.

Administration Differences

Exchange Server 2003 and Exchange 2000 Server use Administrative Groups to organize Exchange objects for the purposes of delegating permission to manage those objects. Exchange 2007 does not use Administrative Groups as a logical management unit for administrative delegation. However, to support coexistence between Exchange Server 2003 or Exchange 2000 Server and Exchange 2007, all Exchange 2007 servers are automatically put in a single Administrative Group when Exchange 2007 is installed. This Administrative Group is recognized in the Exchange System Manager of earlier versions of Exchange as Exchange Administrative Group (FYDIBOHF23SPDLT). Administrative groups are not displayed in the Exchange 2007 Exchange Management Console.
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Caution: 

Do not move Exchange 2007 servers out of Exchange Administrative Group (FYDIBOHF23SPDLT) and do not rename Exchange Administrative Group (FYDIBOHF23SPDLT) by using a low-level directory editor. Exchange 2007 must use this administrative group for configuration data storage. We do not support moving Exchange 2007 servers out of Exchange Administrative Group (FYDIBOHF23SPDLT) or renaming of Exchange Administrative Group (FYDIBOHF23SPDLT).

You must use the Exchange Server 2003 or Exchange 2000 Server Exchange System Manager and utilities to manage the Exchange Server 2003 or Exchange 2000 Server servers. You can also use the Exchange tasks in Active Directory Users and Computers to manage Exchange Server 2003 or Exchange 2000 Server mailboxes. In Exchange 2007, you must manage Exchange 2007 servers and mailboxes by using the Exchange Management Console or the Exchange Management Shell.

Global settings that are configured for the Exchange Server 2003 or Exchange 2000 Server organization are stored in the Active Directory directory service. Exchange 2007 also applies those settings. After Exchange 2007 is introduced to the Exchange organization, all organizational-level settings must be maintained by using Exchange 2007 administration tools. For more information about how to transfer organizational settings from Exchange Server 2003 to Exchange 2007, see Transferring Settings from Exchange Server 2003 to Exchange 2007.

Routing Differences

When you plan for a period of coexistence with Exchange 2007 and Exchange Server 2003 or Exchange 2000 Server, you must understand the differences in how each version determines its routing topology. 

Exchange Server 2003 and Exchange 2000 Server use routing groups to define an Exchange-specific routing topology. Typically, routing groups are used to specify a set of well-connected Exchange servers. Servers in the same routing group can communicate with each other without the use of connectors. Ideally, the routing groups that are defined in your existing environment are based on IP subnets and closely mirror the Active Directory Site configuration. When more than one routing group is defined in an Exchange Server 2003 organization, the administrator must manually create routing group connectors to enable mail flow between Exchange Server 2003 servers that are in different routing groups. The routing group connector must specify a source server and a target server as the connector end points. A routing group connector defines a one-way connection, and a reciprocal connector must be created to establish mail flow in both directions. The source and target servers are the bridgehead servers for the routing group. The bridgehead servers relay e-mail to other routing groups on behalf of other servers in their routing group and receive e-mail from other routing groups for delivery to other servers in their routing group. Every Exchange 2003 or Exchange 2000 routing group should have at least one connector to another routing group before you introduce the first Exchange 2007 server. Event ID 5006 is logged for each Microsoft Exchange Message Database (MDB) that is located in a routing group that does not have a routing group connector path from the Exchange 2007 routing group. For more information about the Exchange Server 2003 routing topology, see Exchange Server Transport and Routing Guide.

Exchange 2007 uses the existing Active Directory site topology to define its routing topology. Servers that are located in the same Active Directory site can communicate without the use of connectors. E-mail that is routed to Exchange servers that are located in different sites must be relayed by Hub Transport servers. Hub Transport servers send e-mail to Hub Transport servers in remote sites by using the intra-organization Send connector. The intra-organization Send connector is an implicit connector that is computed by using Active Directory site and IP site link information. In Exchange 2007, an administrator no longer has to define an Exchange-specific routing configuration. However, an administrator can make Exchange-specific configuration changes to Active Directory sites and IP site link costs to control mail flow. 

To support coexistence between these two routing topologies, all Exchange 2007 servers are automatically added to a single routing group when Exchange 2007 is installed. The Exchange 2007 routing group is recognized in Exchange System Manager in Exchange Server 2003 or Exchange 2000 Server as Exchange Routing Group (DWBGZMFD01QNBJR) within Exchange Administrative Group (FYDIBOHF23SPDLT). When the first Exchange 2007 Hub Transport server is installed in an existing Exchange organization, you must specify an Exchange 2003 bridgehead server to which to establish the first routing group connector. We recommend that you select a bridgehead server that is located in a hub routing group or in a routing group that has many mailboxes. The routing group connector links the routing group where the Exchange 2003 server resides and the Exchange 2007 routing group. The Exchange 2007 routing group includes all Exchange 2007 servers, regardless of the Active Directory site in which they reside. 
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Caution: 

Do not move Exchange 2007 servers out of Exchange Routing Group (DWBGZMFD01QNBJR) and do not rename Exchange Routing Group (DWBGZMFD01QNBJR) by using a low-level directory editor. Exchange 2007 must use this routing group for communication with earlier versions of Exchange. We do not support moving Exchange 2007 servers out of Exchange Routing Group (DWBGZMFD01QNBJR) or renaming of Exchange Routing Group (DWBGZMFD01QNBJR).

The Hub Transport server that you are installing and the Exchange 2003 bridgehead that you select are configured as the source and target servers on two reciprocal routing group connectors. The selected bridgehead server is automatically added to the membership of the ExchangeLegacyInterop universal security group and is granted the permissions that are needed to send e-mail to and receive e-mail from Exchange 2007. This routing group connector creates a single connection point between Exchange 2003 and Exchange 2007. The bridgehead server that you select depends on your current routing environment. You can modify the list of source and target servers by using the Set-RoutingGroupConnector cmdlet in the Exchange Management Shell. It is a best practice to specify more than one source server and more than one target server to provide redundancy and server availability.

If your existing Exchange environment includes more than one routing group, you may want to create additional connection points between Exchange 2003 and Exchange 2007 to optimize mail flow. To create additional connection points, you follow these steps: 


Determine how you will transition the organization to Exchange 2007. The order in which you decommission routing groups will determine which Exchange 2003 routing groups should connect directly with Exchange 2007.


Modify the registry to suppress minor link state updates on all the Exchange 2003 and Exchange 2000 servers. This configuration change prevents connector state messages from being relayed throughout the organization by using link state updates, but does not prevent configuration change messages from being relayed. For more information, see How to Suppress Link State Updates.


Use the New-RoutingGroupConnector cmdlet in the Exchange Management Shell to create all routing group connectors that specify Exchange 2007 Hub Transport servers as source or target servers. Configure a routing group connector from the Exchange Routing Group (DWBGZMFD01QNBJR) to each Exchange Server 2003 or Exchange 2000 Server routing group with which Exchange 2007 will communicate directly, and configure the corresponding reciprocal routing group connectors. You can use the Bidirectional parameter with the New-RoutingGroupConnector cmdlet to create both connectors in a single operation. These connectors will enable mail flow between Exchange Server 2003 or Exchange 2000 Server and Exchange 2007, and from Exchange 2007 to Exchange Server 2003 or Exchange 2000 Server. You must use the Exchange Management Shell cmdlets to create and configure routing group connectors between Exchange 2007 and earlier versions of Exchange. When you use the Exchange 2007 tools, the specified legacy Exchange servers are automatically added to the membership of the ExchangeLegacyInterop universal security group and the permissions that are required to allow a legacy Exchange server to send mail to and receive mail from an Exchange 2007 Hub Transport server are automatically granted. If you use Exchange System Manager to create a routing group connector between the Exchange 2007 routing group and any Exchange 2003 or Exchange 2000 routing group, this group membership is not updated correctly and the connector will not work correctly.
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Important: 

Placing Exchange 2007 servers and Exchange 2003 or Exchange 2000 servers in the same routing group is not supported.
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Important: 

If you deploy Exchange 2007 as a new organization, you cannot later install Exchange 2003 or Exchange 2000 in the Exchange 2007 organization. This is not a supported scenario. If you anticipate requiring Exchange 2003 functionality in your organization in the future, you must first install an Exchange 2003 organization and maintain at least one Exchange 2003 server.

For more information about how Exchange 2007 determines its routing topology, see Planning to Use Active Directory Sites for Routing Mail. For more information about the differences in routing behavior between Exchange 2007 and earlier versions of Exchange Server, see Message Routing in a Coexistence Environment.

Link State Routing

When you are deciding how you should connect the Exchange 2007 routing group to the Exchange Server 2003 or Exchange 2000 Server organization, you must consider the behavior of link state routing. Exchange Server 2003 and Exchange 2000 Server servers maintain a link state routing table that is updated through communication with the Routing Group master. Each connector that has been created between Exchange Server 2003 or Exchange 2000 Server routing groups is considered a link. Exchange Server 2003 and Exchange 2000 Server servers determine how a message is routed inside the organization by using the cost that is assigned to the connectors between routing groups as the metric. If a particular routing group is inaccessible by using the lowest cost route, the link state table is updated by the routing group master to show the state of that link as down. This data is communicated to every routing group in the Exchange organization. When the data is received, the link state table is updated, and another route is calculated. 

Link state routing is not used by Exchange 2007 Hub Transport servers and Exchange 2007 can't propagate link state updates. When no Hub Transport server in a site is available, the Hub Transport server does not recalculate the route. Hub Transport servers always try to communicate directly with other Hub Transport servers. When more than one Hub Transport server exists in a site, messaging traffic is automatically load-balanced and a connection attempt is made to each Hub Transport server in the site before a communication failure occurs. When a connection to a site is unavailable, Exchange 2007 uses the IP site link costs that are associated with Active Directory sites to determine the closest site at which to queue the message. This behavior is known as queue at point of failure. The message queue that is generated at the point of failure is put in a retry state. 

If multiple paths exist between the Exchange 2007 routing group and any Exchange Server 2003 routing group, minor link state updates must be suppressed to make sure that message looping does not occur when a route is recalculated. We recommend that minor link state updates be suppressed for each server in the Exchange Server 2003 or Exchange 2000 Server server. When link state updates are suppressed, Exchange Server 2003 or Exchange 2000 Server servers also queue at point of failure, instead of recalculating the route. 

Configuration changes, such as the addition of connectors, are still communicated between Exchange Server 2003 servers by using link state. To enable the major link state updates to continue to be communicated, all Exchange Server 2003 routing groups remaining in the Exchange organization must maintain a routing group connector between them to enable the link state updates to be received. If the only communication path between Exchange Server 2003 routing groups is through the Exchange 2007 routing group, configuration changes will not be propagated to all the Exchange Server 2003 servers.

For more information about how to suppress link state updates, see How to Suppress Link State Updates. 

Send Connectors and Receive Connectors

Exchange Server 2003 uses virtual server interfaces for each protocol to send and receive messages. Configuration is required only when you modify the default values or create connectors that are specific to another organization. 

The Exchange 2007 Hub Transport servers provide SMTP transport for the organization. Hub Transport servers use an implicit connector to route messages between sites. This connector is called the intra-organization Send connector. During installation, explicit Receive connectors are automatically created on each Hub Transport server. One Receive connector is configured to receive SMTP traffic from all sources by listening on Port 25. A second Receive connector is configured to receive SMTP traffic from non-MAPI clients by listening on Port 587. The Client Access server role provides the IMAP4 and POP3 protocols for non-MAPI clients.

You must configure a Send connector to route e-mail to the Internet. The recommended method for connecting Exchange 2007 to the Internet is to install the Edge Transport server role in the perimeter network and to relay e-mail to remote domains through the Edge Transport server. When you subscribe the Edge Transport server to the Exchange organization, a Send connector to the Internet is automatically created. Other methods of connecting the Hub Transport server to the Internet are described in Deployment Options for Hub Transport Servers.

Explicit Send connectors and Receive connectors are created on Hub Transport servers only when you want to create a connector that sends messages to a specific address space or receives messages from a specific address range. For more information about how to configure connectors in Exchange 2007, see Managing SMTP Connectors. 

X-EXCH50 Data

Exchange Server 2003 uses the proprietary verb X-EXCH50 to transmit information about messages and recipients that cannot be included in the e-mail message. The information is transmitted as the Exch50 binary large object. The Exch50 binary large object is a collection of binary data that is stored as a single object. Exch50 contains data such as spam confidence level, address rewriting information, and other MAPI properties that do not have MIME representation. Because X-EXCH50 is a proprietary Extended Simple Mail Transfer Protocol (ESMTP) verb, Exch50 data cannot be propagated by a non-Exchange server.

Exchange 2007 supports a mapping between MAPI and MIME and does not require Exch50 data to reliably transmit message properties. To correctly coexist with Exchange Server 2003, Exchange 2007 servers can propagate the Exch50 data to Exchange Server 2003 servers. On incoming SMTP connections, Exch50-related properties that are used by Exchange 2007 are promoted to Exchange 2007-equivalent properties. Properties that are not used by Exchange 2007 but are used by Exchange Server 2003 are preserved. On outgoing SMTP connections, the Exchange 2007 server can form the Exch50 data by promoting the Exchange 2007 properties and appending them to the preserved Exchange Server 2003 data.

Routing group connectors between Exchange 2007 and Exchange Server 2003 are automatically configured to support sending and receiving Exch50 data. If you are connecting Exchange 2007 to an Exchange Server 2003 server in a cross-forest scenario, make sure that the connector permissions allow the routing of Exch50 data. For more information, see Configuring Cross-Forest Connectors.

Message Tracking

The message tracking schema in Exchange 2007 is significantly different from the message tracking schema in Exchange Server 2003. The events that are logged by Exchange 2007 message tracking do not correspond directly to the message tracking events that are logged by Exchange Server 2003. Messages that are sent and received by Exchange 2007 can only be tracked by Exchange 2007 servers. There is no Microsoft Windows Management Instrumentation (WMI) support in Exchange 2007. Therefore, an Exchange Server 2003 server cannot query for message tracking logs on an Exchange 2007 server. If a message tracking query in Exchange 2007 indicates that the message was transferred to an Exchange Server 2003 server, you can use the Exchange Server 2003 message tracking tool to continue to search for the message.

Edge Transport Server Coexistence

The Edge Transport server role is designed to provide improved antivirus and anti-spam protection for the Exchange organization. The Edge Transport server also applies policies to messages in transport between organizations. This server role is deployed in the perimeter network and outside the Active Directory forest. The Edge Transport server can be deployed as a smart host and SMTP-relay server for an existing Exchange Server 2003 organization.

You can add an Edge Transport server to an existing Exchange organization without upgrading the internal Exchange servers or making any organizational changes. You do not have to perform any Active Directory preparation steps when you install the Edge Transport server. If you are using the Exchange Intelligent Message Filter in Exchange Server 2003 to perform anti-spam tasks, you can use the Edge Transport server to provide an additional layer of anti-spam protection. The Edge Transport server provides antivirus and anti-spam protection as messages enter the network.

When an Edge Transport server is deployed to support an Exchange organization that has not yet deployed Exchange 2007, a limited set of features are available. You can't create an Edge Subscription in this scenario. Therefore, you cannot use the Recipient Lookup or safelist aggregation features. 

Mailbox Server Coexistence

The Mailbox server role can coexist with Exchange Server 2003 and Microsoft Exchange 2000 Server mailbox servers. For Exchange 2007 and Exchange 2000 Server or Exchange Server 2003 mailbox servers to coexist, you must be able to send mail among the mailboxes. Exchange 2007 uses the Hub Transport server to send mail. A Hub Transport server must be deployed in each Active Directory site that contains an Exchange 2007 Mailbox server.

You can move mailboxes among Exchange 2000 Server, Exchange Server 2003, and Exchange 2007. For information about how to move mailboxes, see Moving Mailboxes.

You can replicate public folder data between Exchange 2007 and Exchange 2000 Server or Exchange Server 2003 public folder databases. To do this, you must create a replica of the public folder using either the Exchange 2000 Server or Exchange Server 2003 versions of Exchange System Manager. The routing group connector between Exchange 2007 and Exchange 2003 can be configured to enable public folder referrals.

Client Access Server Coexistence

The Client Access server role provides the functionality that was provided by a front-end server in Exchange 2003. You must deploy the Client Access server role if you have e-mail clients that access Exchange by using Office Outlook Web Access, IMAP4, POP3, or mobile devices. The Client Access server role can coexist with Exchange Server 2003 and Exchange 2000 Server servers. The following list describes the Exchange 2007 dependencies and requirements for coexistence with Exchange Server 2003 and Exchange 2000 Server.


Whether a user sees the Outlook Web Access client of Exchange Server 2003 or Exchange 2007 depends on the location of the user's mailbox. For example, if the user's mailbox is located on an Exchange Server 2003 back-end server and the Client Access server is running Exchange 2007, the user will see the Exchange Server 2003 version of Outlook Web Access.
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Important: 

Before you configure Client Access servers and decommission your Exchange Server 2003 front-end servers, determine whether you want to retain any Outlook Web Access settings or custom configurations, security updates, themes, and customization configurations, from your Exchange Server 2003 front-end servers. Installation of Exchange 2007 requires installation on new hardware, and no settings or custom configurations from Exchange Server 2003 are retained. Therefore, before you decommission your front-end servers and install Client Access servers, make sure that the Outlook Web Access settings and custom configurations on your Exchange Server 2003 back-end servers match the configurations on your Exchange Server 2003 front-end servers.


The version of Exchange ActiveSync that clients use also depends on the server version that is hosting the user's mailbox. The user's mailbox must be located on a server that is running Exchange Server 2003 Service Pack 2 or Exchange 2007 to have Direct Push enabled for Exchange ActiveSync. A user whose mailbox is located on an earlier server version will be unable to use new features, such as global address list lookup and Exchange Search.


When you perform a transition from Exchange Server 2003 to Exchange 2007, you will typically transition all the Exchange servers in a particular routing group or Active Directory site to Exchange 2007 at the same time, configure coexistence, and then transition the next site. If you are installing the server roles on separate hardware, we recommend that you deploy the server roles in the following order:

a.
First, install the Client Access server role to replace all front-end servers.

b.
Deploy the Hub Transport server role and configure routing group connectors, Send connectors, and Receive connectors.

c.
Deploy the Mailbox server role and move user mailboxes to the new server.
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Important: 

   Using an Exchange Server 2003 front-end server together with an Exchange 2007 Mailbox server is not supported.


The Outlook Web Access URL used to access the logon dialog depends whether the user's mailbox is located on an Exchange 2003 back-end server or on an Exchange 2007 Mailbox server. Use one of the following URLs to reach Outlook Web Access:


If the mailbox is located on an Exchange Server 2003 back-end server, use http://<servername>/Exchange.


If the mailbox is located on an Exchange 2007 Mailbox server, use either http://<servername>/owa or http://<servername>/Exchange.

Unified Messaging Server Interoperability

The Unified Messaging server role is designed to provide Unified Messaging (UM) for Exchange 2007 recipients. UM combines voice messaging, fax, and e-mail messaging into one store that can be accessed from a telephone, a user's computer, and a mobile device. Users can access voice messages, e-mail, fax messages, and calendar information that are located in their Exchange 2007 mailbox from e-mail clients, such as Outlook and Outlook Web Access.

The Unified Messaging server is new to Exchange, and it cannot interoperate with earlier versions of Exchange Server. The Unified Messaging server depends on the Hub Transport server and Mailbox server. All SMTP mail submitted from a Unified Messaging server must be submitted to an Exchange 2007 Hub Transport server. For a recipient to use Unified Messaging, they must have an Exchange 2007 mailbox.

For More Information

For more information, see the following topics:


Message Routing in a Coexistence Environment

Planning to Use Active Directory Sites for Routing Mail

Upgrading to Exchange 2007

Best Practices for Transitioning an Exchange Organization

Coexisting with Exchange Server 2003 and Exchange 2000 Server

How to Install Exchange 2007 in an Existing Exchange Server 2003 Organization

Transferring Settings from Exchange Server 2003 to Exchange 2007

How to Suppress Link State Updates

How to Create Routing Group Connectors from Exchange 2007 to Exchange Server 2003
Planning to Use Active Directory Sites for Routing Mail

Unlike Microsoft Exchange 2000 Server and Exchange Server 2003, Exchange Server 2007 does not require configuration of a separate routing topology. Exchange 2007 uses the Active Directory directory service site topology to determine how messages are transported in the organization. This topic provides an overview of how Exchange 2007 uses the existing Active Directory site topology to transport messages between server roles.

The Hub Transport server role provides message transport inside the Exchange organization. When you are deploying a pure Exchange Server 2007 organization, no additional configuration is required to establish routing in the forest. If you are deploying Exchange 2007 in an existing Exchange 2000 Server or Exchange Server 2003 organization, you must follow specific configuration steps to enable routing between Exchange 2007 and Exchange 2000 Server and Exchange Server 2003. For more information about how to configure the Hub Transport server role for coexistence with Exchange 2000 Server or Exchange Server 2003, see Planning for Coexistence. 

How Exchange 2007 Uses Site Membership

Exchange 2007 is a site-aware application. Site-aware applications can determine their own Active Directory site membership and the Active Directory site membership of other servers by querying Active Directory. In Exchange 2007, the Microsoft Exchange Active Directory Topology service is responsible for updating the site attribute of the Exchange server object. When an Exchange server role has to determine the Active Directory site membership of another Exchange server role, it can query Active Directory to retrieve the site name. All Exchange 2007 server roles also use site membership to determine which domain controllers and global catalogs servers to use for processing Active Directory queries. Because the Active Directory site membership is a server object attribute, you do not have to query DNS to resolve a server address to a subnet that is associated with an Active Directory site. Stamping the Active Directory site attribute on an Exchange server object enables Active Directory site membership to be assigned to a server that is not a domain member, such as a subscribed Edge Transport server.

The Exchange 2007 server roles use Active Directory site membership information as follows:


The Mailbox server role uses Active Directory site membership information to determine which Hub Transport servers are located in the same Active Directory site as the Mailbox servers. The Mailbox server submits messages for routing and transport to a Hub Transport server that has the same Active Directory site membership as the Mailbox server. The Hub Transport server performs recipient resolution and queries Active Directory to match an e-mail address to a recipient account. The recipient account information includes the fully qualified domain name (FQDN) of the user’s Mailbox server. The FQDN is used to determine the Active Directory site of the user's Mailbox server. The Hub Transport server delivers the message to Mailbox server within its same Active Directory site, or it relays the message to another Hub Transport server for delivery to a Mailbox server that is outside the Active Directory site. If there are no Hub Transport servers in the same Active Directory site as a Mailbox server, mail can't flow to that Mailbox server.


Active Directory site membership and IP site link information is used to prioritize the list of servers that are used for public folder referrals. Users are directed first to the default public folder database for their mailbox database. If a replica of the public folder being accessed does not exist in the default public folder database, the Mailbox store where the default public folder database resides will provide a prioritized referral list of Mailbox servers that hold a replica to the client. Public folder databases that are in the same Active Directory site as the default public folder database are listed first, and additional referral locations are prioritized based on Active Directory site proximity. Active Directory site proximity is determined by aggregating the costs of the IP site links between the Active Directory site where the default public folder database resides and the Active Directory sites where public folder replicas exist. The list of referrals is prioritized from lowest cost to highest cost. The connecting client will try each referral in the list until a connection is made or all attempts fail. 


The Unified Messaging (UM) server role uses Active Directory site membership information to determine which Hub Transport servers are located in the same Active Directory site as the Unified Messaging server. The Unified Messaging server submits messages for routing and transport to a Hub Transport server that has the same Active Directory site membership as the Unified Messaging server. The Hub Transport server performs recipient resolution and queries Active Directory to match a telephone number, or other UM property, to a recipient account. The recipient account information includes the fully qualified domain name (FQDN) of the user’s Mailbox server. The FQDN is used to determine the Active Directory site of the user's Mailbox server. The Hub Transport server delivers the message to a Mailbox server within its same Active Directory site, or it relays the message to another Hub Transport server for delivery to a Mailbox server that is outside the Active Directory Site.


When the Client Access server role receives a user connection request, it queries Active Directory to determine which Mailbox server is hosting the user's mailbox. The Client Access server then retrieves the Active Directory site membership of that Mailbox server. If the Client Access server that received the initial user connection is not located in the same site as the user's Mailbox server, the connection is redirected to a Client Access server in the same site as the Mailbox server.


Exchange 2007 Hub Transport servers retrieve information from Active Directory to determine how mail should be routed inside the organization. When a message is submitted to the Microsoft Exchange Transport service, the categorizer uses the header information in the message to query Active Directory for information about where the message must be delivered. If the recipient's mailbox is located on a Mailbox server in the same Active Directory site as the Hub Transport server, the message is delivered directly to that mailbox. If the recipient's mailbox is located on a Mailbox server in a different Active Directory site, the message is relayed to a Hub Transport server in that site and then delivered to the Mailbox server.

Determining Site Membership

Active Directory clients assume site membership by matching their assigned IP address to a subnet that is defined in Active Directory Sites and Services and associated with an Active Directory site. The client then uses this information to determine which domain controllers and global catalog servers exist in that site and communicates with those directory servers for authentication and authorization purposes. Exchange 2007 takes advantage of this relationship by also preferring to retrieve information about recipients from directory servers that are in the same site as the Exchange 2007 server.

All computers that are part of the same Active Directory site are considered well-connected, with a high-speed, reliable network connection. By default, when an Active Directory forest is first deployed, there is a single site named Default-First-Site-Name. If no other sites are manually configured by the administrator, all server and client computers in the forest are considered members of Default-First-Site-Name. 

When more than one site is defined, the Active Directory administrator must define the subnets that are present in the organization and associate those subnets with Active Directory sites.
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Important: 

A site can be associated with one or more IP subnets. Make sure that no overlapping subnets are configured. If subnets overlap, an Exchange 2007 server will be unable to correctly determine its site membership and routing errors may occur.

The Microsoft Exchange Active Directory Topology service checks the site membership attribute on the Exchange server object when the server starts. If the site attribute has to be updated, the Microsoft Exchange Active Directory Topology stamps the attribute with the new value. The Microsoft Exchange Active Directory Topology service verifies the site attribute value every 15 minutes and updates the value if site membership has changed. The Microsoft Exchange Active Directory Topology service uses the Net Logon service to obtain current site membership. The Net Logon service updates site membership every five minutes. This means that up to a 20-minute latency period may pass between the time that site membership changes and the new value is stamped on the site attribute. 

Overview of IP Site Links

Relationships between Active Directory sites are defined by IP site links. The IP site link consists of two or more Active Directory sites. All Active Directory sites that are part of the link communicate at the same cost. The IP site link properties include a cost assignment, a schedule, and an interval. The schedule and interval properties are only used for determining Active Directory replication frequency. Exchange 2007 uses the cost assignment to determine the lowest cost route for traffic to follow when multiple paths exist to the destination. The cost of the route is determined by aggregating the cost of all site links in a transmission path. The Active Directory administrator assigns the cost to a link based on relative network speed and available bandwidth compared to other available connections. 

By default, the Hub Transport server always tries a direct connection to a Hub Transport server in another Active Directory site. Messages in transport do not relay through each Hub Transport server in a site link path. However, Hub Transport servers in intermediate Active Directory sites along the routing path may perform message relay in the following scenarios:


Direct relay between Hub Transport servers will not occur when a hub site exists along the least cost routing path. You can configure an Active Directory site as a hub site so that messages are routed to the hub site to be processed before the messages are relayed to the target server. Hub sites are discussed later in this topic.


Exchange 2007 uses the routing path derived from IP site link information when communication to the destination Active Directory site fails. If no Hub Transport server in the destination Active Directory site responds, message delivery backs off along the least cost routing path until a connection is made to a Hub Transport server in an Active Directory site along the routing path. The messages are queued in that Active Directory site and the queue will be in a retry state. This behavior is called queue at point of failure. 


The Hub Transport server can also use the IP site link information to optimize routing of messages that are sent to multiple recipients. The Hub Transport server delays bifurcation of messages until it reaches a fork in the routing paths to the recipients. The bifurcated message is relayed to each recipient destination by a Hub Transport server in the Active Directory site that represents the fork in the individual routing paths. This functionality is called delayed fan-out.

Designating Hub Sites

By default, the Hub Transport servers that are located in Active Directory sites along the path between the source server and the destination server do not process or relay the messages in any way. You can use the Set-AdSite cmdlet to override this behavior by configuring an Active Directory site as a hub site. When a hub site exists along the least cost routing path between two Hub Transport servers, the messages are routed to the hub site for processing before they are relayed to the destination server. For this routing behavior to occur, the hub site must exist along the least cost routing path between two Hub Transport servers. This configuration should only be used when it is required by the network topology, such as when firewalls exist between Active Directory sites and prevent direct relay of Simple Mail Transfer Protocol (SMTP) communications.

Setting an Exchange Specific Cost on an IP Site Link

You can use the Set-AdSiteLink cmdlet in the Exchange Management Shell to configure an Exchange-specific cost to an Active Directory IP site link. The Exchange-specific cost is a separate attribute that is used instead of the Active Directory-assigned cost to determine the Exchange routing path. This configuration is useful when the Active Directory IP site link costs to do not result in an optimal Exchange message routing topology.

Exchange 2007 Placement in Active Directory Sites

For message routing between Exchange 2007 roles to occur correctly, all roles that are deployed in the forest must belong to an Active Directory site. Make sure that the IP addresses that you have assigned are in subnets that are correctly associated with Active Directory sites.

The first step in planning the placement of Exchange 2007 servers in the Active Directory site topology is to document the current topology. Your documentation should include the following:


Sites


Subnets and their site association


IP site links and their member sites


IP site link costs


Directory servers in each site


Physical network connections


Firewall locations

After you have diagrammed these objects, plan the placement of Exchange servers. Consider the following information when you are deciding where to put servers:


A Hub Transport server must be able to communicate directly with a global catalog server to perform Active Directory lookups. 


Mailbox servers should be located in the same site as a Hub Transport server. We recommend that you deploy more than one Hub Transport server in each Active Directory site to provide load balancing and fault tolerance.


Unified Messaging servers submit messages to a Hub Transport server for transport to a Mailbox server. A Unified Messaging server may be located in a hub site or near the IP/voice over Internet Protocol (VoIP) gateway or IP Private Branch eXchange (IP/PBX). The Hub Transport server that has the same site membership as the Unified Messaging server will receive messages for transport and route the messages to other Hub Transport servers and Mailbox servers in the organization.


Client Access servers provide a connectivity point to the Exchange organization for users who are accessing Exchange remotely. A Client Access server must be deployed in each site that contains Mailbox servers. The Client Access server lets the user connect directly to the Mailbox server to retrieve messages, but any messages that are sent from the remote client must be transported through the Hub Transport server. 

After you plan Exchange 2007 placement, you may identify areas where you can modify the Active Directory site topology to improve communication flow. You may want to adjust IP site links and site link costs to optimize delayed fan-out and queue at point of failure. An efficient Active Directory topology does not require any changes to support Exchange 2007. 

For More Information
For more information, see the following topics:


New Transport and Routing Functionality

Active Directory Forest Topologies

get-AdSite

set-AdSite

Get-AdSiteLink

Set-AdSiteLink
Planning for Access to Active Directory

Microsoft Exchange Server 2007 stores all configuration and recipient information in the Active Directory directory service database. When a computer that is running Exchange 2007 requires information about recipients and information about the configuration of the Exchange organization, it must query Active Directory to access the information. Active Directory servers must be available for Exchange 2007 to function correctly. This topic explains how Exchange 2007 stores and retrieves information in Active Directory so that you can plan access to Active Directory.

Exchange Information Stored in Active Directory

The Active Directory database stores information in three types of logical partitions that are described in the following sections:


The schema partition


The configuration partition


The domain partition

The Schema Partition

The schema partition stores two types of information: schema classes and schema attributes. Schema classes define all the types of objects that can be created and stored in Active Directory. Schema attributes define all the properties that can be used to describe the objects that are stored in Active Directory.

When you install the first Exchange 2007 server role in the forest or run the Active Directory preparation process, the Active Directory preparation process adds many classes and attributes to the Active Directory schema. The classes that are added to the schema are used to create Exchange-specific objects, such as agents and connectors. The attributes that are added to the schema are used to configure the Exchange-specific objects and the mail-enabled users and groups. These attributes include properties, such as Microsoft Office Outlook Web Access settings and Microsoft Exchange Unified Messaging (UM) settings. Every domain controller and global catalog server in the forest contains a complete replica of the schema partition.

For more information about schema modifications in Exchange 2007, see Active Directory Schema Changes.

The Configuration Partition

The configuration partition stores information about the forest-wide configuration. This configuration information includes the configuration of Active Directory sites, Exchange global settings, transport settings, mailbox policies, and UM dial plans. Each type of configuration information is stored in a container in the configuration partition. Exchange configuration information is stored in a subfolder under the configuration partition's Services container. The information that is stored in this container includes the following:


Address lists


Address and display templates


Administrative groups


Client access settings


Connections


Messaging records management, mobile, and UM mailbox policies


Global settings


E-mail address policies


System policies


Transport settings

Every domain controller and global catalog server in the forest contains a complete replica of the configuration partition.

The Domain Partition

The domain partition stores information in default containers and in organizational units that are created by the Active Directory administrator. These containers hold the domain-specific objects. This data includes Exchange system objects and information about the computers, users, and groups in that domain. When Exchange 2007 is installed, Exchange updates the objects in this partition to support Exchange functionality. This functionality affects how recipient information is stored and accessed. Each domain controller contains a complete replica of the domain partition for the domain for which it is authoritative. Every global catalog server in the forest contains a subset of the information in every domain partition in the forest.

How Exchange 2007 Accesses Information in Active Directory

Exchange 2007 uses an Active Directory API to access information that is stored in Active Directory. The Active Directory Topology service runs on all Exchange 2007 server roles. This service reads information from all Active Directory partitions. The data that is retrieved is cached and is used by Exchange 2007 servers to discover the Active Directory site location of all Exchange services in the organization. For more information about topology and service discovery, see Planning to Use Active Directory Sites for Routing Mail.

Exchange 2007 is an Active Directory site-aware application that prefers to communicate with the directory servers that are located in the same site as the Exchange server to optimize network traffic. Each Exchange 2007 organizational server role must communicate with Active Directory to retrieve information about recipients and information about the other Exchange 2007 server roles. The data that each server role obtains is described in the following sections.

Hub Transport Server Role

The Hub Transport server role contacts Active Directory when it performs message categorization. The categorizer must query Active Directory to perform recipient lookup and routing resolution. The information that the categorizer retrieves during recipient lookup includes the location of the recipient's mailbox and any restrictions or permissions that may apply to the recipient. The categorizer must also query Active Directory to expand the membership of distribution lists and to perform the Lightweight Directory Access Protocol (LDAP) query processing that is required when mail is sent to a dynamic distribution list. 

During routing resolution, the categorizer uses the topology information that is cached by the Active Directory Topology service to discover the routing path for a message. The Hub Transport server uses Active Directory site configuration information to determine the location of other servers and connectors in the topology. When the Hub Transport server has resolved the location of the recipient's mailbox, it uses Active Directory site information to locate the mailbox store. If the mailbox store is in the same Active Directory site as the Hub Transport server, the Hub Transport server delivers the message directly to the user's mailbox. If the mailbox store is in a different Active Directory site than the Hub Transport server, the Hub Transport server delivers the message to a Hub Transport server in the remote Active Directory site.

The Hub Transport server stores all configuration information in Active Directory and accesses Active Directory to retrieve this information. The configuration information includes the details of any transport rules, journal rules, and connectors. 

Client Access Server Role

The Client Access server role receives connections from the Internet for users who access their mailbox by using Outlook Web Access, Post Office Protocol version 3 (POP3), Internet Message Access Protocol Version 4rev1 (IMAP4), or Microsoft Exchange ActiveSync. When a user connection is received, the Client Access server contacts Active Directory to authenticate the user and to determine the location of the user's mailbox server. If the user's mailbox is in the same Active Directory site as the Client Access server, the user is connected directly to their mailbox. If the user's mailbox is in a different Active Directory site than the Client Access server that received the initial connection, the connection is redirected to a Client Access server in the remote Active Directory site.

Unified Messaging Server Role

The Unified Messaging server role accesses Active Directory to retrieve global configuration information, such as dial plans, IP gateways, and hunt groups. When a message is received by the Unified Messaging server, it searches for Active Directory recipients to match the telephone number to a recipient address. When it has resolved this information, the Unified Messaging server can determine the location of the recipient's mailbox store and then submit the message to a Hub Transport server for routing to the mailbox.

Mailbox Server Role

The Mailbox server role stores configuration information about mailbox users and stores in Active Directory. Additionally, the configuration for agents, address lists, and policies is stored in Active Directory. The Mailbox server retrieves this information to enforce mailbox policies and global settings.

Edge Transport Server Role

The Edge Transport server role is deployed in the perimeter network and is not a domain member. The Edge Transport server does not have access to Active Directory and uses Active Directory Application Mode (ADAM) to store schema and configuration information. You can create an Edge Subscription to subscribe the Edge Transport server to an Active Directory site. The Hub Transport servers in that Active Directory site use the Microsoft Exchange EdgeSync service to synchronize Active Directory data to ADAM. We recommend that you create an Edge Subscription for each Edge Transport server. This process will automatically provision the Send connectors that are required for end-to-end mail flow. You must create an Edge Subscription if you will be using the recipient lookup or safe list aggregation anti-spam features.

For More Information

For more information, see the following topics:


Planning to Use Active Directory Sites for Routing Mail

Using an Edge Subscription to Populate ADAM with Active Directory Data.

Permission Considerations

When planning how to integrate Microsoft Exchange Server 2007 into your Active Directory directory service structure, consider the administrative model in your organization. With Exchange 2007, you have flexibility in how you assign permissions to administrators. Generally, it is recommended that you consider how the following capabilities of Active Directory and Exchange 2007 affect the way you organize your administrative roles:


A single administrator can perform tasks for both Microsoft Windows Server 2003 and Exchange.


You can split permissions between Exchange administrators and Windows administrators.


You can isolate the Exchange administrator roles and the Windows administrator roles by using an Exchange resource forest.

The sections in this topic describe the flexibility of permissions configuration and the administrative roles available in Exchange 2007.

Understanding the Exchange and Active Directory Split Permissions Model

In many Microsoft Exchange organizations, especially in medium and large organizations, there may be more than one Exchange administrator. Because these administrators can perform a specific set of administration tasks, Exchange Server 2007 provides predefined administrator roles and a split permissions model that allow you to configure specific permissions in Active Directory for various administrative roles in your organization. In Exchange 2007, permissions on Exchange recipient attributes are grouped together. This minimizes the manual permission configuration you must do to split Exchange permissions from other administrative permissions.

Changes to the Security and Permission Model

The security and permissions model from Exchange Server 2003 has changed for Exchange 2007. This section provides information about the changes to the Exchange permissions model and describes the differences.

Property Sets

A property set is a grouping of Active Directory attributes. You can control access to this grouping of Active Directory attributes by setting one access control entry (ACE) instead of setting an ACE on each property. The property set that groups all Exchange recipient attributes is called e-mail information.
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Note: 

Exchange Server 2003 security groups that had permission to access the recipient properties on Exchange Server 2003 servers will have permission to access the Exchange 2007 e-mail information property set, as long as you use Exchange 2007 Setup.exe or Setup.exe with the /PrepareAD parameter to update the Active Directory schema.

Exchange 2003 Security and Permissions Model

To help simplify the process of managing permissions, Exchange Server 2003 provided predefined security roles that were available in the Exchange 2003 Administrative Delegation Wizard. These roles were a collection of standardized permissions that could be applied at either the organization or the administrative group level.

In Exchange 2003, the following security roles were available through the Delegation Wizard in Exchange System Manager:


Exchange Full Administrator


Exchange Administrator


Exchange View Only Administrator

Some of the limitations of this model were:


A lack of specificity. The Exchange Administrator group was too large, and some customers wanted to manage their security and permissions model at the individual server-level.


A perception that the Exchange Server 2003 security roles only differed in subtle ways.


No clear separation between administration of users and groups by the Windows (Active Directory) administrators and Exchange recipient administrators. For example, to perform Exchange recipient related tasks, you had to grant Exchange administrators high level permissions (Account Operator permissions on Windows domains).

Exchange 2007 Security and Permissions Model

To improve the management of your Exchange administrator roles (called "security groups" in Exchange 2003), the following new or improved features have been made to the Exchange security and permissions model:


New administrator roles that are similar to the built-in Windows Server security groups. For more information about these administrator roles, see "Administrator Roles in Exchange 2007" later in this topic.


You can use the Exchange Management Console (formerly Exchange System Manager) and the Exchange Management Shell to view, add, and remove members from any administrator role.


No access control list (ACL) setting is required when modifying any administrator role membership except the Server administrator role membership. These administrator roles will be statically added to the appropriate object ACLs during setup.

Administrator Roles in Exchange 2007

Exchange 2007 has the following predefined groups that manage Exchange configuration data:


Exchange Organization Administrators


Exchange Recipient Administrators


Exchange View-Only Administrators

During the Exchange Setup /PrepareAD phase (the organization-preparation phase that is similar to Exchange 2003 ForestPrep), these Exchange Administrator roles (except Exchange Server Administrators) are created in a new Microsoft Exchange security group's organizational unit (OU) that is located in the domain where /PrepareAD was run.

When you add an administrator role to a user, that user inherits the permissions that are permitted by that role. These administrator roles have permissions to manage Exchange data in Active Directory. There are three types of Exchange data that can be managed by these groups:


Global Data   This is data in an Active Directory configuration container that is not associated with a particular server. This data includes, but is not limited to, mailbox policies, address lists, and Exchange Unified Messaging configuration. Global data generally impacts the entire organization and can potentially affect all users. As a best practice, allow only a small number of trusted users to configure or change global data.


Recipient Data   Recipients in Exchange are Active Directory user objects that can receive or send e-mail messages. Examples of recipient data include mail-enabled contacts, distribution groups, mailboxes, as well as specific recipient types such as public folder proxy objects.


Server Data   Exchange server data is contained in Active Directory under the specified server’s node. Examples of this data include receive connectors, virtual directories, per-server settings, as well as mailbox and storage group data.

Exchange Organization Administrators Role

The Exchange Organization Administrators role provides administrators with full access to all Exchange properties and objects in the Exchange organization. During Exchange setup, in the root domain, Setup /PrepareAD creates the Active Directory security group named Exchange Organization Administrators in the Microsoft Exchange Security Groups container of Active Directory Users and Computers.

When you add a user to the Exchange Organization Administrators role, that user becomes a member of the administrator role called Exchange Organization Administrators. Exchange 2007 creates this role during Active Directory preparation. Members of the Exchange Organization Administrators role have the following permissions:


Owners of the Exchange organization in the configuration container of Active Directory. As owners, members of the role have full control over the Exchange organization data in the configuration container in Active Directory and the local Exchange server Administrator group.


Read access to all domain user containers in Active Directory. Exchange grants this permission during setup of the first Exchange 2007 server in the domain, for each domain in the organization. These permissions are granted by being a member of the Exchange Recipient Administrator role. 


Write access to all Exchange-specific attributes in all domain user containers in Active Directory. Exchange 2007 grants this permission during setup of the first Exchange 2007 server in the domain, for each domain in the organization. These permissions are granted by being a member of the Exchange Recipient Administrator role. 


Owner of all local server configuration data. As owners, members have full control over the local Exchange server. Exchange 2007 grants this permission during setup of each Exchange server.

Users who are members of the Exchange Organization Administrators role have the highest level of permissions in the Exchange organization. All tasks that affect your entire Exchange organization will require membership in this group. Examples of tasks that require Exchange Organization Administrator permissions include creating or deleting connectors, changing server policies, and changing any global configuration settings.
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Note: 

When you install Exchange 2007, Setup will add the Exchange Organization Administrators role as a member of the local Administrators group on the computer on which you are installing Exchange. Be aware that the local Administrators group on a domain controller has different permissions than the local Administrators group on a member server. If you install Exchange 2007 on a domain controller, the users in the Exchange Organization Administrators role will have additional Windows permissions that they do not have if you install Exchange 2007 on a computer that is not a domain controller.

Exchange Recipient Administrators Role

The Exchange Recipient Administrators role has permissions to modify any Exchange property on an Active Directory user, contact, group, dynamic distribution list, or public folder object. During Exchange Setup /PrepareAD, the Exchange Recipient Administrator role is created in the Microsoft Exchange Security Groups container in Active Directory. This role also lets you manage Unified Messaging mailbox settings and Client Access mailbox settings. Members of the Exchange Organization Recipient Administrators role have the following permissions:


Read access to all the Domain User containers in Active Directory that have had Setup /PrepareDomain run in those domains.


Write access to all the Exchange specific attributes on the Domain User containers in Active Directory that have had Setup /PrepareDomain run in those domains.


Membership in the Exchange View-Only Administrator role.

Users who are members of the Exchange Recipient Administrators role will not have permissions to Domains where Setup /PrepareDomain has not been run. When you add a new Exchange domain, make sure that you run Setup /PrepareDomain in the new domain to grant permissions to the Exchange administrator roles in that domain.

Exchange Server Administrators Role

The Exchange Server Administrators role has access to only local server Exchange configuration data, either in the Active Directory or on the physical computer on which Exchange 2007 is installed. Users who are members of the Exchange Server Administrators role have permissions to administer a particular server, but do not have permissions to perform operations that have global impact in the Exchange organization.

Exchange 2007 creates this administrator role during setup. Members of the Exchange Server Administrator role have the following permissions:


Owner of all local server configuration data. As owners, members of the role have full control over the local server configuration data.


Local administrator on the computer on which Exchange is installed.


Members of the Exchange View-Only Administrators role.

Exchange View-Only Administrators

The Exchange View-Only Administrators role has read-only access to the entire Exchange organization tree in the Active Directory configuration container, and read-only access to all the Windows domain containers that have Exchange recipients.

During Exchange Setup /PrepareAD, the Exchange View-Only Administrators role is created in the Microsoft Exchange Security Groups container in Active Directory. 

Summary of Administrator Roles and Permissions

The following table lists the Exchange 2007 administrator roles and their related Exchange permissions.

	Administrator role
	Members
	Member of
	Exchange Permissions

	Exchange Organization Administrators
	Administrator, or the account that was used to install the first Exchange 2007 server
	Exchange Recipient Administrator

Administrators local group of <Server Name>
	Full control of the Microsoft Exchange container in Active Directory

	Exchange Recipient Administrators
	Exchange Organization Administrators
	Exchange View-Only Administrators
	Full control of Exchange properties on Active Directory user object

	Exchange Server Administrators
	Exchange Organization Administrators
	Exchange View-Only Administrators

Administrators local group of <Server Name>
	Full control of  Exchange <Server Name>

	Exchange View-Only Administrators
	Exchange Recipient Administrators

Exchange Server Administrators (<Server Name> )
	Exchange Recipient Administrators

Exchange Server Administrators
	Read access to the Microsoft Exchange container in Active Directory.

Read access to all the Windows domains that have Exchange recipients.

	Exchange Servers
	Each Exchange 2007 computer account
	Exchange View-Only Administrators
	Special


Address Book Attributes

Exchange uses many attributes to store Exchange data. Exchange also uses other recipient attributes that can be used by other directory aware applications that use the Exchange data. Therefore, these attributes were not added to the Exchange-specific property sets. These attributes may reside in other property sets created during Active Directory installation or they may not belong to any property set.  

The attributes listed in the following table are the data that is provided to end-users via Outlook in the Global Address List (GAL). If an Exchange administrator requires the ability to update these attributes and is not a member of a domain privileged security group, such as the Account Operators group, the Active Directory administrator must grant read/write permission.

	Applies to object
	Exchange Management Console location
	Attribute
	Description

	User, Contact
	User Information or Contact Information tab in User or Contact properties
	givenName
	First name

	User, Contact
	User Information or Contact Information tab in User or Contact properties
	initials
	Middle initial

	User, Contact
	User Information or Contact Information tab in User or Contact properties
	sn
	Last name

	User, Contact
	User Information or Contact Information tab in User or Contact properties
	info
	Notes field

	User, Contact
	Address and Phone tab in User or Contact properties
	streetAddress
	Street address

	User, Contact
	Address and Phone tab in User or Contact properties
	l
	City

	User, Contact
	Address and Phone tab in User or Contact properties
	st
	State/Province

	User, Contact
	Address and Phone tab in User or Contact properties
	postalCode
	ZIP/Postal code

	User, Contact
	Address and Phone tab in User or Contact properties
	countryCode
	Country/Region

	User, Contact
	Address and Phone tab in User or Contact properties
	telephoneNumber
	Business phone

	User, Contact
	Only available in the Exchange Management Shell 
	otherTelephoneNumber
	Alternative business phone

	User, Contact
	Address and Phone tab in User or Contact properties
	pager
	Pager

	User, Contact
	Address and Phone tab in User or Contact properties
	facsimileTelephoneNumber
	Fax

	User, Contact
	Address and Phone tab in User or Contact properties
	homePhone
	Home phone

	User, Contact
	Only available in the Exchange Management Shell
	otherHomePhone
	Alternative home phone

	User, Contact
	Address and Phone tab in User or Contact properties
	mobile
	Mobile phone

	User, Contact
	Only available in the Exchange Management Shell
	otherfacsimileTelephoneNumber
	Alternative fax

	Contact
	Only available in the Exchange Management Shell
	telephoneAssistant
	Assistant phone

	Contact
	Active Directory Service Interfaces (ADSI) Edit/LDAP
	telephoneAssistant
	Assistant phone

	User, Contact
	Organization tab in User or Contact properties
	title
	Title

	User, Contact
	Organization tab in User or Contact properties
	company
	Company

	User, Contact
	Organization tab in User or Contact properties
	department
	Department

	User, Contact
	Organization tab in User or Contact properties
	physicalDeliveryOfficeName
	Office

	User, Contact
	Organization tab in User or Contact properties
	manager
	Manager

	User, Contact
	Organization tab in User or Contact properties
	directReports
	Direct reports

	User, Contact
	Only available in the Exchange Management Shell
	msExchAssistantName
	Assistant name

	Group
	Group Information tab in Group properties
	managedBy
	Group owner

	Group
	Group Information tab in Group properties
	info
	Notes field


For More Information

For information about how to delegate permissions by using the Exchange administrative roles, see Add-ExchangeAdministrator. 

For information about how to prepare Active Directory and your domains for Exchange 2007, see How to Prepare Active Directory and Domains.

Planning for Client Access Servers

This topic provides an overview of planning considerations for deploying the Client Access server role on a computer that is running Microsoft Exchange Server 2007. The Client Access server role supports the Outlook Web Access, Outlook Anywhere, and Exchange ActiveSync client applications, in addition to the Post Office Protocol version 3 (POP3) and Internet Message Access Protocol version 4rev1 (IMAP4) protocols. The Client Access server role also hosts several key services, such as the Autodiscover service and Exchange Web Services. 

You must have the Client Access server role installed in every Active Directory site within your organization that contains an Exchange 2007 server that has the Mailbox server role installed. If your organization has only one Active Directory site, the Client Access server role must be installed on at least one computer within your Exchange organization.
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Note: 

You can install the Client Access server role on an Exchange 2007 computer that is running any other server roles except for the Edge Transport server role. You cannot install the Client Access server role on a computer that is installed in a cluster. Installation of a Client Access server in a perimeter network is not supported. 

Overview of the Client Access Server Role Features

The Client Access server role manages client access to your Exchange 2007 server. The following client applications require the Client Access server role:


Exchange ActiveSync   Users can establish a partnership between their Exchange server and their mobile device by using Exchange ActiveSync. Users can synchronize e-mail messages, contacts, tasks, and calendar data. 
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Note: 

Exchange ActiveSync can synchronize messages in all the mail folders that are stored on the Exchange Server server, except for the Drafts and Outbox folders.


Outlook Web Access   Users can access their Exchange mailbox data from a Web browser by using Office Outlook Web Access. The virtual directories for Outlook Web Access are stored on the Client Access server.
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Note: 

Outlook Web Access is not supported with Pocket Internet Explorer on a mobile device.
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Note: 

Outlook Web Access in Exchange 2007 is accessed by using the URL https://servername/owa. To access public folders through Outlook Web Access in Exchange 2007, use the URL https://servername/public. Outlook Web Access for earlier versions of Exchange is accessed through the URLs https://servername/exchange, https://servername/exchweb, and https://servername/public. If your users have mailboxes on an Exchange 2000 or Exchange 2003 server, they must use these legacy URLs. 


Microsoft Office Outlook   Although Office Outlook 2007 accesses Microsoft Exchange messaging data directly on the Mailbox server, it relies on the Client Access server role for such services as the Autodiscover service and the Availability service. 


Outlook Anywhere   Outlook can connect to your Exchange mailbox over the Internet without using a VPN connection to your internal network if you have enabled Outlook Anywhere. Outlook Anywhere was formerly known as RPC over HTTP.


POP3 and IMAP4 Clients   If your users connect to Exchange 2007 by using a POP3 or IMAP4 client, their connections will pass through the Client Access server. When Exchange 2007 is installed, all required services for POP3 and IMAP4 are installed. However, they are disabled. To use POP3 or IMAP4 to connect to Exchange 2007, you must enable either the POP3 service or the IMAP4 service. 

In addition to providing a connection point for client applications, the Client Access server role provides support for the following services:


Autodiscover service   Exchange 2007 includes a new Microsoft Exchange service named the Autodiscover service. The Autodiscover service configures client computers that are running Outlook 2007. The Autodiscover service can also configure supported mobile devices. The Autodiscover service provides access to Microsoft Exchange features for Outlook 2007 clients that are connected to your Exchange messaging environment. The Autodiscover service must be deployed and configured correctly for Outlook 2007 clients to automatically connect to Microsoft Exchange features, such as the offline address book, the Availability service, and Unified Messaging (UM). Additionally, these Exchange features must be configured correctly to provide external access for Outlook 2007 clients. For more information, see How to Configure Exchange Services for the Autodiscover Service. 


Exchange Web Services   Exchange Web Services provides the functionality to enable client applications to communicate with the Exchange server. Exchange Web Services provides access to much of the same data made available through Outlook. Exchange Web Services clients can integrate Outlook data into line-of-business (LOB) applications. LOB applications that use Exchange Web Services can use the Autodiscover service to obtain profile settings for a particular client. 

Understanding the Differences Between a Front End Server and a Client Access Server

Earlier versions of Microsoft Exchange supported a front-end server within an organization. A computer that is running the Exchange 2007 Client Access server role is very different from an Exchange 2003 front-end server. In earlier versions of Microsoft Exchange, the front-end server accepted requests from clients and sent them to the appropriate back-end server for processing. This provided increased capacity for the number of concurrent client sessions within an organization and decreased the load on the back-end server that housed the mailboxes. A front-end server was frequently located in a perimeter network between the external and internal firewalls. One of the primary advantages to a front-end server was the ability to expose a single, consistent namespace when multiple back-end servers were present. Without a front-end server, Outlook Web Access users would have to know the name of the server that stored their mailbox. By including a front-end server, users could access a single URL for Outlook Web Access. The front-end server would proxy the user's request to the appropriate back-end server. 

In Exchange 2007, the Client Access server role was designed specifically to optimize the performance of the Mailbox server role by handling much of the processing that previously occurred on back-end servers. Business logic processes, such as Exchange ActiveSync mailbox policies and Outlook Web Access segmentation, are now performed on the Client Access server instead of the Mailbox server. Because the Mailbox server role relies on the Client Access server role to handle incoming client connections, each Active Directory site that has a Mailbox server must also have a Client Access server. Both roles can run on one physical computer. If you have multiple Active Directory sites and want a single external URL for Outlook Web Access or Exchange ActiveSync, you must configure your Client Access servers for proxying. 

An Exchange 2007 computer that is running the Client Access server role uses the Exchange RPC protocol to connect to the Mailbox server that it services. You must use a high-bandwidth and low-latency connection between the Client Access server and the Mailbox server. The minimum recommended bandwidth is 100 Mbps, but 1-Gpbs connections should be considered for enterprise datacenters.

Planning Considerations for Exchange ActiveSync

Exchange ActiveSync is a Microsoft Exchange synchronization protocol that is optimized to work together with high-latency and low-bandwidth networks. Exchange ActiveSync is based on HTTP and XML and lets devices such as browser-enabled cellular telephones or Microsoft Windows Mobile powered devices access an organization's information on a server that is running Microsoft Exchange. Exchange ActiveSync enables mobile device users to access their e-mail, calendar, contacts, and tasks, and to continue to be able to access this information while they are working offline. 
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Note: 

Exchange ActiveSync can synchronize e-mail messages, calendar items, contacts, and tasks. You cannot use Exchange ActiveSync to synchronize notes in Outlook.

When you deploy Exchange ActiveSync, consider the following issues:


Exchange ActiveSync devices   There are several devices that support Exchange ActiveSync. These devices include Windows Mobile powered devices and other third-party devices. For more information about the devices that support Exchange ActiveSync, see Exchange ActiveSync Devices and Compatible Features.


Device data plans   Exchange ActiveSync uses a process that is known as Direct Push to keep messaging data synchronized with mobile devices. With Direct Push, data is exchanged over cellular connections. If your users' data plans charge by the minute or the megabyte, the monthly cost can quickly escalate. To use Direct Push with Exchange ActiveSync, your users should have an unlimited data plan with their cellular carrier. For more information about data plans, see Understanding Data Plans. 
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Note: 

Direct Push does not work over a Wi-Fi Internet connection, such as an 802.11b connection. Direct Push works only over a cellular data connection.


Exchange ActiveSync security   You should have a security plan in place when you deploy Exchange ActiveSync. We strongly recommend that you use Secure Sockets Layer (SSL) with Exchange ActiveSync. By default, when you install Exchange 2007, Exchange ActiveSync is enabled for your users. The Exchange ActiveSync virtual directory is configured to use Basic authentication with SSL. You can configure the Exchange ActiveSync virtual directory to use Integrated Windows authentication or certificate-based authentication. For more information, see Choosing an Authentication Method for Exchange ActiveSync. 

In addition to configuring authentication, we recommend that you deploy Exchange ActiveSync mailbox policies to control a variety of settings for your mobile users and their devices. You can require a password, allow or block attachment downloads, require device encryption, specify the maximum number of failed passwords, and enable password recovery. For more information about Exchange ActiveSync mailbox policies, see Understanding Exchange ActiveSync Mailbox Policies.


Migrating from Exchange Server 2003 to Exchange Server 2007   If you are migrating from Exchange Server 2003 to Exchange 2007, we recommend that you first upgrade your front-end servers to the Client Access server role. You must enable Integrated Windows authentication on the Exchange Server 2003 back-end server for Exchange ActiveSync to function correctly. After you migrate all front-end servers to Exchange 2007, you can migrate your back-end servers to Exchange 2007 Mailbox servers. 

Planning Considerations for Outlook Web Access

Outlook Web Access uses an Internet browser to provide access to Exchange information. Outlook Web Access has a powerful, intuitive interface that resembles Outlook 2007 without the need to install Outlook 2007 on the computer. When you deploy your Exchange messaging infrastructure for Internet-based external access, users can use any computer in any location that has an Internet browser that supports HTML 3.2 and European Computer Manufacturers Association (ECMA) formats. Such browsers include Internet Explorer, Mozilla Firefox 1.8, Opera 7.54, and Safari 1.2, and others.

Outlook Web Access supports most of the features found in Outlook 2007. By default, all client features are enabled. For more information about the client features that are available in Outlook Web Access, see Client Features in Outlook Web Access.

You may want to limit the features that are available to users through Outlook Web Access, depending on your organization's security and information management needs. For information about how to enable and disable features by using the Exchange Management Console and the Exchange Management Shell, see Managing Outlook Web Access.

Outlook Web Access for Exchange 2007 offers several enhancements in security. You can configure SSL on the Outlook Web Access virtual directory in addition to standard and forms-based authentication. You can configure the following authentication methods for Outlook Web Access by using the Exchange Management Console or the Exchange Management Shell: 


Standard authentication methods   Standard authentication methods include Integrated Windows authentication, Digest authentication, and Basic authentication. For more information about how to configure standard authentication methods for Outlook Web Access, see Configuring Standard Authentication Methods for Outlook Web Access.


Forms-based authentication   Forms-based authentication creates a logon page for Outlook Web Access. Forms-based authentication uses cookies to store encrypted user logon credentials and password information. For more information about forms-based authentication, see Using Forms-Based Authentication for Outlook Web Access.
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Note: 

If you configure multiple authentication methods, IIS uses the most secure method first. IIS then searches the list of available authentication protocols, starting with the most secure, until it finds an authentication method that is supported by both the client and the server.

By default, when you install the Client Access server role on an Exchange 2007 server, four Outlook Web Access virtual directories are created in the default Internet Information Services (IIS) Web site on the Exchange server. By default, these virtual directories and the default Web site are configured to require SSL. For more information about how to configure SSL for Outlook Web Access, see How to Configure Outlook Web Access Virtual Directories to Use SSL. 

If you want to use SSL to help secure additional Outlook Web Access virtual directories or Web sites, you must do so manually. To configure a site to use SSL, you must obtain a certificate and configure the Web site or virtual directory to require SSL by using that certificate.

Planning Considerations for Outlook Anywhere

Outlook Anywhere enables users who are running Outlook 2007 or Outlook 2003 to connect to your Microsoft Exchange messaging infrastructure from the Internet by using the Outlook Anywhere networking technology.

After you install the Client Access server role on a computer that is running Exchange Server 2007, you can enable Outlook Anywhere for your organization by using the Enable Outlook Anywhere wizard on any Client Access server in your organization. We recommend that you enable at least one Client Access server for Outlook Anywhere access in each site that you manage.

Before you plan your Outlook Anywhere deployment, make sure that you have read the following topics: 


Overview of Outlook Anywhere

Recommendations for Outlook Anywhere
Planning Considerations for POP3 and IMAP4

Exchange 2007 provides support for clients that use the POP3 and IMAP4 protocols. However, by default, the POP3 and IMAP4 services are not started in Exchange 2007. To use these protocols, you must first start the POP3 and IMAP4 services on the Client Access server.
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Note: 

There is no user interface in the Exchange Management Console for POP3 and IMAP4. To manage these protocols, you must use the Exchange Management Shell.

When you deploy Client Access servers to support POP3 and IMAP4 clients, there are physical limitations and security limitations if you use earlier versions of Microsoft Exchange, such as Exchange Server 2003. The main physical limitation in deploying POP3 and IMAP4 is that cross-site communication between Client Access servers and Mailbox servers in separate Active Directory sites is not supported. You must make sure that clients are connecting to the Client Access server that is located in the same site as the Mailbox server that contains their mailbox.

Planning Considerations for Exchange 2007 Web Services

An Exchange 2007 Client Access server supports a two Web services: Exchange Web Services and the Autodiscover service. 

Exchange Web Services provides access to:


Free/busy information, meeting suggestions, and Out of Office functionality.


Calendar, e-mail, contact, folder, and task items in a user's mailbox.


Notifications about events that occur in a user's mailbox.


Synchronization features to synchronize clients with the associated mailbox.


Ambiguous name resolution.


Distribution list expansion.

The Autodiscover service enables clients such as Outlook, custom applications, and some mobile devices to obtain settings for a variety of services such as the Availability service, Unified Messaging, and the offline address book (OAB). Clients try to connect to the Autodiscover service through two URLs that are based on the user's SMTP address. The two URLs are as follows:


https://autodiscover.<domain>/autodiscover/autodiscover.xml


https://<domain>/autodiscover/autodiscover.xml

Outlook submits an XML request that includes the user's e-mail address. The Autodiscover service returns configuration information about the user in addition to the URLs and settings that are used to connect to various services. Exchange Web Services also provides a developer API for customers and partners to write their own custom applications. These custom applications can then interact with Exchange mailbox data. 

Security Planning for Client Access Servers

There are many factors to consider when you plan a secure messaging environment. Factors such as e-mail attachments and access to internal and external corporate data make it important to consider multiple security precautions before you deploy your messaging environment. We recommend that you use SSL encryption for all Client Access features, including Outlook Web Access and Outlook Anywhere. Additionally, we recommend that you select an authentication method such as Integrated Windows authentication, instead of Basic authentication. Basic authentication transmits user names and passwords in clear text. Choosing an alternative authentication method increases the security of your communications. You can customize each Client Access feature to use different security mechanisms.

One method to help you make your messaging environment more secure is to deploy an advanced firewall server solution such as Microsoft Internet Security and Acceleration (ISA) Server 2006. ISA Server 2006 helps provide an additional level of security and can also enhance client functionality through new features that are designed for Exchange 2007 and ISA Server 2006. For more information about how to use ISA Server 2006 together with Exchange 2007, see Configuring ISA Server 2006 for Exchange Client Access.

Planning for Client Access Server Features

This topic explains planning considerations for deploying the Client Access server role on a computer that is running Microsoft Exchange Server 2007. In Exchange 2007, the Client Access server role is responsible for managing communications with clients, such as Microsoft Office Outlook Web Access, Exchange ActiveSync, and any messaging client that connects to Exchange 2007 by using Post Office Protocol version 3 (POP3) or IMAP4. In an Exchange 2007 organization, you must install the Client Access server role on at least one Exchange 2007 computer if you plan to have clients other than Outlook 2007 connecting to your Exchange server. The Client Access server role is also required for the Availability service that provides free/busy information to Outlook 2007 and Outlook Web Access, and for Outlook Anywhere. 
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Note: 

You can install the Client Access server role on an Exchange 2007 computer that is running any other server roles except for the Edge Transport server role. You cannot install the Client Access server role on a computer that is installed in a cluster. 

Security Planning for Client Access Features

There are many security considerations when you plan a secure messaging environment. Factors such as e-mail attachments and access to internal and external corporate data require that you consider multiple security precautions before you deploy your messaging environment. We recommend that you use Secure Sockets Layer (SSL) encryption for all your Client Access features, including Outlook Web Access and Outlook Anywhere. Additionally, we recommend that you select an authentication method such as NTLM or Kerberos instead of Basic authentication. You can customize each Client Access feature to use different security mechanisms.

One method for helping you secure your messaging environment is to deploy an advanced firewall server solution such as Microsoft Internet Security and Acceleration (ISA) Server 2006. ISA Server 2006 helps provide an additional level of security and can also enhance client functionality through new features that are designed for Exchange 2007 and ISA Server 2006. For more information about how to use ISA Server 2006 together with Exchange 2007, see Configuring ISA Server 2006 for Exchange Client Access.

Planning Considerations for Outlook Web Access

The Outlook Web Access Internet browser based application provides access to Exchange information. Outlook Web Access provides a powerful, yet easy to use interface that resembles Outlook 2007 without the need to install Outlook 2007 on the computer. When you deploy your Exchange messaging infrastructure for Internet-based external access, users can use any computer in any location that has an Internet browser such as Internet Explorer to access their Exchange information.

Understanding Outlook Web Access Components

When you install the Client Access server role on your Exchange server, the following Outlook Web Access virtual directories are created in the Internet Information Services (IIS) default Web site on the Exchange 2007 server:


owa


Exchange


Public


Exchweb

These virtual directories are responsible for running the Outlook Web Access application and for Exchange Server 2003 or Exchange 2000 Server, directing the user to the Outlook Web Access application that runs on the server that contains the user's mailbox. For more information about the Outlook Web Access virtual directories in Exchange 2007, see Managing Outlook Web Access Virtual Directories in Exchange Server 2007.

For more information about factors to consider when you plan the Client Access server role deployment for Outlook Web Access, see the following topics:


Overview of Outlook Web Access

New Client Functionality

Managing Outlook Web Access

Coexisting with Exchange Server 2003 and Exchange 2000 Server
Security Planning for Outlook Web Access

We recommend that you configure a security mechanism for your messaging environment to help secure communication between clients and your Client Access servers. We recommend that you use Secure Sockets Layer (SSL) to help secure your messaging environment. For more information about Outlook Web Access security, see Managing Outlook Web Access Security.

We also recommend that you configure an authentication mechanism for Outlook Web Access, and recommend forms-based authentication for your Outlook Web Access clients. For more information about how to use forms-based authentication with Outlook Web Access, see Configuring Forms-Based Authentication for Outlook Web Access.

Client Features for Outlook Web Access

Outlook Web Access supports most of the features found in Microsoft Office Outlook 2007. By default, all client features are enabled. For more information about the client features that are available in Outlook Web Access, see Client Features in Outlook Web Access.

You may want to limit the features available to users through Outlook Web Access depending on your organization's security and information management needs. A limited set of features can be enabled and disabled by using the Exchange Management Console. Those features and many more can be managed by using the Exchange Management Shell. For information about how to enable and disable features by using the Exchange Management Console and the Exchange Management Shell, see Managing Outlook Web Access. For more information about a complete list of features that can be enabled and disabled by using the Exchange Management Shell, see Set-OwaVirtualDirectory.

For more information about how to control the features available to individual users by using the Exchange Management Shell, see Set-CASMailbox. If you use the Set-CASMailbox command to enable and disable features for users, you must specifically enable each feature. Settings made by using Set-CASMailbox override settings made by using the Exchange Management Console and the Set-OwaVirtualDirectory cmdlet.

Planning Considerations for Exchange ActiveSync

Exchange ActiveSync is a Microsoft Exchange synchronization protocol that is optimized to work together with high-latency and low-bandwidth networks. Exchange ActiveSync is based on HTTP and XML and lets devices such as browser-enabled cellular telephones or Microsoft Windows Mobile® powered devices access an organization's information on a server that is running Microsoft Exchange. Exchange ActiveSync enables mobile device users to access their e-mail, calendar, contacts, and tasks and to continue to be able to access this information while they working offline. 
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Note: 

Exchange ActiveSync can synchronize e-mail messages, calendar items, contacts, and tasks. You cannot use Exchange ActiveSync to synchronize notes in Microsoft Outlook. 

After you install the Client Access server role on a computer that is running Exchange Server 2007, Exchange ActiveSync is automatically enabled. After you provide mobile devices to your users, they can configure their devices to synchronize with the Exchange server. For more information about how to configure mobile devices for synchronization, see How to Configure a Device For Synchronization.

When you plan your Exchange ActiveSync deployment, make sure that you have read the following topics: 


Understanding Mobile Devices

Understanding Exchange ActiveSync Mailbox Policies

Managing Exchange ActiveSync Security
Security Planning for Exchange ActiveSync

After you install the Client Access server role in your Exchange 2007 organization, make sure that you have read the following security related topics: 


Managing Client Access Security

Managing Exchange ActiveSync Security
Client Features for Exchange ActiveSync

There are several new client features in Exchange ActiveSync. Some of these new features include the following:


Support for Windows SharePoint Services and Universal Naming Convention (UNC) document access


Support for password reset and password policies


Direct Push

Your Exchange 2007 computer that has the Client Access server role installed automatically supports all these features. However, many of the new client features are available only if your mobile device is running the latest version of Windows Mobile software. 

Support for Direct Push requires that your mobile devices are running Windows Mobile 5.0 together with the Messaging & Security Feature Pack (MSFP). You should also configure your firewall time-out value to be between 15 and 30 minutes. This guarantees that the long-standing HTTPS request used by Direct Push can stay open without expiring. 

For more information about new client features in Exchange ActiveSync, see Client Features In Exchange ActiveSync. 

Planning Considerations for Outlook Anywhere

Outlook Anywhere enables users that are running Outlook 2007 or Outlook 2003 to connect to your Exchange messaging infrastructure from the Internet by using the Outlook Anywhere networking technology.

After you install the Client Access server role on a computer that is running Exchange Server 2007, you can enable Outlook Anywhere for your organization by using the Enable Outlook Anywhere Wizard on any Client Access server in your organization. We recommend that you enable at least one Client Access server for Outlook Anywhere access in each site that you manage. 

When you plan your Outlook Anywhere deployment, make sure that you have read the following topics: 


Overview of Outlook Anywhere

Recommendations for Outlook Anywhere
Security Planning for Outlook Anywhere

After you install the Client Access server role in your Exchange 2007 organization, make sure that you have read the following security related topics: 


Planning for Client Access Server Security

Managing Client Access Security
Planning for Edge Transport Servers

The Microsoft Exchange Server 2007 Edge Transport server role is designed to provide improved antivirus and anti-spam protection for the Exchange organization. Computers that have the Edge Transport server role also apply policies to messages in transport between organizations. This server role is deployed in the perimeter network and outside the Active Directory directory service forest. This topic provides an overview of the steps that we recommend that you perform when planning to deploy the Edge Transport server role.

Planning for Edge Transport Server Deployment

The Edge Transport server role differs from other Exchange 2007 server roles in several important ways that you must consider when you plan your deployment. The Exchange 2007 Edge Transport server does not have access to Active Directory for storage of configuration and recipient information as do the other Exchange 2007 server roles. The Edge Transport server uses the Active Directory Application Mode (ADAM) to store configuration and recipient information. The Edge Transport server is deployed outside the Exchange organization in the perimeter network and can provide Simple Mail Transfer Protocol (SMTP) relay and smart host functionality. The Edge Transport server also has an important role in providing anti-spam and antivirus functionality for the Exchange organization.

When you plan to deploy the Edge Transport server role, you should consider all the following topics:


Topology Options   Begin by planning where you will put your Edge Transport server in the Exchange physical topology. When you have determined where the Edge Transport server will be located in the network relative to your other Exchange servers, you can plan for the connectors that you will require and for how they should be configured. For more information about how to plan for placement of the Edge Transport server, see Planning Your Deployment.


Server Capacity   Planning for server capacity includes planning to conduct performance monitoring of the Edge Transport server. Performance monitoring will help you understand how hard the server is working. This information will determine the capacity of your current hardware configuration. For more information, see Planning Processor and Memory Configurations.


Transport Features   The Edge Transport server can provide antivirus and anti-spam protection at the edge of the network. As part of your planning process, you should determine the transport features that you will enable at the Edge Transport server and how they will be configured. For more information about how to plan to use Exchange 2007 transport features, see Planning for Edge Transport Server Features.


Security   The Edge Transport server role is designed to have a minimal attack surface. Therefore, it important to correctly secure and manage both the physical access and network access to the server. Planning for security will help you make sure that IP connections are only enabled from authorized servers and from authorized users. For more information, see the Deployment Security Checklist.

An Edge Transport server that is in the perimeter network typically has two network adapters:


A network adapter that connects to the Internet, or external, network.


A network adapter that connects to the corporate, or internal, network.

A different level of security is applied to each network adapter. We recommend that you configure the Internet-facing network adapter to allow only port 25 Simple Mail Transfer Protocol (SMTP) traffic. The corporate-facing network adapter also needs port 25 open for SMTP traffic, the Lightweight Directory Access Protocol (LDAP) communication ports that are used by the Microsoft Exchange EdgeSync service, and the Remote Desktop Protocol (RDP) communication port that is used for remote administration. Use the information in Table 1 to configure the open communication ports for each network adapter.

Table 1   Communication port settings for network adapters

	Network adapter
	Open port
	Protocol

	External
	25/TCP
	SMTP

	Internal
	25/TCP
	SMTP

	Internal
	50389/TCP
	LDAP

	Internal
	50636/TCP
	LDAP

	Internal
	3389/TCP
	RDP
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Note: 

The Edge Transport server role uses non-standard LDAP ports. The ports that are specified in this topic are the LDAP communication ports that are configured when the Edge Transport server role is installed. For more information, see How to Modify ADAM Configuration.


EdgeSync   You can create an Edge Subscription to subscribe the Edge Transport server to the Exchange organization. When you create an Edge Subscription, recipient and configuration data is replicated from Active Directory to ADAM. You subscribe an Edge Transport server to an Active Directory site. Then the Microsoft Exchange EdgeSync service that is running on the Hub Transport servers in that site periodically updates ADAM by synchronizing data from Active Directory. The Edge Subscription process automatically provisions the Send connectors that are required to enable mail flow from the Exchange organization to the Internet through an Edge Transport server. If you are using the recipient lookup or safelist aggregation features on the Edge Transport server, you must subscribe the Edge Transport server to the organization. For more information, see Using an Edge Subscription to Populate ADAM with Active Directory Data.

For More Information

For more information, see the following topics:


Transport Architecture

Topologies
Planning for Edge Transport Server Features

The Edge Transport server can provide antivirus and anti-spam protection at the network perimeter. As part of your planning process, you should determine the transport features that you will enable on the Edge Transport server and how they will be configured.

Transport Features on the Edge Transport Server

When you plan for the deployment and configuration of transport features, you must clearly identify the organization's business needs and the message processing practices that best fulfill those needs. To make sure that you have all the information and resources that are required to correctly deploy and configure these features, you should ask the following questions:


Are there corporate or regulatory mandates to which your organization is required to comply?


Do messages have to be identified for long-term document retention?


Are you implementing an anti-spam solution?


Are you implementing antivirus protection?


Does your organization have to journal communications between individuals and groups?


Do certain types of messages have to be scheduled or prioritized?


Do you have to add disclaimers to the body of particular messages?


Do you have to restrict messages based on attachment size or type?


Should certain connections be rejected based on content or attachment name?


Do you have to rewrite internal Simple Mail Transfer Protocol (SMTP) addresses in order to masquerade internal subdomains?

When you determine the business needs of your organization, you can determine the transport features that should be deployed. After you have made these decisions, you will know which features to configure, which agents to enable, and which storage and security resources to make available. 

For More Information

For more information, see the following topics:


Planning for Anti-Spam and Antivirus Features

Planning for Transport Policy and Compliance

Planning for Address Rewriting
Planning for Address Rewriting

In Microsoft Exchange Server 2007, address rewriting enables you to modify the addresses of senders and recipients on messages that enter and leave your Exchange 2007 organization.

Why Use Address Rewriting?

You use address rewriting to present a consistent appearance to external recipients of messages from your Exchange 2007 organization. Address rewriting can be valuable to organizations that use third-party vendors to provide e-mail support and services. Customers and partners expect e-mail messages to come from the organization, not a third-party vendor. Similarly, after a merger or acquisition, an organization might want all e-mail messages to appear to come from the single new organization. The address rewriting feature frees organizations to structure their businesses by business requirements instead of by technical requirements or limitations.

You can also use address rewriting to enable appropriate routing of inbound messages from outside your Exchange 2007 organization to internal recipients. Address rewriting enables replies to messages that were rewritten to be correctly routed to the original sender of the rewritten message.

You configure Address Rewriting agents on the Receive connector and Send connector on a computer that has the Edge Transport server role installed.

Address Rewriting Scenarios

The following scenarios are examples of how address rewriting can benefit organizations:


Group consolidation   Some organizations segment their internal businesses into separate domains that are based on business or technical requirements. However, this configuration can cause e-mail messages to appear as if they come from separate groups or even separate organizations. This appearance might not be desirable to the organization. 

The following example shows how an organization, Contoso, Ltd., could hide its subdomains:


Outbound messages from the Northamerica.contoso.com, Europe.contoso.com, and Asia.contoso.com domains are rewritten to appear as if they all originate from a single Contoso.com domain. All messages are rewritten as they pass through Edge Transport servers that provide Simple Mail Transfer Protocol (SMTP) connectivity between the whole organization and the Internet.


Inbound messages to the Contoso.com domain are passed on by the Edge Transport server to the Hub Transport server role, which then determines the correct recipient. For example, messages to chris@contoso.com are sent to an internal Hub Transport server, which then determines the correct mailbox to send the message to by using the proxy address that is configured on the recipient's e-mail account. 


Mergers and acquisitions   When organizations merge or are acquired, their technology infrastructure must be modified to match new business and technical requirements. An acquired company may continue to run as a separate business unit, but the e-mail administrator can use address rewriting to make the two organizations appear as if they are one integrated organization.

The following example shows how Contoso, Ltd. could hide the e-mail domain of the newly acquired company, Fourth Coffee:


Contoso, Ltd. wants all outbound messages from Fourth Coffee's Exchange organization to appear as if they originate from Contoso.com. All messages from both organizations are sent through the Edge Transport servers at Contoso, Ltd., where e-mail messages are rewritten from someone@fourthcoffee.com to someone@contoso.com.


Inbound messages to adam@contoso.com are rewritten and routed to his adam@fourthcoffee.com e-mail account. Incoming messages that use his old adam@fourthcoffee.com domain are also accepted, because the domain still exists. Inbound replies to e-mail messages that were rewritten are handled by the Edge Transport servers at Contoso, Ltd., where the Address Rewriting agent rewrites the recipient address so that replies are correctly routed to the appropriate Fourthcoffee.com e-mail address. Replies to e-mail messages that were sent before the merger to Fourthcoffee.com e-mail addresses are routed directly to Fourth Coffee's e-mail servers.


Partners   Many organizations use external partners to provide services for their customers, other partners, or the organization itself. To avoid confusion, the organization might replace the e-mail domain of the partner organization with its own e-mail domain. 

The following example shows how Contoso, Ltd. could hide a partner's e-mail domain:


Contoso, Ltd. provides support for the larger Wingtip Toys organization. Wingtip Toys wants a unified experience for its customers and requires all messages that originate from support personnel at Contoso, Ltd. to appear as if they were sent from Wingtip Toys. All outbound messages that relate to Wingtip Toys are sent through their Edge Transport servers, and all Contoso.com addresses are rewritten to appear as Wingtiptoys.com addresses.


Inbound messages for support@wingtiptoys.com are accepted by Wingtip Toy's Edge Transport servers, are rewritten, and then are routed to the support@contoso.com e-mail address.
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Caution: 

So that inbound e-mail is appropriately mapped and routed, you must make sure that the user name part of the address is unique across all e-mail organizations that may be affected by address rewriting.

SMTP Message Headers

Address Rewriting agents rewrite e-mail addresses by rewriting the SMTP headers on e-mail messages that are sent and received by an Edge Transport server. Address Rewriting agents typically rewrite outbound messages because the organization wants to hide the internal domains and subdomains as effectively as possible and present a single external domain to the Internet. Address Rewriting agents typically rewrite inbound messages to route those messages to their intended recipients. For these reasons, Address Rewriting agents rewrite several SMTP header fields on outbound e-mail messages. Address Rewriting agents rewrite only one SMTP header field on inbound e-mail messages. Table 1 shows which SMTP header fields are rewritten on outbound and inbound messages.

Table 1   SMTP header fields rewritten on outbound and inbound messages

	SMTP header field
	Outbound
	Inbound

	Envelope From (MAIL FROM)
	Rewritten
	Not rewritten

	Envelope To (RCPT TO)
	Not rewritten
	Rewritten

	Body To
	Rewritten
	Not rewritten

	Body Cc
	Rewritten
	Not rewritten

	Body From
	Rewritten
	Not rewritten

	Body Sender
	Rewritten
	Not rewritten

	Body Reply-To
	Rewritten
	Not rewritten

	Body Return-Receipt-To
	Rewritten
	Not rewritten

	Body Disposition-Notification-To
	Rewritten
	Not rewritten

	Body Resent-From
	Rewritten
	Not rewritten

	Body Resent-Sender
	Rewritten
	Not rewritten


What Address Rewriting Agents Will Not Rewrite

Address Rewriting agents do not rewrite several SMTP header fields, because address rewriting would break SMTP functionality. For example, changing these SMTP headers could affect message loop detection, invalidate the signature, or make a rights-protected message unreadable. The following SMTP header fields are not modified by the Address Rewriting agents:


Return-Path

Received

Message-ID

X-MS-TNEF-Correlator

Content-Type Boundary=string

Headers located inside MIME body parts

Address Rewriting agents also do not rewrite header fields within e-mail messages that contain domains for which the Hub Transport server is not authoritative. Rewriting such domains causes an uncontrollable form of message relay.

Address Rewriting agents also do not modify the header fields of messages that are embedded in another message. Senders and recipients expect embedded messages to remain intact and be delivered without modification, as long as the messages do not trigger transport rules that are implemented between the sender and recipient.

Considerations for Use of Outbound-Only Address Rewriting

When an e-mail message is outbound from the Exchange 2007 organization, outbound-only address rewriting involves modification of the sender SMTP address only. The Address Rewriting agent is configured only on the Send connector on the Edge Transport server. The following list shows the conditions that are required to configure an outbound-only Address Rewriting agent:


The resulting addresses must be unique across the organization. For example, if the unique e-mail addresses ted@sales.contoso.com and ted@research.contoso.com are included in a rule to rewrite all addresses to contoso.com, the Address Rewriting agent will rewrite both addresses to ted@contoso.com and will cause a conflict.


A proxy address must be configured on each mailbox that matches the rewritten e-mail address. This enables those mailboxes to receive replies to e-mail messages in which headers are rewritten.


When you use wildcard characters, there must be a period between the wildcard character and the domain name.


You can use wildcard characters only in the internal domain.


No characters can be in front of the wildcard character.


Outbound-only address rewriting cannot affect the user name or display name part of the address.


Only literal strings are supported.

Considerations for Bidirectional Address Rewriting

Bidirectional address rewriting modifies the sender SMTP address on e-mail messages that are leaving the Exchange organization and the recipient SMTP address on e-mail messages that are entering the Exchange organization. To do this, you configure the Address Rewriting agent on both the Send connector and Receive connector on the Edge Transport server.

The following list shows the conditions that are required when you create a bidirectional Address Rewriting agent:


You can't use wildcard characters.


You must use full SMTP addresses when you configure a bidirectional address rewriting rule. For example, the internal address is chris@contoso.com, and the external address is support@contoso.com.


Only literal strings are supported.


The address must be unique across the organization. For example, if an e-mail address, bob@contoso.com, already exists, mapping robert@fourthcoffee.com to bob@contoso.com will cause replies to messages from bob@contoso.com to be delivered to the wrong person.

Prioritization of Address Rewriting Entries

The rule that best matches the internal and external domain pair is applied. The following prioritization is the exact order of address rewriting entries from highest priority to lowest priority:

1.
Individual e-mail addresses   For example, mapping john@contoso.com to support@contoso.com.

2.
Specific domain or subdomain mapping   For example, mapping Contoso.com to Northwindtraders.com or Sales.contoso.com to Contoso.com.

3.
Domain flattening   For example, flattening *.contoso.com into Contoso.com. For example, the following two rules are configured on the Edge Transport server:

*.contoso.com maps to Contoso.com

Japan.sales.contoso.com maps to Contoso.jp

If masato@japan.sales.contoso.com sends an e-mail message, the address is rewritten as masato@contoso.jp, because that rule most closely matches the sender's internal domain, even though the *.contoso.com rule is present.

Digitally Signed, Encrypted, and Rights-Protected Messages

Address rewriting should not affect most signed, encrypted, or rights-protected messages. If address rewriting were to invalidate a signature, make an encrypted or rights-protected message unreadable, or otherwise change the security status of such messages in any way, address rewriting is not applied.

Addresses and information in the following message sections can be rewritten, because information in these sections is not part of message signing, encryption, or rights protection:


SMTP envelope fields


Top-level message body headers

Addresses and information in the following message sections is not rewritten because information in these sections is part of message signing, encryption, or rights protection:


Headers that are located inside MIME body parts that may be signed


The boundary string parameter of the MIME content type

For More Information

For more information about address rewriting, see the following topics:


Managing the Address Rewriting Agent

Address Rewriting Agent
Planning for Anti-Spam and Antivirus Features

To plan for and deploy the Microsoft Exchange Server 2007 anti-spam and antivirus features, see the following topics in Transport Architecture:


Understanding Anti-Spam and Antivirus Features

Anti-Spam Stamps

Overview of Attachment Filtering

Overview of Connection Filtering

Content Filtering

Overview of Recipient Filtering

Overview of Sender Filtering

Overview of Sender ID

Overview of Sender Reputation

Safelist Aggregation

Adjusting the Spam Confidence Level Threshold

Spam Quarantine

Understanding Anti-Spam and Antivirus Mail Flow

Configuring Anti-Spam Features to Reduce the Volume of Spam
Using an Edge Subscription to Populate ADAM with Active Directory Data

This topic provides information about how to create and use an Edge Subscription to populate the Active Directory Application Mode (ADAM) directory service instance on the Microsoft Exchange Server 2007 Edge Transport server role with Active Directory directory service data.

An Edge Transport server can be subscribed to an Active Directory site. Subscribing the Edge Transport server to the Active Directory site associates the Edge Transport server with the Exchange organization. This process reduces the administration that you must perform in the perimeter network by letting you perform required configuration on the Hub Transport server role and then write that information to the Edge Transport server. An organization that deploys more than one Edge Transport server can maintain a consistent configuration by using Edge Subscriptions. You must create an Edge Subscription if you plan to use the anti-spam features, recipient lookup or safelist aggregation.

The Edge Subscription Process

The Edge Subscription process is the procedure that an administrator follows to establish an Edge Subscription for an Edge Transport server. You subscribe an Edge Transport server to an Active Directory site to associate the Edge Transport server with the Exchange organization. A subscribed Edge Transport server is stamped with an Active Directory site attribute. Among other things, this association enables you to configure the Edge Subscription as a source server for Send connectors that are created in the Exchange organization. The Hub Transport servers in the Exchange organization use an implicit intra-organizational Send connector to route e-mail messages to the Internet through the subscribed Edge Transport server. The Active Directory site association enables the Hub Transport servers to locate the Edge Transport server for routing purposes.

An Edge Transport server can only be subscribed to a single Active Directory site. If you want to change the site association for a subscribed Edge Transport server, you must remove the Edge Subscription from both the Edge Transport server and the Hub Transport server and then create a new Edge Subscription.

After the Edge Subscription process is complete, the Microsoft Exchange EdgeSync service, which runs on Hub Transport servers, pushes information from Active Directory to the ADAM instance on the Edge Transport server in the boundary network. The information that is replicated to the Edge Transport server includes recipient information and some configuration information about the Exchange 2007 organization. The information is kept up to date through a periodic synchronization process.

When an Edge Transport server is subscribed to an Active Directory site, all the Hub Transport servers that are installed in that Active Directory site at that time can participate in the EdgeSync process. If one of those servers is removed, the Microsoft Exchange EdgeSync service that is running on the remaining Hub Transport servers continues the data synchronization process. However, if new Hub Transport servers are installed in the Active Directory site, they will not participate in the EdgeSync process. To enable those Hub Transport servers to participate in the EdgeSync process, you must remove the Edge Subscription from both the subscribed Edge Transport server and the subscribed Active Directory site and then re-create the Edge Subscription.

You start the Edge Subscription process by exporting an Edge Subscription XML file on the Edge Transport server. When the Edge Subscription file is created on the Edge Transport server by using the New-EdgeSubscription cmdlet in the Exchange Management Shell, the following actions occur:


An ADAM account is created.


Credentials are retrieved and written to the Edge Subscription XML file.

Each Edge Transport server requires an individual Edge Subscription. The credentials that are written to the Edge Subscription file are specific to the server from which the file is exported.

Next, the Edge Subscription XML file is transferred to a Hub Transport server that is located in the Active Directory site to which you want to subscribe the Edge Transport server. The Edge Subscription file is imported to the Hub Transport server by using either the New-EdgeSubscription cmdlet or the New Edge Subscription wizard in the Exchange Management Console. This step finishes the Edge Subscription process. The Microsoft Exchange EdgeSync service that is running on the Hub Transport servers in the Active Directory site to which the Edge Transport server is subscribed will now perform one-way replication of data from Active Directory to ADAM. The ADAM credentials that are created during the Edge Subscription process are used to authenticate the secure Lightweight Directory Access Protocol (Secure LDAP) connection that is made during the synchronization process.

The Microsoft Exchange EdgeSync Service Synchronization Process

The Microsoft Exchange EdgeSync service is the data synchronization service that runs on a Hub Transport server. The Microsoft Exchange EdgeSync service that is running on the Hub Transport servers in the Active Directory site to which the Edge Transport server is subscribed periodically performs one-way replication of recipient and configuration data to ADAM. The Microsoft Exchange EdgeSync service copies only the information that is required for the Edge Transport server to perform anti-spam configuration tasks, and information about the Send connector configuration that is required to enable mail flow between the Exchange 2007 organization's Hub Transport servers and the Internet through one or more Edge Transport servers. The Microsoft Exchange EdgeSync service performs scheduled updates so that the information in ADAM remains current.

The Microsoft Exchange EdgeSync service invokes administrative credentials and transfers data over an encrypted channel. When synchronization occurs, new objects are added to ADAM, deleted objects are removed, and property modifications are written to existing objects. During the initial replication, ADAM is populated. After the initial replication has finished, synchronization occurs at fixed intervals. Configuration data is synchronized at one-hour intervals. Recipient data is synchronized at four-hour intervals. If you have made significant changes to data in Active Directory, you may want to synchronize immediately. You can use the Start-EdgeSynchronization cmdlet in the Exchange Management Shell to start immediate synchronization.

During synchronization, the Microsoft Exchange EdgeSync service replicates the following data from Active Directory to ADAM:


Accepted domains


Remote domains


Message classifications


Recipients (Hashed)


Safe Senders Lists (Hashed)


Send Connectors


Hub Transport server list (for dynamic connector generation)

The configuration data is used to automatically create Send connectors for an Edge Transport server that is subscribed to an Active Directory site. The Microsoft Exchange EdgeSync service establishes the connectors that are needed to send e-mail messages to the Exchange organization and to the Internet. When an Edge Transport server is subscribed to an Active Directory site, the Microsoft Exchange EdgeSync service creates the following connectors:


An implicit Send connector from the Hub Transport servers that are in the same forest to the Edge Transport server. 


A Send connector from the Edge Transport server to the Hub Transport servers in the Active Directory site to which the Edge Transport server is subscribed.


A Send connector from the Edge Transport server to the Internet.

For More Information

For more information, see the following topics:


Subscribing the Edge Transport Server to the Exchange Organization

Configuring Edge Transport Server Connectors

Configuring Hub Transport Server Connectors

Preparing to Run the Microsoft Exchange EdgeSync Service

How to Import the Edge Subscription File

How to Export an Edge Subscription File

Managing Anti-Spam and Antivirus Features

EdgeSync Cmdlets
Planning for Hub Transport Servers

This topic provides an overview of the planning process for Hub Transport server deployment. The Hub Transport server role is a required role in a Microsoft Exchange Server 2007 organization that provides routing within a single organizational network by using the Active Directory directory service site. Deployed inside the Active Directory forest, computers that have the Hub Transport server role installed handle all mail flow inside the organization, apply transport rules, apply journal rules, and deliver messages to recipients' mailboxes. Messages that are sent to the Internet are relayed by the Hub Transport server to the Edge Transport server role that is deployed in the perimeter network. Messages that are received from the Internet are processed by the Edge Transport server before they are relayed to the Hub Transport server. The Hub Transport server role stores all its configuration information in Active Directory. This information includes transport rules settings, journal rule settings, and connector configurations.

Planning for Hub Transport Server Deployment

When you plan to deploy the Hub Transport server role, you should consider the following topics:


Topology options   Begin by planning where you will put your Hub Transport servers in the Exchange physical topology. When you have determined where the Hub Transport server will be located in the network relative to your other Exchange servers, you can plan for the connectors that you will require and for how they should be configured. For more information about how to plan for placement of the Hub Transport server, see Deployment Options for Hub Transport Servers.


Server capacity   Planning for server capacity includes determining how you will conduct performance monitoring of the Hub Transport server. Performance monitoring will help you set a performance baseline for your servers. This information will help determine the capacity of your hardware configuration. For more information, see Planning Processor and Memory Configurations.


Transport features   As part of your planning process, you should determine the transport features that you will enable at the Hub Transport server and how they will be configured. For more information about how to plan to use Exchange 2007 transport features, see Planning for Hub Transport Features.


Security   The Hub Transport server role is deployed inside the Exchange organization. Planning for Hub Transport server security includes delegation of administrative roles and verification that IP connections are only enabled from authorized servers. Additionally, you should verify that no nonessential services are running and that no unnecessary ports are open. For more information, see Deployment Security Checklist
For More Information

For more information, see the following topics:


Planning Your Deployment

Topologies

Transport Architecture

Planning to Use Active Directory Sites for Routing Mail

Planning for Coexistence
Planning for Hub Transport Features

The Microsoft Exchange 2007 Hub Transport server role can provide message security and message policy services for the Exchange organization. Messages in transport are evaluated for compliance with corporate policy. Messages that meet certain criteria are processed by transport agents. As part of your planning process, you should determine the transport features to enable on the Hub Transport server and how to configure them.

Transport Features on the Hub Transport Server

When you plan for the deployment and configuration of transport features, you must clearly identify your organization's business needs and the message-processing practices that best fulfill those needs. To make sure that you have all the information and resources that are required to correctly deploy and configure these features, you should ask the following questions:


Are there corporate or regulatory mandates to which your organization must comply?


Should messages be identified for long-term document retention?


Does your organization transmit confidential messages?


Does your organization have to journal communications between individuals and groups?


Should certain types of messages be scheduled or prioritized?


Do you have to add disclaimers to the body of particular messages?


Should messages be restricted by attachment size or type?


Should certain connections be rejected by content or attachment name?

If you determine the business needs of your organization, you can determine the transport features that you should deploy. After you make these decisions, you will know the features that you must configure, the agents that you must enable, and the storage and security resources that you must make available. 

For More Information

For more information about how the Hub Transport server can help an organization comply with regulatory requirements, see the following topics:


Planning for Compliance

Planning for Transport Policy and Compliance

Planning for Domain Security
Planning for Compliance

Microsoft Exchange Server 2007 is designed from the ground up to help users meet compliance requirements. Exchange 2007 offers you several features that help you capture e-mail messages in a user mailbox and as they flow in, through, and out of your organization.

The following list provides several examples of the areas where compliance features in Exchange 2007 can help you become compliant or respond to future discovery requirements:


Data retention policies   Many organizations are required to keep data for a specific time and then remove that data to protect privacy.


Privacy and confidentiality requirements   Every day organizations transmit sensitive and confidential information through e-mail, both to and from individuals and the organization itself. These organizations have to protect the privacy of individuals and the confidentiality of communications.


Ethical walls   Organizations that work with securities and other financial information are frequently required to prohibit communication between specific groups in their own organization.


Discovery requests   Organizations are sometimes subject to litigation. As part of this process, litigants can request information from each other. This information frequently comes in the form of e-mail messages.

For more information about the compliance features mentioned here, see Overview of Compliance Features.

Why Compliance Is Important?

Every organization should consider compliance. Every day organizations are required to produce evidence for litigation or to provide documentation to regulatory agencies to prove they are complying with their regulations.

Organizations that consider compliance when they plan their information technology infrastructures, including their e-mail infrastructures, can supply the required documentation on demand with less effort. They can also comply with other regulatory requirements more easily.

On the other hand, organizations that don't consider compliance up-front may find themselves sorting through millions of e-mail messages manually, wasting time and money. Organizations can also be held legally responsible for not complying with laws or regulatory requirements.

Although your organization may have never been subject to litigation or may not be required to follow regulatory requirements, there's a good chance that you handle private and confidential information that may be regulated by laws or regulations in your country or region. It's important that you understand the laws and regulations that apply to your organization and take proactive steps to make sure that you comply with them.

For a list of some of the laws and regulations that may apply to your organization, see Overview of Journaling.

Discussing Compliance in Your Organization

It's important to understand the requirements and obligations that may apply to your organization. If you haven't discussed compliance in your organization, the deployment of Exchange 2007 can be a catalyst for these conversations. Speak with your organization's management and legal representatives to understand the answers to the following questions:


Do we handle customer data?


Do we have established policies that protect customer data?


Do we transmit confidential organizational information through e-mail?


Do we control who can view confidential information and where it can be sent?


Have we established policies and procedures that help us respond to legal requests for information?


Are there laws or regulations that prohibit communication between specific groups in our organization?


Are there laws or regulations that require us to remove data after a given time?

This list presents some of the questions that many organizations must answer. The list is not definitive. It provides examples to help you consider some of the issues that may apply to your organization. Your organization may have other issues to consider.

If you already have a solid compliance policy in your organization, talk with your compliance officers and management to help them understand how your organization can use Exchange 2007 as a compliance tool.

Overview of Compliance Features

This topic discusses the compliance features that are available in Microsoft Exchange Server 2007 and includes links to topics that provide detailed information about each feature.

Compliance in Exchange 2007 is an all-encompassing solution that applies to e-mail messages in transport and messages at rest in a mailbox. The following compliance features provide the tools to help you seamlessly manage messages in your organization. With messaging records management (MRM), mailboxes are no longer islands where messages can remain forever. With transport rules, you now can control how messages are handled as they pass through your organization. With premium journaling, you can target individual recipients or senders or whole groups to accommodate your organizational needs, instead of adjusting your needs to accommodate technical limitations.

Messaging Records Management

Messaging management policies help organizations comply with legal requirements and conserve information technology resources. In the past, it was difficult to enforce those policies and monitor user compliance. In addition, it was expensive and time-consuming to comply with legal discovery orders. Attempts to automate the messaging management process met with limited success. The MRM functionality in Exchange 2007 addresses these challenges.

The strategy to make Exchange 2007 messaging management and policy enforcement more reliable, effective, and easy-to-use is based on three principles:


Users classify their own messages.


Obsolete messages are removed.


Required messages are retained.

MRM requires an Exchange Enterprise Client Access License (CAL) for each mailbox on which it is enabled. For more information about licensing and journaling, see the "Enterprise Licensing vs. Standard Licensing" section later in this topic.

For more information about MRM, see Managing Messaging Records Management.

Transport Rules

Transport rules in Exchange 2007 let you apply messaging policies to e-mail messages that flow into, out of, or through your Exchange 2007 organization. These messaging policies let you modify the delivery or content of messages based on conditions that you specify.
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Note: 

Although transport rules can also be run on computers that run the Edge Transport server role, only transport rules that run on Hub Transport servers are designed for use in compliance scenarios.

Many organizations today are required by law, regulatory requirements, or company policy to apply messaging policies that limit the interaction between recipients and senders, both inside and outside the organization. The Transport Rules agent in Exchange 2007 provides the functionality that you must have to meet these requirements.

Transport rules are available with both the Exchange Enterprise CAL and the Exchange Standard CAL. For more information about licensing and journaling, see the "Enterprise Licensing vs. Standard Licensing" section later in this topic.

For more information about transport rules, see Overview of Transport Rules.

Journaling

Journaling is the ability to record all communications, including e-mail communications, in an organization for use in the organization's e-mail retention or archival strategy. 

For more information about journaling, see Overview of Journaling.

Premium Journaling

In Exchange 2007, we've introduced premium journaling. Premium journaling lets you implement targeted journaling rules by specifying Simple Mail Transfer Protocol (SMTP) addresses that belong to mailboxes, contacts, or distribution lists that you want to journal in your organization. When you specify a target recipient or sender on a journal rule, you target specific recipients or senders for journaling. These recipients or senders may be subject to the regulatory requirements that were described earlier in this topic. Alternatively, they may be involved in legal proceedings where e-mail messages or other communications are collected as evidence. If you target specific recipients, senders, or groups of recipients or senders, you can easily configure a journaling environment that matches your organization's processes and regulatory and legal requirements.

Whether you can use premium journaling depends on whether you have purchased Exchange Enterprise CALs for Exchange 2007. For more information about licensing and journaling, see the "Enterprise Licensing vs. Standard Licensing" section later in this topic.

Standard Journaling

In addition to premium journaling, Exchange 2007 also offers standard journaling. This lets you enable journaling on a per-mailbox store basis. All the messages that are sent to or from mailboxes in a mailbox database that has journaling enabled are sent to the specified journaling mailbox. Standard journaling is equivalent to journaling in Exchange Server 2003.

If you have only Exchange Standard CALs for the mailboxes that you want to journal, you must use standard journaling. For more information about licensing and journaling, see the "Enterprise Licensing vs. Standard Licensing" section later in this topic.

Enterprise Licensing vs. Standard Licensing

The availability of compliance features depends on whether you have purchased Exchange Enterprise CALs or Exchange Standard CALs. All the compliance features listed earlier are available to you if you have purchased Exchange Enterprise CALs. If you have purchased Exchange Standard CALs, you can use only the compliance features that are part of the Exchange Standard CAL. Table 1 shows which features are available for each type of CAL:

Table 1   Compliance features available for each type of CAL

	Compliance feature
	Exchange Standard CAL
	Exchange Enterprise CAL

	Messaging records management
	 
	X

	Hub Transport rules
	X
	X

	Standard journaling
	X
	X

	Premium journaling
	 
	X


If you want to use the advanced compliance features available with an Exchange Enterprise CAL, purchase the number of Exchange Enterprise CALs equal to the number of users who will be using the advanced compliance features. For example, if you have 1,000 mailboxes and plan to enable MRM on only 100 of those mailboxes, you only have to purchase 100 Exchange Enterprise CALs. The 900 remaining licenses can be Exchange Standard CALs. If you want to apply premium journaling to some of the same 100 mailboxes that were previously covered by the Exchange Enterprise CALs, you don't have to purchase additional licenses. However, if you want to apply MRM or premium journaling to more than the original 100 mailboxes, you must upgrade the appropriate number of Exchange Standard CALs to Exchange Enterprise CALs.
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Note: 

You can use either Exchange Enterprise CALs or Exchange Standard CALs with both Microsoft Exchange Server Enterprise Edition and Microsoft Exchange Server Standard Edition. For example, you can put mailboxes that require premium journaling, such as Exchange Enterprise CALs, on a computer that is running Exchange Standard Edition.
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Note: 

Other features of Exchange 2007 may require Exchange Enterprise CALs. You must purchase Exchange Enterprise CALs for each mailbox that uses an Exchange Enterprise CAL feature.

For more information about licensing, see Frequently Asked Questions.

Using Exchange Hosted Services

Some compliance features are enhanced by or are also available as a service from Microsoft Exchange Hosted Services. Exchange Hosted Services is a set of four distinct hosted services: 


Hosted Filtering, which helps organizations protect themselves from e-mail-borne malware


Hosted Archive, which helps them satisfy retention requirements for compliance


Hosted Encryption, which helps them encrypt data to preserve confidentiality


Hosted Continuity, which helps them preserve access to e-mail during and after emergency situations

These services integrate with any on-premise Exchange servers that are managed in-house or Hosted Exchange e-mail services that are offered through service providers. For more information about Exchange Hosted Services, see Microsoft Exchange Hosted Services.

Planning for Transport Policy and Compliance

This section provides information that will help you plan for and deploy the Microsoft Exchange Server 2007 transport policy and compliance features.

This section contains the following topics:


Overview of Transport Agents

Overview of Journaling

Overview of Message Classifications

Overview of Transport Rules

Overview of Disclaimers
Overview of Transport Agents

Transport agents let you install custom software, created by Microsoft, by third-party vendors, or by your organization, on a computer that is running Microsoft Exchange Server 2007. This software can then process e-mail messages that pass through the transport pipeline on a Hub Transport server or Edge Transport server. Custom transport agents provide additional functionality to Exchange 2007, such as anti-spam or antivirus programs or any transport function that your organization may require.

Transport agents are typically installed automatically as part of applications that are designed to function together with Exchange 2007. However, there may be instances where organizations want to develop their own transport agents to manage mail that flows through their Exchange 2007 organization.
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Caution: 

Transport agents have full access to all e-mail messages that they encounter. Exchange puts no restrictions on a transport agent's behavior. Transport agents that are unstable or contain security flaws may affect the stability and security of Exchange. Therefore, you must only install transport agents that you fully trust and that have been fully tested in a test environment.

For information about how to write a new transport agent, see Transport Agents in the "Microsoft Exchange Server 2007 SDK Documentation."

For more information about the transport pipeline in Exchange 2007, see Transport Architecture.

Transport Agents and SMTP Events

Transport agents that are written for Exchange 2007 use Simple Mail Transfer Protocol (SMTP) events. These events are triggered as messages move through the transport pipeline. SMTP events give transport agents access to messages at specific points during the SMTP conversation and during routing of messages through the organization. Table 1 lists the SMTP events that provide access to messages in the transport pipeline:

Table 1   SMTP events

	Sequence
	SMTP event
	Description

	1
	OnConnectEvent
	This event is triggered upon initial connection from a remote SMTP host. 

	2
	OnHeloCommand
	This event is triggered when the HELO SMTP verb is issued by the remote SMTP host.

	3
	OnEhloCommand
	This event is triggered when the EHLO SMTP verb is issued by the remote SMTP host.

	4
	OnAuthCommand
	This event is triggered when the AUTH SMTP verb is issued by the remote SMTP host.

	5
	OnEndOfAuthentication
	This event is triggered when the remote SMTP host has completed authentication.

	6
	OnMailCommand
	This event is triggered when the MAIL FROM SMTP verb is issued by the remote SMTP host.

	7
	OnRcptCommand
	This event is triggered when the RCPT TO SMTP verb is issued by the remote SMTP host.

	8
	OnDataCommand
	This event is triggered when the DATA SMTP verb is issued by the remote SMTP host.

	9
	OnEndOfHeaders
	This event is triggered when the remote SMTP host as completed submitting the e-mail message headers.

	10
	OnEndOfData
	This event is triggered when the remote SMTP host issues <CRLF>.<CRLF>, which indicates the end of data.

	**
	OnHelpCommand
	This event is triggered when the HELP SMTP verb is issued by the remote SMTP host. This event can occur at any time after the OnConnectEvent SMTP event and before the OnDisconnectEvent SMTP event.

	**
	OnNoopCommand
	This event is triggered when the NOOP SMTP verb is issued by the remote SMTP host. This event can occur at any time after the OnConnectEvent SMTP event and before the OnDisconnectEvent SMTP event.

	**
	OnReject
	This event is triggered when the receiving SMTP host issues a temporary or permanent delivery status notification (DSN) code to the sending SMTP host. This event can occur at any time after the OnConnectEvent SMTP event and before the OnDisconnectEvent SMTP event.

	**
	OnRsetCommand
	This event is triggered when the RSET SMTP verb is issued by the sending SMTP host. This event can occur at any time after the OnConnectEvent SMTP event and before the OnDisconnectEvent SMTP event.

	11
	OnDisconnectEvent
	This event is triggered upon disconnection of the SMTP conversation by either a receiving or sending SMTP host.

	12
	OnSubmittedMessage
	This event is triggered upon submission of a message into the Submission queues on the receiving SMTP host. All messages encounter this event whether they arrived via SMTP submission, MAPI submission, or the Pickup or Replay directories.

	13
	OnRoutedMessage
	This event is triggered after messages have been categorized, distribution lists have been expanded, and recipients have been resolved. 


Transport agents can be registered on any of the SMTP events that are listed in Table 1. However, the intended action of the transport agent usually dictates which SMTP events it will run on.

For anti-spam agents, the most important consideration, other than the validity of the message contents, is the point at which a valid spam message is identified and rejected. The sooner a message that has been confirmed to be spam is rejected, the lower the cost to your organization. All the SMTP events that are triggered before the OnEndOfData SMTP event do not require that a non-delivery receipt (NDR) be generated by the receiving SMTP host. An NDR isn't generated because the full message contents are not delivered before the OnEndOfData SMTP event is reached. Therefore, the sending SMTP host is still responsible for the final delivery of the message. If delivery to the receiving SMTP host fails before the OnEndOfData SMTP event, the sending SMTP host must generate the NDR to the message sender. After the OnEndOfData SMTP event is reached, the receiving SMTP host has accepted the full contents of the message. This means that the SMTP host now has the responsibility to successfully deliver the message and generate and send an NDR to the message sender. Therefore, it's critical that an anti-spam agent register itself on the SMTP events before the OnEndOfData SMTP event is reached to reduce the chance that the receiving SMTP host will store the message contents and have to generate an NDR to the message sender.

However, for antivirus agents, the most important consideration is to make sure that every message is scanned. Agents that must see every message must be configured on the OnSubmittedMessage SMTP event. Every message that flows through the transport pipeline encounters the OnSubmittedMessage SMTP event because it occurs after all the possible submission entry points, such as SMTP submission from remote hosts, MAPI submission from computers that are running the Mailbox server role, the Pickup directory that is used by custom applications, or the Replay directory used by third-party e-mail applications. 

Prioritization of Transport Agents

Exchange 2007 lets you specify the priority of transport agents that are included with Exchange and that are added by custom applications. If you specify the priority of a transport agent, you can control which agents act on a message first. Transport agents can be assigned a priority of 1 or higher. Transport agents with a priority closer to 1 are applied to messages first. However, the priority that you assign to a transport agent is only one factor that is used to determine the order in which transport agents are applied to messages. The second factor that is used to determine the priority of transport agents is where the SMTP event that has a registered transport agent fits within the sequence of SMTP events.

As shown in Table 1 earlier in this topic, SMTP events have a specific sequence in which they are applied to messages that flow through the transport pipeline. For example, the OnConnectEvent SMTP event always occurs before the OnHeloCommand or OnEhloCommand SMTP events. Because transport agents are registered to specific SMTP events, this means that regardless of the priority that is assigned to a transport agent on the OnEhloCommand SMTP event, transport agents registered on the OnConnectEvent SMTP event will always be applied to messages first.

For example, you may have transport agents configured as follows:


Transport agent AgentA with a priority of 1 registered to the OnEndofHeaders SMTP event


Transport agent AgentB with a priority of 4 registered to the OnMailCommand SMTP event

When you view your list of registered agents by using the Get-TransportAgent cmdlet, transport agent AgentA is listed with a higher priority than transport agent AgentB. However, when a message flows through the transport pipeline, transport agent AgentB will be applied to the message before transport agent AgentA because the OnMailCommand SMTP event encounters the message before the OnEndOfHeaders SMTP event.

The priority that you assign a transport agent becomes relevant when two or more transport agents are registered on the same SMTP event. If transport agent AgentA and transport agent AgentB are both registered on the OnEndofHeaders SMTP event, when a message encounters that event, transport agent AgentA is applied to the message before transport agent AgentB. If transport agent AgentB is registered on both the OnEndOfHeaders and OnMailCommand SMTP events, it will be applied to the message two times. Transport agent AgentB will be applied first, because it is registered to the OnMailCommand SMTP event. Then, when the message encounters the OnEndOfHeaders SMTP event where both transport agent AgentA and transport agent AgentB are registered, transport agent AgentA will be applied because it has a higher priority than transport agent AgentB. Finally, transport agent AgentB will be applied for the second time.

Built-In Transport Agents

Exchange 2007 uses the same transport agent APIs that are available to third-party software developers to manipulate messages as they flow through the transport pipeline. Exchange 2007 includes several default transport agents that enable it to provide features such as transport rules and journaling. By default, the transport agents listed in the following tables are installed on Hub Transport servers and Edge Transport servers. The following tables also provide to topics that contain more information about each agent.

Table 2   Hub Transport server transport agents

	Agent Name
	Priority
	SMTP events
	Description

	Transport Rule agent
	1
	OnRoutedMessage
	Overview of Transport Rules

	Journaling agent
	2
	OnSubmittedMessage, OnRoutedMessage
	Overview of Journaling


Table 3   Edge Transport server transport agents

	Agent name
	Priority
	SMTP events
	Related Topic

	Connection Filtering agent
	1
	OnConnectEvent, OnMailCommand, OnRcptComand, OnEndOfHeaders
	Connection Filtering

	Address Rewriting Inbound agent
	2
	OnRcptCommand, OnEndOfHeaders
	Planning for Address Rewriting

	Edge Rule agent
	3
	OnEndOfData
	Overview of Transport Rules

	Content Filter agent
	4
	OnEndOfData
	Content Filtering

	Sender ID agent
	5
	OnEndOfHeaders
	Sender ID

	Sender Filter agent
	6
	OnMailCommand, OnEndOfHeaders
	Sender Filtering

	Recipient Filter agent
	7
	OnRcptCommand
	Recipient Filtering

	Protocol Analysis agent
	8
	OnEndOfHeaders, OnEndOfData, OnReject, OnRsetCommand, OnDisconnectEvent
	Managing Protocol Logging

	Attachment Filtering agent
	9
	OnEndOfData
	Attachment Filtering

	Address Rewriting Outbound agent
	10
	OnRcptCommand, OnEndOfHeaders
	Planning for Address Rewriting


Troubleshooting Transport Agents

With transport agents, Exchange helps you control the flow of e-mail messages through your organization. This enables you to match your Exchange infrastructure to your organization's requirements instead of forcing your organization to match your e-mail infrastructure. As you customize your environment, the complexity of that environment increases. To help you troubleshoot issues that may occur and to help you verify that the changes that you make are applied to messages in the manner you expect, Exchange gives you the following features:


Get-TransportPipeline cmdlet   The Get-TransportPipeline cmdlet shows all the enabled transport agents, and those SMTP events on which  they are registered, that have encountered messages in the transport pipeline between the time when the Microsoft Transport service was started and the time when the cmdlet was run. For more information, see How to View Transport Agents in the Transport Pipeline.
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Note: 

The information that is displayed by the Get-TransportPipeline cmdlet is generated only after a message has been sent through the transport pipeline. Also, only the transport agents that encountered the message are displayed.


Pipeline Tracing   Pipeline tracing enables you to create an exact snapshot of a whole message before and after it encounters each transport agent. Pipeline tracing enables you to determine which transport agent may have generated unexpected results or to verify that the transport agent behaves as expected. For more information, see Using Pipeline Tracing to Diagnose Transport Agent Issues.

For More Information

For more information about transport agents, see the following topics:


Managing Transport Agents

Transport Agent Commands
Overview of Journaling

This topic describes what journaling is, how journaling helps you comply with legal and regulatory requirements that might be applied in your organization, and how Microsoft Exchange Server 2007 helps you secure journal information from accidental or intentional disclosure.

Why Journal?

First, you must understand the difference between journaling and archiving. Journaling is the ability to record all communications, including e-mail communications, in an organization for use in the organization's e-mail retention or archival strategy. Archiving refers to reducing the strain of storing data by backing up the data, removing it from its native environment, and storing it elsewhere. That said, you may use Exchange journaling as a tool in your e-mail retention or archival strategy. Because of new regulations, many organizations in the financial services, insurance, and healthcare industries must maintain records of communication that occur when employees perform daily business tasks.

Although journaling may not be required by a specific regulation, the terms of a regulation may force journaling as one way to comply. For example, corporate officers in some financial sectors are responsible for the claims that are made by their employees to their customers. To verify that the claims are accurate, a corporate officer may set up a system where managers review some part of employee-to-client communications regularly. Every quarter the managers verify compliance and approve their employees' conduct. After all managers report approval to the corporate officer, the corporate officer reports compliance, on behalf of the company, to the regulating body. In this example, e-mail messages might be one of the employee-to-client communications that managers must review; therefore, all e-mail messages that are sent by client-facing employees are journaled. Other client communication mechanisms may include faxes and telephone conversations, which must also be recorded. The ability to journal all classes of data in an enterprise is an important piece of the IT architecture. The following list shows some of the more well-known U.S. regulations that specify requirements that may rely on journaling technology:


Sarbanes-Oxley Act of 2002 (SOX)   A U.S. federal law that requires the preservation of records by certain exchange members, brokers, and dealers.


Security Exchange Commission Rule 17a-4 (SEC Rule 17 A-4)   A U.S. Security and Exchange Rule that provides rules regarding the retention of electronic correspondence and records.


National Association of Securities Dealers 3010 & 3110 (NASD 3010 & 3110)   The NASD requires that member firms establish and maintain a system to "supervise" the activities of each registered representative, including transactions and correspondence with the public. Also, NASD 3110 requires that member firms implement a retention program for all correspondence that involves registered representatives. These regulations affect primarily broker-dealers, registered representatives, and individuals who trade securities or act as brokers for traders who are subject to the regulations.


Gramm-Leach-Bliley Act (Financial Modernization Act)   A U.S. federal law that protects consumers’ personal financial information held by financial institutions. 


Financial Institution Privacy Protection Act of 2001   This law amends the Gramm-Leach Bliley Act to provide enhanced protection of nonpublic personal information.


Financial Institution Privacy Protection Act of 2003   This law amends the Gramm-Leach Bliley Act to provide enhanced protection of nonpublic personal information.


Health Insurance Portability and Accountability Act of 1996 (HIPAA)   A U.S. federal law that provides rights and protections for participants and beneficiaries in group health plans.


Uniting and Strengthening America by Providing Appropriate Tools Required to Intercept and Obstruct Terrorism Act of 2001 (Patriot Act)   A U.S. federal law that expands the authority of U.S. law enforcement for the stated purpose of fighting terrorist acts in the United States and abroad. 

In addition to these U.S. laws and regulations, the following regulations also specify requirements that may rely on journaling technology:


European Union Data Protection Directive (EUDPD)   This directive standardizes the protection of data privacy for citizens throughout the European Union (EU) by providing baseline requirements that all member states must achieve through national implementing legislation. The EUDPD influences privacy protections in other countries or regions because of the limitations that it puts on sending personal information outside the European Union. Ordinarily, the EUDPD allows such transmission only to areas that are deemed to have adequate standards for various items, including data security.


Japan’s Personal Information Protection Act   A law promulgated by the Japanese government to regulate the collection, use, and transfer of personal information. The Personal Information Protection Act applies to government or private entities that collect, handle, or use personal information of 5,000 or more individuals.

Journaling Agent

The Journaling agent is a compliance-focused agent that you can configure to journal e-mail messages that are sent or received by departments or individuals in your Exchange 2007 organization, to and from recipients outside your organization, or both, for use in the organization's e-mail retention or archival strategy. Unlike in earlier versions of Exchange Server, Exchange 2007 provides the following two journaling options to meet your organization's requirements:


Standard journaling   Standard journaling enables the Journaling agent in Exchange 2007 to journal all messages that are sent to and from recipients and senders that are located on a specific mailbox database on a computer running the Mailbox server role. You must configure journaling individually on each mailbox database in your organization if you want to journal all messages to and from all recipients and senders. The following premium journaling features are not available with standard journaling:


Per-recipient or distribution list journaling   With standard journaling, you can only enable journaling on a per-mailbox database basis. All recipients and senders on a journaling-enabled mailbox database will be journaled.


Journal rule scope   All messages to and from recipients and senders on a journaling-enabled mailbox database are journaled.


Journal rule replication   Because standard journaling is applied on a per-mailbox database basis, this configuration cannot be replicated throughout the organization.


Premium journaling   Premium journaling enables the Journaling agent in Exchange 2007 to use rules that you configure to match the specific needs of your organization. You can create journal rules for a single mailbox recipient or for entire groups within your organization. To use premium journaling, you must have the Exchange Enterprise Client Access License (CAL). The following sections discuss the various attributes that you can configure to meet your organization's needs.

Both standard and premium journaling use the Journaling agent located on Hub Transport servers. When you enable standard journaling on a mailbox store, this information is saved in the Active Directory directory service and is read by the Journaling agent. Journal rules configured with premium journaling are saved in a similar manner.

For more information about how to configure standard and premium journaling, see Managing the Journaling Agent. 

The Scope of a Journal Rule - Premium Journaling Only

The scope of a journal rule defines how widely the journal rule looks for messages to journal. You can target the scope of a journal rule to Internal, External, or Global recipients. The following list describes these three scopes:


Internal   Journaling entries of the Internal scope process messages that are sent and received by recipients inside the Exchange 2007 organization.


External   Journaling entries of the External scope process messages that are sent to recipients or from senders outside the Exchange 2007 organization.


Global   Journaling entries of the Global scope process all messages that pass through a computer that has the Hub Transport server role installed. These include messages that may have already been processed by journal rules in the Internal and External scopes.

Journal Recipients - Premium Journaling Only

Besides implementing these three journaling scopes, the Journaling agent also lets you implement additional targeted journal rules by specifying Simple Mail Transfer Protocol (SMTP) addresses that belong to mailboxes, contacts, or distribution lists that you want to journal in your organization. By specifying a target recipient on a journal rule, you can target specific recipients for journaling. These recipients may be subject to the regulatory requirements that were described earlier in this topic, or they may be involved in legal proceedings where e-mail messages or other communications are collected as evidence. By targeting specific recipients or groups of recipients, you can easily configure a journaling environment that matches your organization's processes and regulatory and legal requirements. 

When you target a recipient or group of recipients by using a distribution group, for journaling, all messages sent to or from those recipients are journaled. If you don't specify a recipient when you create the journal rule, all messages sent to or from recipients that match the journal rule scope are journaled.

Unified Messaging-Enabled Journal Recipients

Many organizations that implement journaling may also use Unified Messaging to consolidate their e-mail, voice mail, and fax infrastructure. However, you may not want the journaling process to generate journal reports for messages that are generated by Unified Messaging. In these cases, you can decide whether to journal voice mail messages and missed call notification messages that are handled by an Exchange 2007 Unified Messaging (UM) server or to skip such messages. If your organization doesn't require journaling of such messages, you can reduce the amount of hard disk space that is required to store journal reports by skipping such messages. When you enable or disable the journaling of voice mail messages and missed call notification messages, your change is applied to all Hub Transport servers in your organization.
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Note: 

Messages that contain faxes that are generated by a UM server are always journaled, even if you configure a journal rule that specifies not to journal UM voice mail and missed call notification messages.

For more information about how to enable or disable voice mail and missed call notification messages, see Managing the Journaling Agent.

Journaling Mailboxes

The journaling mailbox is a mailbox that is used only for collecting journal reports. How the journaling mailbox is configured depends on the organization's policies and regulatory and legal requirements. With Microsoft Exchange, you can create one journaling mailbox that you can use to collect messages for all the journal rules that are configured in the organization, or you can create journaling mailboxes for each journal rule. Also, you can configure multiple journal rules to use one journaling mailbox and other rules that each send journal reports to their own journaling mailboxes. The Journaling agent lets you decide how you configure your journaling environment.
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Important: 

Journaling mailboxes contain very sensitive information. You must secure journaling mailboxes because they collect messages that are sent to and from recipients in your organization, and because these messages may be part of legal proceedings or may be subject to regulatory requirements. Various laws require that messages remain tamper-free before they are submitted to an investigatory authority. We recommend that your organization create policies that govern who can access the journaling mailboxes in your organization, limiting access to only those individuals who have a direct need to access them. Speak with your legal representatives to make sure that your journaling solution complies with all the laws and regulations that apply to your organization.

For more information about how to configure the journaling mailbox, see Managing the Journaling Agent.

For more information about how Microsoft Exchange helps you protect journaling mailboxes, see "Protecting Journal Reports Sent Inside an Exchange Server 2007 Organization" section later in this topic.

Journal Rule Replication - Premium Journaling Only

Journal rules that are configured on a Hub Transport server are applied to the whole Exchange 2007 organization. When you create a new journal rule or modify or delete an existing journal rule on a Hub Transport server, the change is replicated to all Active Directory servers in the organization. All the Hub Transport servers in the organization then read the new configuration from the Active Directory servers and apply the new or modified journal rules to messages that pass through the Hub Transport server. By replicating all the journal rules across the organization, Exchange 2007 enables you to provide a consistent set of journal rules across the organization. All messages that pass in or through your Exchange 2007 organization are subject to the same journal rules.

[image: image71.png]


Important: 

Replication of journal rules across an organization is dependant on Active Directory replication. Replication time between Active Directory domain controllers varies depending on the number of sites in the organization and the speed of links and other factors outside the control of Microsoft Exchange. Consider replication delays when you implement journal rules in your organization. For more information about Active Directory replication, see Active Directory Replication Technologies.
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Important: 

Each Hub Transport server maintains a recipient cache that is used to look up recipient and distribution list information. The recipient cache reduces the number of requests that each Hub Transport server must make to an Active Directory domain controller. By default, the recipient cache updates every four hours. As a result, changes to journal rule recipients, such as the addition or removal of distribution list members, may not be applied to journal rules until the recipient cache is updated.
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Note: 

Each time that the Hub Transport server retrieves a new journal rule configuration, an event is logged in the Security log in Event Viewer.
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Note: 

Each time that the Hub Transport server retrieves a new journal configuration, an event is logged in the Security log in Event Viewer.

Journal Reports

The journal report is the message that Microsoft Exchange generates when a message matches a journal rule and is to be submitted to the journaling mailbox. The original message that matches the journal rule is included unaltered as an attachment to the journal report.

The information that is contained in the journal report is organized so that every value in each header field has its own line in the journal report. This enables you to easily parse the reports manually or by using an automated process, depending on your requirements.

When the Journaling agent journals a message, the Journaling agent tries to capture as much detail as possible about the original message. This information is very important in determining the intent of the message, its recipients, and its senders. For example, whether the recipients that are identified on the message are directly addressed on the To field, the Cc field, or are included as part of a distribution list may determine how the recipient is involved in the discussion that is occurring in the message.

Exchange 2007 only classifies information that it knows is correct. Information that cannot be determined automatically is put into the Recipient field in the journal report. Table 1 lists the fields that are included in the body of the journal report.

Table 1   Journal report fields

	Field name
	Description

	Sender
	The Sender field displays the SMTP address of the sender of the e-mail message that is specified in the message's From header field or, if the message is sent on behalf of another mailbox, the Sender header field.

	On-Behalf-Of
	The On-Behalf-Of field displays the SMTP address of the mailbox from which the message appears if the Send On Behalf Of feature is specified by the sender.

	Subject
	The Subjectfield displays the MIME subject header value.

	Message-ID
	The Message-ID field displays the internal Exchange Message-ID, which matches the same Message-ID that is found in the message tracking log files.

	To
	The To field displays the SMTP address of a recipient that is included in the message envelope and in the To header field of the message.

The recipient address can be included either directly by the sender, or indirectly through distribution list expansion or if the message was forwarded to the recipient by another mailbox. To indicate whether the message went through distribution list expansion or was forwarded, the To field may also contain one Expanded field or one Forwarded field, separated with commas. For more information about these fields, see the Expanded and Forwarded entries later in this table.

	Cc
	The Cc field displays the SMTP address of a recipient that is included in the message envelope and in the Cc header field of the message.

The recipient address can be included either directly by the sender, or indirectly through distribution list expansion or if the message was forwarded to the recipient by another mailbox. To indicate whether the message went through distribution list expansion or was forwarded, the Cc field may also contain one Expanded field or one Forwarded field, separated with commas. These fields are discussed later in this table.

	Bcc
	The Bcc field displays the SMTP address of a recipient that is included in the message envelope and in the Bcc header field of the message.

The recipient address can be included either directly by the sender, or indirectly through distribution list expansion or if the message was forwarded to the recipient by another mailbox. To indicate whether the message went through distribution list expansion or was forwarded, the Bcc field may also contain one Expanded field or one Forwarded field, separated with commas. These fields are discussed later in this table.

	Expanded
	The Expanded field is displayed as a sub-field of the To, Cc, and Bcc fields that are described earlier in this table. The Expanded field is preceded by a comma. The SMTP address that is displayed in the Expanded field is the address of the distribution list that contains either the recipient that is specified in the To, Cc, or Bcc field or the nested distribution lists that contain the specified recipient. The address that is displayed in this field is always the first distribution list to be expanded, regardless of how many nested distribution lists may be between the original parent distribution list and the expanded final recipient that is specified in the To, Cc, or Bcc field.

	Forwarded
	The Forwarded field is displayed as a sub-field of the To, Cc, and Bcc fields that are described earlier in this table. The Forwarded field is preceded by a comma. Usually, the Forwarded field displays the e-mail address of a mailbox that is configured to forward e-mail messages to the account that is specified in the To, Cc, or Bcc field. However, you can configure a chain of forwarding mailboxes so that each mailbox forwards to the next one. If a chain of forwarding mailboxes is configured, the first forwarding mailbox is displayed in this field, and the SMTP address of the final, non-forwarding mailbox in the chain is displayed in the To, Cc, or Bcc field.

	Recipient
	The Recipient field displays the SMTP address of a recipient that is included on an e-mail message that originated outside the Exchange 2007 organization. This includes messages that originated from legacy Exchange servers and messages from the Internet.


Examples of How Journal Report Fields Are Used

The journal report fields that are described in Table 1 can be used in various common scenarios. The following scenarios show how journal report fields are used. In all the scenarios, all the e-mail addresses, except John's address, are journaled. To minimize clutter, we have not included the Subject, and Message-ID fields in the scenarios. In the scenarios, the following information is used:


David's e-mail address is david@contoso.com.


Kim's e-mail address is kim@contoso.com.


Mike's e-mail address is mike@contoso.com.


John's e-mail address is john@contoso.com.


A Services mailbox uses the e-mail address services@contoso.com.


The Sales distribution list's e-mail address is sales@contoso.com and has the following members:


david@contoso.com


mike@contoso.com


Mike's mailbox is configured to forward all messages to John's mailbox.

The following scenarios use this configuration as follows:


An e-mail message is sent to David where his address is specified in the To header field. Because David's mailbox is being journaled and his address was specified in the To header field, the following journal report entry appears:


To: david@contoso.com


An e-mail message is sent to the Sales distribution list where the list's address is specified in the To header field. Because David's mailbox and Mike's mailbox are being journaled, and they are members of the Sales distribution group, the following journal report entries appear. Notice that because Mike's mailbox is being forwarded to John's mailbox, John's e-mail address is listed as the final recipient. Also, the expansion of the Sales distribution list is journaled, but not that the forwarding of the message from Mike's mailbox. This is because the journal report shows who the original recipient was, in this case the Sales distribution list, and who actually received the message. If Mike's mailbox had been configured to forward the message to John and store the message in Mike's mailbox, an additional To line would have been added to the report showing Mike as a recipient.


To: david@contoso.com, Expanded: sales@contoso.com


To: john@contoso.com, Expanded: sales@contoso.com


An e-mail message is sent to David, who is specified in the To header field, to Kim, who is specified in the Cc header field, and to Mike, who is specified in the Bcc header field. Because all three users' mailboxes are being journaled, the following journal reports appear. Notice that because Mike's mailbox is being forwarded to John's mailbox, John's e-mail address is listed as the recipient.


To: david@contoso.com


Cc: kim@contoso.com


Bcc: john@contoso.com, Forwarded: mike@contoso.com


An e-mail message is sent to the Services mailbox. The message contains no message headers.


Recipient: services@contoso.com

Protecting Journal Reports Sent Inside an Exchange Server 2007 Organization

When a journal report is generated, Exchange 2007 sends the journal report to the journaling mailbox. Exchange 2007 helps prevent tampering with the journal reports that are submitted to the journaling mailbox by performing the following tasks:


It uses secure links between Hub Transport servers and Mailbox servers in the Exchange 2007 organization.


It sends the journal report as Microsoft Exchange and authenticates the session between the Hub Transport server and the Mailbox server.


It accepts only secure, authenticated connections when journal reports are sent between Hub Transport servers and Mailbox servers in the same Exchange 2007 organization.
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Caution: 

Exchange 2007 generates a journal report for every e-mail message that matches the criteria that are configured on a journal rule. Depending on your organization and how you configure your journal rules, Exchange 2007 may generate a significant number of journal reports. Carefully consider your topology, network links, and journaling requirements before you implement journal rules.
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Caution: 

Improperly secured communication links, journaling mailboxes, or servers can expose sensitive data.

By default, if Exchange 2007 encounters an error when it tries to send a journal report to the journaling mailbox, Exchange continues to try to send the report instead of rejecting it. The journal report remains in the Hub Transport server's e-mail queues until the journaling mailbox is available again or until you manually remove the journal report from the server's queues. You can also modify this default behavior by specifying a dedicated journaling non-delivery report (NDR) mailbox that collects journal reports when the journaling mailbox is unavailable. You can then re-send the journal reports that are sent to the journaling NDR mailbox when the journaling mailbox is available again. To configure this behavior, see Set-TransportConfig.
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Important: 

You must monitor the journaling mailbox to make sure that it is always available. If the journaling mailbox is unavailable, journal reports fill up delivery queues on the Hub Transport server and are not emptied until the journaling mailbox is available again or until you manually remove them from the queues.

Protecting Journal Reports Sent to Third-Party Solution Providers

Journal reports contain sensitive information that should not be exposed to unauthorized individuals. As explained earlier in this topic, Exchange 2007 tries to encrypt the connections between the Hub Transport server and the Mailbox server where the journaling mailbox resides and requires that the submitting system authenticate before the Mailbox server accepts the journal report. However, you can configure Exchange 2007 to send journal reports to a recipient that does not reside on a Mailbox server in the same Exchange 2007 organization as the Hub Transport server. You can use such a configuration to send journal reports to third-party archival or other consolidated journaling solutions that are not Exchange 2007-based.

In configurations where the source server and destination server are not both Exchange 2007 and are not both in the same organization, the connections between the two servers may not be automatically encrypted. However, even in these configurations, you can use Exchange 2007 to help you protect the journal reports that are sent to the third-party solution providers. Exchange lets you use the following solutions to help you protect the communication between the Exchange server and the third-party solution providers:


Configure Transport Layer Security (TLS) between the two systems.


Require authentication on the receiving system.


Accept only e-mail messages from the SMTP address of the Microsoft Exchange contact.


Configure a mail-enabled contact that sends e-mail messages to the SMTP address of the third-party solution and configure Exchange 2007 to send journal reports to that contact. Then configure the contact to accept journal reports only from Microsoft Exchange contact created in your Exchange 2007 organization.
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Caution: 

Improperly secured communication links, journaling mailboxes, or servers can expose sensitive data. 

TLS is a standard protocol that is used to provide secure communications on the Internet or intranets. It enables clients to authenticate servers or, optionally, servers to authenticate clients. It also provides a security channel by encrypting communications. TLS is the latest, and a more secure, version of the Secure Sockets Layer (SSL) protocol. 
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Important: 

TLS encrypts the communication only between two servers. If you configure TLS to protect journal messages, and the destination server that will store the journal reports is not directly available to the Exchange server, you must configure TLS between each server through which the journal report travels.

Using Exchange Hosted Services

Journaling is enhanced by or is also available as a service from Microsoft Exchange Hosted Services. Exchange Hosted Services is a set of four distinct hosted services: 


Hosted Filtering, which helps organizations protect themselves from e-mail-borne malware


Hosted Archive, which helps them satisfy retention requirements for compliance


Hosted Encryption, which helps them encrypt data to preserve confidentiality


Hosted Continuity, which helps them preserve access to e-mail during and after emergency situations

These services integrate with any on-premise Exchange servers that are managed in-house or Hosted Exchange e-mail services that are offered through service providers. For more information about Exchange Hosted Services, see Microsoft Exchange Hosted Services. 

For More Information

For more information about journal rules, see the following topics:


Managing the Journaling Agent

Journaling Agent
Understanding How to Manage Journal Reports

This topic discusses several factors that you have to consider when you use Microsoft Exchange Server 2007 to deploy journaling. The following factors can affect the delivery and availability of journal reports that are generated when a recipient or sender receives or sends messages that are journaled:


Journaling mailbox size   How high should you set the mailbox quota on journaling mailboxes?


Alternate journaling mailbox   How does configuring an alternate journaling mailbox affect journal report delivery?

For more information, see Overview of Journaling.

Journaling Mailbox Size

When you configure a journaling mailbox to accept journal reports, you have to determine the maximum size of the journaling mailbox. As with any other mailbox, the maximum size depends on the data to be stored in the mailbox, the hardware resources that are available to you, and the disaster recovery capabilities for the server that contains the journaling mailbox. In addition to these considerations, you must also consider what will occur if a journaling mailbox exceeds the configured mailbox quota.

When you configure the Prohibit send and receive at (KB) storage quota on a journaling mailbox, the journaling mailbox accepts journal reports until the journaling mailbox reaches the configured storage quota. When the prohibit send and receive storage quota is exceeded, the journaling mailbox stops accepting journaling reports.

Microsoft Exchange doesn't return journaling reports to the original sender as it does with regular messages. Instead, Microsoft Exchange holds the undelivered journal reports in a mail queue and tries to redeliver the journal report until delivery is successful. Although this enables Microsoft Exchange to eventually deliver all the journal reports that are generated, it can be problematic in organizations that generate many journal reports because the mail queues on the affected servers can grow quickly.

To reduce the possibility that your journaling mailbox will reject journal reports because it has reached the configured storage quota, we recommend that you configure your journaling mailbox prohibit send and receive storage quota to the maximum size that your hardware resources and disaster recovery capabilities allow for.
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Important: 

If you remove storage quotas from journaling mailboxes, configure sufficient monitoring to make sure that you do not exceed your available hardware resources or disaster recovery capabilities.

If you must configure a prohibit send and receive storage quota on a journaling mailbox and expect that the configured storage quota might be exceeded, you can configure an alternate journaling mailbox. For more information about alternate journaling mailboxes, see the "Alternate Journaling Mailbox" section later in this topic. Also, when a journal report is rejected by a journaling mailbox, Event ID 8010 is logged in the Application event log. By monitoring the Application event log for this event, you can be alerted to a potential problem with the journaling mailbox and resolve the situation quickly.

For information about how to configure storage quotas on a journal mailbox, see How to Configure Storage Quotas for a Mailbox.

Alternate Journaling Mailbox

You might not want to allow rejected journal reports to collect in an e-mail queue when the journal mailbox is unavailable. Instead, you can configure an alternate journaling mailbox to collect those journal reports. The alternate journaling mailbox receives the non-delivery reports (NDRs) that are generated when the journaling mailbox or the server that contains the journaling mailbox refuses delivery of the journal report. When the journaling mailbox becomes available again, you can use the Send Again feature of Microsoft Office Outlook to re-submit the journal reports for delivery to the journaling mailbox.

When you configure an alternate journaling mailbox, this mailbox is used to collect all the journal reports that are rejected across your whole Exchange 2007 organization. If any journaling mailbox rejects journal reports, those journal reports are sent to the single alternate journaling mailbox. Therefore, it's important to make sure that the alternate journaling mailbox and the mailbox server where it's located can support many journal reports.
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Caution: 

If you configure an alternate journaling mailbox, you must monitor the mailbox to make sure that it does not become unavailable. If the alternate journaling mailbox becomes unavailable and rejects journal reports, the rejected journal reports are lost and cannot be retrieved. Remember this when you decide whether to use an alternate journaling mailbox and how to configure the alternate journaling mailbox.

If you configure an alternate journaling mailbox, you can reduce the load on your Hub Transport servers and Mailbox servers. Exchange will not continually try to deliver the journal reports to an unavailable journal mailbox. Instead, Exchange will redirect the journal reports to the alternate journal mailbox where the journal reports can remain until you are ready to resubmit them to the journal mailbox.

However, because the alternate journaling mailbox collects all the rejected journal reports for the whole Exchange 2007 organization, you must make sure that this doesn't violate any laws or regulations that apply to your organization. If laws or regulations prohibit your organization from allowing journal reports sent to different journaling mailboxes from being stored in the same alternate journaling mailbox, you may be unable to configure an alternate journaling mailbox. Discuss this with your legal representatives to determine whether you can use an alternate journaling mailbox.

When you create the alternate journal mailbox, you should use the same criteria that you used when you created the journal mailbox. You must make sure that the following conditions are true:


Only those individuals who are authorized to access the mailbox are given access to the mailbox.


You provide a storage quota that meets the needs of your data, hardware, and disaster recovery needs.


Only authorized accounts can submit journal reports.

Remember that because the alternate journaling mailbox accepts rejected journal reports for all journal mailboxes in your Exchange 2007 organization, the hardware resource requirements and mailbox storage quotas may be significantly larger than those that are required for a journal mailbox.

For more information about how to configure an alternate journal mailbox, see How to Configure an Alternate Journaling Mailbox.

Overview of Message Classifications

Message classifications are a Microsoft Exchange Server 2007 and Microsoft Office Outlook 2007 feature that is intended to help organizations comply with their e-mail policies and regulatory responsibilities. When a message is "classified," the message contains specific metadata that describes the intended use or audience of the message. Outlook 2007 or Microsoft Office Outlook Web Access may act on this metadata by displaying a user-friendly description of the classification to senders and receivers of a classified message. In Exchange 2007, the Microsoft Exchange Transport service may act on the metadata if there is a transport rule that meets specific criteria that are configured by the Exchange administrator.

The following list provides a brief description of some of the message classification fields that can be set by the Exchange administrator:


Display name   This field specifies the display name for the message classification instance. The display name appears in Office 2007. Outlook and Outlook Web Access users use the field to select the appropriate message classification before they send a message. 


Sender description   This field explains to the sender what the message classification is intended to achieve. The text that the Exchange administrator enters for this field is used by Outlook and Outlook Web Access users to select the appropriate message classification before they send a message.


Recipient description   This field explains to the recipient what the message classification is intended to achieve. The text that the Exchange administrator enters for this field is viewed by Outlook and Outlook Web Access users when they receive a message that has this message classification.


Locale   This field specifies a culture code to create a locale-specific version of the message classification. For more information about the locale field, see "Regionalization and Localization" later in this topic.

A good example of message classifications is the Attorney/Client Privilege (A/C Privileged) message classification. The A/C Privileged message classification is one of two default message classifications that are included with Exchange 2007. After Outlook 2007 is enabled to accept the default message classifications, users can apply the A/C Privileged message classification to messages that they send. Senders see the sender description in the InfoBar in Outlook 2007. By using the Exchange Management Shell, the Exchange administrator can customize the sender description for each message classification and locale. 

Figure 1 shows how an Outlook user can apply the A/C Privileged message classification and the default sender description for the A/C Privileged message classification.

Figure 1   An outbound Outlook 2007 message that has the A/C Privileged message classification and default sender description
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As shown in Figure 1, the Outlook user opens a new message, and then on the Message tab, in the Options group, the user clicks Permission, and, from the Set Permission list, selects A/C Privileged.

When Outlook 2007 recipients receive messages that have the A/C Privileged message classification, they see the recipient description that explains the classification in the InfoBar as shown in Figure 2. 

Figure 2   An inbound Outlook 2007 message that has the A/C Privileged message classification and default recipient description
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For other types of message classifications, the recipient description may provide status information about the message in the recipient description. You can customize the recipient description for each message classification.
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Note: 

Outlook Web Access requires no special configuration to display or use message classifications.

In the initial installation of Exchange 2007, the A/C Privileged classification, and all message classifications, are informational only. They are not associated with rules. Default message classifications are a way for senders to communicate additional information about a message to the message recipients. In the A/C Privileged scenario, the classification describes the intended audience for the message and informs recipients that the message should only be forwarded by attorneys. By default, in Exchange 2007, the Microsoft Exchange Transport service does not take any special action on the A/C Privileged message.

However, the Exchange administrator can create a global transport rule that enforces the A/C Privileged classification. In the A/C Privileged scenario, if all attorneys in your organization are grouped into an organizational unit that is called "Legal", you can configure a transport rule that returns messages that are classified as A/C Privileged to the sender if the sender or at least one recipient on the To or Cc line is not in the Legal group. For a procedural example that shows how to enable this scenario, see How to Customize Default Message Classifications.

Message classifications can be logically separated into two classes based on how they are attached to a given message:


A message classification can be manually added by the sender of a message. This scenario is illustrated by the A/C Privileged example that is described earlier in this topic. In the A/C Privileged scenario, the users select a message classification before they send the message.


A message classification can be added as the result of a rule. For example, when the Attachment Filter agent removes an attachment from a message, the Attachment Removed message classification is attached to the message. The Attachment Removed message classification is a default classification. When the sender receives the message, Outlook 2007 displays an explanation of why the attachment was removed in the recipient description in the InfoBar. As the administrator, you can customize the recipient description. In this scenario, the message classification is added by a Transport agent.

You can associate transport rules behavior to message classifications to take advantage of forwarding rules, disclaimers, and other technologies that transport rules support.

Not all message classifications must be enforced or applied by a transport rule. In fact, an informational message classification is intended to notify the recipient of the sender's intention. Transport rules do not enforce informational classifications. 

Regionalization and Localization

You can create more than one message classification instances for different languages. Therefore, in the A/C Privilege scenario, you can create a "localized" version of the A/C Privilege sender description and recipient descriptions for each language in your organization. If you have multiple, localized versions of a given message classification, Outlook and Outlook Web Access will display the correct version based on the language settings on the user mailbox. For more information, see How to Create Localized Versions of Message Classifications.

In some scenarios, your business needs may dictate following different regulations for different regions or locales where your business operates. In these cases, it may not make sense to display all message classifications to all users. For example, healthcare-related companies that operate in the United States and in Europe may have to comply with Health Insurance Portability and Accountability Act (HIPAA) regulations in the United States but not in Europe. Therefore, the display of message classifications that are HIPAA-specific should only be enabled for employees operating in the United States. You can set read permissions on classifications so that only appropriate users can view specific message classifications. For more information, see Managing Message Classifications.

Precedence and Retention of the Message Classification

By default, a message classification travels with a message for the life of the message until it leaves the organization. Therefore, if a sender sets the A/C Privileged message classification on a given message, the message will retain the message classification as long as other transport rules or higher precedent classifications do not remove it. Each message classification can be assigned a relative priority to other message classifications. 

For example, you may set the precedence of the A/C Privileged message classification to Highest, and set the Attachment Removed message classification to Medium. If a user sends an A/C Privileged message that has a forbidden attachment to a member of the Legal group, the recipient will see the A/C Privileged recipient description, followed by the Attachment Removed recipient description. If the recipient forwards the message, only the A/C Privileged message classification travels with the forwarded message.

Therefore, setting precedence has two implications:


It specifies the ordering of the recipient descriptions. 


It determines which message classification travels with a forwarded or replied message. 

You set precedence by using the DisplayPrecedence parameter on the Set-MessageClassification cmdlet in the Exchange Management Shell.

For each message classification, you can specify whether the message classification is retained when a recipient replies to or forwards the message. You can specify whether a classification is retained by setting the RetainClassificationEnabled parameter on the Set-MessageClassification cmdlet in the Exchange Management Shell.

For more information, see Set-MessageClassification.

Managing and Deploying Message Classifications

Before Outlook 2007 users can set and view message classifications, you must deploy the message classification configuration files and create an Outlook registry key on the end-users' computers. The Outlook message classification templates are .xml files that you must generate after you have created and configured the message classifications.

You manage all message classifications by using the message classification cmdlets in the Exchange Management Shell. You can bind message classifications to transport rules by using the Exchange Management Shell or the Exchange Management Console.

For more information, see the following topics:


How to Deploy Message Classification for Outlook 2007

Managing Message Classifications
Overview of Transport Rules

Transport rules in Microsoft Exchange Server 2007 let you apply messaging policies to e-mail messages that flow through an Exchange Server 2007 organization. In Exchange 2007, the following two transport rules agents can act on messages:


Transport Rules agent   The Transport Rules agent runs on all computers that have the Hub Transport server role installed. This agent helps you apply compliance- and policy-based rules to all messages that flow through an Exchange 2007 organization.


Edge Rules agent   The Edge Rules agent runs on all computers that have the Edge Transport server role installed. This agent helps you manage antivirus problems.

This topic describes each transport rules agent in detail.

Transport Rules Agent

Many organizations today are required by law, regulatory requirements, or company policies to apply messaging policies that limit the interaction between recipients and senders, both inside and outside the organization. In addition to limiting interactions among individuals, departmental groups inside the organization, and entities outside the organization, some organizations are also subject to the following messaging policy requirements:


Preventing inappropriate content from entering or leaving the organization


Filtering confidential organization information


Tracking or archiving messages that are sent to or received from specific individuals


Redirecting inbound and outbound messages for inspection before delivery


Applying disclaimers to messages as they pass through the organization

The Transport Rules agent that runs on a Hub Transport server helps you meet each of these requirements. Through the Active Directory directory service, Exchange Server 2007 can apply a consistent messaging policy configuration across the organization. Each Hub Transport server queries Active Directory to retrieve the organization's current transport rule configuration and then applies that transport rule configuration to e-mail messages that the server encounters. This enables e-mail administrators to set policies across the organization and to implement them on the Hub Transport server as soon as replication occurs.
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Important: 

Transport rules can't prevent people from communicating in other ways, such as networked file shares, newsgroups, or e-mail services that don't deliver messages to an Exchange 2007 organization.

For more information about how Active Directory replication affects the Transport Rules agent, see the "Active Directory Replication" section in Understanding How Transport Rules Are Applied in an Exchange 2007 Organization.

Edge Rules Agent

The Edge Rules agent, which runs on the Edge Transport server, helps you control the number of unwanted messages that enter your organization. If your internal network is compromised, the Edge Transport rule agent can also apply the same or different rules to outgoing messages. In this manner, the Edge Rules agent helps you prevent infected or unwanted messages that are generated by infected computers in your internal network from leaving your organization. The following list provides some examples of when the Edge Rules agent can help you protect your organization:


Virus outbreaks   Thousands of new viruses are created each year. Most antivirus software providers are reactive when they update their software. To update their software, antivirus software providers have to identify the virus, create an update for their software, and then send the update to their customers. This causes a gap in protection where an infected message can enter an organization unexpectedly.


Denial of service attacks   Malicious individuals who want to do harm to organizations may use denial of service (DoS) attacks to draw attention to themselves or to cause damage. These attacks are typically unannounced and can be difficult or impossible to predict.

The Edge Rules agent is designed to help you reduce the impact of each of these risks. The Edge Rules agent lets you configure conditions and exceptions to identify both unwanted and wanted messages and to act on those messages by using configured actions.

The Edge Rules agent runs transport rules that are configured only on the local Edge Transport server. Depending on your organization, you may want to configure each Edge Transport server identically, or you may want to configure specific configurations, which address the unique e-mail message traffic patterns of each server.

For more information about how you can use the Edge Rules agent to reduce the impact that viruses and other unwanted messages have on your organization, see Managing Spam and Viruses Using Edge Transport Rules.

Managing the Transport Rule Agent and Edge Rules Agent

You can use the Exchange Management Console or the Exchange Management Shell to manage both the Transport Rules agent and the Edge Rules agent. How you manage each agent on its respective server role is the same; only the conditions, exceptions, actions, and the scope of your changes differ for the two agents.

When you administer the transport rules that are used with the Transport Rules agent, the transport rules are replicated across the whole organization and are consumed by each Hub Transport server. Because all transport rules that are configured for use with Hub Transport servers are stored in Active Directory, you can use any computer that has Exchange 2007 installed, except Edge Transport servers, to manage those transport rules.

When you modify the transport rules that are used with the Edge Rules agent, the transport rules are changed only on the local Edge Transport server. If you configure the same transport rule on multiple Edge Transport servers, you must modify the transport rule on each Edge Transport server individually. To help you configure Edge Rules agents on multiple computers, Exchange 2007 can export and import transport rule collections. By using the import and export features in Exchange 2007, you can apply a standard set of transport rules across all Edge Transport servers manually or by using a script.

In addition to the scope of changes that you make to each agent, the conditions, exceptions, and actions that are available to each agent are also different. The differences in each agent are discussed in the "Transport Rules" section later in this topic.

For detailed instructions on how to use the Exchange Management Console and the Exchange Management Shell to manage the Transport Rules agent and the Edge Rules agent, see Managing the Transport Rules Agent.

For detailed information about the transport rule cmdlets that are available in the Exchange Management Shell, see Transport Rules Agent Commands.

Transport Rules

Both the Transport Rules agent and the Edge Rules agent apply transport rules to the e-mail messages that they encounter. However, as explained earlier in this topic, each agent has a different intended use. Because of this difference, the conditions, exceptions, and actions that are available on each agent are different. 

Each transport rule consists of the following components:


Conditions   Transport rule conditions are used to indicate which e-mail message attributes, headers, recipients, senders, or other parts of the message are used to identify the e-mail messages to which a transport rule action should be applied. If no condition is applied to a transport rule, the transport rule applies the configured action unless the message matches a configured exception.


Exceptions   Transport rule exceptions identify the e-mail messages to which a transport rule action shouldn't be applied, even if the message matches a transport rule condition. An exception doesn't have to be configured on a transport rule.


Actions   Transport rule actions are applied to e-mail messages that match all the conditions and none of the exceptions that are present on transport rules, and modify some aspect of the message or the message's delivery. Every transport rule must have at least one action configured.

The conditions, exceptions, and actions that are available for use with the Transport Rules agent are geared toward organizational policy and compliance. These rules help you control who can send messages to whom, how messages are handled, and how messages are reported. Because Hub Transport servers can access Active Directory, the Transport Rules agent can use the recipient information and other data that is stored in Active Directory.

The conditions, exceptions, and actions that are available for use with the Edge Rules agent are geared toward protecting your organization from unwanted or harmful messages. These rules help you control who sends messages in and out of your organization, and they help you quickly and efficiently act on those messages in a cost-effective manner.

For more information about the components of transport rules, see Understanding How Transport Rules Are Applied in an Exchange 2007 Organization.

Using Exchange Hosted Services

Transport messaging policies are enhanced by or are also available as a service from Microsoft Exchange Hosted Services. Exchange Hosted Services is a set of four distinct hosted services: 


Hosted Filtering, which helps organizations protect themselves from e-mail-borne malware


Hosted Archive, which helps them satisfy retention requirements for compliance


Hosted Encryption, which helps them encrypt data to preserve confidentiality


Hosted Continuity, which helps them preserve access to e-mail during and after emergency situations

These services integrate with any on-premise Exchange servers that are managed in-house or Hosted Exchange e-mail services that are offered through service providers. For more information about Exchange Hosted Services, see Microsoft Exchange Hosted Services. 

Overview of Disclaimers

Microsoft Exchange Server 2007 includes the ability to add text disclaimers to e-mail messages that are processed on a computer that has the Hub Transport server role installed. Disclaimers are typically used to provide legal information, warnings about unknown or unverified e-mail senders, or for various other reasons as determined by an organization. The following notice is an example of an e-mail disclaimer:

IMPORTANT NOTICE: This e-mail message is intended to be received only by persons entitled to receive the confidential information it may contain. E-mail messages to clients of Contoso may contain information that is confidential and legally privileged. Please do not read, copy, forward, or store this message unless you are an intended recipient of it. If you have received this message in error, please forward it to the sender and delete it completely from your computer system.

For more information about how to create a new disclaimer, see How to Configure a Disclaimer.

Targeting Disclaimers

Exchange 2007 lets the administrator target disclaimers based on conditions and exceptions that are defined on transport rules that are configured on a computer that has the Hub Transport server role installed. Transport rules give you the flexibility to target specific disclaimers that depend on the business need. For more information about transport rules, see Overview of Transport Rules.

The following conditions are examples of business conditions that might require that you use unique disclaimers:


Legal requirements that may be different in various countries or regions.


Different languages.


Business or regulatory requirements that may be different in multiple regions.


Potentially unsafe e-mail messages that are sent to internal users.

Customizing Disclaimers

When you create a disclaimer, you can modify the appearance, position, and behavior of the disclaimer. You can specify the following attributes:


The disclaimer text.


The color, size, and font of the disclaimer text.


The placement of the disclaimer in the message body.


The behavior of the disclaimer with messages that the disclaimer can't be applied to directly.


The use of a separator between the disclaimer and the message body.

Disclaimer Text

The disclaimer text is the text that is inserted into a message. Exchange 2007 inserts disclaimers into e-mail messages by using the same message format as the original message. For example, if a message is created in HTML, the disclaimer is added in HTML.

Disclaimer Font, Size, and Color

Exchange gives you several choices to customize the appearance of your disclaimer to meet your specific needs. You can specify the following font attributes to your disclaimer:


Font   The fonts available are Arial, CourierNew, or Verdana.


Font size   You can select one of following font sizes: Smallest, Smaller, Normal, Larger, or Largest.


Font Color   You can select one of the following font colors: Black, Blue, Fuchsia, Gray, Green, Lime, Maroon, Navy, Olive, Purple, Red, Silver, Teal, White, or Yellow.

By default, in HTML or Rich Text messages, disclaimers are created by using GrayArial font with a size of Smallest.

Placement of the Disclaimer

When you add a disclaimer to a message, Exchange lets you decide whether to prepend or append the disclaimer to the message. When you prepend the disclaimer to the message, the disclaimer is inserted before the text of the newest message. When you append the disclaimer to the message, the disclaimer is inserted at the bottom of the message thread. Exchange doesn't check to see whether previous disclaimers have been added.

Behavior of the Disclaimer with Messages That Can't Be Modified

Some messages, such as encrypted messages, prevent Exchange from modifying the content of the original message. Exchange enables you to control how your organization handles these messages. When you create a new disclaimer, you can decide whether to wrap a message that can't be modified in a message envelope that contains the disclaimer, reject the message if a disclaimer can't be added, or let the message continue without a disclaimer.

The following list shows each fallback action and its description:


Wrap   If the disclaimer can't be inserted into the original message, Exchange encloses, or "wraps," the original message in a new message envelope. Then the disclaimer is inserted into the new message. 
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Important: 

If an original message is wrapped in a new message envelope, subsequent transport rules are applied to the new message envelope, not to the original message. Therefore, you must configure transport rules with disclaimer actions that wrap original messages in a new message body after you configure other transport rules.
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Note: 

If the original message can't be wrapped in a new message envelope, the original message is not delivered. The sender of the message receives a non-delivery report (NDR) that explains why the message was not delivered.


Ignore   If the disclaimer can't be inserted into the original message, Exchange lets the original message continue unmodified. No disclaimer is added.


Reject   If the disclaimer can't be inserted into the original message, Exchange doesn't deliver the message. The sender of the message receives an NDR that explains why the message wasn't delivered.

Including a Disclaimer Separator

You may want to clearly identify where a disclaimer starts or ends and where the original message content starts or ends. You can specify whether you want to insert a separator line between the disclaimer and the original message content. Exchange automatically positions the separator line based on whether the disclaimer is prepended or appended to the message.

Using Exchange Hosted Services

Transport messaging policies are enhanced by or are also available as a service from Microsoft Exchange Hosted Services. Exchange Hosted Services is a set of four distinct hosted services: 


Hosted Filtering, which helps organizations protect themselves from e-mail-borne malware


Hosted Archive, which helps them satisfy retention requirements for compliance


Hosted Encryption, which helps them encrypt data to preserve confidentiality


Hosted Continuity, which helps them preserve access to e-mail during and after emergency situations

These services integrate with any on-premise Exchange servers that are managed in-house or Hosted Exchange e-mail services that are offered through service providers. For more information about Exchange Hosted Services, see Microsoft Exchange Hosted Services. 

For More Information

For more information, see the following topics:


Overview of Transport Rules

Transport Rule Actions

Transport Rule Predicates

How to Configure a Disclaimer
Planning for Domain Security

Domain Security refers to the set of functionality in Microsoft Exchange Server 2007 and Microsoft Office Outlook 2007 that provides a relatively low-cost alternative to S/MIME or other message-level security solutions. The purpose of the Domain Security feature set is to provide administrators a way to manage secured message paths over the Internet with business partners. After these secured message paths are configured, messages that have successfully traveled over the secured path from an authenticated sender are displayed to users as "Domain Secured" in the Outlook and Outlook Web Access interface.

Domain Security uses Transport Layer Security (TLS) with mutual authentication to provide session-based authentication and encryption. TLS with mutual authentication differs from TLS as it is usually implemented. Typically, when TLS is implemented, the client verifies that the connection securely connects to the intended server by validating the server’s certificate. This is received as part of TLS negotiation. In this scenario, the client authenticates the server before the client transmits data. However, the server doesn't authenticate the session with the client.

With mutual TLS authentication, each server verifies the connection with the other server by validating a certificate that is provided by that other server. In this scenario, where messages are received from external domains over verified connections in an Exchange 2007 environment, Outlook 2007 will display a "Domain Secured" icon. 
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Important: 

It is beyond the scope of this topic to provide a detailed explanation of cryptography and certificate technologies and concepts. Before you deploy any security solution that uses cryptography and digital certificates, we recommend that you understand the basic concepts of trust, authentication, encryption, and public and private key exchange as they relate to cryptography. For more information, see the references listed at the end of this topic.

Validation of TLS Certificates

To understand the overall security and resulting trustworthiness of any mutual TLS transmission, you must understand how the underlying TLS certificate is validated.

Exchange 2007 includes a set of cmdlets to create, request, and manage TLS certificates. By default, these certificates are self-signed. A self-signed certificate is a certificate that is signed by its own creator. In Exchange 2007, the self-signed certificate is created by the computer that is running Microsoft Exchange by using the underlying Microsoft Windows Certificate API (CAPI). Because the certificates are self-signed, the resulting certificates are less trustworthy than certificates that are generated by public key infrastructure (PKI) or a third-party certification authority (CA). Therefore, we recommend that you use self-signed certificates for internal mail only. Alternatively, if the receiving organizations with which you exchange domain-secured e-mail manually add your self-signed certificate to the trusted root certificate store in each of their inbound Edge Transport servers, the self-signed certificates are trusted explicitly. 

For connections that traverse the Internet, it is a best practice to generate TLS certificates with a PKI or third-party CA. Generating TLS keys with a trusted PKI or third-party CA reduces the overall management of Domain Security. For more information about the options regarding trusted certificates and Domain Security, see How to Enable PKI on the Edge Transport Server for Domain Security.

You can use the Exchange 2007 certificate cmdlets to generate certificate requests for your own PKI or for third-party CAs. For more information, see How to Create a Certificate or Certificate Request for TLS.

For more information about how to configure Domain Security, see How to Configure Mutual TLS for Domain Security.

Using Exchange Hosted Services

Message-level security is enhanced by or is also available as a service from Microsoft Exchange Hosted Services. Exchange Hosted Services is a set of four distinct hosted services: 


Hosted Filtering, which helps organizations protect themselves from e-mail-borne malware


Hosted Archive, which helps them satisfy retention requirements for compliance


Hosted Encryption, which helps them encrypt data to preserve confidentiality


Hosted Continuity, which helps them preserve access to e-mail during and after emergency situations

These services integrate with any on-premise Exchange servers that are managed in-house or Hosted Exchange e-mail services that are offered through service providers. For more information about Exchange Hosted Services, see Microsoft Exchange Hosted Services.

For More Information

For more information about cryptography and certificate technologies and concepts, see the following resources:


Housley, Russ and Tim Polk. Planning for PKI: Best Practices Guide for Deploying Public Key Infrastructure. New York: John Wiley & Son, Inc., 2001.


Adams, Carlisle and Steve Lloyd. Applied Cryptography: Protocols, Algorithms, and Source Code in C, 2nd Edition. New York: John Wiley & Son, Inc., 1996.


Best Practices for Implementing a Microsoft Windows Server 2003 Public Key Infrastructure
Deployment Options for Hub Transport Servers

This topic discusses supported topology options for the Microsoft Exchange Server 2007 Hub Transport server role. The Hub Transport server is a required role for an Exchange 2007 organization. Each Active Directory directory service site that contains the Mailbox server role must include one or more Hub Transport servers.

The topology option that you select will affect how the server role is deployed. Configuration of Send connectors and Receive connectors and message transport features will depend upon placement of the Hub Transport server relative to other server roles. For a better understanding of how message flow and processing occur, see Transport Architecture. 

High availability options for the Hub Transport server role are discussed in High Availability.

Supported Topologies

The following topologies are supported:


Exchange 2007 Hub Transport server role in an Exchange Server 2003 infrastructure


Exchange 2007 Hub Transport server role in an Exchange 2000 Server infrastructure


Exchange 2007 Hub Transport server role deployed on separate hardware 


Exchange 2007 Hub Transport server role hosted on the same hardware as other server roles
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Note: 

You cannot install the Hub Transport server role on a server that is configured as part of a cluster.

For More Information

For more information, see the following topics:


Planning for Coexistence

Planning Your Deployment
Planning for Mailbox Servers

The Microsoft Exchange Server 2007 Mailbox server role hosts mailbox databases and provides e-mail storage and advanced scheduling services for Microsoft Office Outlook users. The Mailbox server role can also host a public folder database, which provides a foundation for workflow, document sharing, and other forms of collaboration. Servers on which the Mailbox server role is installed are called Mailbox servers.

Before installation, we recommend that you take the time to plan for your Mailbox server role deployment. This topic provides the following planning considerations:


Sizing databases   You must consider several factors when planning the size of your mailbox databases. This section will help you understand these factors and decide what limit you should enforce on your databases.


Planning for public folders   Although you can decide whether you want to host a public folder database, there are some scenarios in which you must host one. For example, you will host a public folder database if you have Office Outlook 2003 clients in your organization or if your Exchange server will interoperate with Lotus Notes. This section will help you decide whether you want to use public folders in your organization.


Cohosting with other server roles   Provided that you are not deploying clustered Mailbox servers, you can deploy the Mailbox server role on computers that also have any combination of the Client Access, Hub Transport, and Unified Messaging (UM) server roles installed. This section helps you decide what combination of server roles best suits the needs of your organization.


Planning for clustered Mailbox servers   If you plan on deploying clustered Mailbox servers, this section will help you decide which of the two Exchange clustering solutions is best for your organization.

Sizing Databases

The recommended maximum database size for Exchange 2007 is greater than the recommended maximum size in previous versions of Exchange Server. For information about recommended database sizes in Exchange 2007, see "Continuous Replication and Database Size" in Planning Disk Storage.

Generally, there are a few common reasons for limiting the size of individual databases:


Streaming backup and restore   When using streaming backups, larger databases take longer to back up and restore, which can adversely affect Restore Time Objectives (RTOs).


Offline database maintenance or repair   It may be necessary to use Exchange Server Database Utilities (Eseutil.exe) to defragment, repair, or check the consistency of a database. The larger the database, the longer these procedures will take.


Online maintenance   For optimal database efficiency, it is important to make sure that online maintenance, which includes online defragmentation and other tasks, is completed for each database at least once every two weeks. 

In addition to the significant architecture changes found in Exchange 2007, another feature, called continuous replication, also affects our recommendation for maximum database size. Exchange 2007 has two forms of continuous replication: local continuous replication (LCR) and cluster continuous replication (CCR). LCR and CCR completely change the database size recommendations in previous versions of Exchange Server. For more information about the impact of LCR and CCR on database size, see Planning for Local Continuous Replication and Planning for Cluster Continuous Replication.

For more information about disk storage, see Planning Disk Storage.

When planning for the size of your databases, you should also plan for how you will enforce limits on database size, either at the database level or at the individual mailbox level. For more information about mailbox limits, see Set-MailboxDatabase and Set-Mailbox.

Planning for Public Folders

Before you deploy public folders, it is important to familiarize yourself with the functionality that public folders provide to make sure that they meet the needs of your organization. 

Exchange Server public folders are intended to serve as a repository for information that is shared among many users. You should use public folders when your business requires data replication to multiple servers. Access to public folders is integrated with regular mailbox access through the MAPI protocol. 

You must use public folders if your Exchange 2007 organization meets the following criteria:


You have Outlook 2003 clients in your organization.


Your Exchange server will interoperate with Lotus Notes.

Public folders are generally used for the following purposes:


Shared communication. For example, public folders can be used for discussions through message posts, shared e-mail messages, contacts, group calendars, and archiving of distribution list posts.


Shared content management. Similar to file shares, public folders can be used to store content, such as documentation. Public folders are also helpful for sharing content if you do not require versioning.


Repository purposes. If you require offline storage of information or replicated storage of information, public folders are an ideal repository. 

However, public folders were not designed for the following functions:


Archiving data. Users who have mailbox limits sometimes use public folders, instead of personal folder (.pst) files, to archive data. We do not recommend this practice because it increases storage on public folder servers and undermines the goal of mailbox limits.


Document sharing and collaboration. Public folders do not provide versioning or other document management features, such as controlled check-in and check-out functionality and automatic notification of content changes.

In addition to evaluating the features and functionality of Exchange public folders, you should evaluate the features and functionality that are provided by Microsoft Windows SharePoint Products and Technologies for data repositories and collaboration tools. For more information about SharePoint Portal Server 2007, see the Microsoft Office SharePoint Server TechCenter. 

Cohosting with Other Server Roles

Provided that you are not deploying clustered Mailbox servers, the Client Access server role, Hub Transport server role, Mailbox server role, and Unified Messaging server role can coexist on the same computer in any combination. When considering what combination of server roles to deploy, you should base your decision on capacity and performance planning and on your security and availability requirements. For more information, see the following topics:


Planning Processor and Memory Configurations

Planning Disk Storage

Security and Protection

High Availability Strategies
It is also a good idea to validate your plan for how you will position your Exchange servers in a test environment. To help with this validation, you can gather data from your existing messaging environment about how your users use Exchange. You can also use various tools to simulate your actual usage in your test environment. For more information about the tools you can use to test your Exchange solutions, see the following:


Microsoft Exchange Server Jetstress Tool

Exchange Server Stress and Performance 2003

Microsoft Exchange Server 2003 Load Simulator (LoadSim)
Planning for Clustered Mailbox Servers

The decision to deploy clustered Mailbox servers should be based on the availability goals and the available resources of your organization. Exchange 2007 offers two clustered solutions for Mailbox servers: CCR and single copy clusters (SCC). For more information about these solutions, including information about what availability is, how you can improve availability in your organization, and factors to help you decide which solution to use, see High Availability.

[image: image90.png]


Note: 

Only the Mailbox server role can be installed in a failover cluster. Therefore, if you plan to deploy a clustered Mailbox server, you cannot install any other server roles on the same computer as the Mailbox server role.

Planning for Unified Messaging Servers

The Microsoft Exchange Server 2007 Unified Messaging server role enables Unified Messaging for an Exchange 2007 organization. Unified Messaging lets users access their Exchange 2007 mailbox over any telephone for e-mail, voice mail, fax messages, and calendaring and contact information.

Migrating to Exchange 2007 Unified Messaging from your current voice mail solution or implementing a new voice mail system by using Exchange 2007 Unified Messaging can be a complex process. Planning and deployment requires the coordination of telephony, IT, and Exchange administrators. This topic discusses how to develop a plan to deploy Exchange 2007 Unified Messaging for your organization.
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Important: 

We recommend that all customers who plan to deploy Exchange 2007 Unified Messaging obtain the help of a Unified Messaging specialist. This will help ensure a smooth transition from a legacy voice mail system. Rolling out a new UM deployment or performing an upgrade of an existing legacy voice mail system requires significant knowledge of PBXs and Exchange 2007 Unified Messaging. For more information about who to contact, see Exchange Server Partners: Unified Messaging.

Who Should Read These Topics?

Information technology and telephony professionals who are responsible for planning and designing Exchange messaging systems that include Exchange 2007 Unified Messaging for their companies should read these topics. Such professionals may be in the following roles:


System architects   Responsible for designing the overall server infrastructure, developing server deployment strategies and policies, and contributing to networking connectivity design.


Information technology managers   Technical decision makers, who also manage the Information Technology staff responsible for the infrastructure, the desktop and server deployment, and server administration and operations across sites.


Systems administrators   Responsible for planning and deploying technology across Microsoft Windows servers and evaluating and recommending new technology solutions.


Messaging administrators   Responsible for implementing and managing organizational messaging.


Telephony administrators and consultants   Responsible for implementing and managing an organizations telephony infrastructure.

Planning Unified Messaging

When you plan your Exchange 2007 Unified Messaging deployment, you must consider design and other issues that may affect your ability to reach your organizational goals when you deploy Exchange 2007 Unified Messaging.

Generally, the simpler the Unified Messaging topology, the easier Unified Messaging is to deploy and maintain. Install as few Unified Messaging servers and create as few Unified Messaging objects in the Active Directory directory service as you need to support your business and organizational goals. Large enterprises with complex network and telephony environments, multiple business units, or other complexities will require more planning than smaller organizations with relatively straightforward Unified Messaging needs. 

There are many areas that you must consider or evaluate to be able to successfully deploy Unified Messaging. You must understand the different aspects of Exchange 2007 Unified Messaging and each component and feature so that you can plan your Unified Messaging infrastructure and deployment appropriately. 

Allocating time to plan and work through these issues will help prevent problems when you deploy Unified Messaging in your organization.

The following are some of the areas that you should consider and evaluate when planning for Exchange 2007 in your organization:


Your business needs for Unified Messaging


Your telephony network and your current voice mail system


Your current data network design


Your current Active Directory environment


The number of users that you will have to support


The number of Unified Messaging servers you will need


The storage requirements for users


The placement of IP/VoIP gateways, telephony equipment, and Unified Messaging servers

For More Information


For more information about Exchange 2007 Unified Messaging, see Unified Messaging.


For more information about how to deploy Exchange 2007 Unified Messaging, see Deployment.

Supported IP/VoIP Gateways

Integrating Microsoft Exchange Server 2007 Unified Messaging (UM) with your company's telephony network is one of the most significant deployment challenges when you are deploying Unified Messaging. Interoperating with Exchange 2007 Unified Messaging will depend on your specific Private Branch eXchange (PBX) or IP/PBX configurations and may also require that you install IP/VoIP gateways, purchase additional PBX hardware, or configure and enable features on your PBXs or IP/PBXs. In some cases, the PBX may cause reduced functionality or limitations in the Unified Messaging features. This is especially true for IP/PBXs. This topic discusses the manufacturers and specific models of IP/VoIP gateways that you can configure to support Microsoft Exchange 2007 Unified Messaging (UM).
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Important: 

We recommend that all customers who plan to deploy Exchange 2007 Unified Messaging obtain the assistance of a Unified Messaging specialist. They will help make sure that there is a smooth transition to Exchange 2007 Unified Messaging from a legacy voice mail system. Performing a new deployment or upgrading a legacy voice mail system requires significant knowledge about PBXs and Exchange 2007 Unified Messaging. For more information about how to contact a Unified Messaging specialist, see Exchange Server Partners: Unified Messaging.

Supported IP/VoIP Gateways

There are many models and manufacturers of PBXs, IP/VoIP gateways, and IP/PBXs. However, there are basically two configurations for IP/VoIP gateway devices:


IP/PBX   A single hardware device.


PBX (legacy) and an IP/VoIP gateway   Two separate hardware devices.

There are two manufacturers and several models of IP/VoIP gateways that have been tested and are supported for Exchange 2007 Unified Messaging. Table 1 shows the IP/VoIP gateways that are supported for Exchange 2007 Unified Messaging.

Table 1   Supported IP/VoIP gateways for Exchange 2007 UM

	Manufacturer
	Model
	Supported protocols

	Dialogic
	PIMG80PBXDNI
	Digital

	Dialogic
	PIMGG80LS
	Analog with In-Band or SMDI

	Dialogic
	TIMG300DTI and TIMG600DTI
	T1 with Channel Associated Signaling (CAS) or Q.SIG 

E1 with Q.SIG

	AudioCodes
	MediaPack 114/8  FXO
	Analog with In-Band or SMDI

	AudioCodes
	Mediant 2000
	T1/ or E1 with:

CAS – In-Band or SMDI

T1/E1 with Primary Rate Interface (PRI) and Q.SIG
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Note: 

The models of IP/VoIP gateways listed in Table 1 may not be available in all countries or regions. For up-to-date information about the IP/VoIP gateways that are available in your area, see the IP/VoIP gateway vendor Web sites listed in the "For More Information" section of this topic.


For more information about the latest support and configuration information available for AudioCodes IP/VoIP gateways, see the Microsoft UM Specialist Resource Page.


For more information about the latest support and configuration information for Dialogic IP/VoIP gateways, see the Dialogic Documentation Web site.
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Note: 

The third-party Web site information in this topic is provided to help you find the technical information you need. The URLs are subject to change without notice.

Correctly configuring IP/VoIP gateways for your organization is a difficult deployment task that must be completed to successfully deploy Exchange 2007 Unified Messaging. To help answer questions and give you the most up-to-date IP/VoIP gateway configuration information, see the Exchange Unified Messaging Telephony Advisor Web site. This Web site gives you IP/VoIP gateway configuration notes and files that you must have to correctly configure your organization's IP/VoIP gateways to work with Exchange 2007 Unified Messaging.

For More Information

For more information about IP/PBX and PBX support, see IP/PBX and PBX Support.

IP/PBX and PBX Support

Microsoft Exchange Server 2007 Unified Messaging relies on an IP/VoIP gateway that can receive incoming calls from a legacy Private Branch eXchange (PBX) or on an IP/PBX that can receive incoming calls and then correctly forward those incoming calls to a Unified Messaging server in your organization. This topic discusses some issues that can occur when you are interoperating IP/PBXs and PBXs. This topic also gives you information and links to the appropriate resources for successfully deploying Exchange 2007 Unified Messaging.
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Important: 

We recommend that all customers who plan to deploy Exchange 2007 Unified Messaging obtain the assistance of a Unified Messaging specialist. A Unified Messaging specialist helps you make sure that there is a smooth transition to Exchange 2007 Unified Messaging from a legacy voice mail system. Performing a new deployment or upgrading a legacy voice mail system requires significant knowledge about PBXs and Exchange 2007 Unified Messaging. For more information about how to contact a Unified Messaging specialist, see Exchange Server Partners: Unified Messaging.

IP/PBX Support

An IP/PBX is a telephone switching system inside an enterprise that switches calls between Voice over IP (VoIP) users on local lines and lets all users share a certain number of external telephone lines. The typical IP/PBX can also switch calls between a VoIP user and a traditional telephone user, or between two traditional telephone users much like a conventional PBX does. With a conventional PBX, you must have separate networks for voice and data communications. One of the main advantages of an IP/PBX is that it uses converged data and voice networks. This means that network access, in addition to VoIP communications and traditional telephone communications, are all possible by using a single line to each user. Like a traditional PBX, an IP/PBX is typically owned by an organization.

There are many manufacturers of IP/PBXs. However, for an IP/PBX to interoperate with Exchange 2007 Unified Messaging, the IP/PBX generally must support the following:


Session Initiation Protocol (SIP) over Transmission Control Protocol (TCP)


T.38 for fax

However, even if a specific IP/PBX supports these protocols, there is no guarantee that the IP/PBX will successfully interoperate with Exchange 2007 Unified Messaging.

Correctly configuring your organization's IP/PBXs is a difficult deployment task that must be completed to successfully deploy Exchange 2007 Unified Messaging. To help answer questions and give you the most up-to-date IP/PBX configuration information, see the Exchange Unified Messaging Telephony Advisor Web site. This Web site gives you IP/PBX configuration notes and files that are required to correctly configure your organization's IP/PBXs to work with Exchange 2007 Unified Messaging.

Cisco Call Manager

Cisco Call Manager tracks all active VoIP network components. These components include telephones, gateways, conference bridges, voice mail boxes, and other components. Cisco Call Manager frequently uses the Skinny Client Control Protocol (SCCP) as a communications protocol for signaling the hardware endpoints of the system, such as IP-based telephones, or it uses SIP to pass call signaling to IP/VoIP gateways. Cisco Call Manager evaluates numbers that are dialed and activates IP/VoIP gateway events to receive or send calls to the public switched telephone network (PSTN).

Exchange 2007 Unified Messaging has been tested for use with Cisco Call Manager version 5.x. If you have Cisco Call Manager 5.x on your network, you will be able to connect Exchange 2007 Unified Messaging servers directly to Call Manager without the requirement of an IP/VoIP gateway. Many of the features that are included with Exchange 2007 Unified Messaging are fully functional with Cisco Call Manager 5.x. However, the Message Waiting Indicator (MWI) feature does not work and faxing does not work because the T.38 faxing protocol is not supported by Cisco Call Manager.

Cisco call Manager 4.x is only appropriate for a test environment. There are various limitations for this version of Cisco Call Manager. Therefore, we recommend that you use it only for test or lab environments.
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Caution: 

Cisco Call Manager 4.x is not recommended for use in Exchange 2007 Unified Messaging production environments. 

To configure Cisco Call Manager 4.x for your test environment, perform the following tasks:


Configure it to send SIP messages to port 5061 on the Unified Messaging server.


Create a SIP Trunk and an associated route pattern.

If you decide to configure Cisco Call Manager 4.x in your test environment, there are the following limitations:


Call transfers do not work. Therefore, the auto attendant feature cannot transfer incoming calls.


Faxing does not work. 


Accessing a user's voice mail and e-mail messages from a telephone is unreliable.


The Message Waiting Indicator (MWI) feature does not work.
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Notes: 


Exchange 2007 Unified Messaging does not include support for the Message Waiting Indicator (MWI) feature. However, you can obtain information about how to enable this feature by visiting the Geomant Web site. This third-party application extends Exchange 2007 Unified Messaging to include the Message Waiting Indicator (MWI) and Short Message Service text messaging capability.


The third-party Web site information in this topic is provided to help you find the technical information you need. The URLs are subject to change without notice.

PBX Support

A PBX, sometimes known as a telephone switch or telephone switching device, is a device that connects office telephones in a business to the public telephone network. The central functions of a PBX are to route incoming calls to the appropriate extension in an office, and to share telephone lines between extensions. Users of the PBX share a certain number of outside lines for making telephone calls external to the PBX.

Most medium-size and larger organizations use a PBX because it is much less expensive than connecting an external telephone line to every telephone in the organization. In addition, it is easier to call someone that has an extension number within the same PBX because the number that you dial is typically merely three or four digits.

Correctly configuring your organization's PBXs is frequently one of the more difficult deployment tasks because PBXs are very different and their functionality depends on the PBX model and software that is installed. To help answer questions and give you the most up-to-date PBX configuration information, see the Exchange Unified Messaging Telephony Advisor Web site. This Web site gives you PBX configuration notes and files that are required to correctly configure your organization's PBXs to work with Exchange 2007 Unified Messaging.

Supported PBXs

Cisco Call Manager version 5.0 has been tested for direct IP interoperability with Exchange 2007 Unified Messaging. All other PBXs will require one of the gateways in the following list.

The following PBXs are supported by the Dialogic NetStructure PBX-IP Media Gateway (PIMG).

	PBX manufacturer
	PBX Model/Type
	PIMG model and additional signaling

	Avaya
	Definity G3 S8100, S8300, S8700, & S8710 (Communications Mgr SW V2.0 or later versions)
	PIMG80DNIV4

	Avaya
	Magix
	PIMG80DNIV4

	Mitel
	SX-200D, SX-200 Light, SX-2000 Light, SX-2000 S, SX-2000 VS, SX-200 ICP 
	PIMG80MTLDNIV4

	Nortel
	Meridian 1 - Option 11, 21, 21A, 51, 61, 71, and 81, Meridian SL1 - Generic X11, Release 15 or later versions, Nortel Communication Server - 1000M, 1000S, 1000E with Rls V3.0 or later versions
	PIMG80DNIV4

	Nortel
	SL 100
	PIMG80LSV4 Analog connectivity using SMDI serial protocol

	NEC
	2000, 2400, 2400 IPX 
	PIMG80DNIV4

	Siemens
	HiCom 300E CS
	PIMG80DNIV4

	Siemens
	HiCom 300E (European)
	PIMG80LSV4 Analog connectivity using Inband DTMF signaling.

	Siemens
	8000 (SW release 80003 or later versions), 9000 (All versions) 9751 (All version of SW release 9005),9751 (SW release 9006.3 or later versions) 
	PIMG80RLMDNIV4

	Ericsson
	MD110
	PIMG80LSV4 Analog connectivity by using the MD110 RS232 protocol

	Intecom
	 
	PIMG800LSV4 Analog connectivity by using SMDI serial protocol

	Others include:

Alcatel

Toshiba
	Various
	PIMG80LSV4 Analog connectivity using either Inband DTMF or SMDI


The following PBXs are supported by the Dialogic NetStructure T1/E1 Media Gateway (TIMG).

	PBX manufacturer
	PBX Model/Type
	Required software version

	Avaya
	Definity G3
	Version 3 or later versions

	Avaya
	S8500
	Communications Manager SW V2.0 or later versions

	Mitel
	SX-2000 S, SX-2000 VS
	LW 34

	Mitel
	3300
	Version 5.1.4.8

	Nortel
	Meridian 1- Option 11c
	Release 15 or later versions, and options 19 and 46 are required

	NEC
	2400 IMX
	Release 5200 Dec. 92 1b or later versions

	Siemens
	Hicom 300E CS
	Release 9006.4 or later versions (only available in North America)

	Siemens
	HiPath 4000
	V2 SMR 9 SMPO


The following PBXs are supported through AudioCodes gateways (Mediant 2000, MediaPak 114 and MediaPak 118).

	PBX manufacturer
	PBX Model/Type
	AudioCodes model “x” – replace with 4 or 8 per need “y”- replace with 1,2,4,8 or 16 per need

	Alcatel
	OmniPCX 4400
	MediaPack 11x/FXO/AC/SIP-0

	Avaya
	Definity G3
	MediaPack 11x/FXO/AC/SIP-0 Mediant2000/ySpans/SIP/RS232 Enabling SMDI is optional

	Avaya
	Magix/Merlin
	MediaPack 11x/FXO/AC/SIP-0

	Intecom
	EADS2001
	MediaPack 11x/FXO/AC/SIP-0 Mediant2000/ySpans/SIP/RS232 Enabling SMDI is mandatory

	Mitel
	SX-200, SX-2000
	MediaPack 11x/FXO/AC/SIP-0 Mediant2000/ySpans/SIP/RS232

	NEC
	Electra, Elite, IPX, 2000, 2400 IPX 
	MediaPack 11x/FXO/AC/SIP-0 

	NEC
	NEAX2400
	MediaPack 11x/FXO/AC/SIP-0 

	Nortel
	CS - 1000M, 1000S, 1000E
	MediaPack 11x/FXO/AC/SIP-0 Mediant2000/ySpans/SIP/RS232 Enabling SMDI is mandatory

	Nortel
	SL 100
	MediaPack 11x/FXO/AC/SIP-0 Mediant2000/ySpans/SIP/RS232 Enabling SMDI is optional

	Panasonic
	KX-TD
	MediaPack 11x/FXO/AC/SIP-0

	Siemens
	HiCom 300, 9005, HiPath 3000/4000
	MediaPack 11x/FXO/AC/SIP-0 

	Toshiba
	DK
	MediaPack 11x/FXO/AC/SIP-0 Enabling SMDI is optional


For More Information

For more information about the IP/VoIP gateways that are supported for Exchange 2007 Unified Messaging, see Supported IP/VoIP Gateways.

Deployment

The Microsoft Exchange Server 2007 deployment phase is the phase during which you install Exchange 2007 into your production environment. Before you begin the deployment phase, you should plan your Microsoft Exchange organization. For information about planning your Exchange 2007 organization, see Planning and Architecture.

The deployment topics are grouped into the following categories:


Preparing to Deploy Exchange 2007

New Installation

Upgrading to Exchange 2007

Post-Installation Tasks

Removing and Modifying Exchange 2007

Recommended Deployments
Each of these categories is described in the following sections.

Preparing to Deploy Exchange 2007

Before you install Exchange 2007, make sure that you prepare your system. The topics in this section include system requirements for Exchange 2007, a security checklist to help you verify the security of your system, information about Exchange 2007 Administrator roles, and information about configuring Domain Name System (DNS) settings for Exchange 2007. For more information, see Preparing to Deploy Exchange 2007.

New Installation

The New Installation topic discusses the scenario in which you install Exchange 2007 into a new Exchange organization. This section includes the following topics:


Deploying Server Roles   This topic includes procedures for installing Exchange 2007 by using the Exchange Server 2007 Setup wizard or commands from a command prompt.


Connecting Forest Topologies   This topic includes procedures for installing Exchange 2007 in new multiple forest topologies.

Upgrading to Exchange 2007

The Upgrading to Exchange 2007 topic includes the scenarios in which you either transition or migrate to Exchange 2007 from a previous version of Exchange or from another non-Exchange messaging system, or coexist with different versions of Exchange as a single Exchange organization.

Transition

Transition is the scenario in which you upgrade an existing Exchange organization to Exchange 2007. 

You cannot perform an in-place upgrade of an existing server running Exchange Server 2003 or Exchange 2000 Server to Exchange 2007. Instead, you must install a new Exchange 2007 server into the existing organization, and then move data to the new Exchange 2007 server. Because a transition includes the installation of one or more new Exchange 2007 servers, some procedures will be the same as for new installations. For detailed steps about how to transition to Exchange 2007, see the following topics: 


How to Transition from Single Forest to Single Forest

How to Transition from Cross-Forest to Cross-Forest

How to Transition from Single Forest to Cross-Forest

How to Transition from Resource Forest to Resource Forest

How to Transition from Single Forest to Resource Forest
Coexisting with Exchange Server 2003 and Exchange 2000 Server

Interoperability is the ability of a program or system to share data and resources or to communicate with different programs and systems. Exchange 2007 can interoperate with non-Exchange messaging systems. In some cases, Exchange shares directory information and mailbox information with the other programs and systems. For example, with Exchange 2003 and the Lotus Interoperability and Migration Tools connectors, you can send calendar information and free/busy data between Lotus Notes and Exchange.

Coexistence is the scenario in which multiple versions of Exchange are deployed as a single Exchange organization. These multiple versions of Exchange can communicate with each other and share data resources, recipient information, and configuration information. For example, computers running Exchange 2007 can coexist with computers running Exchange 2003 or Exchange 2000.

For more information, see Coexisting with Exchange Server 2003 and Exchange 2000 Server.

Migration

Migration is the scenario in which you upgrade to Exchange 2007 by migrating data from a non-Exchange messaging system to Exchange 2007 or from an existing Exchange organization to a completely new Exchange organization, without retaining any of the Exchange configuration data in the first organization. Because migration includes the installation of one or more new Exchange 2007 servers, some procedures will be the same as for new installations. For detailed steps about how to migrate to Exchange 2007 from Lotus Notes, see Migrating from Lotus Notes.

Post-Installation Tasks

After you install Exchange 2007, you must configure your Exchange servers. Some post-installation tasks are required to complete the deployment of your Exchange 2007 organization. These tasks apply to features that are enabled by default but require additional configuration. Other post-installation tasks are optional and are for configuring additional features. For more information, see Post-Installation Tasks.

Removing and Modifying Exchange 2007

In some situations, you may want to remove Exchange 2007 from a server or from your entire organization. You may also want to remove only one Exchange 2007 server role from a physical server or add an additional server role to a server. For more information about removing and modifying Exchange 2007 in each of these scenarios, see Removing and Modifying Exchange 2007.

Recommended Deployments

The topics in this section describe the end-to-end deployment scenarios for some example topologies. For more information, see Recommended Deployments.

Exchange 2007 System Requirements

Before you install Microsoft Exchange Server 2007, we recommend that you review the sections in this topic to ensure that your network, hardware, software, clients, and other elements meet the requirements for Exchange 2007.

Network and Directory Servers

The following are the requirements for the network and the directory servers in your Exchange 2007 organization:


The domain controller that is the schema master must have Microsoft Windows Server 2003 Service Pack 1 (SP1) installed. (By default, the schema master runs on the first Windows domain controller installed in a forest.)


You must have at least one global catalog server in every Active Directory directory service site where you plan to install Exchange 2007. This global catalog server must be running Windows Server 2003 SP1. Windows Server 2003 SP1 is recommended for the following reasons:


Windows Server 2003 SP1 supports Exchange 2007 service notifications. When a configuration change occurs in Active Directory, a notification is sent to the service. Several Exchange 2007 services use this notification. The notification mechanism in Windows Server 2003 SP1 is an improvement over the notification mechanism in Windows 2000 Server. 


Windows Server 2003 SP1 allows users to browse the address book in Microsoft Outlook Web Access. 


Windows Server 2003 SP1 provides the ability to look up distribution list membership in a more efficient manner than in Windows 2000 Server. 


In each domain where you will run Setup /PrepareLegacyExchangePermissions, setup must contact a Windows Server 2003 SP1 domain controller. Setup /PrepareLegacyExchangePermissions will not complete successfully if it cannot find at least one Windows Server 2003 SP1 domain controller.


If you have any non-English domain controllers, and if you will use Outlook Web Access in your organization, you must install a hotfix on all non-English domain controllers. The hotfix is described in Microsoft Knowledge Base article 919166, The address book function on Exchange 12 is broken when the Exchange OWA client and the Windows Server 2003-based domain controller do not have the same locale setting.


For all domains in the Active Directory forest where you will install Exchange 2007 or that will host Exchange 2007 recipients, the Active Directory domain functional level must be Windows 2000 Server native or higher. 
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Note: 

For more information about domain and forest functional levels, see Functional Levels Background Information in the Windows Server 2003 Deployment Guide.


If your topology includes multiple Active Directory forests in which Exchange is installed, and if you want to use any of the advanced features in the following list, you must establish a trust relationship between the forests that have Exchange installed. Additionally, the minimum forest functional level for each forest with Exchange must be Windows Server 2003. The advanced features include:


Forest-to-forest delegation. For more information, see How to Configure Cross-Forest Administration.


Ability for a user to select the type of free/busy information that will be available to users in another forest.
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Note: 

You can configure your Exchange servers to share free/busy information across forests that do not have a trust relationship, but the users will not be able to select the type of free/busy information that will be available to users in another forest. The types of free/busy information are None; Free/Busy time; Free/Busy time, subject, location; and Full Details.

[image: image100.png]


Note: 

If you have a resource forest topology, you must have either an external domain trust relationship from the Exchange forest to your account domains in other forests or a forest trust relationship from the Exchange forest to the accounts forest.


You cannot have any Microsoft Exchange Server version 5.5 servers in your Exchange organization, and your Exchange organization must be running in native mode. For more information about how to convert an Exchange organization to native mode, see How to Convert from Mixed Mode to Native Mode in Exchange in the Exchange Server 2003 Deployment Guide.


Domain Name System (DNS) is configured correctly in your Active Directory forest.


You cannot have a disjoint namespace on any computers on which you will install Exchange 2007. A disjoint namespace is the scenario in which the primary DNS suffix of a computer does not match the suffix of the domain name where that computer resides.


You have prepared Active Directory and your domain for the Exchange 2007 installation. For detailed steps, see How to Prepare Active Directory and Domains.

Directory Server Architecture

The use of 64-bit Active Directory domain controllers increases directory service performance. Previous versions of Exchange recommended a 4:1 ratio of Exchange processors to global catalog server processors, assuming that the processors are of similar models and speeds. This recommendation still applies in Exchange 2007. For more information, see "Hardware and Software Requirements" in Frequently Asked Questions.

Installing Exchange 2007 on Directory Servers

For security and performance reasons, we recommend that you install Exchange 2007 only on member servers, and not on Active Directory directory servers. While installing Exchange 2007 on a directory server is supported, it is strongly discouraged. However, you cannot run DCPromo on a computer running Exchange 2007. Once Exchange 2007 is installed, changing its role from a member server to a directory server, or vice versa, is not supported.

Hardware

The following are the recommended minimum hardware requirements for Exchange 2007 servers:


Any of the following processors:


Intel Pentium or compatible 800-megahertz (MHz) or faster 32-bit processor


x64 architecture-based processor that supports Intel Extended Memory 64 Technology (Intel EM64T) 


x64 architecture-based computer with AMD 64-bit processor that supports AMD64 platform
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Note: 

Intel Itanium IA64 processors are not supported.


Memory requirements: 


Minimum: 2 GB of RAM


Recommended: 2 GB of RAM per server plus 5 megabytes (MB) of RAM per mailbox


See Table 1 for minimum memory required, based on number of storage groups

Table 1   Minimum memory required, based on number of storage groups

	Number of storage groups
	Minimum required physical RAM

	1-4
	2 GB

	5-8
	4 GB

	9-12
	6 GB

	13-16
	8 GB

	17-20
	10 GB

	21-24
	12 GB

	25-28
	14 GB

	29-32
	16 GB

	33-36
	18 GB

	37-40
	20 GB

	41-44
	22 GB

	45-48
	24 GB

	49-50
	26 GB



Paging file size should be equal to the amount of RAM in the server plus 10 MB
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Note: 

The preceding recommended memory configuration is suggested as a way to optimize performance for Exchange 2007. Specifically, it allows Exchange to use an appropriately sized database cache, which reduces database disk I/O. These recommendations are oriented toward authorized production environments that have many users with large, frequently used mailboxes.

[image: image103.png]


Note: 

The paging file size recommendation accounts for the amount of memory needed to collect information if the operating system fails. By default, if the operating system fails, it will copy everything in memory to a .dmp file. That file can be examined later to determine the cause of the failure. To be able to copy everything that is stored in memory, you must have a paging file size that can hold everything in memory, plus some additional space to gather the data.


At least 1.2 GB of available disk space on the drive on which you install Exchange. An additional 500 MB of available disk space is needed for each Unified Messaging (UM) language pack that you plan to install.


200 MB of available disk space on the system drive.


DVD-ROM drive, local or network accessible.


Screen resolution set to 800 x 600 pixels or higher.
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Important: 

The 32-bit version of Exchange 2007 is provided for testing and training environments only. It is not supported for production environments. In production environments, you must install the 64-bit version of Exchange 2007. For more information, see Exchange Server 2007: Platforms, Editions and Versions.
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Note: 

It is supported to install the Exchange management tools on a computer with a 32-bit processor running Windows Server 2003 SP1, Standard Edition or Enterprise Edition, Windows Server 2003 R2, Standard Edition or Enterprise Edition, or Windows XP SP2. (The Exchange management tools include the Exchange Management Console, the Exchange Management Shell, the Exchange Help file, the Microsoft Exchange Best Practices Analyzer Tool, and the Exchange Troubleshooting Assistant Tool.) To install the management tools on a computer with a 32-bit processor, you must download the 32-bit version of Exchange 2007. For download information, see. It is also supported to install the Exchange management tools on a computer with a 64-bit processor running Windows XP x64 Edition. For information about how to install the management tools, see How to Install the Exchange 2007 Management Tools.
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Note: 

It is supported to use Setup.exe to prepare Active Directory and domains for Exchange 2007 from a computer that has a 32-bit processor. For more information, see How to Prepare Active Directory and Domains.

To install Exchange 2007, disk partitions must be formatted as NTFS file systems. This requirement applies to the following partitions:


System partition


Partition that stores Exchange binary files


Partitions containing storage group files, including transaction log files


Partitions containing database files


Partitions containing other Exchange files

For more information about planning your hardware for Exchange 2007, see the following topics:


Planning Processor and Memory Configurations

Planning Disk Storage
Operating System

Exchange 2007 is specifically designed to run on computers that are running Microsoft Windows Server 2003.

Exchange 2007 requires the following operating system and Windows components:


One of the following:


Windows Server 2003 with SP1, Standard Edition


Windows Server 2003 SP1, Standard Edition, with Multilingual User Interface Pack (MUI)


Windows Server 2003 SP1, Enterprise Edition


Windows Server 2003 SP1, Enterprise Edition, with MUI


Windows Server 2003 R2, Standard Edition


Windows Server 2003 R2, Standard Edition, with MUI


Windows Server 2003 R2, Enterprise Edition


Windows Server 2003 R2, Enterprise Edition, with MUI


Windows Server 2003, Standard x64 Edition


Windows Server 2003, Standard x64 Edition, with MUI


Windows Server 2003, Enterprise x64 Edition


Windows Server 2003, Enterprise x64 Edition, with MUI


Windows Server 2003, R2 Standard x64 Edition


Windows Server 2003, R2 Standard x64 Edition, with MUI


Windows Server 2003, R2 Enterprise x64 Edition


Windows Server 2003, R2 Enterprise x64 Edition, with MUI 


Windows Server 2003 SP2, Standard x64 Edition (available early 2007)


Windows Server 2003 SP2, Standard x64 Edition, with MUI (available early 2007)


Windows Server 2003 SP2, Enterprise x64 Edition (available early 2007)


Windows Server 2003 SP2, Enterprise x64 Edition, with MUI (available early 2007)
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Note: 

If you plan to install a single copy cluster (SCC) or cluster continuous replication (CCR) on any of your mailbox servers, you must install the Enterprise Edition of Windows Server 2003. This edition has the Cluster service installed by default. You must also install the updates described in Microsoft Knowledge Base article 921181, An update is available that adds a file share witness feature and a configurable cluster heartbeats feature to Windows Server 2003 Service Pack 1-based server clusters.
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Important: 

The 32-bit version of Exchange 2007 is provided for testing and training environments only. It is not supported for production environments. In production environments, you must install the 64-bit version of Exchange 2007. For more information, see Exchange Server 2007: Platforms, Editions and Versions.
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Note: 

It is supported to install the Exchange management tools on a computer with a 32-bit processor running Windows Server 2003 SP1, Standard Edition or Enterprise Edition, Windows Server 2003 R2, Standard Edition or Enterprise Edition, or Windows XP SP2. (The Exchange management tools include the Exchange Management Console, the Exchange Management Shell, the Exchange Help file, the Microsoft Exchange Best Practices Analyzer Tool, and the Exchange Troubleshooting Assistant Tool.)To install the management tools on a computer with a 32-bit processor, you must download the 32-bit version of Exchange 2007. . For download information, see http://www.microsoft.com/downloads/details.aspx?FamilyId=6BE38633-7248-4532-929B-76E9C677E802&displaylang=en. It is also supported to install the Exchange management tools on a computer with a 64-bit processor running Windows XP Professional x64 Edition. For information about how to install the management tools, see How to Install the Exchange 2007 Management Tools.
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Note: 

It is supported to use Setup.exe to prepare Active Directory and domains for Exchange 2007 from a computer that has a 32-bit processor. For more information, see How to Prepare Active Directory and Domains.


Microsoft .NET Framework Version 2.0. For download information, see .NET Framework Developer Center.


Windows PowerShell (for Exchange Management Shell). For download information, see Windows PowerShell 1.0 English Language Installation Packages for Windows Server 2003 Service Pack 1 and for Windows XP Service Pack 2.


Microsoft Management Console (MMC) 3.0. For download information, see MMC 3.0 update is available for Windows Server 2003 and for Windows XP.


On all Mailbox servers with a 64-bit processor, you must install the following hotfixes:


Update for Windows Server 2003 x64 Edition (KB904639)

Update for Windows Server 2003 x64 Edition (KB918980)

To install the Exchange management tools on all Windows XP computers that have a 32-bit processor, you must install Windows Installer 3.1. For more information, see Microsoft Knowledge Base article 893803, Windows Installer 3.1 v2 (3.1.4000.2435) is available.

In addition, Exchange 2007 requires that you do not have the Network News Transfer Protocol (NNTP) service or the Simple Mail Transfer Protocol (SMTP) service installed.
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Note: 

32-bit Exchange 2007 architecture is not supported on the Microsoft Windows-32-bit-On-Windows-64-bit (WOW64) operating system component. WOW64 is an operating system component in 64-bit Windows that supports 32-bit x86 platform applications.

Software

The following are the minimum software requirements for Exchange 2007 servers. These software requirements are based on server roles.

Software Requirements for the Mailbox Server Role

For computers that have the Mailbox server role installed, you must also install some Internet Information Services (IIS) 6.0 components. Although the server roles that require these components have been separated from the Mailbox server role, the prerequisites have not yet been removed from the Mailbox server role. To install the Mailbox server role, the following IIS 6.0 components must be installed:


Enable network COM+ access


Internet Information Services


World Wide Web Service

To install the preceding components, use Add or Remove Programs in Windows Control Panel.
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Note: 

If you use any applications that rely on the Recipient Update Service, you must have the Exchange Server 2003 Recipient Update Service installed in the same forest in which you are running Exchange 2007. The Recipient Update Service in Exchange 2007 will not stamp mail-enabled objects in the background in the same way that the Recipient Update Service in Exchange Server 2003 stamps mail-enabled objects.

On each Mailbox server, you must also install the hotfix that is described in Microsoft Knowledge Base article 904639, An access violation may occur when you try to run a 64-bit program that uses the interface remoting component of MDAC 2.8 on a computer that is running Windows Server 2003.

Software Requirements for the Client Access Server Role

For computers that have the Client Access server role installed, you must also install the following components:


World Wide Web Service


Remote procedure call (RPC) over Hypertext Transfer Protocol (HTTP) Proxy Windows networking component
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Note: 

You only need to install the RPC over HTTP Proxy Windows networking component on the Client Access servers that are providing Microsoft Outlook Anywhere access. We recommend that you enable at least one Client Access server for Outlook Anywhere access per site.


ASP.NET version 2.0

To install these components, use Add or Remove Programs in Windows Control Panel.

Software Requirements for the Unified Messaging Server Role

For computers that have the Unified Messaging server role installed, you must also install the following components:


Microsoft Speech service

If you run the Exchange Server Setup wizard or if you perform setup from a command prompt, and you do not already have the Microsoft Speech service installed, Exchange will install it automatically.

[image: image114.png]


Note: 

You cannot install the Unified Messaging server role on a computer that already has Microsoft Speech Server installed. Unified Messaging relies on its own embedded speech services, which are installed by the Exchange Server 2007 Setup wizard.


Microsoft Windows Media® Encoder

If you run the Exchange Server Setup wizard or if you perform setup from a command prompt, and you do not already have the Windows Media Encoder installed, the prerequisite checks during setup will fail. To install the most recent version of Windows Media Encoder, see Windows Media Encoder 9 Series x64 Edition.


Microsoft Windows Media Audio Voice Codec

If you run the Exchange Server Setup wizard or if you perform setup from a command prompt, and you do not already have the Windows Media Audio Voice Codec installed, the prerequisite checks during setup will fail. To install the most recent version of Windows Media Audio Voice Codec, see FIX: Availability of the Windows Media Audio 9 Voice codec for x64-based computers.


Microsoft Core XML Services (MSXML) 6.0

If you run the Exchange Server Setup wizard or if you perform setup from a command prompt, and you do not already have MSXML 6.0 installed, the prerequisite checks during setup will fail. To install MSXML 6.0, see Microsoft Core XML Services (MSXML) 6.0.

For information about the supported IP/VoIP gateways to use with the Unified Messaging server role, see Supported IP/VoIP Gateways.
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Note: 

Installing and running the Unified Messaging server role in a virtual environment is not supported.

Software Requirements for the Hub Transport Server Role

For computers that have the Hub Transport server role installed, you cannot have the SMTP service or the NNTP service installed.

Software Requirements for the Edge Transport Server Role

For computers that have the Edge Transport server role installed, you cannot have the SMTP service or the NNTP service installed.

You must install Active Directory Application Mode (ADAM) on the computer where you will install the Edge Transport server role. Download the required files at Active Directory Application Mode (ADAM). Accept all default settings during installation. ADAM will be configured for the Edge Transport server role when that role is installed.

The Edge Transport server role is deployed in the perimeter network and outside the Active Directory forest.

Edge Transport servers must have a DNS suffix configured, and you must be able to perform name resolution from an Edge Transport server to any Hub Transport servers, and from the Hub Transport servers to any Edge Transport servers. For more information, see Configuring DNS Settings for Exchange 2007 Servers.

Software Requirements for Previous Versions of Exchange

If you are installing Exchange 2007 into an organization that contains servers running Exchange 2003 or earlier, those servers must meet the following requirements: 


No Exchange 5.5 servers are in the forest.


Exchange Server 2003 servers must have a minimum version of Exchange Server 2003 SP2 installed.


Exchange 2000 Server servers must have a minimum version of Exchange 2000 Server SP3 installed.


Exchange 2000 servers require the installation of the latest Microsoft Exchange 2000 Server Post-Service Pack 3 (SP3) Update Rollup. The update rollup includes the updated exadmin.dll, which helps Exchange 2000 Exchange System Manager work with Exchange 2007 object versioning. For more information about the update rollup, and to download the update rollup, see Microsoft Knowledge Base article 870540, Availability of the August 2004 Exchange 2000 Server Post-Service Pack 3 Update Rollup.
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Note: 

If you have computers that have the Exchange 2000 Exchange System Manager installed on them, such as Windows XP computers, you should install the latest Exchange 2000 Server Post-Service Pack 3 (SP3) Update Rollup on those computers also.
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Important: 

If you install Exchange 2007 in a new organization, you cannot add Exchange 2003 or Exchange 2000 servers to that organization after you have already installed Exchange 2007. To have an organization with either Exchange 2003 or Exchange 2000 and Exchange 2007, you must install the Exchange 2003 or Exchange 2000 servers first. You can later add additional Exchange 2003 or Exchange 2000 servers to such an organization.

Client Computers

The following are the requirements for client computers that access data from Exchange 2007 servers.

Outlook

If you use Microsoft Outlook to access an Exchange 2007 mailbox, you must use one of the following versions:


Office Outlook 2007


Microsoft Outlook 2003


Microsoft Outlook 2002

While Outlook 2000 and earlier clients are compatible, they are not supported on Microsoft Exchange Server 2007. For more information about Outlook and Exchange compatibility, see Outlook and Exchange Server Compatibility. 

If you use Outlook to access your mailbox, you must have a client computer that meets the requirements for installing and running Outlook. For more information, see the following:


List of system requirements for Microsoft Office XP

Outlook 2003 System Requirements

2007 Microsoft Office release system requirements
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Note: 

It is supported to install Outlook 2007 on the same computer on which you have installed Exchange 2007.

Outlook Web Access

If you use Outlook Web Access to access your mailbox, you must have a client computer with a Web browser installed. If you plan to use Integrated Windows authentication, you must use Microsoft Internet Explorer®. For more information about authentication methods for Outlook Web Access, see Configuring Standard Authentication Methods for Outlook Web Access.
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Note: 

The user experience in Outlook Web Access depends on the location of the user's mailbox. For example, if a mailbox is located on a Microsoft Exchange Server 2003 back-end server and the Client Access server is running Exchange 2007, the user receives Outlook Web Access in Exchange Server 2003.

Mobile Devices

If you use a mobile device to access your mailbox, confirm that your device is one of the following supported models: 


Mobile phones running Windows Mobile® 2003 Second Edition


Mobile phones running Windows Mobile 5.0


Mobile phones running Windows Mobile 5.0 with the Messaging and Security Feature Pack (MSFP)


Mobile phones running a non-Windows operating system that are compatible with Exchange ActiveSync

POP3 or IMAP4

If you use a Post Office Protocol 3 (POP3) or Internet Message Access Protocol 4 (IMAP4) client computer to access your mailbox, you must have a client computer that meets the requirements for your specific client. For a list of these requirements, consult the documentation for the POP3 or IMAP4 client software.

Other Recommendations

The following are additional software and hardware solutions that are not required to install and operate Exchange 2007. However, to help you manage a healthy and available messaging system, we recommend that you consider implementing the following:


Backup   For more information about backing up Exchange 2007, see Disaster Recovery.

[image: image120.png]


Note: 

If you use Volume Shadow Copy Service (VSS), you will need a third-party Exchange and VSS-aware backup application.


High availability   For more information about high availability strategies and features for Exchange 2007, see High Availability.


Monitoring   For more information about monitoring Exchange 2007, see Monitoring and Operations Management.


Anti-spam and antivirus solutions   For information about anti-spam and antivirus solutions in Exchange 2007, see Understanding Anti-Spam and AntiVirus Features.


Firewall between your corporate network and the Internet   For more information about using a firewall with Exchange 2007, see Configuring ISA Server 2006 for Exchange Client Access.

How to Prepare Active Directory and Domains

This topic explains how to prepare the Active Directory directory service and domains for installing Microsoft Exchange Server 2007. You must complete this procedure before you install Exchange 2007 on any servers in your organization. 
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Note: 

If you run the Exchange Server 2007 Setup wizard with an account that has the permissions required to prepare Active Directory and the domain, the wizard will automatically prepare Active Directory and the domain.

Before You Begin

Before you prepare Active Directory and your domain for Exchange 2007, confirm the following:


The computer on which you perform this procedure has the Microsoft .NET Framework 2.0 and the Microsoft Command Shell installed. 


Your domains and the domain controllers meet the system requirements in the "Network and Directory Servers" section of Exchange 2007 System Requirements.


The computers on which you will install Exchange 2007 meet the system requirements in the "Hardware" and "Operating System" sections of Exchange 2007 System Requirements.
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Note: 

You can run this procedure on a computer that has either a 32-bit or a 64-bit processor. For more information about platform versions, see Exchange Server 2007: Platforms, Editions and Versions.
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To prepare Active Directory and the domain

	1.
If you have any computers in your organization running Exchange Server 2003 or Exchange 2000 Server, open a Command Prompt window, and then run one of the following commands:


To prepare legacy Exchange permissions in every domain in the forest that contains the Exchange Enterprise Servers and Exchange Domain Servers groups, run setup /PrepareLegacyExchangePermissions.


To prepare legacy Exchange permissions in a specific domain, run setup /PrepareLegacyExchangePermissions: <FQDN of domain you want to prepare>.
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Note: 

You can skip this step and prepare the legacy Exchange permissions as part of Step 2 or Step 3. 

Note the following:


To run this command to prepare every domain in the forest, you must be a member of the Enterprise Admins group. To run this command to prepare a specific domain, you must be a member of the Exchange Organization Administrators group and you must be a member of the Domain Admins group in the domain that you will prepare.


If you do not specify a domain, the domain in which you run this command must be able to contact all domains in the forest. 


After you run this command, you must wait for the permissions to replicate across your Exchange organization before continuing to the next step. If the permissions have not replicated, the Recipient Update Service on your Exchange Server 2003 or Exchange 2000 Server computers could fail. The amount of time that replication takes depends on your Active Directory site topology.
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Note: 

To track the progress of Active Directory replication, you can use the Active Directory Replication Monitor tool (replmon.exe), which is installed as part of the Microsoft Windows Server 2003 Support Tools Setup. By default, it is located at "%programfiles%\support tools\." Add your domain controllers as monitored servers so that you can track the progress of replication throughout the domain.

For detailed information about the permissions that are set by this command, see Preparing Legacy Exchange Permissions.

2.
From a Command Prompt window, run the following command: 

setup /PrepareSchema
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Note: 

You can skip this step and prepare the schema as part of Step 3.
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Important: 

You must not run this command in a forest in which you do not plan to run setup /PrepareAD. If you do, the forest will be configured incorrectly, and you will not be able to read some attributes on user objects.

Note the following:


This command connects to the schema master and imports LDAP Data Interchange Format (LDIF) files to update the schema with Exchange 2007 specific attributes.


To run this command, you must be a member of the Schema Admins group and the Enterprise Admins group. 


You must run this command on a computer that is in the same domain and the same Active Directory site as the schema master. 


If you have not completed Step 1, setup /PrepareSchema will perform the PrepareLegacyExchangePermissions step. To complete the PrepareLegacyExchangePermissions step, the domain in which you run this command must be able to contact all domains in the forest.


After you run this command, you should wait for the changes to replicate across your Exchange organization before continuing to the next step. The amount of time this takes is dependent upon your Active Directory site topology.
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Note: 

To track the progress of Active Directory replication, you can use the Active Directory Replication Monitor tool (replmon.exe), which is installed as part of the Windows Server 2003 Support Tools Setup. By default, it is located at "%programfiles%\support tools\." Add your domain controllers as monitored servers so that you can track the progress of replication throughout the domain.

For detailed information about the changes to the schema that are made by running this command, see Active Directory Schema Changes.

3.
From a Command Prompt window, run the following command:

setup /PrepareAD [/OrganizationName:<organization name>]
Note the following:


This command configures global Exchange objects in Active Directory, creates the Exchange Universal Security Groups (USGs) in the root domain, sets permissions on the Exchange configuration objects, and prepares the current domain. The global objects reside under the Exchange organization container. If no Exchange organization container exists, you must specify an organization name by using the /OrganizationName parameter. The organization container will be created with the name that you specify.


This command creates the Exchange 2007 Administrative Group called Exchange Administrative Group (FYDIBOHF23SPDLT). It also creates the Exchange 2007 Routing Group called Exchange Routing Group (DWBGZMFD01QNBJR). 
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Caution: 

Do not move Exchange 2007 servers out of Exchange Administrative Group (FYDIBOHF23SPDLT) and do not rename Exchange Administrative Group (FYDIBOHF23SPDLT) by using a low-level directory editor. Exchange 2007 must use this administrative group for configuration data storage. We do not support moving Exchange 2007 servers out of Exchange Administrative Group (FYDIBOHF23SPDLT) or renaming of Exchange Administrative Group (FYDIBOHF23SPDLT).
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Caution: 

Do not move Exchange 2007 servers out of Exchange Routing Group (DWBGZMFD01QNBJR) and do not rename Exchange Routing Group (DWBGZMFD01QNBJR) by using a low-level directory editor. Exchange 2007 must use this routing group for communication with earlier versions of Exchange . We do not support moving Exchange 2007 servers out of Exchange Routing Group (DWBGZMFD01QNBJR) or renaming of Exchange Routing Group (DWBGZMFD01QNBJR).


This command creates the Unified Messaging Voice Originator contact in the Microsoft Exchange System Objects container of the root domain.


This command prepares the local domain for Exchange 2007.


To run this command, you must be a member of the Enterprise Admins group. 


If you have Exchange Server 2003 servers in your organization, you must be an Exchange Full Administrator to run this command. 


The Exchange organization name cannot contain the following characters: 

~ (tilde)

` (grave accent)

! (exclamation point)

@ (at sign)

# (number sign)

$ (dollar sign)

% (percent sign)

^ (caret)

& (ampersand)

* (asterisk)

() (parentheses)

_ (underscore)

+ (plus sign)

= (equal sign)

{} (braces)

[] (brackets)

| (vertical bar)

\ (backslash)

: (colon)

; (semicolon)

" (quotation mark)

' (apostrophe)

<> (angle brackets)

, (comma)

. (period)

? (question mark)

/ (slash mark)

White spaces at the beginning or end


You must run this command on a computer that is in the same domain and the same Active Directory site as the Schema Master. 


If you have not completed Step 1, setup /PrepareAD will perform the PrepareLegacyExchangePermissions step. To complete the PrepareLegacyExchangePermissions step, the domain in which you run this command must be able to contact all domains in the forest. If you are also a member of the Schema Admins group, and if you have not completed Step 2, setup /PrepareAD will perform the PrepareSchema step. 


After you run this command, you should wait for the changes to replicate across your Exchange organization before continuing to the next step. The amount of time this takes is dependent upon your Active Directory site topology. 
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Note: 

To track the progress of Active Directory replication, you can use the Active Directory Replication Monitor tool (replmon.exe), which is installed as part of the Windows Server 2003 Support Tools Setup. By default, it is located at "%programfiles%\support tools\." Add your domain controllers as monitored servers so that you can track the progress of replication throughout the domain.

To verify that this step completed successfully, make sure that there is a new organizational unit (OU) in the root domain called Microsoft Exchange Security Groups. This OU should contain the following new Exchange USGs:


Exchange Organization Administrators


Exchange Recipient Administrators


Exchange View-Only Administrators


Exchange Servers


ExchangeLegacyInterop
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Note: 

When you install Exchange 2007, Setup will add the Exchange Organization Administrators USG as a member of the local Administrators group on the computer on which you are installing Exchange. Be aware that the local Administrators group on a domain controller has different permissions than the local Administrators group on a member server. If you install Exchange 2007 on a domain controller, the users who are Exchange Organization Administrators will have additional Windows permissions that they do not have if you install Exchange 2007 on a computer that is not a domain controller.

4.
From a Command Prompt window, run one of the following commands: 


Run setup /PrepareDomain to prepare the local domain. Note that you do not need to run this in the domain where you ran Step 3. Running setup /PrepareAD prepares the local domain.


Run setup /PrepareDomain:<FQDN of domain you want to prepare> to prepare a specific domain.


Run setup /PrepareAllDomains to prepare all domains in your organization.

These commands perform the following tasks:


Sets permissions on the Domain container for the Exchange Servers, Exchange Organization Administrators, Authenticated Users, and Exchange Mailbox Administrators.


Creates the Microsoft Exchange System Objects container if it does not exist, and sets permissions on this container for the Exchange Servers, Exchange Organization Administrators, and Authenticated Users.


Creates a new domain global group in the current domain called Exchange Install Domain Servers. It also adds the Exchange Install Domain Servers group to the Exchange Servers USG in the root domain.

Note the following:


For domains that are in an Active Directory site other than the root domain, /PrepareDomain might fail with the following messages:

"PrepareDomain for domain <YourDomain> has partially completed. Because of the Active Directory site configuration, you must wait at least 15 minutes for replication to occur, and run PrepareDomain for <YourDomain> again."

"Active Directory operation failed on <YourServer>. This error is not retriable. Additional information: The specified group type is invalid.

Active Directory response: 00002141: SvcErr: DSID-031A0FC0, problem 5003 (WILL_NOT_PERFORM), data 0

The server cannot handle directory requests."

If you see these messages, wait for or force Active Directory replication between this domain and the root domain, and then run /PrepareDomain again.


To run setup /PrepareAllDomains you must be a member of the Enterprise Admins group.


To run setup /PrepareDomain, if the domain that you are preparing existed before you ran setup /PrepareAD, you must be a member of the Domain Admins group in the domain. If the domain that you are preparing was created after you ran setup /PrepareAD, you must be a member of the Exchange Organization Administrators group, and you must be a member of the Domain Admins group in the domain. 

To verify that this step completed successfully, confirm the following:


You have a new global group in the Microsoft Exchange System Objects container called Exchange Install Domain Servers.
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Note: 

To view the Microsoft Exchange System Objects container in Active Directory Users and Computers, on the View menu, click Advanced Features.
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Note: 

The Exchange Install Domain Servers group is used if you install Exchange 2007 in a child domain that is an Active Directory site other than the root domain. The creation of this group allows you to avoid installation errors if group memberships have not replicated to the child domain.


The Exchange Install Domain Servers group is a member of the Exchange Servers USG in the root domain.


On each domain controller in a domain in which you will install Exchange 2007, the Exchange Servers USG has permissions on the Domain Controller Security Policy\Local Policies\User Rights Assignment\Manage Auditing and Security Log policy.


Preparing Legacy Exchange Permissions

When transitioning from Microsoft Exchange Server 2003 or Exchange 2000 Server to Exchange Server 2007, you must first grant specific Exchange permissions in each domain in which you have run Exchange 2003 or Exchange 2000 DomainPrep. To do this, you run the setup /PrepareLegacyExchangePermissions command. Granting these permissions is part of preparing the Active Directory directory service and your domains for installing Exchange 2007. For detailed instructions, see How to Prepare Active Directory and Domains.

This topic explains why you must run the setup /PrepareLegacyExchangePermissions command, when you run it, and what permissions are set by the command in your Exchange 2007 organization.

Why Run Setup /PrepareLegacyExchangePermissions

Essentially, you must run the setup /PrepareLegacyExchangePermissions command so that the Exchange 2003 or Exchange 2000 Recipient Update Service functions correctly after you update the Active Directory schema for Exchange 2007. This section explains the main issue and how running the command resolves this issue.

Issue

In Exchange Server 2003 and Exchange 2000 Server, the Recipient Update Service updates some mailbox attributes, such as the proxy address, on mail-enabled user objects. The Recipient Update Service has permission to modify these attributes because the computer account (named <ServerName>) for the server on which the Recipient Update Service runs is in the Exchange Enterprise Servers (EES) group. The EES group is created when you run Exchange Server 2003 or Exchange 2000 Server DomainPrep. Instead of granting the EES group permissions to each individual mailbox attribute that the Recipient Update Service must modify, the mailbox attributes are grouped together in property sets. When you run Exchange Server 2003 or Exchange 2000 Server DomainPrep, Exchange provides the EES group with permissions to modify the property sets through access control entries (ACEs) that Exchange sets on the domain container in Active Directory.

Exchange 2007 has a new predefined Exchange Administrator role called Exchange Recipient Administrators. This role contains permissions to manage the e-mail attributes of all users. Exchange administrators who are members of the Exchange Recipient Administrators role can manage only users' e-mail properties. To enable this functionality, Exchange 2007 must move some e-mail attributes of users into a property set called the "Exchange-Information property set." Exchange does this by redefining the attribute schemas in Active Directory when importing the new Exchange 2007 schema. However, the legacy EES group does not have permissions to the Exchange-Information property set. Therefore, when you import the new Exchange 2007 schema, the Recipient Update Service will no longer have permissions to the users' e-mail attributes and will stop functioning correctly. (For example, it will not be able to set proxy addresses for newly created Exchange Server 2003 users.)

Resolution

Running the setup /PrepareLegacyExchangePermissions command enables the legacy Recipient Update Service to function correctly. Before importing the new Exchange 2007 schema, Exchange 2007 must grant new permissions in each domain in which you have run Exchange Server 2003 or Exchange 2000 Server DomainPrep. The setup /PrepareLegacyExchangePermissions command grants these new permissions. Before you run setup /PrepareSchema, you must run setup /PrepareLegacyExchangePermissions and allow the permissions to replicate across your Exchange organization. The server where you run setup /PrepareLegacyExchangePermissions contacts the local global catalog to locate the domains in which you have run Exchange Server 2003 or Exchange 2000 Server DomainPrep by checking for the EES and Exchange Domain Servers (EDS) groups. The server must be able to communicate with every domain in the forest in which you ran Exchange Server 2003 or Exchange 2000 Server DomainPrep. Also, the account that you use to run setup /PrepareLegacyExchangePermissions must have the permissions assigned to the Enterprise Admins universal security group (USG) so that it can set the ACEs in each domain and in the Exchange organization. 

Permissions Set By Setup /PrepareLegacyExchangePermissions

Running setup /PrepareLegacyExchangePermissions finds every domain in the forest that has the EES group and the Exchange Domain Servers (EDS) group. For each domain that has these groups, setup /PrepareLegacyExchangePermissions does the following:


Adds an ACE to the domain root access control list (ACL) to provide the EES group with WRITE_PROP permissions on the Exchange-Information property set.


Adds an ACE to the domain root ACL to provide authenticated users with READ_PROP permissions on the Exchange-Information property set.


Adds an ACE to the AdminSDHolder container of the domain to provide the EES group with WRITE_PROP and READ_PROP permissions on the Exchange-Information property set.


Adds an ACE to the Exchange organization container ACL to provide the EDS group with WRITE_PROP permissions on the Exchange-Information property set.

Running Setup /PrepareLegacyExchangePermissions Again

There are some cases in which you will need to run setup /PrepareLegacyExchangePermissions again:


You have a domain that contains Exchange Server 2003 or Exchange 2000 Server servers, and you have not run DomainPrep


You add a new domain to your forest and you want to install Exchange Server 2003 or Exchange 2000 Server in this domain


In a new or existing domain, you mailbox-enable users who will log on to mailboxes on Exchange Server 2003 or Exchange 2000 Server servers in domains in which you have not run DomainPrep.

In these cases, you must run setup /PrepareLegacyExchangePermissions again after you run Exchange Server 2003 or Exchange 2000 Server DomainPrep. This allows the Exchange Server 2003 or Exchange 2000 Server Recipient Update Service to function correctly in this domain.

Deployment Security Checklist

Microsoft Exchange Server 2007 is engineered to be secure-by-default for most customer scenarios. Generally for Exchange 2007, secure-by-default means that the following conditions are true:


Accounts that are used by Exchange 2007 have the minimum rights that are required to perform the given task sets.


By default, services are started only when they are required.


Access control list (ACL) rights for Exchange objects are minimized.


Administrative permissions are set according to the scope of change on the object that a given modification requires.


Most internal, default message paths are encrypted.


Many other features have been designed to provide a relatively secure messaging environment upon initial installation.

This topic describes some recommended steps that you can take to better secure the messaging environment before and after you install Microsoft Exchange. We recommend that you refer to this checklist every time that you install a new Exchange server role.

As with all content in the Exchange 2007 Help file, the most up-to-date content can be found at the Exchange Server TechCenter.

Pre-Installation

Before installing Exchange 2007, perform the following procedures.

	Procedures
	Check

	Run Microsoft Update.
	 

	Run the Microsoft Malicious Software Removal Tool. The Malicious Software Removal Tool is included with Microsoft Update. More information about the tool can be found at Malicious Software Removal Tool.
	 

	Run the Microsoft Baseline Security Analyzer (http://go.microsoft.com/fwlink/?LinkId=16526).
	 


Post-Installation

We recommend that you run the Security Configuration Wizard (SCW) on all Exchange 2007 server roles. 

The SCW is a tool that was introduced with Microsoft Windows Server 2003 Service Pack 1. You can use the SCW to minimize the attack surface for servers by disabling Windows functionality that is not required for the Exchange 2007 server roles. The SCW automates the security best practice of reducing the attack surface for a server. The SCW uses a role-based metaphor to solicit services that are required for the applications on a server. This tool reduces the susceptibility of Windows environments to exploitation of security vulnerabilities.

For more information, see Using the Security Configuration Wizard to Secure Windows for Exchange Server Roles.

This is an optional task.

Configuring DNS Settings for Exchange 2007 Servers

Make sure that you correctly register host records for servers that run Microsoft Exchange Server 2007 in the Domain Name System (DNS) server for the Active Directory forest. Clients and other servers use DNS as the name resolution service to locate Exchange 2007 servers. The Exchange 2007 server uses the DNS server that is configured in the IP properties of the network adapter to locate domain controllers and global catalog servers, other Exchange servers, and remote domains.

Configuring DNS Settings for Exchange 2007 Server Roles

All computers that have the Exchange 2007 Mailbox, Client Access, Hub Transport, or Unified Messaging server role installed must be domain members. When the Microsoft Windows server joins the domain, the domain name is used to create a DNS suffix. The DNS suffix is appended to the server name to create a fully qualified domain name (FQDN). A host record for the server, also known as an A resource record, is registered in a forward lookup zone in the DNS database. A reverse lookup record for the server, also known as a PTR resource record, is registered in a reverse lookup zone in the DNS database. 

Exchange servers typically have statically assigned IP addresses. Therefore, you should verify that the DNS server settings are configured correctly on the IP properties of the local area connection of the servers and that the A resource records and PTR resource records are accurately registered in DNS. The DNS server address that is configured on the IP properties should be the DNS server that is used to register Active Directory records.

Configuring DNS Settings for the Edge Transport Server Role

The Edge Transport server role is deployed outside the Exchange organization as a stand-alone server in the perimeter network. You must manually configure the correct DNS suffix for the Edge Transport server role before you continue with installation of Exchange 2007. If a DNS suffix is not configured, setup will fail.

The Edge Transport server is typically multi-homed. This means that the Edge Transport server has network adapters that are connected to multiple network segments. Each of these network adapters has a unique IP configuration. The network adapter that is connected to the external, or public, network segment should be configured to use a public DNS server for name resolution. This enables the server to resolve Simple Mail Transfer Protocol (SMTP) domain names to MX resource records and route mail to the Internet.

The network adapter that is connected to the internal, or private, network segment should be configured to use a DNS server in the perimeter network or should have a Hosts file available. The Edge Transport servers and the Hub Transport servers must be able to use DNS host resolution to locate each other.

To enable name resolution of Hub Transport servers by Edge Transport servers, use one of the following methods:


Manually create A resource records for Hub Transport servers in a forward lookup zone on the DNS server that is configured on the internal network adapter of the Edge Transport server.


Edit the Hosts file on the Edge Transport server to include the Host records for the Hub Transport servers. The Hosts file is a local text file in the same format as the 4.3 Berkeley Software Distribution (BSD) UNIX /etc/hosts file. This file maps host names to IP addresses, and the file is stored in the \%Systemroot%\System32\Drivers\Etc folder.

To enable name resolution of Edge Transport servers by Hub Transport servers, use one of the following methods:


Manually create A resource records for Edge Transport servers in a forward lookup zone on the DNS server that is configured on the Hub Transport server.


To include the Host records for the Edge Transport servers, edit the Hosts file on the Hub Transport servers that are located in the Active Directory sites to which Edge Transport servers are subscribed.

You must follow these steps to configure DNS settings for the Edge Transport server:


Verify that the DNS server settings for each network adapter are correct for the network segment.


Configure the DNS suffix for the Edge Transport server name. This name cannot be changed after the Edge Transport server role is installed.


Configure DNS host name resolution for Edge Transport servers and Hub Transport servers.

Overriding DNS Settings

In your environment, you may want to specify a DNS server to route mail that differs from the DNS server that is configured in the Exchange server's IP properties. To accomplish this, modify the Internal DNS Lookups and External DNS Lookups settings of the transport server's properties. These settings override the settings on the network adapter to route e-mail messages.

For More Information

For more information, see the following topics:


How to Configure a DNS Suffix for the Edge Transport Server Role

Configuring Transport Server Properties
How to Configure a DNS Suffix for the Edge Transport Server Role

This topic explains how to configure a Domain Name System (DNS) suffix on a computer on which you will install the Microsoft Exchange Server 2007 Edge Transport server role. Before you install the Edge Transport server role, you must configure a DNS suffix for the server name. After you install the Edge Transport server role, you must not change the server name. Modification of the server name after you have installed Exchange 2007 is not supported.

The Edge Transport servers in the perimeter network and the Hub Transport servers in the Exchange organization must be able to locate each other by using host name resolution. You can accomplish this as follows:


Configure host records in a forward lookup zone on the internal DNS server that each server is configured to query.


Edit the local Hosts file for each server. The Hosts file is a local text file in the same format as the 4.3 Berkeley Software Distribution (BSD) UNIX /etc/hosts file. This file maps host names to IP addresses, and the file is stored in the \%Systemroot%\System32\Drivers\Etc folder.

Before You Begin

To perform this procedure on the Microsoft Windows server where you will install the Edge Transport server role, you must log on by using an account that is a member of the local Administrators group.
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To use Control Panel to configure the DNS suffix

	1.
Click Start, click Control Panel, and then double-click System to open the System Properties.

2.
Click the Computer Name tab.

3.
Click Change.

4.
On the Computer Name Changes page, click More.

5.
In the Primary DNS suffix of this computer: field, type a DNS domain name and suffix for the Edge Transport server.


For More Information

For more information, see Exchange 2007 System Requirements.

How to Provision Exchange 2007 Server and Delegate Setup

This topic explains how to provision a server and delegate the set up and installation of Exchange. 

Provisioning a server allows Exchange to be installed later by using delegated setup. This procedure allows a delegated account to install single Exchange servers in your domain, without being a member of the Exchange Organization Administrators group. You cannot install the first instance of an Exchange server in your domain by using a delegated account. You must install the first Exchange server by using an account that is a member of the Exchange Organization Administrators group and local Administrators group. You can then install subsequent Exchange using a delegated account.

You can use Setup.com /NewProvisionedServer to accomplish this task. The Setup.com /NewProvisionedServer command performs the following tasks:


Creates the Exchange server object in the Active Directory directory service.


Adds the machine account to the Exchange Servers group.


Adds the server as a provisioned server in the Exchange Management Console.

Running the Setup.com /NewProvisionedServer with the /ServerAdmin:<UserName> parameter provisions the server and creates an Exchange Server Administrator account for that server. The account designated in the /ServerAdmin parameter will have the same rights as an Exchange Server Administrator account that is delegated through the Exchange Management Console.

The Setup.com /NewProvisionedServer /ServerAdmin:<UserName> command performs the following tasks:


Adds the user to Exchange View-Only Administrator group.


Stamps access control entries (ACEs) on the server object for the user.


If you are run the command on the local Exchange server, the user is added to local Administrators group on that computer.
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Note: 

The ServerAdmin parameter only works with setup if you use the /NewProvisionedServer parameter. You cannot use the ServerAdmin parameter to add an Exchange administrator. To add an Exchange administrator, use the Add Exchange Administrator wizard in the Exchange Management Console or the Add-ExchangeAdministrator cmdlet in the Exchange Management Shell.

Before You Begin

To run Setup.com /NewProvisionedServer, the account you use must be delegated the following:


Exchange Organization Administrator role

For more information about permissions, delegating roles, and the rights that are required to administer Microsoft Exchange Server 2007, see Permission Considerations.
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Note: 

A delegated Exchange Server Administrator account does not have permissions to delegate Setup /NewProvisionedServer permissions to another user.

[image: image138.png]


To provision the local server

	
Run the following command:

Setup.com /NewProvisionedServer
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Note: 

Running this command provisions the local server, but does not delegate a user.
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To provision a remote server

	
Run the following command:

Setup.com /NewProvisionedServer:ServerName
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To provision a server and delegate an Exchange Server Administrator

	
Run the following command:

Setup.com /NewProvisionedServer:"ServerName" /ServerAdmin Contoso\User1




You can create an Exchange Server Administrator for this server in the Exchange Management Console. For more information about adding users to Administrator roles, see How to Add a User or Group to an Administrator Role.

For more information about Exchange permissions, see Permission Considerations.
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Important: 

A delegated user cannot uninstall an Exchange server. Uninstalling or removing Exchange servers requires an account that is a member of the Exchange Organization Administrators group and local Administrators group.

Deploying Server Roles

Microsoft Exchange Server 2007 introduces role-based deployment. This kind of deployment lets you deploy specific server roles that provide the messaging functionality you want for your organization. A server role is a unit that logically groups the required features and components that are required to perform a specific function in your messaging environment.

Exchange 2007 provides the following five distinct server roles that align to how messaging systems are typically deployed and distributed:


Client Access


Edge Transport


Hub Transport


Mailbox


Unified Messaging

When deciding which server roles you want to deploy in your organization, consider the following:


You can deploy multiple server roles that coexist on a single computer. You administer these coexisting roles as separate entities. (See Figure 1.) 


You can deploy the server roles individually on dedicated computers (See Figure 2.)


The Edge Transport server role cannot coexist on the same computer with any other server role. (See Figures 1, 2, and 3.)


To store configuration and recipient information, the Edge Transport server role requires Active Directory Application Mode (ADAM). ADAM is a stand-alone directory service that is designed specifically for use with directory-enabled applications. (See Figures 1, 2, and 3.) You must install ADAM on the computer before you install the Edge Transport server role. Download the required files at Active Directory Application Mode (ADAM). Accept all default settings during installation. ADAM will be configured for the Edge Transport server role when that role is installed.


We recommend that you install the Edge Transport server role on a computer that is not part of a domain. A stand-alone server configuration provides an excellent level of isolation and is the most secure implementation. Although the Edge Transport server can be installed on a domain-joined computer, the Edge Transport server will always use the Active Directory Application Mode (ADAM) directory service to store recipient and configuration information and will never access Active Directory directly. To send and receive messages from your organization to the Internet, the computer on which you install the Edge Transport server role uses Send connectors and Receive connectors.


The Client Access server role, Hub Transport server role, Mailbox server role, and Unified Messaging server role can coexist on the same computer in any combination. You should base this decision strictly on capacity and performance planning. 


When you install the Unified Messaging server role on a computer that does not have other Exchange 2007 server roles installed, the Exchange 2007 organization must contain other Exchange 2007 servers on which the Mailbox, Hub Transport and Client Access server roles are installed. However, the Unified Messaging server role can also be installed on the same server with other Exchange 2007 server roles.


Installing and running the Unified Messaging server role in a virtual environment is not supported.


Clustered Mailbox servers cannot share hardware with other server roles. (See Figure 3.) 


You can install only the Exchange Management Console, Exchange Management Shell, and Exchange Help file on a computer that does not have any server roles installed on it. You can use this computer to administer the other Exchange 2007 servers in your organization.


If you want to deploy the server roles for your organization on more than one computer, and if you are installing Exchange 2007 into an existing Exchange 2003 or Exchange 2000 organization, we recommend that you deploy the server roles in this order: 

a.
Client Access server role

b.
Hub Transport server role

c.
Mailbox server role

d.
Unified Messaging server role

[image: image143.png]


Note: 

You can deploy the Edge Transport server role at any time during the deployment phase. However, the Edge Transport server role will not be fully functional until you install the Hub Transport server role and subscribe the Edge Transport server.

An Exchange 2003 or Exchange 2000 front-end server cannot provide access to an Exchange 2007 Mailbox server. In addition, an Exchange 2007 Mailbox server cannot send or receive e-mail messages if a Hub Transport server does not also exist in its Active Directory site. Therefore, when upgrading an existing Exchange organization, we recommend that you install the Client Access and Hub Transport server roles before installing the Mailbox server role. If you install the Mailbox server first, you will not have client access or mail flow to or from the Mailbox server until you install the Client Access and Hub Transport server roles.

Figure 1   Multiple server roles that coexist on a single computer
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Figure 2   Each server role on a dedicated computer
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Figure 3   Each server role on a dedicated computer with clustered Mailbox servers
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Before You Deploy

Before you deploy Exchange 2007, make sure that you have completed the necessary pre-installation tasks, including confirming that your organization and servers meet the minimum requirements. 

For information about pre-installation tasks, including Exchange 2007 system requirements, see Preparing to Deploy Exchange 2007.

Installing Exchange Server 2007

You can install Exchange 2007 server roles on a computer in two ways: 


Use the Exchange Server 2007 Setup wizard   Use this wizard if you want to be guided through the setup steps. For more information about how to install Exchange 2007 by using the Exchange Server 2007 Setup wizard, see one of the following topics:


How to Perform a Typical Installation Using Exchange Server 2007 Setup

How to Perform a Custom Installation Using Exchange Server 2007 Setup

Use the Setup command at a command prompt   Use this command if you want to create a script to perform the installation. For more information about how to install Exchange 2007 by using the Setup command, see How to Install Exchange 2007 in Unattended Mode.

After You Deploy

After you deploy Exchange 2007, you should complete the post-installation tasks. For information about post-installation tasks, see Post-Installation Tasks.

If you already have one or more server roles installed on a computer, you cannot use the Exchange Server 2007 Setup wizard to add or remove server roles. Instead, you must use the Setup.com command, or use Add or Remove Programs from the Control Panel. For more information about how to modify an Exchange installation, see How to Modify an Exchange Installation.

For More Information

For an overview of the Exchange 2007 server roles, see the following topics:


Client Access Server Role: Overview

Edge Transport Server Role: Overview

Hub Transport Server Role: Overview

Mailbox Server Role: Overview

Unified Messaging Server Role: Overview
How to Perform a Typical Installation Using Exchange Server 2007 Setup

This topic explains how to use the Microsoft Exchange Server 2007 Setup wizard to perform a typical installation of Exchange 2007. A typical installation installs the following server roles on the same computer:


Client Access server role


Hub Transport server role


Mailbox server role
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Note: 

After you install any Exchange 2007 server roles on a computer, you cannot use the Setup wizard to add any additional server roles to this computer. If you want to add more server roles to a computer, you must either use Add or Remove Programs from Control Panel or use Setup.com from a Command Prompt window. For more information about modifying an installation, see How to Modify an Exchange Installation.

Before You Begin

Before you perform the procedure in this topic, be aware of the following:


For e-mail messages to flow correctly, you must install both the Mailbox server role and the Hub Transport server role in each Active Directory directory service site.


For client access to work correctly, you must install a Client Access server in each Active Directory site that has a Mailbox server.


You can install the Mailbox server role, the Hub Transport server role, the Client Access server role, and the Unified Messaging server role on the same computer or on separate computers.


Confirm that your organization meets the requirements that are listed in Exchange 2007 System Requirements.


To perform the following procedure, the account you use must be delegated membership in the Schema Administrators group if you have not previously prepared the Active Directory schema. If you are installing the first Exchange 2007 server in the organization, the account you use must have membership in the Enterprise Administrators group. If you have already prepared the schema and are not installing the first Exchange 2007 server in the organization, the account you use must be delegated the Exchange Organization Administrator role. For more information about permissions, delegating roles, and the rights that are required to administer Exchange Server 2007, see Permission Considerations. For more information about preparing Active Directory and domains, see How to Prepare Active Directory and Domains.
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Note: 

When you install Exchange 2007, Setup will create a mailbox for the Administrator user account. When Exchange 2007 creates a mailbox, by default, if an alias is not specified, Exchange 2007 uses the user principal name (UPN) and converts all non-ASCII characters to the underscore character. In some languages that use non-standard character sets, the Administrator user account has by default a non-ASCII value for the UPN. In this case, after you install Exchange 2007, the Administrator account alias will be changed to all underscore characters. To avoid this, confirm that the Administrator account has an ASCII UPN before you install Exchange 2007.
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To use the Exchange Server 2007 Setup wizard to perform a typical installation of Exchange 2007

	1.
Log on to the server on which you want to install Exchange 2007. 

2.
Insert the Exchange Server 2007 DVD into the DVD drive. If Setup.exe does not start automatically, navigate to the DVD drive and double-click Setup.exe.

3.
On the Start page, complete Steps 1 through 3.
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Note: 

If you already have Microsoft .NET Framework 2.0, Microsoft Management Console (MMC) 3.0, and Microsoft Windows PowerShell installed, these steps will be unavailable. If you have not installed Microsoft .NET Framework 2.0, Setup will link to .NET Framework Developer Center. If you have not installed Microsoft Management Console (MMC) 3.0, Setup will link to MMC 3.0 update is available for Windows Server 2003 and for Windows XP. If you have not installed Microsoft Windows PowerShell, Setup will link to Windows PowerShell 1.0 English Language Installation Packages for Windows Server 2003 Service Pack 1 and for Windows XP Service Pack 2.

4.
On the Start page, click Step 4: Install Microsoft Exchange. Setup copies the setup files locally to the computer on which you are installing Exchange 2007.

5.
In the Exchange Server 2007 Setup wizard, on the Introduction page, click Next.

6.
On the License Agreement page, select I accept the terms in the license agreement, and then click Next.

7.
On the Customer Feedback page, choose the appropriate selection, and then click Next.

8.
On the Installation Type page, click Typical Exchange Server Installation. If you want to change the path for the Exchange 2007 installation, click Browse, locate the appropriate folder in the folder tree, and then click OK. Click Next.
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Note: 

If you choose the Typical Exchange Server Installation option, you will not be able to install the Unified Messaging server role, Edge Transport server role, or clustered mailbox servers during this installation. You can add additional server roles later if you choose not to install them during this installation.

Figure 1   Installation Type page
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9.
If you are installing Exchange 2007 in a forest that has an existing Exchange Server 2003 or Exchange 2000 Server organization, on the Mail Flow Settings page, select a bridgehead server in the existing organization that is a member of the Exchange 2003 or Exchange 2000 routing group to which you want to create a routing group connector.

[image: image153.png]


Note: 

The Exchange 2007 routing topology is based on Active Directory sites and does not use routing groups. However, to enable mail flow between Exchange 2007 and Exchange 2003 or Exchange 2000, a routing group connector is required between the Exchange 2007 routing group and the routing group in the Exchange 2003 or Exchange 2000 organization. 

10.
If this is the first Exchange 2007 server in your organization, on the Exchange Organization page, type a name for your Exchange organization.

The Exchange organization name cannot contain the following characters:


~ (tilde)


` (grave accent)


! (exclamation point)


@ (at sign)


# (number sign)


$ (dollar sign)


% (percent sign)


^ (caret)


& (ampersand)


* (asterisk)


() (parentheses)


_ (underscore)


+ (plus sign)


= (equal sign)


{} (braces)


[] (brackets)


| (vertical bar)


\ (backslash)


: (colon)


; (semicolon)


" (quotation mark)


' (apostrophe)


<> (angle brackets)


, (comma)


. (period)


? (question mark)


/ (slash mark)


White spaces at the beginning or end

11.
If this is the first Exchange 2007 server in your organization, on the Client Settings page, click the option that describes the client computers in your organization that are running Microsoft Outlook.
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Note: 

If you do have client computers that are running Outlook 2003 or earlier and you select Yes, Exchange 2007 will create a public folder database on the Mailbox server. If all of your client computers are running Office Outlook 2007, public folders are optional in Exchange 2007. If you select No, Exchange 2007 will not create a public folder database on the Mailbox server. You can add a public folder database later. For example, if you add client computers that are running Outlook 2003 and you need a public folder database, you can create one on the Exchange 2007 Mailbox server. You must then configure the offline address book for public folder distribution, and then restart the Microsoft Exchange Information Store service before client computers that are running Outlook 2003 and earlier will be able to connect to the server.

12.
On the Readiness Checks page, view the status to determine if the organization and server role prerequisite checks completed successfully. If they have completed successfully, click Install to install Exchange 2007.

13.
On the Completion page, click Finish. 
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Important: 

After you install the first Exchange 2007 server in an organization, if you create a new recipient object (such as a mailbox, contact, distribution list, mailbox agent, or mail-enabled public folder), it will have a LegacyExchangeDN that corresponds to the new administrative group for the Exchange 2007 server. Because of this LegacyExchangeDN, Outlook will request a full offline address book (OAB) download from the Exchange 2007 server for each user in this organization that logs on to a mailbox using Outlook and using OAB versions 2 or 3. This could cause many simultaneous OAB download requests, which causes high network utilization.
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Note: 

After you install Exchange 2007, you should verify the installation. For more information, see Verifying an Exchange 2007 Installation.

For More Information

For detailed steps about how to install Exchange 2007 in unattended mode, see How to Install Exchange 2007 in Unattended Mode.

For information about configuring Exchange 2007 after installation, see Post-Installation Tasks.

How to Perform a Custom Installation Using Exchange Server 2007 Setup

This topic explains how to use the Microsoft Exchange Server 2007 Setup wizard to perform a custom installation of Exchange 2007. Performing a custom installation provides added flexibility that is not possible with a typical installation. For example, with a custom installation, you can:


Decide which of the Exchange 2007 server roles you want to install.


Install a clustered mailbox server.


Install only the Exchange management tools (which include the Exchange Management Console, the Exchange Management Shell, the Exchange Help file, the Microsoft Exchange Best Practices Analyzer Tool, and the Exchange Troubleshooting Assistant Tool). You can use the management tools to administer your Exchange organization remotely. If the computer on which you install the Exchange management tools has a 32-bit processor and 32-bit operating system, you must install the 32-bit version of the management tools. For download information, see <insert link>.
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Note: 

It is supported to install the Exchange management tools on a computer with a 32-bit processor running Windows Server 2003 SP1, Standard Edition or Enterprise Edition, Windows Server 2003 R2, Standard Edition or Enterprise Edition, or Windows XP SP2. It is also supported to install the Exchange management tools on a computer with a 64-bit processor running Windows XP x64 Edition, or any of the operating systems that are supported for Exchange. For more information about supported Operating Systems, see Exchange 2007 System Requirements.
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Note: 

After you install any Exchange 2007 server roles on a computer, you cannot use the Setup wizard to add any additional server roles to this computer. If you want to add more server roles to a computer, you must either use Add or Remove Programs from Control Panel or use Setup.com from a Command Prompt window. For more information about using modifying an installation, see How to Modify an Exchange Installation.

Before You Begin

Before you perform the procedure in this topic, be aware of the following:


For e-mail messages to flow correctly, you must install both the Mailbox server role and the Hub Transport server role in each Active Directory directory service site. 


For client access to work correctly, you must install a Client Access server in each Active Directory site that has a Mailbox server. 


You can install the Mailbox server role, the Hub Transport server role, the Client Access server role, and the Unified Messaging server role on the same computer or on separate computers.


Confirm that your organization meets the requirements that are listed in Exchange 2007 System Requirements.


To perform the following procedure, the account you use must be delegated membership in the Schema Administrators group if you have not previously prepared the Active Directory schema. If you are installing the first Exchange 2007 server in the organization, the account you use must have membership in the Enterprise Administrators group. If you have already prepared the schema and are not installing the first Exchange 2007 server in the organization, the account you use must be delegated the Exchange Organization Administrator role. For more information about permissions, delegating roles, and the rights that are required to administer Exchange Server 2007, see Permission Considerations. For more information about preparing Active Directory and domains, see How to Prepare Active Directory and Domains.
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Note: 

When you install Exchange 2007, Setup will create a mailbox for the Administrator user account. When Exchange 2007 creates a mailbox, by default, if an alias is not specified, Exchange 2007 uses the user principal name (UPN) and converts all non-ASCII characters to the underscore character. In some languages that use non-standard character sets, the Administrator user account has by default a non-ASCII value for the UPN. In this case, after you install Exchange 2007, the Administrator account alias will be changed to all underscore characters. To avoid this, confirm that the Administrator account has an ASCII UPN before you install Exchange 2007.
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To use the Exchange Server 2007 Setup wizard to perform a custom installation of Exchange 2007

	1.
Log on to the server on which you want to install Exchange 2007. 

2.
Insert the Exchange Server 2007 DVD into the DVD drive. If Setup.exe does not start automatically, navigate to the DVD drive and double-click Setup.exe.

3.
On the Start page, complete Steps 1 through 3.
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Note: 

If you already have Microsoft .NET Framework 2.0, Microsoft Management Console (MMC) 3.0, and Microsoft Windows PowerShell installed, these steps will be unavailable. If you have not installed Microsoft .NET Framework 2.0, Setup will link to .NET Framework Developer Center. If you have not installed Microsoft Management Console (MMC) 3.0, Setup will link to MMC 3.0 update is available for Windows Server 2003 and for Windows XP. If you have not installed Microsoft Windows PowerShell, Setup will link to Windows PowerShell 1.0 English Language Installation Packages for Windows Server 2003 Service Pack 1 and for Windows XP Service Pack 2.

4.
On the Start page, click Step 4: Install Microsoft Exchange. Setup copies the setup files locally to the computer on which you are installing Exchange 2007.

5.
In the Exchange Server 2007 Setup wizard, on the Introduction page, click Next.

6.
On the License Agreement page, select I Accept the terms in the license agreement, and then click Next.

7.
On the Customer Feedback page, choose the appropriate selection, and then click Next.

8.
On the Installation Type page, click Custom Exchange Server Installation. If you want to change the path for the Exchange 2007 installation, click Browse, locate the appropriate folder in the folder tree, and then click OK. Click Next.

Figure 1   Installation Type page
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9.
On the Server Role Selection page, select the server roles that you want to install on the computer and click Next.
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Note: 

The Edge Transport server role cannot coexist on the same computer with any other server role.
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Note: 

You must deploy the Edge Transport server role in the perimeter network and outside the Active Directory forest.
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Note: 

If you select Management Tools, you will install the Exchange Management Console, the Exchange cmdlets for the Exchange Management Shell, and the Exchange Help file. The management tools will be installed automatically if you install any other server role.

Figure 2   Server Role Selection page
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10.
If you selected Hub Transport Role, and if you are installing Exchange 2007 in a forest that has an existing Exchange Server 2003 or Exchange 2000 Server organization, on the Mail Flow Settings page, select a bridgehead server in the existing organization that is a member of the Exchange 2003 or Exchange 2000 routing group to which you want to create a routing group connector.
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Note: 

The Exchange 2007 routing topology is based on Active Directory sites and does not use routing groups. However, to enable mail flow between Exchange 2007 and Exchange 2003 or Exchange 2000, a routing group connector is required between the Exchange 2007 routing group and the routing group in the Exchange 2003 or Exchange 2000 organization. 

11.
If you selected Mailbox Role, Client Access Role, Hub Transport Role, or Unified Messaging Role, and if this is the first Exchange 2007 server in your organization, on the Exchange Organization page, type a name for your Exchange 2007 organization.

The Exchange organization name cannot contain the following characters:


~ (tilde)


` (grave accent)


! (exclamation point)


@ (at sign)


# (number sign)


$ (dollar sign)


% (percent sign)


^ (caret)


& (ampersand)


* (asterisk)


() (parentheses)


_ (underscore)


+ (plus sign)


= (equal sign)


{} (braces)


[] (brackets)


| (vertical bar)


\ (backslash)


: (colon)


; (semicolon)


" (quotation mark)


' (apostrophe)


<> (angle brackets)


, (comma)


. (period)


? (question mark)


/ (slash mark)


White spaces at the beginning or end

12.
If you selected Mailbox Role, and if this is the first Exchange 2007 server in your organization, on the Client Settings page, click the option that describes the client computers in your organization that are running Microsoft Outlook.
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Note: 

If you do have client computers that are running Outlook 2003 or earlier, and you select Yes, Exchange 2007 will create a public folder database on the Mailbox server. If all of your client computers are running Office Outlook 2007, public folders are optional in Exchange 2007. If you select No, Exchange 2007 will not create a public folder database on the Mailbox server. You can add a public folder database later. For example, if you add client computers that are running Outlook 2003, and you need a public folder database, you can create one on the Exchange 2007 Mailbox server. You must then configure the offline address book for public folder distribution, and then restart the Microsoft Exchange Information Store service before client computers that are running Outlook 2003 and earlier will be able to connect to the server.

13.
On the Readiness Checks page, view the status to determine if the organization and server role prerequisite checks completed successfully. If they have completed successfully, click Install to install Exchange 2007.

14.
On the Completion page, click Finish.
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Important: 

After you install the first Exchange 2007 server in an organization, if you create a new recipient object (such as a mailbox, contact, distribution list, mailbox agent, or mail-enabled public folder), it will have a LegacyExchangeDN that corresponds to the new administrative group for the Exchange 2007 server. Because of this LegacyExchangeDN, Outlook will request a full offline address book (OAB) download from the Exchange 2007 server for each user in this organization that logs on to a mailbox using Outlook and using OAB versions 2 or 3. This could cause many simultaneous OAB download requests, which causes high network utilization.
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Note: 

After you install Exchange 2007, you should verify the installation. For more information, see Verifying an Exchange 2007 Installation.

For More Information


For detailed steps about how to install Exchange 2007 in unattended mode, see How to Install Exchange 2007 in Unattended Mode.


For more information about installing a clustered mailbox server in a cluster continuous replication environment, see Installing Cluster Continuous Replication.


For more information about installing a clustered mailbox server in a single copy cluster, see Installing a Single Copy Cluster.


For information about configuring Exchange 2007 after installation, see Post-Installation Tasks.

Using Edge Transport Server Cloned Configuration

The Microsoft Exchange Server 2007 Edge Transport server role stores its configuration information in Active Directory Application Mode (ADAM). You can install more than one Edge Transport server in the perimeter network and use Domain Name System (DNS) round robin, a simple mechanism that is used by DNS servers to share and distribute loads for network resources, to help balance network traffic among the Edge Transport servers. To make sure that all Edge Transport servers that you deploy are using the same configuration information, you can use the provided cloned configuration scripts in the Exchange Management Shell to duplicate the configuration of a source server to a target server.

You use cloned configuration to deploy new Edge Transport servers based on a configured source server. The configuration information for the source server is duplicated and then exported to an XML file. The XML file is then imported to the target server.

Cloned Configuration and EdgeSync

Run the EdgeSync process after you import the cloned configuration. To perform recipient lookup and message security tasks, the computer that has the Edge Transport server role installed requires data that resides in the Active Directory directory service. EdgeSync is a collection of processes that are run on a computer that has the Hub Transport server role installed to establish one-way replication of recipient and configuration information from Active Directory to the ADAM instance on an Edge Transport server. The Microsoft Exchange EdgeSync service copies only the information that is required for the Edge Transport server to perform anti-spam tasks and the information about the connector configuration that is required to enable end-to-end mail flow. The Microsoft Exchange EdgeSync service performs scheduled updates so that the information in ADAM remains current.

Cloned configuration does not duplicate the Edge Subscription settings of a server. The certificates that are used by the Microsoft Exchange EdgeSync service are not cloned. You must run the EdgeSync process separately for each Edge Transport server. The Microsoft Exchange EdgeSync service overwrites any settings that are included in both cloned configuration information and in EdgeSync replication information. These settings include Send connectors, Receive connectors, accepted domains, and remote domains.

Cloned Configuration Process

The cloned configuration process consists of three steps:

1.
Export the configuration on the source server. In this step, you run the ExportEdgeConfig.ps1 script to export the source server's configuration information to an intermediate XML file.

2.
Validate the configuration on the target server. In this step, you run the ImportEdgeConfig.ps1 script. This script checks the existing information in the intermediate XML file to see whether the settings that were exported are valid for the target server and then creates an answer file. The answer file specifies the server-specific information that is used during the next step when you import the configuration on the target server. The answer file contains entries for each source server setting that is not valid for the target server. You can modify these settings so that they are valid for the target server. If all settings are valid, the answer file contains no entries.

3.
Import the configuration on the target server. In this step, the ImportEdgeConfig.ps1 script uses the intermediate XML file and the answer file to clone an existing configuration or to restore the server to a specific configuration.

These three steps are described in detail in the following sections.

Exporting the Configuration

After you install and configure the Edge Transport server role, run the ExportEdgeConfig.ps1 script. This script retrieves the source server’s configuration information and stores the information in an intermediate XML file.

The following information is exported from the source server and stored in the intermediate XML file:


Transport server-related information and log file path information. The following file paths are imported:


ReceiveProtocolLogPath


SendProtocolLogPath


MessageTrackingLogPath


PickupDirectoryPath


RoutingTableLogPath


Transport agent-related information that includes the status and priority settings of each transport agent.


All Send connector-related information. If any Send connectors are configured to use credentials, the password is written to the intermediate XML file as an encrypted string. You can use the -key parameter with the ImportEdgeConfig.ps1 and ExportEdgeConfig.ps1 scripts to specify the 32-byte string to use for password encryption and decryption. If you do not use the -key parameter, a default encryption key is used.


Receive connector-related information. To modify the local network binding and port properties, you must modify the configuration information in the answer file that is created in the validate configuration step.


Accepted domain configuration.


Remote domain configuration.


Anti-spam features configuration settings. The following information is imported:


IP Allow list information. Only the IP Allow list entries that were manually configured by the administrator are exported.


IP Block list information.


Content filter configuration.


Recipient filter configuration.


Address rewrite entries.


Attachment filter entries.

Validating the Configuration

The target server is an Exchange 2007 server that has a clean installation of the Edge Transport server role. Run the ImportEdgeConfig.ps1 script on the target server to validate the existing information in the intermediate XML file and to create the answer file. The answer file specifies the server-specific information that is used during the next step in the cloned configuration process when you import the configuration on the target server. The answer file contains entries for each source server setting that is not valid for the target server. You can modify these settings so that they are valid for the target server. If all settings are valid, the answer file contains no entries. The intermediate XML file can be used for different target servers. The answer file is specific to a target server.

The ImportEdgeConfig.ps1 script performs the following tasks during this step:


The script verifies that the data paths and log paths can be created on the target server. If the paths cannot be created, a blank path is inserted into the answer file.


For each Send connector in the XML file, the script adds a blank entry for the source IP address in the answer file.


For each Receive connector in the XML file, the script adds a blank entry for the local network bindings in the answer file.

You must manually modify the answer file to provide the following information about server-specific settings:


Fill in the data paths and log paths. If these paths are left blank in the answer file, the paths that are configured in the intermediate XML file are used in the next step when you import the configuration on the target server.


For each Send connector entry, fill in the source IP address. If this field is left blank, an error occurs in the import configuration step.


For each Receive connector entry, fill in the local network bindings. If the local network bindings are left blank, an error occurs in the next step when you import the configuration on the target server.

Importing the Configuration

Perform this step on any target server to clone the configuration of an existing Edge Transport server or to restore the server to a specific configuration. Run the ImportEdgeConfig.ps1 script to validate and import the new configuration. After you run this script, the target server’s configuration matches the settings in the intermediate XML file and the answer file.
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Important: 

It is a best practice to back up the existing server configuration before you run the import configuration process, so that if the cloning operation fails, the server can be restored to the previous stable state.

This step uses the server-specific information that is provided in the answer file. If a setting is not specified in the answer file, the data in the intermediate XML file is used. Before the script modifies the configuration, the script validates the data in the intermediate XML file and the answer file.

The following configuration settings of the target server are modified during the import configuration step:


Transport agent configuration.


The existing connectors on the target server are removed, and the connectors that are present in the intermediate XML file are added.


The existing accepted domains are removed, and the accepted domain entries in the intermediate XML file are added.


The existing remote domains are removed, and the remote domain entries in the intermediate XML file are added.


The existing IP Allow list entries are removed, and the IP Allow list entries in the intermediate remote domains file are added.


The existing IP Block list entries are removed, and the IP Block list entries in the intermediate remote domains file are added.


The following anti-spam configuration is cloned to the target server:


Content filter configuration


Recipient filter configuration


Address rewrite entries


Attachment filter entries

Configuration Information That Is Not Cloned

When the configuration information is exported from the source Edge Transport server, the transport configuration object is not written to the intermediate XML file, and therefore, the configuration information for this object is not cloned to the target server. The settings of the transport configuration object define server-wide e-mail transport settings for an Edge Transport server. After you import the intermediate XML file to the target server, the settings of the transport configuration object will have default values. If you want the target server to use the same configuration for this object as the source server, after the import process is complete, you must configure the settings by using the Set-TransportConfig cmdlet. For more information, see Set-TransportConfig.

Table 1 describes the attributes that are associated with the transport configuration object and the default values. You configure this object on both Hub Transport servers and Edge Transport servers. However, many attributes apply only to Hub Transport servers and configuring those attributes on an Edge Transport server will have no effect.

Table 1   Transport configuration attributes and default values

	Attribute
	Description
	Default value

	ClearCategories
	This attribute specifies whether to clear Microsoft Office Outlook categories during content conversion. 
	True

	GenerateCopyOfDSNFor
	This attribute specifies the delivery status notification (DSN) codes that cause the DSN message to be copied to the postmaster e-mail address. DSN codes are entered as x.y.z and are separated by commas. 
	5.4.8, 5.4.6, 5.4.4, 5.2.4, 5.2.0, 5.1.4

	InternalSMTPServers
	This attribute specifies a list of internal Simple Mail Transfer Protocol (SMTP) server IP addresses or IP address ranges that should be ignored by Sender ID and connection filtering.
	Null

	JournalingReportNdrTo
	This attribute specifies the e-mail address to which journal reports are sent if the journaling mailbox is unavailable. This attribute doesn't apply to the configuration of an Edge Transport server.
	Null

	MaxDumpsterSizePerStorageGroup
	This attribute specifies the maximum size of the transport dumpster on a Hub Transport server. This attribute doesn't apply to the configuration of an Edge Transport server.
	18 MB

	MaxDumpsterTime
	This attribute specifies how long an e-mail message should remain in the transport dumpster on a Hub Transport server. This attribute doesn't apply to the configuration of an Edge Transport server.
	7.00:00:00

	MaxReceiveSize
	This attribute specifies the maximum message size that can be received by recipients in the organization. This attribute doesn't apply to the configuration of an Edge Transport server.
	Unlimited

	MaxRecipientEnvelopeLimit
	This attribute specifies the maximum number of recipients that are allowed in a single e-mail message. This attribute doesn't apply to the configuration of an Edge Transport server.
	Unlimited

	MaxSendSize
	This attribute specifies the maximum message size that can be sent by senders in the organization. This attribute doesn't apply to the configuration of an Edge Transport server.
	Unlimited

	TLSReceiveDomainSecureList
	This attribute specifies the remote domains that will use mutual Transport Layer Security (TLS) authentication through Receive connectors configured to support Domain Security. Multiple domains may be separated by commas. The wildcard character (*) is not supported in the domains that are listed in this attribute. 
	Null

	TLSSendDomainSecureList
	This attribute specifies the remote domains that will use mutual TLS authentication when e-mail is sent through a Send connector configured to support Domain Security and the address space of the target domain. Multiple domains may be separated by commas. The wildcard character (*) is not supported in the domains that are listed in this attribute.
	Null

	VerifySecureSubmitEnabled
	The valid values for this attribute are $True or $False. The VerifySecureSubmitEnabled attribute verifies that e-mail clients that are submitting messages from mailboxes on Mailbox servers are using encrypted MAPI submission. This attribute doesn't apply to the configuration of an Edge Transport server.
	False

	VoicemailJournalingEnabled
	This attribute specifies whether Unified Messaging voice mail is journaled by the Journaling agent. This attribute doesn't apply to the configuration of an Edge Transport server.
	True

	Xexch50Enabled
	This attribute specifies whether Xexch50 authentication should be enabled for backward compatibility with Exchange Server 2003 servers. 
	True
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Note: 

If the Edge Transport server is subscribed to the Exchange organization later, the value of the InternalSMTPservers attribute is overwritten during the EdgeSync process. For more information, see Preparing to Run the Microsoft Exchange EdgeSync Service.

For More Information

For more information, see the following topics:


How to Configure the Edge Transport Server Role by Using Cloned Configuration Tasks

Subscribing the Edge Transport Server to the Exchange Organization
How to Configure the Edge Transport Server Role by Using Cloned Configuration Tasks

This topic explains how to use the provided Exchange Management Shell scripts to duplicate the configuration of a computer that has the Microsoft Exchange Server 2007 Edge Transport server role installed. This process is referred to as cloned configuration. Cloned configuration is the practice of deploying new Edge Transport servers based on the configuration information from a previously configured source server. The configuration information from the previously configured source server is copied and exported to an XML file, which is then imported to the target server.

You may deploy more than one Edge Transport server in the perimeter network and load-balance network traffic among all Edge Transport servers by using Domain Name System (DNS) round robin. Edge Transport server configuration information is stored in Active Directory Application Mode (ADAM) and is not replicated among multiple Edge Transport servers. By using cloned configuration, you can make sure that every Edge Transport server that is deployed in the perimeter network is operating by using the same configuration.
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Important: 

Cloned configuration doesn't duplicate the Edge Subscription settings of a server. The certificates that are used by the Microsoft Exchange EdgeSync service are not cloned. You must run the EdgeSync process separately for each Edge Transport server. The Microsoft Exchange EdgeSync service overwrites any settings that are included in both cloned configuration information and in EdgeSync replication information.

Before You Begin

For more information about the configuration data that is cloned and the parameters that can be used with the cloned configuration scripts, see Using Edge Transport Server Cloned Configuration.

Install the Edge Transport server role on the source server, and configure the server.

Install the Edge Transport server role on the target server.

Included with the Edge Transport server installation are two Exchange Management Shell scripts that you use to perform the following cloned configuration tasks:


ExportEdgeConfig.ps1   This script exports all user-configured settings and data from an Edge Transport server and stores that data in an XML file.


ImportEdgeConfig.ps1   During the validate configuration step, the ImportEdgeConfig.ps1 script checks the XML file to see whether the server-specific export settings are valid for the target server. If settings have to be modified, the script writes the invalid settings to an answer file that you modify to specify the target server information that is used during the import configuration step. During the import configuration step, the script imports all user-configured settings and data stored in the intermediate XML file that was created by the ExportEdgeConfig.ps1 script.

These scripts are located in the \scripts folder in your Exchange installation folder. The default location for this folder is C:\Program Files\Microsoft\Exchange Server\Scripts.

To perform the following procedures on a computer that has the Edge Transport server role installed, you must log on by using an account that is a member of the local Administrators group on that computer.

[image: image174.png]


Note: 

If any Send connectors are configured to use credentials, the password is written to the intermediate XML file as an encrypted string. You can use the -key parameter with the ImportEdgeConfig.ps1 and ExportEdgeConfig.ps1 scripts to specify the 32-byte string to use for password encryption and decryption. If you do not use the -key parameter, a default encryption key is used.
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To use the Exchange Management Shell to clone a source server by using the Exchange Management Shell scripts

	1.
Copy the ExportEdgeConfig.ps1 script to the root folder of your user profile on the source server.

2.
On the source server, export the server configuration data by using the ExportEdgeConfig.ps1 script. Run the following command in the Exchange Management Shell. In the command, replace C:\CloneConfigData.xml with the full path of the XML file to be created by the ExportEdgeConfig.ps1 script.

./ExportEdgeConfig -CloneConfigData:"C:\CloneConfigData.xml"

The confirmation message, "Edge configuration data is exported successfully to: C:\CloneConfigData.xml," appears.

3.
Copy the output file to the target server.
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To use the Exchange Management Shell scripts to validate a configuration file and to create an answer file

	1.
Copy the ImportEdgeConfig.ps1 script to the root folder of your user profile on the target server.

2.
On the target server, validate the configuration file by using the ImportEdgeConfig.ps1 script. Run the following command in the Exchange Management Shell. In the command, replace C:\CloneConfigData.xml with the full path of the XML file that was created by the ExportEdgeConfig.ps1 script. Replace C:\CloneConfigAnswer.xml with the full path of the answer file that will be used by the ImportEdgeConfig.ps1 script to configure server-specific settings.

./importedgeconfig -CloneConfigData:"C:\CloneConfigData.xml" -IsImport $false -CloneConfigAnswer:"C:\CloneConfigAnswer.xml"

The confirmation message, "Answer file is successfully created," appears.

3.
Open the answer file and modify any settings that are invalid for the target server. If no modifications are required, the answer file will have no entries. Save your changes.
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To use the Exchange Management Shell to import a configuration file

	
Import the server configuration data by using the ImportEdgeConfig.ps1script. Run the following command in the Exchange Management Shell. In the command, replace C:\CloneConfigData.xml with the full path of the XML file that was created by the ExportEdgeConfig.ps1 script. Replace C:\CloneConfigAnswer.xml with the full path of the answer file that was created by the ImportEdgeConfig.ps1 script.

./importedgeconfig -CloneConfigData:"C:\CloneConfigData.xml" -IsImport $true -CloneConfigAnswer:"C:\CloneConfigAnswer.xml"
The confirmation message, "Importing Edge configuration information succeeded," appears.
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Note: 

When the configuration information is exported from the source Edge Transport server, the transport configuration object is not written to the intermediate XML file, and therefore, the configuration information for this object is not cloned to the target server. The settings of the transport configuration object define server-wide e-mail transport settings for an Edge Transport server. After you import the intermediate XML file to the target server, the settings of the transport configuration object will have default values. If you want the target server to use the same configuration for this object as the source server, after the import process is complete, you must configure the settings by using the Set-TransportConfig cmdlet. For more information, see Set-TransportConfig.

For More Information

For more information, see Using Edge Transport Server Cloned Configuration.

How to Install Exchange 2007 in Unattended Mode

This topic explains how to use Setup from a Command Prompt window to install Microsoft Exchange Server 2007 in unattended mode. To perform an unattended setup, you must install Exchange 2007 from the command prompt.
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Note: 

After you install any Exchange 2007 server roles on a computer, you cannot use the Exchange Server 2007 Setup wizard to add any additional server roles to this computer. If you want to add more server roles to a computer, you must either use Add or Remove Programs from Control Panel or use Setup.com from a Command Prompt window. For more information about modifying an installation, see How to Modify an Exchange Installation.

Before You Begin

Before you perform the procedure in this topic, be aware of the following:


For e-mail messages to flow correctly, you must install both the Mailbox server role and the Hub Transport server role in each Active Directory directory server site. 


For client access to work correctly, you must install a Client Access server in each Active Directory site that has a Mailbox server. 


You can install the Mailbox server role, the Hub Transport server role, the Client Access server role, and the Unified Messaging (UM) server role on the same computer or on separate computers.


Confirm that your organization meets the requirements that are listed in Exchange 2007 System Requirements.


To perform the following procedure, the account you use must be delegated membership in the Schema Administrators group if you have not previously prepared the Active Directory schema. If you are installing the first Exchange 2007 server in the organization, the account you use must have membership in the Enterprise Administrators group. If you have already prepared the schema and are not installing the first Exchange 2007 server in the organization, the account you use must be delegated the Exchange Organization Administrator role. For more information about permissions, delegating roles, and the rights that are required to administer Exchange Server 2007, see Permission Considerations. 
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Note: 

When you install Exchange 2007, Setup will create a mailbox for the Administrator user account. When Exchange 2007 creates a mailbox, by default, if an alias is not specified, Exchange 2007 uses the user principal name (UPN) and converts all non-ASCII characters to the underscore character. In some languages that use non-standard character sets, the Administrator user account has by default a non-ASCII value for the UPN. In this case, after you install Exchange 2007, the Administrator account alias will be changed to all underscore characters. To avoid this, confirm that the Administrator account has an ASCII UPN before you install Exchange 2007.
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To install Exchange 2007 in unattended mode

	1.
Log on to the server on which you want to install Exchange 2007. 

2.
Insert the Exchange 2007 DVD into the DVD drive. From a command prompt, navigate to the DVD drive.

3.
From a command prompt, run the following command:

Setup.com /mode:<setup mode> /roles:<server roles to install> [OrganizationName:<name for the new Exchange organization>] [/TargetDir:<target directory>] [/UpdatesDir:<directory from which to install updates>] [/DomainControler <FQDN of domain controller>] [/AnswerFile <filename>] [/DoNotStartTransport] [/EnableLegacyOutlook] [/LegacyRoutingServer] [/EnableErrorReporting] [/NoSelfSignedCertificates] [/AdamLdapPort <port>] [/AdamSslPort <port>] [/AddUmLanguagePack:<UM language pack name>] [/RemoveUmLanguagePack:<UM language pack name>] [/NewProvisionedServer] [/RemoveProvisionedServer] [/ForeignForestFQDN] [/ServerAdmin <user or group>] [/NewCms] [/RemoveCms] [/RecoverCms] [/CMSName:<name>] [/CMSIPAddress:<IP address>] [/CMSSharedStorage] [/CMSDataPath:<CMS data path>] [/?]


/mode, or /m<setup mode>
You must use the /mode parameter to specify the setup mode. If you do not specify a mode, Setup uses the default Install mode. Select one of the following modes:

Install

Upgrade

Uninstall

RecoverServer
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Note: 

You can only use the Upgrade mode to upgrade from a previous pre-release version of Exchange 2007. You cannot perform an in-place upgrade of an Exchange version earlier than Exchange 2007.
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Note: 

Use the RecoverServer mode to recover a server installation. For more information, see Server Recovery.


/roles,or/r<server roles to install> 
You must use the /roles parameter to specify which server roles to install. Select from one or more of the following roles, in a comma-separated list:

ClientAccess (or CA, or C)

EdgeTransport (or ET, or E)
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Note: 

The Edge Transport server role cannot coexist on the same computer with any other server role.
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Note: 

You must deploy the Edge Transport server role in the perimeter network and outside the Active Directory forest.

HubTransport (or HT, or H)

Mailbox (or MB, or M)

UnifiedMessaging (or UM, or U)

ManagementTools (or MT, or T)
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Note: 

If you select ManagementTools, you will install the Exchange Management Console, the Exchange cmdlets for the Exchange Management Shell, the Exchange Help file, the Exchange Best Practices Analyzer Tool, and the Exchange Troubleshooting Assistant Tool. The management tools will be installed automatically if you install any other server role.

For example, to specify the Client Access and Mailbox server roles, specify the following: Setup /roles:ClientAccess,Mailbox or alternatively, specify the following: Setup /r:C,M.


[/OrganizationName, or /on<organization name>]

Use the /OrganizationName parameter to specify the name to give the new Exchange organization. This parameter is required if you are installing the first server in an organization. If you are installing a server in an existing Exchange organization, you cannot use this parameter.

The Exchange organization name cannot contain the following characters:

~ (tilde)

` (grave accent)

! (exclamation point)

@ (at sign)

# (number sign)

$ (dollar sign)

% (percent sign)

^ (caret)

& (ampersand)

* (asterisk)

() (parentheses)

_ (underscore)

+ (plus sign)

= (equal sign)

{} (braces)

[] (brackets)

| (vertical bar)

\ (backslash)

: (colon)

; (semicolon)

" (quotation mark)

' (apostrophe)

<> (angle brackets)

, (comma)

. (period)

? (question mark)

/ (slash mark)

White spaces at the beginning or end


[/TargetDir, or /t<destination folder>]

Use the /TargetDir parameter to specify the location to install Exchange 2007 files. The default location is %programfiles%\Microsoft\Exchange Server.


[/UpdatesDir, or /u<updates directory>]

Use the /UpdatesDir parameter to specify the directory from which updates will be installed. Files in the updates directory must be either an Updates.exe file, or one or more *.msp files.


[/DomainController, or /dc<FQDN of domain controller>]

Use the /DomainController parameter to specify the domain controller to use to read from and write to Active Directory during setup. You can use NetBIOS or fully qualified domain name (FQDN) format.


[/AnswerFile, or /a<filename>]

Use the /AnswerFile parameter to specify the location of a file that contains advanced parameters for setup. The advanced parameters that you can use in the answer file are EnableErrorReporting, NoSelfSignedCertificates, /AdamLdapPort, and AdamSslPort.


[/DoNotStartTransport]

Use the /DoNotStartTransport parameter to specify that the Microsoft Exchange Transport service will not start when Setup completes. If you need to do additional configuration before the Edge Transport or Hub Transport server accepts e-mail messages, for example, configuring anti-spam agents, you should use this parameter.


[/EnableLegacyOutlook]

Use the /EnableLegacyOutlook parameter to specify that you have client computers that are running Microsoft Office Outlook 2003 or earlier. Exchange 2007 will create a public folder database on the Mailbox server. If all of your client computers are running Office Outlook 2007, public folders are optional in Exchange 2007. If you do not use this parameter, Exchange 2007 will not create a public folder database on the Mailbox server. You can add a public folder database later.

You can only use this parameter if you are installing the first Mailbox server in an organization.


[/LegacyRoutingServer]

Use the /LegacyRoutingServer parameter to specify the Exchange Server 2003 or Exchange 2000 Server bridgehead server on which you will create a routing group connector for coexistence between Exchange 2007 and either Exchange 2003 or Exchange 2000.


[/EnableErrorReporting]

Use the /EnableErrorReporting parameter to enable error reporting during Setup.


[/NoSelfSignedCertificates]

Use the /NoSelfSignedCertificates parameter if you do not want Setup to create self-signed certificates in the case where no other valid certificate is found for Secure Sockets Layer (SSL) or Transport Layer Security (TLS) sessions. 

You can only use this parameter if you are installing either the Client Access server role or the Unified Messaging server role.


[/AdamLdapPort<port>]

Use the /AdamLdapPort parameter to specify the Lightweight Directory Access Protocol (LDAP) port to use for the Edge Transport server role Active Directory Application Mode (ADAM) instance.

You can only use this parameter if you are installing the Edge Transport server role.


[/AdamSslPort<port>]

Use the /AdamSslPort parameter to specify the SSL port to use for the Edge Transport server role ADAM instance.

You can only use this parameter if you are installing the Edge Transport server role.


[/AddUmLanguagePack <UM language pack name>]

Use the /AddUmLanguagePack parameter to specify a Unified Messaging language pack that you want to add. For a list of Unified Messaging languages, see Understanding Unified Messaging Languages.


[/RemoveUmLanguagePack <UM language pack name>]

Use the /RemoveUmLanguagePack parameter to specify a Unified Messaging language pack that you want to remove. For a list of Unified Messaging languages, see Understanding Unified Messaging Languages.


[/NewProvisionedServer, or /nprs]

Use the /NewProvisionedServer parameter to create a placeholder server object in Active Directory so that you can delegate setup of a server. You can give a user permissions to this server object, and then the user can install Exchange 2007 on the server. During Setup, additional attributes on this server object will be added.


[/RemoveProvisionedServer, or /rprs]

Use the /RemoveProvisionedServer parameter to remove a placeholder server object that was created using the NewProvisionedServer parameter. You can remove the server object at any time before you install Exchange 2007 on that server. After you install Exchange 2007, you cannot use this parameter to remove the server object.


[/ForeignForestFQDN]

Use the /ForeignForestFQDN parameter if you are in a cross-forest or resource forest scenario and want a user in one forest to administer Exchange 2007 in another forest. For more information, see How to Configure Cross-Forest Administration.


[/ServerAdmin<user or group>]

Use the /ServerAdmin parameter to specify an account that will have permissions to a provisioned Exchange server. You can use this parameter only if you use the /NewProvisionedServer parameter.


[/NewCms]

Use the /NewCms parameter to create a new clustered Exchange 2007 Mailbox server. If you use the /NewCms parameter, you must also use the /CMSName parameter and the /CMSIPAddress parameter.


[/RemoveCms]

Use the /RemoveCms parameter to specify that you want to remove an Exchange 2007 clustered mailbox server. If you use the /RemoveCms parameter, you must also use the /CMSName parameter.


[/RecoverCms]

Use the /RecoverCms parameter to specify that you want to recover an Exchange 2007 clustered Mailbox server. If you use the /RecoverCms parameter, you must also use the /CMSName parameter.


[/CMSName, or /cn]

Use the /CMSName parameter to specify the name of the Exchange clustered mailbox server.


[/CMSIPAddress, or /cip]

Use the /CMSIPAddress parameter to specify the IP address of the Exchange clustered mailbox server.


[/CMSSharedStorage, or /css]

Use the /CMSSharedStorage parameter to specify that this cluster node uses shared storage. By default, the cluster node will not use shared storage.


[/CMSDataPath, or /cdp]

Use the /CMSDataPath parameter to specify the path for shared disks.


[/?]

Use the /? parameter to display Help for the Setup.com command.

4.
Setup copies the setup files locally to the computer on which you are installing Exchange 2007.

5.
Setup checks the prerequisites, including all prerequisites specific to the server roles that you are installing. If you have not met all of the prerequisites, Setup fails and returns an error message that explains the reason for the failure. If you have met all of the prerequisites, Setup installs Exchange 2007.

6.
Verify that the installation completed successfully. For more information, see Verifying an Exchange 2007 Installation.
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Important: 

After you install the first Exchange 2007 server in an organization, if you create a new recipient object (such as a mailbox, contact, distribution list, mailbox agent, or mail-enabled public folder), it will have a legacyExchangeDN that corresponds to the new administrative group for the Exchange 2007 server. Because of this legacyExchangeDN, Outlook will request a full offline address book (OAB) download from the Exchange 2007 server for each user in this organization that logs on to a mailbox using Outlook and using OAB version 2 or 3. This could result in many simultaneous OAB download requests, which causes high network utilization.
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Note: 

After you install Exchange 2007, you should verify that the installation was successful. For more information, see Verifying an Exchange 2007 Installation.

For More Information

For information about using the Exchange Server 2007 Setup wizard to install Exchange 2007, see one of the following topics:


How to Perform a Typical Installation Using Exchange Server 2007 Setup

How to Perform a Custom Installation Using Exchange Server 2007 Setup
For more information about installing a clustered mailbox server, see the following topics:


Installing Cluster Continuous Replication

Installing a Single Copy Cluster
For information about tasks to complete after installation, see Post-Installation Tasks.

How to Install the Exchange 2007 Management Tools

This topic explains how to use the Microsoft Exchange Server 2007 Setup wizard to install the Exchange 2007 management tools. The management tools include the Exchange Management Console, the Exchange Management Shell, the Exchange Help file, the Microsoft Exchange Best Practices Analyzer Tool, and the Exchange Troubleshooting Assistant Tool. You can use the management tools to administer your Exchange organization remotely. If the computer on which you install the Exchange management tools has a 64-bit processor and 64-bit operating system, you must install the 64-bit version of the management tools. If the computer on which you install the Exchange management tools has a 32-bit processor and 32-bit operating system, you must install the 32-bit version of the management tools. To download the 64-bit version of the management tools, use the same media or download that you use to install Exchange 2007. For 32-bit download information, see <insert link>.

Before You Begin

Before you perform the procedure in this topic, be aware of the following:


It is supported to install the Exchange management tools on a computer with a 32-bit processor running Windows Server 2003 SP1, Standard Edition or Enterprise Edition, Windows Server 2003 R2, Standard Edition or Enterprise Edition, or Windows XP SP2. It is also supported to install the Exchange management tools on a computer with a 64-bit processor running Windows XP x64 Edition, or any of the operating systems that are supported for Exchange. For more information about supported Operating Systems, see Exchange 2007 System Requirements.


To perform this procedure, the account you use must be delegated the Exchange Organization Administrator role. For more information about permissions, delegating roles, and the rights that are required to administer Exchange Server 2007, see Permission Considerations. 
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To use the Exchange Server 2007 Setup wizard to install the Exchange 2007 management tools

	1.
Log on to the server on which you want to install the management tools. 

2.
Run Setup.exe from either the directory where you downloaded Exchange 2007 or from the DVD. On the Start page, complete Steps 1 through 3.
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Note: 

If you already have Microsoft .NET Framework 2.0, Microsoft Management Console (MMC) 3.0, and Microsoft Windows PowerShell installed, these steps will be unavailable. If you have not installed Microsoft .NET Framework 2.0, Setup will link to .NET Framework Developer Center. If you have not installed Microsoft Management Console (MMC) 3.0, Setup will link to MMC 3.0 update is available for Windows Server 2003 and for Windows XP. If you have not installed Microsoft Windows PowerShell, Setup will link to Windows PowerShell 1.0 English Language Installation Packages for Windows Server 2003 Service Pack 1 and for Windows XP Service Pack 2.

3.
On the Start page, click Step 4: Install Microsoft Exchange. Setup copies the setup files locally to the computer on which you are installing Exchange 2007.

4.
In the Exchange Server 2007 Setup wizard, on the Introduction page, click Next.

5.
On the License Agreement page, select I Accept the terms in the license agreement, and then click Next.

6.
On the Customer Feedback page, choose the appropriate selection, and then click Next.

7.
On the Installation Type page, click Custom Exchange Server Installation. If you want to change the path for the Exchange 2007 installation, click Browse, locate the appropriate folder in the folder tree, and then click OK. Click Next.

Figure 1   Installation Type page
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8.
On the Server Role Selection page, select Management Tools. 
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Note: 

The management tools will be installed automatically if you install any other server role.

Figure 2   Server Role Selection page
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9.
On the Readiness Checks page, view the status to determine if the organization and server role prerequisite checks completed successfully. If they have completed successfully, click Install to install Exchange 2007.

10.
On the Completion page, click Finish.


For More Information

For more information about Exchange 2007 platform versions, see Exchange Server 2007: Platforms, Editions and Versions.

Installing Cluster Continuous Replication

Installation of a cluster continuous replication (CCR) solution occurs in several different phases. Before deploying CCR, we recommend that you thoroughly review Cluster Continuous Replication. In addition, you must ensure that you meet all of the requirements specified in Planning for Cluster Continuous Replication.

The first phase is the hardware setup and configuration, starting with the cluster network formation and configuration. The next phase involves forming the cluster, beginning with the first node and continuing on to the second and subsequent nodes. After the nodes have been added to the cluster, the cluster heartbeat and the file share witness can be configured. Finally, after the cluster has been built, validated, configured, and tuned, the last phase is to install the active and passive Mailbox server roles into the cluster. The clustered mailbox server is created during the installation of the active Mailbox server role.
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Note: 

We recommend that you complete each phase before you start the next phase. After you complete all phases, we recommend that you verify the CCR solution before putting it into production.

The following sections explain each of the installation phases in more detail. 

Network Formation and Configuration


You must have a sufficient number of static IP addresses available when you create clustered mailbox servers in a two-node CCR configuration. IP addresses are required for both the public and private networks, and all IP addresses for each cluster network must be on the same subnet. Requirements related to private and public addresses are as follows: 


Private addresses   Each node requires one static IP address for each network adapter that is used for the cluster private network. You must use static IP addresses that are not on the same subnet or network as one of the public networks. We recommend that you use 10.10.10.10, 10.10.10.11, and 10.10.10.12 with a subnet mask of 255.255.255.0 as the private IP addresses for the two nodes, respectively.


Public addresses   Each node requires one static IP address for each network adapter that is used for the cluster public network. Additionally, static IP addresses are required for the failover cluster and for the clustered mailbox server so that they can be accessed by clients and administrators. You must use static IP addresses that are not on the same subnet or network as one of the private networks.

Network Best Practices for Clustered Mailbox Servers

We also recommend that you follow these best practices for your cluster network:


Use meaningful names   Building a cluster gives you many opportunities to use meaningful names for cluster nodes, cluster network interfaces, the cluster name, and clustered mailbox server names. For example, the network used to communicate with other Exchange servers and clients can be called Public. The network used to communicate between the cluster nodes can be called Private. Use names that can be related to each other without having to review a topology map. Another useful convention is to relate the nodes of a cluster to the name of the clustered mailbox server. As an example, use mbx01, mbx01-node1, and mbx01-node2 for the clustered mailbox server and the two nodes, respectively.


Use private IP addresses for the private network interfaces   See Table 1, which lists address ranges and subnet masks for the private network interfaces.

Table 1   Address ranges and subnet masks for private network interfaces

	Network
	IP address range
	Subnet mask

	Private 1
	10.10.10.10-255
	255.255.255.0

	Private 2
	10.10.10.11-255
	255.255.255.0

	Private 3
	10.10.10.12-255
	255.255.255.0



If your public network uses a 10.x.x.x network and 255.255.255.0 subnet mask, we recommend that you use alternate private network IP addresses and subnet mask.


We do not recommend the use of any type of fault-tolerant adapter or teaming for the private network. If you require redundancy for your private network, use multiple network adapters set to Internal Communication Only and define their network priority in the cluster configuration. It is important to verify that your firmware and driver are at the most current revision if you use this technology. Contact your network adapter manufacturer for information about compatibility on a server cluster. For more information about network adapter teaming in server cluster deployments, see Microsoft Knowledge Base article 254101, Network adapter teaming and server clustering.

To configure the networks in the cluster for use with a Microsoft Exchange Server 2007 CCR solution, configure the public and private networks by following the steps that are described in How to Configure Network Connections for Cluster Continuous Replication.

Forming the Cluster

A failover cluster is formed when the first node is added to the cluster. This process gives the cluster a unique network name and a unique network IP address. The network name and IP address, which collectively make the cluster's network identity, move between nodes in the cluster as nodes go online and offline. Generally, the cluster's network identity is rarely used in the administration of a clustered mailbox server.

If you are familiar with deploying failover clusters or Exchange clusters from previous versions, you will find deployment of a cluster for CCR quite different. If you are new to cluster solutions, you will find deployment to be much less complex than typical cluster configurations.

You can build a new cluster using the instructions at How to Create a New Cluster for a Clustered Mailbox Server.
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Note: 

Prior to forming the cluster, the required hotfix from Microsoft Knowledge Base article 921181, An update is available that adds a file share witness feature and a configurable cluster heartbeats feature to Windows Server 2003 Service Pack 1-based server clusters must be installed on both nodes. For detailed steps about how to install the hotfix, see How to Install the Majority Node Set File Share Witness Feature.

Adding Additional Nodes

After you install the Cluster service on the first node, you will find that it takes less time to install it on subsequent nodes. This is because the Setup program uses the network configuration settings configured on the first node as a basis for configuring the network settings on subsequent nodes. For detailed steps about how to add additional nodes to the cluster, see How to Create a New Cluster for a Clustered Mailbox Server.

Before you add and configure additional nodes, you should validate the cluster configuration. You can verify that the Cluster service is running and the cluster is operational by running cluster group from a command prompt. It should produce output similar to the following:

C:\>cluster group

Listing status for all available resource groups:

Group                   Node                 Status

-------------------- ---------------      ------

Cluster Group     <NODEName>      Online

We also recommend that you review the event logs for errors and warnings that might require attention before proceeding.

Configuring the Cluster Heartbeat

After all nodes have been added to the cluster, the cluster networking components and priority order need to be configured. The cluster heartbeat and network priority need to be configured. Table 2 details the available options for configuring cluster networks for the cluster heartbeat.

Table 2   Options for configuring cluster networks for the cluster heartbeat

	Option
	Description

	Client access only (public network)
	Select this option if you want the Cluster service to use this network adapter only for external communication with other clients. No heartbeat traffic will take place on this network adapter.

	Internal cluster communications only (private network)
	Select this option if you want the Cluster service to use this network only for the cluster heartbeat.

	All communications (mixed network)
	Select this option if you want the Cluster service to use the network adapter for the cluster heartbeat and for communication with external clients. This option is selected by default for all networks.


For detailed steps about how to configure the cluster networking components, see How to Configure the Cluster Networking Components and Priority.

Configuring the File Share Witness

After the cluster has been formed and configured, the file share witness must be configured. CCR uses the file share witness on a third computer to avoid an occurrence of network partition within the cluster, also known as split brain syndrome. Split brain syndrome in a CCR environment occurs when:


All networks designated to carry internal cluster communications fail.


Both nodes cannot receive heartbeat signals from each other.


Both nodes become the active node by bringing, or attempting to bring, the clustered mailbox server online.

The file share for the file share witness can be hosted on any server running the Microsoft Windows operating system. However, we recommend that you use a Hub Transport server in the Active Directory directory server site containing the cluster nodes to host it. A Hub Transport server is recommended to ensure that an Exchange administrator has full authority and control over the share. For detailed steps about how to configure the file share for use as the file share witness, see How to Configure the File Share Witness.

Clustered Mailbox Server Installation and Configuration

You can install the Mailbox server role on a cluster by performing a few steps on each node. After the cluster has been formed and validated, and after the cluster has been configured to use the Majority Node Set (MNS) quorum with file share witness, you should first install the Mailbox server role on the active node. For detailed steps about how to install the Mailbox server role on the active node, see How to Install the Mailbox Server Role on the Active Node.

After you install the Mailbox server role on the active node, we recommend that you verify that the configuration of the first storage group's database and transaction logs is as you planned. You may need to move them before you proceed with the second node. By default, the initial storage group and database are placed in:

%programfiles%\Microsoft\Exchange Server\Mailbox\First Storage Group

For detailed steps about how to configure the first storage group for a cluster, see How to Move a Storage Group and Its Database.

After you have installed the Mailbox server role and a clustered mailbox server on the active node and verified the first storage group's configuration, you should install the Mailbox server role on the passive node. For detailed steps about how to install the Mailbox server role on the passive node, see How to Install the Mailbox Server Role on the Passive Node.

After you install the Mailbox server role, you optionally can tune failover settings. For more information about tuning failover, see How to Tune Failover and Mount Settings for Cluster Continuous Replication.

Post-Setup Tasks

After the Mailbox server role has been installed on both nodes, and a clustered mailbox server has been created, you should perform some post-setup tasks. These tasks include:


Tuning failover control settings 


Tuning the default configuration of the transport dumpster 


Verifying the ability to move a clustered mailbox server between the nodes in the cluster

Tuning Failover Control Settings

CCR includes attributes that let you control the failover behavior of a clustered mailbox server. You can configure these attributes by using the Set-MailboxServer cmdlet. These attributes are provided so that you can control the following two decision algorithms: 


Algorithm 1   Algorithm 1 controls whether a database is mounted at failover time. At failover time, if the database is detected to have lost less than a configured amount of logs, it is automatically mounted. The acceptable number of lost logs can be configured using a value called AutoDatabaseMountDial. This parameter, which is represented in Active Directory by an Exchange Server attribute called msExchDataLossForAutoDatabaseMount, has three values: Lossless, Good Availability, and Best Availability. Lossless is 0 logs lost, Good Availability is 3 logs lost, and Best Availability, which is the default, is 6 logs lost. For detailed steps to configure these values, see How to Tune Failover and Mount Settings for Cluster Continuous Replication. When configuring the system for Good Availability or Best Availability, do not use spaces (e.g., use GoodAvailability and BestAvailability).


Algorithm 2   Algorithm 2 lets you determine if it is more important to be online with old data than to be offline. If the database fails to mount based on algorithm 1, you can establish the time to do a second check. The time to wait is configured by the ForcedDatabaseMountAfter attribute. The value is in units of hours with a default of unlimited.

Tuning the Default Configuration of the Transport Dumpster

The transport dumpster is a feature of the Hub Transport server role that must be configured when using CCR, and this feature is used only by CCR environments. The transport dumpster submits recently delivered mail after an unscheduled outage. The transport dumpster should always be turned on when using CCR. The transport dumpster is enabled organization wide by setting the amount of storage available per storage group and setting the time to retain mail in the dumpster.

The transport dumpster is a feature of the Hub Transport server role. The Hub Transport server maintains a queue of mail that was recently delivered to a clustered mailbox server. In the event of a failover that is not Lossless, CCR automatically requests every Hub Transport server in the site to resubmit mail from the transport dumpster queue. The information store automatically deletes the duplicates and redelivers mail that was lost. You can use the Set-TransportConfig cmdlet to change the default configuration settings for the transport dumpster, which are controlled at the storage group level. 

We recommend configuring the MaxDumpsterSizePerStorageGroup parameter, which specifies the maximum size of the transport dumpster queue for each storage group, to a size that is 1.5 times the size of the maximum message that can be sent. For example, if the maximum size for messages is 10 megabytes (MB), you should configure the MaxDumpsterSizePerStorageGroup parameter with a value of 15 MB. We also recommend configuring the MaxDumpsterTime parameter, which specifies how long an e-mail message should remain in the transport dumpster queue, to a value of 7.00:00:00, which is seven days. We believe this is sufficient time to allow for an extended outage to occur without loss of e-mail messages. When using the transport dumpster feature, additional disk space will be needed on the Hub Transport server to host the transport dumpster queues. The amount of storage space required is approximately equal to the value of MaxDumpsterSizePerStorageGroup multiplied by the number of storage groups on all clustered mailbox servers in a CCR environment in the Active Directory Site containing the Hub Transport server.

For detailed steps about how to enable and configure the transport dumpster, see How to Configure the Transport Dumpster.

Verifying the CCR Solution

After you complete the installation of a CCR solution, or after you make significant configuration changes, we recommend that you verify the health and status of the clustered mailbox server, and that both nodes are correctly configured to support the clustered mailbox server.

The recommended way to verify the health and status of the clustered mailbox server is to run the Get-StorageGroupCopyStatus and Get-ClusteredMailboxServerStatus cmdlets. The Get-StorageGroupCopyStatus cmdlet provides current replication status information for each storage group. For detailed steps to view the status of storage groups in a CCR environment, see How to View the Status of a Cluster Continuous Replication Copy Using the Exchange Management Shell.

The Get-ClusteredMailboxServerStatus cmdlet provides basic operational status for the clustered mailbox server. For detailed steps to obtain basic operational status for a clustered mailbox server, see How to View the Status of a Clustered Mailbox Server.

The recommended way to verify that both nodes are able to bring the clustered mailbox server online is to use the Move-ClusteredMailboxServer cmdlet to move the clustered mailbox server to each node.

Delegating Clustered Mailbox Server Setup

In some cases, an administrator may want to delegate responsibility for setup and administration to a subordinate administrator. In these situations, the privileged administrator typically wants to give the subordinate administrator only those rights that are necessary to perform the specific task or set of tasks, such as creating a clustered mailbox server. Microsoft Exchange Server 2007 supports this scenario through its delegated setup support. Delegated setup support enables an administrator to quickly create the Active Directory objects that are required for delegation to a subordinate administrator, and by allowing a subsequent installation, to adopt the pre-created objects.

The general model for delegated setup is to have the administrator create Active Directory objects that are required to delegate the privilege, but not do the complete installation. By having the administrator create the required objects and then give the subordinate administrator access to the objects, the subordinate administrator a can complete a clustered mailbox server installation.

Following are the general stages that are necessary to perform a delegated setup of a clustered mailbox server:

1.
Form the cluster, and create the computer object for the clustered mailbox server.

2.
Perform the provisioning for the delegation.

3.
Perform the clustered mailbox server installation.

Steps 1 and 3 are performed by the subordinate administrator. Step 2 is performed by the administrator. For more information about how to delegate setup and allow a subordinate administrator to install a clustered mailbox server, see How to Perform a Delegated Setup of a Clustered Mailbox Server.

How to Install the Majority Node Set File Share Witness Feature

Cluster continuous replication (CCR) requires a new quorum model called the Majority Node Set (MNS) quorum with file share witness. To use this new quorum model, you must install the quick fix engineering (QFE) hotfix that enables this feature. The hotfix is described in Microsoft Knowledge Base article 921181, An update is available that adds a file share witness feature and a configurable cluster heartbeats feature to Microsoft Windows Server 2003 Service Pack 1-based server clusters. The hotfix must be installed onto each node prior to deploying CCR.

Before You Begin

To perform the following procedure, the account you use must be delegated membership in the local Administrator group.
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To install the QFE hotfix documented in Knowledge Base article 921181

	1.
Download the QFE hotfix package as detailed in Microsoft Knowledge Base article 921181, An update is available that adds a file share witness feature and a configurable cluster heartbeats feature to Windows Server 2003 Service Pack 1-based server clusters.

2.
Copy the downloaded package to each node that will participate in the cluster.

3.
Double-click the downloaded package to install it.

4.
Restart each node for the change to take effect.


For More Information

For more information about the file share witness, see Cluster Continuous Replication.

How to Configure Network Connections for Cluster Continuous Replication

This topic explains how to configure network connections to support a Microsoft Exchange Server 2007 clustered mailbox server in a cluster continuous replication (CCR) environment. Proper configuration of the network connections is necessary to ensure that client connections to the cluster server are possible and happen in a timely fashion. There are three procedures that must be performed prior to forming the clusters:


Configure the network connection order


Configure the public network connections


Configure the private network connections
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Important: 

If you have a network adapter that can be manually configured to specify speed and duplex mode, and you are using a crossover cable, you should manually specify a speed and duplex mode. With network adapters that can manually specify a speed and duplex mode, make sure that you hard set them with the same configuration on all nodes and according to the manufacturers' specifications. For network adapters that do not support manual settings, follow the card manufacturer's specifications. The amount of information that is traveling across the private network is small, but latency is critical for communication. If you have the same speed and duplex settings, this helps to support reliable communication. If you are not sure of the supported speed of your card and connecting devices, or your manufacturer's recommended settings, we recommend that you set all the devices on that path to 10 megabytes (MB) per second and half duplex. This configuration provides sufficient bandwidth and reliable communication. For more information about the effects of using the Autodetect setting on network interface cards in cluster deployments, see Microsoft Knowledge Base article 174812, The effects of using Autodetect setting on cluster network interface card.

Before You Begin

To perform the following procedures on a computer that is being configured for a clustered mailbox server, the account you use must be delegated the following:


Membership in the local Administrators group

For more information about permissions, delegating roles, and the rights that are required to administer Exchange Server 2007, see Permission Considerations.

You must have at least one network that has file-sharing capabilities for the Majority Node Set (MNS) quorum with file share witness to function. We recommend that you enable file sharing on multiple networks in the cluster to avoid a single point of failure for the quorum resource.
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To configure the network connection order for a clustered mailbox server

	1.
In Control Panel, double-click Network Connections.

2.
On the Advanced menu, click Advanced Settings.

3.
In Advanced Settings, on the Adapters and Bindings tab, under Connections, make sure that your connections appear in the following order:


<Public network name> (where Public network name is the name of your public network connection)


<Private network name> (where Private network name is the name of your private network connection)


Remote access connections 

4.
Click OK to save the changes.
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Note: 

If your clustered mailbox server has more than two networks, it is important to ensure that all public networks are at the top of the connection order list and all private networks are at the bottom of the connection order list.
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To configure the public network connections for a clustered mailbox server

	1.
In Control Panel, double-click Network Connections.

2.
In Network Connections, right-click <Network connection name> (where <Network connection name> is the name of your public network connection), and then click Rename.

3.
In the Name field, enter a meaningful name, such as Public.

4.
In Network Connections, right-click <Network connection name> (where <Network connection name> is the name of your public network connection), and then click Properties.

5.
In <Network connection name> Properties, on the General tab, under This connection uses the following items, make sure that the Client for Microsoft Networks, Internet Protocol (TCP/IP) and File and Printer Sharing for Microsoft Networks check boxes are selected.

6.
Select Internet Protocol (TCP/IP), and then click Properties.

7.
In Internet Protocol (TCP/IP) Properties, click Advanced.

8.
In Advanced TCP/IP Settings, on the DNS tab, verify the following information: 


Under DNS server addresses, in order of use, ensure that all of the required addresses are listed.


Under Append these DNS suffixes (in order), ensure that the correct suffixes are listed.

9.
On the WINS tab, ensure that Disable NetBIOS over TCP/IP is not selected.

10.
Click OK twice to save the changes, and then click Close to exit Properties.
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To configure the private network connections for a clustered mailbox server

	1.
In Control Panel, double-click Network Connections.

2.
In Network Connections, right-click <Network connection name> (where <Network connection name> is the name of your private network connection), and then click Rename.

3.
In the Name field, enter a meaningful name, such as Private.

4.
In Network Connections, right-click <Network connection name> (where <Network connection name> is the name of your private network connection), and then click Properties.

5.
On the General tab of the private network connection, select Client for Microsoft Networks, Internet Protocol (TCP/IP), and File and Printer Sharing for Microsoft Networks.

6.
Select Internet Protocol (TCP/IP), and then click Properties.

7.
On the Internet Protocol (TCP/IP) Properties page, on the General tab, select Use the following IP address, and then configure a static IP address and subnet mask for the connection. Also select Use the following DNS server addresses, and leave blank the IP address fields for Preferred DNS server and Alternate DNS server, and then click Advanced.
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Note: 

The default gateway and Domain Name System (DNS) entries are left blank. It is not necessary to configure the default gateway or DNS settings because private cluster networks are used only for internal cluster communications.

8.
In Advanced TCP/IP Settings, on the DNS tab, verify the following information: 


Under DNS server addresses, in order of use, make sure that no addresses are listed.


Make sure that the Register this connection's addresses in DNS check box is cleared.

9.
On the WINS tab, ensure that Disable NetBIOS over TCP/IP is selected.

10.
Click OK twice to save the changes, and then click Close to exit Properties.


How to Create a New Cluster for a Clustered Mailbox Server

This topic explains how to create a new Microsoft Windows Server 2003 cluster for a Microsoft Exchange Server 2007 clustered mailbox server (CMS) by using Cluster.exe. When creating a new Windows Server 2003 cluster for use as a CMS, you must provide all initial cluster configuration information. This topic contains two procedures:


Creating a new cluster


Adding nodes to the new cluster

Before You Begin

These procedures can be performed locally on the physical node or remotely. However, we recommend that you perform these procedures on the node that will be the first node in the cluster.

To perform this procedure, the account you use must be delegated the following:


Membership in the local Administrators group

For more information about permissions, delegating roles, and the rights that are required to administer Exchange Server 2007, see Permission Considerations.
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Note: 

We recommend using the account that will be used during the Exchange installation, if it has sufficient authority, to eliminate the potential of forgetting to change accounts after the installation is complete.
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To use the New Server Cluster wizard to create a new cluster

	1.
Open a Command Prompt window, and run the following command:

cluster /create /wizard

2.
The New Server Cluster wizard appears. Verify that you have the necessary information to continue with the configuration, and then click Next to continue.

3.
In the Domain field, select the name of the domain in which the cluster will be created. In the Cluster name field, enter a unique name for the cluster that is less than 15 characters in length. It is a best practice to follow the Domain Name System (DNS) namespace rules when entering the cluster name. For more information about DNS namespace rules, see Microsoft Knowledge Base article 254680, DNS Namespace Planning.
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Note: 

If the Domain Access Denied page appears, it typically means that you are logged on locally with an account that is not a domain account with local administrative permissions. In this event, the wizard will prompt you to specify an account. This is not the Cluster service account. If you have the appropriate credentials, the Domain Access Denied page will not appear.

4.
On the Select Computer page, verify or type the name of the computer that you plan to use.
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Note: 

The computer name is not case-sensitive.

5.
On the Analyzing Configuration page, the wizard analyzes the node for possible hardware or software issues that can cause installation problems. Review any warnings or error messages that appear. Click Details to obtain more information about each warning or error message.
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Note: 

The bulleted list at the top of the page evolves into a tree of status information as the analysis is completed. The tree can be expanded to view specific status. Items with check icons can be ignored. Items with yellow triangle icons are warnings. Items with red icons are blocking errors and must be corrected. The wizard warns you if it does not find a shared storage for a quorum. This warning is expected and can be ignored.

6.
If the green bar is present and the only warnings are due to the lack of a shared quorum, click Next.

7.
On the IP Address page, type the unique, valid cluster IP address, and then click Next. The wizard automatically associates the cluster IP address with the public network by using the subnet mask to select the correct network. The cluster IP address should be used for administrative purposes only and not for client connections.

8.
On the Cluster Service Account page, type the user name and password of the Cluster service account. In the Domain field, select the domain name, and then click Next. The wizard verifies the user account and password.

9.
On the Proposed Cluster Configuration page, click Quorum. Select Majority Node Set from the drop-down box. Click OK, and then click Next.

10.
On the Creating the Cluster page, review any warnings or error messages that appear while the cluster is being created. For more information about warnings or errors, click to expand each warning or error message. To continue, click Next.

11.
Click Finish to complete the cluster configuration.
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Note: 

If any physical disk resources are present, they should be manually removed before proceeding with the next procedure.
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To use Cluster.exe to install a second or subsequent node in a cluster

	1.
Open a Command Prompt window, and then run the following command: cluster /cluster:<ClusterName>/add /wizard
2.
After the Add Nodes wizard appears, click Next.

3.
In the Domain list, click the domain where the server cluster is located, enter the server cluster name in the Cluster name box, and then click Next.
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Note: 

This is the name you entered when you created the cluster.

4.
In the Computer name field, type the name of the node (or nodes) that you want to add to the cluster, click Add, and then click Next.

5.
After the Add Nodes wizard has analyzed the cluster configuration successfully, click Next.

6.
In the Password field on the Cluster Service Account page, type the password for the Cluster service account. Make sure that the correct domain for this account appears in the Domain list, and then click Next.

7.
On the Proposed Cluster Configuration page, view the configuration details to verify that the server cluster IP address and the networking information are correct, and then click Next.

8.
After the cluster is configured successfully, click Next, and then click Finish.


How to Configure the File Share Witness

This topic explains how to enable and configure a Majority Node Set (MNS) quorum with file share witness for cluster continuous replication (CCR). This topic also explains how to create and assign permissions for the file share used by the file share witness.
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Note: 

The file share witness configuration is ignored when the number of nodes in the cluster changes from two to three or from two to one. The procedure must be repeated when the cluster reverts to a single node.

The file share name is stored in a property on the Majority Node Set resource. The default name is Majority Node Set; however, you can change the name. 

Before You Begin

The file share for the file share witness can be hosted on any computer running a Microsoft Windows Server operating system. However, we recommend that you use a Hub Transport server in the Active Directory directory service site containing the cluster nodes to host it. This allows an Exchange administrator have full and complete control over the share (and the server hosting the share).

We also recommend that you create a CNAME record in DNS for the server hosting the share, instead of the actual server name. When creating the share for the file share witness use the fully-qualified domain name for the CNAME record instead of the server name, as this practice assists with site resilience.

The MNS quorum with file share witness enables the deployment of only two clustered computers to support a CCR pair and still provides full redundancy. These procedures should be performed after the second node is added to the cluster and before the clustered mailbox server is installed.

To perform the following procedures, the account you use must be delegated the following:


Membership in the local Administrator group

For more information about permissions, delegating roles, and the rights that are required to administer Microsoft Exchange Server 2007, see Permission Considerations.

In the procedures below:


<ShareUNCPath> refers to the UNC path for the file share, including the CNAME (e.g., \\FSW\MNS_FSW_E2K7CCR).


<CMSName> refers to the name of the clustered mailbox server (e.g., E2K7CCR).


<Directory> refers to the full path to the directory being shared (e.g., C:\MNS_FSW_DIR_E2K7CCR).


<CSA> is the Cluster service account.


<ClusterName> is the name of the cluster itself (e.g., EXCLUS1).

When specifying the above parameters in your commands, do not include the <> characters (e.g., use EXCLUS1, not <EXCLUS1>). 
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To create and secure the file share for the file share witness

	1.
Create a directory that will be used for the share by running the following command at a command prompt: 

mkdir <Directory>
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Note: 

We recommend using the following naming convention for the directory name: "MNS_FSW_DIR_<CMSname>"

2.
Create the share by running the following command:

net share <shareName>=<Directory> /GRANT:<CSA>,FULL
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Note: 

We recommend using the following naming convention for the share name: "MNS_FSW_<CMSname>"

3.
Assign permissions to the share by running the following command:

cacls <Directory> /G BUILTIN\Administrators:F <CSA>:F

4.
While logged in using the cluster service account, verify that the share is accessible from the first cluster node. Use Windows Explorer, or another application, to verify that the share is available by opening the file share. If you use anything other than the cluster service account, you will get an "access denied" message.
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To configure the MNS quorum to use the file share witness

	1.
To set the property, run the following command from a command prompt:

Cluster <ClusterName> res "Majority Node Set" /priv MNSFileShare=<ShareUNCPath>
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Note: 

If the MNS resource was manually created, it may have a different name. To verify the name, you can run cluster /quorum. The entry in the first column is the name of the MNS resource.

2.
When the command run in Step 1 is complete, an error message is produced. The message indicates that the resource must be restarted to have the change take effect. The following is a sample of the output that is generated from the Step 1 command:

Cluster <ClusterName> res "Majority Node Set" /priv MNSFileShare=<ShareUNCPath>

System warning 5024 (0x000013a0).

The properties were stored but not all changes will take effect until the next time the resource is brought online.
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Note: 

If the share is not available or can't be accessed, an access denied error may be produced.
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Note: 

Depending on your permissions, you may need to use the Cluster service account to access the share from your session. The test for access is done by the Cluster service, which will have access to a share with the proper permission settings.

3.
Run the following command to restart the resource and implement the change:

Cluster <ClusterName> group "Cluster Group" /move

The previous command will result in output similar to the following:

Moving resource group 'Cluster Group'

Group                     Node          Status
Cluster Group   <NodeName>    Online

4.
Repeat the command in Step 3 to complete the configuration.

5.
To check the value of the file share property, run the following command:

Cluster <ClusterName> res "Majority Node Set" /priv




For More Information

For more information about the file share witness, see Microsoft Knowledge Base article 921181, An update is available that adds a file share witness feature and a configurable cluster heartbeats feature to Windows Server 2003 Service Pack 1-based server clusters.

How to Configure the Cluster Networking Components and Priority

This topic explains how to use Cluster Administrator to configure the cluster networking components and priority to support a Microsoft Exchange Server 2007 clustered mailbox server.

There are two procedures that you need to perform prior to installing the clustered mailbox server in the cluster:


Enable networks for cluster use   This procedure allows the cluster to make use of the networks to which it is attached.


Configure network priority order   This procedure makes sure that client connections to the cluster occur in a timely manner.

Before You Begin

You must have at least two network interfaces installed in each node. These procedures assume that only two networks are in use: a public network and a private network. If your cluster has two networks, you must configure one of them as a mixed (public) network and the other as a private network. If your cluster has more than two networks, you can configure the extra networks as needed.

Configuring cluster network priority is different from configuring the network connection order in Microsoft Windows. For detailed steps that explain how to configure the network connection order in Windows, see How to Configure Network Connections for Cluster Continuous Replication.

To perform the following procedures on a computer that is going to be configured for a clustered mailbox server, the account you use must be delegated the following:


Membership in the local Administrators group

For more information about permissions, delegating roles, and the rights that are required to administer Exchange Server 2007, see Permission Considerations.
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To use Cluster Administrator to enable networks for cluster use

	1.
Open Cluster Administrator.

2.
In the console tree, double-click Cluster Configuration, and then click Networks.

3.
In the details pane, right-click the private network that you want to enable, and then click Properties.

4.
Select the Enable this network for cluster use check box. By default, all detected networks will be enabled for cluster use; therefore, it is likely that this check box will already be checked.

5.
In the This network performs the following role in the cluster field, select Internal cluster communications only (private network), and then click OK.

6.
In the details pane, right-click the public network that you want to enable, and then click Properties.

7.
Select the Enable this network for cluster use check box. By default, all detected networks will be enabled for cluster use; therefore, it is likely that this check box will already be checked.

8.
In the This network performs the following role in the cluster field, select All communications (mixed network), and then click OK.
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Note: 

If you have additional networks connected to a server that you do not want to be used by the cluster, select the Enable this network for cluster use check box for that network connection.
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To use Cluster Administrator to configure cluster network priority order

	1.
Open Cluster Administrator.

2.
In the console tree, right-click Cluster Name, and then click Properties.

3.
Click the Network Priority tab.

4.
In Networks used for internal cluster communications, select the private network. Increase its priority using the Move Up button until the private network is listed at the top of the priority list. Always make sure that private networks have higher priority than mixed or client-only networks.

5.
When you finish, click OK.


How to Verify the Cluster Is Functional

This topic explains how to verify that a failover cluster is functional.

Before You Begin

To perform the following procedure, the account you use must be delegated the following:


Membership in the local Administrator group

For more information about permissions, delegating roles, and the rights that are required to administer Microsoft Exchange Server 2007, see Permission Considerations.

In addition to the procedure below, you can also use Cluster Administrator to verify that the cluster is functional.

	To verify that the cluster is functional

	1.
Open a command prompt on either node in the cluster.

2.
Run the following command:

cluster group

Reporting similar to the following should be displayed:

Listing status for all available resource groups:
Group

Node

Status

Cluster Group

<NAME>

Online

3.
Run the following command:

cluster node

Reporting similar to the following should be displayed:

Listing status for all available nodes:
Node

Node ID

Status

<NAME>

2

Up

<NAME>

1

Up




How to Install the Mailbox Server Role on the Active Node

This topic explains how to install the Mailbox server role on the active node in a cluster continuous replication (CCR) environment. You can install the Mailbox server role and create a clustered mailbox server using the command-line version of Setup (Setup.com, or Setup) or by using the Exchange Server 2007 Server wizard (Setup.exe).

Before You Begin

Installation of the Mailbox server role requires the use of a domain account that been delegated the Exchange Server Administrator role.

[image: image222.png]


Important: 

If you accidentally specify the cluster IP address as the IP address for the clustered mailbox server then you can complete the installation by performing Step 5 of the first procedure with the correct IP address.
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Note: 

If this is a two-node cluster and the passive node is already installed, the new active node is automatically paired with the existing passive node.

[image: image224.png]


Note: 

Clustered mailbox server names must be 15 characters or less.
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To use Setup to install the Mailbox server role on the active node in a CCR environment

	1.
Open a Command Prompt window, and then navigate to the installation files.

2.
Run the following command:

Setup /roles:Mailbox

Setup verifies that the Active Directory directory service schema is updated, and then it copies the Mailbox server role files onto the computer and installs the Mailbox server role.
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Note: 

If you need to place the program files in an alternate location, you can add /targetdir:<Path> to the command to specify the location.

3.
Open a Command Prompt window, and then navigate to the Exchange program files.

4.
Change to the bin directory under the Exchange program files. By default, the installation file location is %programfiles%\Microsoft\Exchange Server\bin.

5.
Run the following command:

Setup /newcms /CMSname:<NameofClusteredMailboxServer> /CMSIPAddress:<ClusteredMailboxServerIPAddress>
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Note: 

To select a non-default location for the first storage group, you can also add /CMSDataPath:<PathToTheDatabase> to the command. The /CMSDataPath:<PathToTheDatabase> parameter can be omitted if you want the database to be located at the default location (%programfiles%\Microsoft\Exchange Server\Mailbox). “First Storage Group” will be appended to the provided path.
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To use Setup with an answer file to install the Mailbox server role on the active node in a CCR environment

	1.
Create a text file, for example, C:\answerfile.txt, with the following content:

/CMSname:<NameofClusteredMailboxServer>

/CMSIPAddress:<ClusteredMailboxServerIPAddress>
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Note: 

To select a non-default location for the first storage group, you can also add /CMSDataPath:<PathToTheDatabase> to the command. The /CMSDataPath:<PathToTheDatabase> parameter can be omitted if you want the database to be located at the default location (%programfiles%\Microsoft\Exchange Server\Mailbox). “First Storage Group” will be appended to the provided path.

2.
Open a Command Prompt window, and then navigate to the Exchange installation files.

3.
Run the following command:

Setup /roles:Mailbox /newcms /answerfile:"c:\answerfile.txt"
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To use the Exchange Server 2007 Setup wizard to install the Mailbox server role on the active node in a CCR environment

	1.
Open a Command Prompt window, and then navigate to the Exchange installation files.

2.
Run the following command:

Setup.exe
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Note: 

If you have installed the necessary prerequisite packages, you can click Step 4: Install Microsoft Exchange to proceed with the installation.

3.
On the Introduction page, click Next.

4.
On the License Agreement page, review the license agreement. If you accept the terms, select I accept the terms in the license agreement, and then click Next.

5.
On the Error Reporting page, review the information and make your selection. Click Next.

6.
On the Installation Type page, select Custom Exchange Server Installation. Select the location for the Exchange program files, and then click Next.

7.
On the Server Role Selection page, select Active Clustered Mailbox Server. This will automatically select the Management Tools role, and the other roles will be unavailable. You have the option of changing the path for the Exchange binary files. Click Next.

8.
On the Cluster Settings page, select the Cluster Continuous Replication option, and then enter your clustered mailbox server name, IP address, and a path for your Exchange data. 
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Note: 

The IP address field is a text box where you enter the address in dotted decimal format. In the path field, the entered name will have “First Storage Group” appended to it.

Click Next to initiate the checks and installation.


How to Move a Storage Group and Its Database

This topic explains how to use the Exchange Management Shell to move a storage group and its databases to an alternate location in a cluster continuous replication (CCR) environment. You can use these procedures to move the first storage group (log files, system files, and database file) to an alternate location before installing the passive node. During any storage group or database file moves, the database in the storage group is dismounted. When moving the database file to an alternate location, you must physically move the file and then update its location using the Move-DatabasePath cmdlet.

Before You Begin

To perform these procedures, you must log on to the active node. To determine which node is the active node, you can run the Get-ClusteredMailboxServerStatus cmdlet. Examine the OperationalMachines parameter in the output of the Get-ClusteredMailboxServerStatus cmdlet. The node name that has the word <Active> to its right is the active node.

To perform thes procedures, the account you use must be delegated the following:


Exchange Server Administrator role and local Administrators group for the target server

For more information about permissions, delegating roles, and the rights that are required to administer Microsoft Exchange Server 2007, see Permission Considerations.
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Important: 

This procedure can only be performed after the active clustered mailbox role is installed, and before the passive clustered mailbox role is installed. You cannot perform this procedure if the CCR environment already has a passive node configured. For detailed steps on how to move a storage group or database in a CCR environment after a passive node has been added, see How to Move a Storage Group in a Cluster Continuous Replication Environment and How to Move a Database in a Cluster Continuous Replication Environment.
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To move a storage group to an alternate location prior to installing the passive node

	1.
Open the Exchange Management Shell.

2.
Run the following command:

Move-StorageGroupPath -Identity:<Server\StorageGroupName> -LogFolderPath:<FullPathforLogFiles> -SystemFolderPath:<FullPathforSystemFiles> -ConfigurationOnly:$true

3.
A confirmation prompt appears that asks you to confirm that you want to perform the move action. Type Y and then press ENTER.

4.
A second confirmation prompt appears that indicates that the database in the storage group must be dismounted in order for the move operation to occur. Type Y and then press ENTER.

5.
After you perform this procedure, the database is in a dismounted state. If you also want to move the default location for the database file, leave the database dismounted and perform the procedure below. If you do not want to move the location of the database file, mount the database using either the Exchange Management Console or the Mount-Database cmdlet in the Exchange Management Shell.
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To move a database to an alternate location prior to installing the passive node

	1.
Use Windows Explorer to move the original default database (Mailbox Database.edb) from its original location to its new location. The default location of the first storage group is a subdirectory of the Exchange installation directory, such as \Program Files\Microsoft\Exchange Server\Mailbox\First Storage Group.

2.
After the move is complete, open the Exchange Management Shell.

3.
Run the following command:

Move-DatabasePath -Identity:<Server\StorageGroupName\DatabaseName> -EdbFilePath:<FullPathandFileNameforDatabaseFile> -ConfigurationOnly:$true

4.
A confirmation prompt appears that asks you to confirm that you want to perform the move action. Type Y and then press ENTER.

5.
Open the Exchange Management Console.

6.
In the console tree, expand Server Configuration and then click Mailbox.

7.
In the result pane, select the clustered mailbox server.

8.
In the work pane, expand First Storage Group and then select the mailbox database.

9.
In the action pane, click Mount database.


For More Information

For more information about the command syntax for the Get-ClusteredMailboxServerStatus cmdlet, see Get-ClusteredMailboxServerStatus.

For more information about mounting a database in a CCR environment, see How to Mount a Database in a Cluster Continuous Replication Environment.

How to Install the Mailbox Server Role on the Passive Node

This topic explains how to use Setup to install the Mailbox server role on the passive node in a cluster continuous replication (CCR) environment.

Before You Begin

You can perform this procedure before or after the Mailbox server role has been installed on the active node. For detailed steps that explain installing the Mailbox server role on the active node, see How to Install the Mailbox Server Role on the Active Node.

To install the Mailbox server role, the account you use must be delegated the following:


Exchange Server Administrator role and local Administrators group for the target server

For more information about permissions, delegating roles, and the rights that are required to administer Microsoft Exchange Server 2007, see Permission Considerations.
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To use the command line to install the Mailbox server role on the passive node

	1.
Open a command prompt, and then navigate to the Microsoft Exchange installation files.

2.
Run the following command:

Setup /roles:Mailbox

This command makes sure that the Active Directory directory service schema is updated, and then it copies the Mailbox server role files onto the computer.
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Important: 

The Exchange target install location must match on all nodes in the cluster.
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Important: 

If this is a two-node cluster and there is already an active node, Setup automatically pairs the active and passive nodes.


All storage groups defined for the clustered mailbox server must be seeded on the new passive node. For detailed steps that explain seeding the passive node, see How to Seed a Cluster Continuous Replication Copy.
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To use the Exchange setup wizard to install the Mailbox server role on the passive node

	1.
Navigate to the Exchange installation files.

2.
Run the following command:

Setup.exe
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Note: 

If you have installed the necessary prerequisite packages, you can click Step 4: Install Microsoft Exchange to proceed with the installation.

3.
The Exchange setup wizard will appear. On the Introduction page, press Next.

4.
On the License Agreement page, review the license agreement. If you accept the terms, select I accept the terms in the license agreement, and then click Next.

5.
On the Error Reporting page, review the information and make your selection. Click Next.

6.
On the Installation Type page, select Custom Exchange Server Installation. Select the location for the Exchange binary files, and then click Next.

7.
On the Server role selection page, select Passive Clustered Mailbox Server. This will automatically select the Management Tools role, and the other roles will be unavailable. You have the option of changing the path for the Exchange binary files again. Click Next.

8.
On the Cluster Setting Selection page, select the Cluster Continuous Replication option, and then enter your clustered mailbox server name and IP address. The IP address field is a text box where you enter the address in dotted decimal format. Click Next to initiate the checks and installation.

9.
On the Readiness Checks page, the status will appear as the checks are performed. When the checks complete successfully, click the Install button. If the checks fail, you must correct the issues that are identified, and then you can restart the installation.

10.
The Progress page shows the three steps that must be performed. Progress is shown as these steps are processed. Completion status is provided as each step completes. When the three steps complete, click Finish.

11.
After installation and configuration complete, you are brought back to the initial setup page to download Exchange updates and complete the setup on this node. Click Step 5: Get Critical Updates for Microsoft Exchange to download any available updates. When complete, click Close.


How to Tune Failover and Mount Settings for Cluster Continuous Replication

This topic explains how to use the Exchange Management Shell to view and set the failover and mount attributes for a cluster continuous replication (CCR) environment.
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To use the Exchange Management Shell to view the failover control attributes

	1.
Open the Exchange Management Shell.

2.
Run the following command to obtain the current automatic database mount settings:

Get-MailboxServer <CMSName> | format-list

3.
Run the following command to obtain the current transport dumpster settings:

Get-TransportConfig | format-list
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To use the Exchange Management Shell to set the failover control attributes

	1.
Open the Exchange Management Shell.

2.
Run the following commands to set each automatic database mount attribute:

Set-MailboxServer <CMSName> -AutoDatabaseMountDial:<Value>
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Note: 

<Value> must be set to Lossless, GoodAvailability, or BestAvailability.

Set-MailboxServer <CMSName> -ForceDatabaseMountAfter:<Value> 
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Note: 

<Value> must be set to a specified number or "unlimited."


How to Configure the Transport Dumpster

This topic explains how to use the Exchange Management Shell to configure the transport dumpster feature on a Hub Transport server. The transport dumpster is required for cluster continuous replication (CCR), and it is enabled by default. You can use the Set-TransportConfig cmdlet to change the default configuration settings for the transport dumpster, which are controlled at the storage group level.

In this procedure, you change the default configuration settings for the transport dumpster. We recommend that you configure the MaxDumpsterSizePerStorageGroup parameter, which specifies the maximum size of the transport dumpster queue for each storage group, to a size that is 1.5 times the size of the maximum message that can be sent. For example, if the maximum size for messages is 10 megabytes (MB), you should configure the MaxDumpsterSizePerStorageGroup parameter with a value of 15 MB.

We also recommend configuring the MaxDumpsterTime parameter, which specifies how long an e-mail message should remain in the transport dumpster queue, to a value of 07.00:00:00, which is 7 days. This amount of time is sufficient to allow for an extended outage to occur without loss of e-mail. When using the transport dumpster feature, additional disk space is needed on the Hub Transport server to host the transport dumpster queues. The amount of storage space required is roughly equal to the value of MaxDumpsterSizePerStorageGroup multiplied by the number of storage groups.

If you do not configure the Transport Dumpster, the default values will be used. The default value for the MaxDumpsterSizePerStorageGroup parameter is 18 MB and the default value for the MaxDumpsterTime parameter is 7 days. If either the size limit or time limit is hit, messages will be removed from the transport dumpster queue by order of first in, first out.
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Note: 

Setting either value to zero disables the transport dumpster for all CCR storage groups in the Exchange Organization.

Before You Begin

Check the following before performing the procedure:


Make sure that you have enough space on the Exchange Hub Transport server to accommodate the data on the transport dumpster queue per storage group.


Make sure that the account you use is delegated the Exchange Organization Administrator role. For more information about permissions, delegating roles, and the rights that are required to administer Microsoft Exchange Server 2007, see Permission Considerations.
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To determine the current settings of the transport dumpster

	
Run the following command to view the current settings for the transport dumpster:

Get-transportconfig
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Note: 

You should see a listing of the transport dumpster settings for the entire Exchange organization. 
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To use the Exchange Management Shell to configure the transport dumpster

	
Run the following command:

Set-transportconfig -MaxDumpsterSizePerStorageGroup <size> -MaxDumpsterTime <timespan>

For example, to configure the maximum size of the dumpster per storage group to 30 MB with a dumpster life of 7 days, run the following command:

Set-transportconfig -MaxDumpsterSizePerStorageGroup 30MB -MaxDumpsterTime 07.00:00:00




For More Information

For detailed syntax and parameter information, see Set-TransportConfig.

For more information about installing CCR, see Installing Cluster Continuous Replication.

How to Perform a Delegated Setup of a Clustered Mailbox Server

This topic explains how to delegate permission for installing a clustered mailbox server to a subordinate administrator or group of subordinate administrators. It also explains how to perform the delegated setup process.

Performing a delegated setup of a clustered mailbox server involves the following general tasks:

1.
Form the cluster.

2.
Create the computer object for the clustered mailbox server.

3.
Perform the provisioning for the delegation. You can provision a clustered mailbox server for a single account or for a security group. The provisioning steps create temporary server objects for the nodes of the cluster. These are automatically deleted when the Mailbox server role is installed on the first passive node in the cluster.

4.
Complete the clustered mailbox server installation.

Steps 1, 2, and 4 are performed by the subordinate administrator. Step 3 is performed by the administrator.

Before You Begin

The following procedure assumes that your Active Directory directory service already has the Microsoft Exchange Server 2007 schema changes applied.

To form the cluster, the account you use must be delegated membership in the local Administrator group on each node.

To create the computer object for the clustered mailbox server, and to delegate setup, the account you use must be delegated the Exchange Organization Administrator role.

For more information about permissions, delegating roles, and the rights that are required to administer Exchange Server 2007, see Permission Considerations.
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To form the cluster


Follow the steps described in these topics to form the cluster:

a.
How to Install the Majority Node Set File Share Witness Feature
b.
How to Configure Network Connections for Cluster Continuous Replication
c.
How to Create a New Cluster for a Clustered Mailbox Server
d.
How to Configure the File Share Witness
e.
How to Configure the Cluster Networking Components and Priority
f.
How to Verify the Cluster Is Functional
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To create the computer object for the clustered mailbox server

	1.
Open Cluster Administrator and connect to the cluster.

2.
Right-click the cluster name, select New, and then select Group. 

3.
The New Group wizard appears. In the Name field, enter the name of the clustered mailbox server to be installed. Optionally, enter a description in the Description field. Click Next to continue.

4.
The Preferred Owner page appears. Select all nodes that will host the clustered mailbox server in the Available nodes list and click Add. The selected nodes should appear in the Preferred owners list. Click Finish to continue, and then click OK to acknowledge the creation confirmation dialog box.

5.
Right-click the newly created group, select New, and then select Resource.

6.
The New Resource wizard appears. In the Name field, enter IP Address (<CMSName>) (where <CMSName> is the name of the clustered mailbox server). Optionally, enter a description in the Description field. In the Resource Type drop-down list, select IP Address. Click Next to continue.

7.
The Possible Owners page appears. Verify that the proper nodes are listed and click Next to continue.

8.
The Dependencies page appears. Verify that there are no dependencies and click Next to continue.

9.
The TCP/IP Address Parameters page appears. Enter the static IP address and subnet mask that will be assigned to the clustered mailbox server. Verify that Public is selected in the Network drop-down list, and that Enable NetBIOS for this address is selected. Click Finish to continue, and then click OK to acknowledge the creation confirmation dialog box.

10.
Right-click the newly created group, select New, and then select Resource.

11.
The New Resource wizard appears. In the Name field, enter Network Name (<CMSName>) (where <CMSName> is the name of the clustered mailbox server). Optionally, enter a description in the Description field. In the Resource Type drop-down list, select Network Name. Click Next to continue.

12.
The Possible Owners page appears. Verify that the proper nodes are listed and click Next to continue.

13.
The Dependencies page appears. Select IP Address (<CMSName>) from the Available resources list and click Add to add it to the Resource dependencies list. Click Next to continue.

14.
The Network Name Parameters page appears. In the Name field, enter the network name for the clustered mailbox server. Make sure both the DNS Registration Must Succeed and Enable Kerberos Authentication check boxes are checked. Click Finish to continue, and then click OK to acknowledge the creation confirmation dialog box.

15.
Right-click the newly created group and select Bring Online.
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To provision the clustered mailbox server

	1.
Provision the clustered mailbox server by running the following command:

Setup /NewProvisionedServer:<CMSName> /ServerAdmin:<Account or Group>

2.
Provision each node in the cluster by running the following command on each node in the cluster:

Setup /NewProvisionedServer:<Node Name> /ServerAdmin:<Account or Group>




For example, to provision a clustered mailbox server called EXSCC1 for the group Installers in the Contoso domain, you would run the following command:

Setup /NewProvisionedServer:EXSCC1 /ServerAdmin:Contoso\Installers

To provision a node called NODE1 for the group Installers in the Contoso domain, you would run the following command:

Setup /NewProvisionedServer:NODE1 /ServerAdmin:Contoso\Installers
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To install a clustered mailbox server as a subordinate administrator


Follow the steps described in these topics to install a clustered mailbox server as a subordinate administrator:

a.
How to Install the Mailbox Server Role on the Active Node
b.
How to Move a Storage Group and Its Database
c.
How to Install the Mailbox Server Role on the Passive Node
d.
How to Tune Failover and Mount Settings for Cluster Continuous Replication


Installing a Single Copy Cluster

Installation of a single copy cluster occurs in multiple phases. Before deploying a single copy cluster, we recommend that you thoroughly review Single Copy Clusters. In addition, you must make sure that you meet all of the requirements specified in Planning for Single Copy Clusters.

The first phase is the hardware setup and configuration, starting with the cluster storage and network formation and configuration. The next phase involves building the cluster, beginning with the first node and continuing on to the second and subsequent nodes. After the nodes have been added to the cluster, the cluster heartbeat, other settings, and additional storage can be configured. Finally, after the cluster has been built, validated, configured, and tuned, the last phase is to install the active and passive Mailbox server roles into the cluster.
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Note: 

We recommend that each phase be completed before the next phase is begun. After you complete all phases, we recommend that you verify the single copy cluster solution before putting it into production.

The following sections explain each of the installation phases in more detail. 

Cluster Storage Formation and Configuration

A single copy cluster uses shared storage for both the quorum disk and the mailbox server (storage groups and databases). This storage should be configured prior to cluster formation on each node that will be part of the cluster.

If the storage is correctly configured prior to cluster formation, installation is simplified because the disks are automatically detected and incorporated into the resource model. Administrators still have the ability to make changes after the installation, if necessary.

It is mandatory that the quorum disk be configured and available to all nodes in the cluster prior to cluster formation. The cluster formation will fail if the quorum shared disk is not available.
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Note: 

Storage for a specific clustered mailbox server must be accessible from all nodes that can host it. Storage for the quorum resource for a cluster must be accessible from all nodes in the cluster.

Aligning Exchange I/O with Storage Track Boundaries

We recommend that you use the Diskpart tool (Diskpart.exe) to verify that your disk tracks are sector-aligned. Diskpart is part of the Microsoft Windows Server 2003 Service Pack 1 Support Tools. By using Diskpart to create aligned partitions (as compared with non-aligned partitions that are created with Disk Manager), you can increase disk performance by 20 percent. For detailed steps, see How to Align Exchange I/O with Storage Track Boundaries.

Cluster Network Formation and Configuration

You must have a sufficient number of static IP addresses available when you create clustered mailbox servers in a single copy cluster configuration. You must have one network that is dedicated to internal cluster communications, and one network that is capable of both internal cluster communications and external client communications (e.g., a mixed network).

IP addresses are required for both the public and private networks, all IP addresses for each cluster network must be on the same subnet, and each cluster network must be on a different subnet (e.g, the private network is on one subnet and the public network is on a different subnet). In addition, an IP address and network name are required for the clustered mailbox server. The following are recommendations for private and public IP addresses:


Private addresses   Each node requires one static IP address for each network adapter that is used for the cluster private network. You must use static IP addresses that are not on the same subnet or network as one of the public networks. We recommend that you use 10.10.10.10, 10.10.10.11, and 10.10.10.12 with a subnet mask of 255.255.255.0 as the private IP addresses for the two nodes, respectively.


Public addresses   Each node requires one static IP address for each network adapter that is used for the cluster public network. Additionally, static IP addresses are required for the failover cluster and for the clustered mailbox server so that they can be accessed by clients and administrators. You must use static IP addresses that are not on the same subnet or network as one of the private networks.

Network Best Practices for Clustered Mailbox Servers

We also recommend that you follow these best practices for your cluster network:


Use meaningful names   Building a cluster gives you many opportunities to use meaningful names for cluster nodes, cluster network interfaces, the cluster name, and clustered mailbox server names. For example, the network used to communicate with other Exchange servers and clients can be called Public. The network used to communicate between the cluster nodes can be called Private. Use names that can be related to each other without having to review a topology map. Another useful convention is to relate the nodes of a cluster to the name of the clustered mailbox server. For example, use mbx01, mbx01-node1, and mbx01-node2 for the clustered mailbox server and the two nodes, respectively.


Use private IP addresses for the private network interfaces   Use the following table of address ranges and subnet masks for the private network interfaces.

	Network
	IP address range
	Subnet mask

	Private 1
	10.10.10.10-255
	255.255.255.0

	Private 2
	10.10.10.11-255
	255.255.255.0

	Private 3
	10.10.10.12-255
	255.255.255.0



If your public network uses a 10.x.x.x network and 255.255.255.0 subnet mask, we recommend that you use alternate private network IP addresses and subnet mask.


We do not recommend the use of any type of fault-tolerant adapter or teaming for the private network. If you require redundancy for your private network, use multiple network adapters set to Internal Communication Only and define their network priority in the cluster configuration. It is important to verify that your firmware and driver are at the most current revision if you use this technology. Contact your network adapter manufacturer for information about compatibility on a server cluster. For more information about network adapter teaming in server cluster deployments, see Microsoft Knowledge Base article 254101, Network adapter teaming and server clustering.

To configure the networks in the cluster for use with a single copy cluster solution, configure the public and private networks by following the steps that are described in How to Configure Network Connections for a Single Copy Cluster.

Forming the Cluster

A failover cluster is formed when the first node is added to the cluster. This process gives the cluster a unique network name and a unique network IP address. The network name and IP address, which collectively make the cluster's network identity, move between nodes in the cluster as nodes go online and offline. Generally, the cluster's network identity is rarely used in the administration of a clustered mailbox server.

If you are familiar with deploying failover clusters or Exchange clusters from previous versions, you will find deployment of a cluster for a single copy cluster solution to be quite different. If you are new to cluster solutions, you will find deployment to be much less complex than typical cluster configurations.

You can build a new cluster using the instructions at How to Create a Failover Cluster for a Single Copy Cluster.

Adding Additional Nodes

After you install the Cluster service on the first node, you will find that it takes less time to install it on subsequent nodes. This is because the Setup program uses the network configuration settings configured on the first node as a basis for configuring the network settings on subsequent nodes. For detailed steps about how to add additional nodes to the cluster, see How to Create a Failover Cluster for a Single Copy Cluster.

Before you add and configure additional nodes, you should validate the cluster configuration. You can verify that the Cluster service is running and the cluster is operational by running cluster group from a command prompt. It should produce output similar to the following:

C:\>cluster group

Listing status for all available resource groups:

Group                    Node                  Status

----------------     ---------------          ------

Cluster Group      <NodeName>        Online

We also recommend that you review the event logs for errors and warnings that might require attention before proceeding.

Configuring the Cluster Heartbeat

After all nodes have been added to the cluster, the cluster networking components and priority order need to be configured. The cluster heartbeat and network priority need to be configured. The following table details the available options for configuring cluster networks for the cluster heartbeat.

	Option
	Description

	Client access only (public network)
	Select this option if you want the Cluster service to use this network adapter only for external communication with other clients. No heartbeat traffic will take place on this network adapter.

	Internal cluster communications only (private network)
	Select this option if you want the Cluster service to use this network only for the cluster heartbeat.

	All communications (mixed network)
	Select this option if you want the Cluster service to use the network adapter for the cluster heartbeat and for communication with external clients. This option is selected by default for all networks.


For detailed steps about how to configure the cluster networking components, see How to Configure Cluster Networking Components and Priority.

Once the failover cluster has been created, and before the Mailbox role is installed on any node in the cluster, we recommend you verify that the failover cluster is operational. For detailed step to verify the failover cluster, see How to Verify that a Failover Cluster Is Operational.

Clustered Mailbox Server Installation and Configuration

You can install the Mailbox server role on a cluster by performing a few steps on each node. After the cluster has been formed and validated, you should install the Mailbox server role on the active node. When installing the Mailbox server role in a single copy cluster, you must ensure that the path for the Exchange database file is located on a shared disk in the cluster. If you do not select a drive and path that is a shared disk in the cluster, Setup will fail with an error message. For detailed steps about how to install the Mailbox server role on the active node, see How to Install the Mailbox Role on the Active Node in a Single Copy Cluster.

After you have installed the Mailbox server role and a clustered mailbox server on the active node and verified the first storage group's configuration, you should install the Mailbox server role on the passive node by following the steps in How to Install the Mailbox Role on the Passive Node in a Single Copy Cluster.

Installing Multiple Clustered Mailbox Servers

A single copy cluster is only supported in an active/passive configuration; however, there can be multiple active and multiple passive nodes in the same single copy cluster. In active/passive clusters, the cluster includes at least one (or more) active node(s) and at least one (or more) or passive node(s); for example, two active nodes and a passive node. In active/passive failover clusters, the number of clustered mailbox server instances is always less than the number of physical nodes in the cluster.

A Windows failover cluster can contain up to eight physical nodes. Therefore, the maximum number of clustered mailbox servers that can exist in one single copy cluster is seven. However, we recommend that you deploy at least one passive node for every active node in the cluster. 

The process for installing additional active and passive nodes is no different from the process for installing the first active and passive nodes. The requirement is that each active node that you install must have a corresponding passive node in order to be supported. A single passive node can be designated as the passive node for multiple active nodes; however, doing so may compromise availability because at any given time, each node can only host one clustered mailbox servers. In the case of two active nodes and one passive node, for example, the single copy cluster does not have sufficient passive nodes to accommodate the simultaneous failure of both active nodes.

Verifying a Single Copy Cluster

After you complete the installation of a single copy cluster solution, or after you make significant configuration changes, we recommend that you verify that both nodes are correctly configured to support the clustered mailbox server by performing a handoff of the clustered mailbox server between all nodes.

The recommended way to verify that both nodes are able to bring the clustered mailbox server online is to use the Move-ClusteredMailboxServer cmdlet to move the clustered mailbox server to each node. The Move-ClusteredMailboxServer cmdlet is available in the Exchange Management Shell.

For detailed steps about how to verify the single copy cluster solution, see How to Verify Handoff in a Single Copy Cluster.

Delegating Clustered Mailbox Server Setup

In some cases, an administrator may want to delegate responsibility for setup and administration to a subordinate administrator. In these situations, the privileged administrator typically wants to give the subordinate administrator only those rights that are necessary to perform the specific task or set of tasks, such as creating a clustered mailbox server. Exchange 2007 supports this scenario through its delegated setup support. Delegated setup support enables an administrator to quickly create the Active Directory objects that are required for delegation to a subordinate administrator, and by allowing a subsequent installation, to adopt the pre-created objects.

The general model for delegated setup is to have the administrator create Active Directory objects that are required to delegate the privilege, but not do the complete installation. By having the administrator create the required objects and then give the subordinate administrator access to the objects, the subordinate administrator can complete a clustered mailbox server installation.

Performing a delegated setup of a clustered mailbox server involves the following general tasks:

1.
Form the cluster.

2.
Create the computer object for the clustered mailbox server.

3.
Perform the provisioning for the delegation. You can provision a clustered mailbox server for a single account or for a security group. The provisioning steps create temporary server objects for the nodes of the cluster. These objects are automatically deleted when the Mailbox server role is installed on the first passive node in the cluster.

4.
Complete the clustered mailbox server installation.

Steps 1, 2, and 4 are performed by the subordinate administrator. Step 3 is performed by the administrator. For more information about how to delegate setup and allow a subordinate administrator to install a clustered mailbox server in a single copy cluster, see How to Perform a Delegated Setup of a Clustered Mailbox Server in a Single Copy Cluster.

How to Configure Network Connections for a Single Copy Cluster

This topic explains how to configure the network connections for a Microsoft Exchange Server 2007 clustered mailbox server in a single copy cluster (SCC) environment. Proper configuration of the network connections is necessary to make sure that client connections to the cluster server are possible and happen in a timely fashion. There are three procedures that must be performed prior to forming the clusters:


Configure the network connection order


Configure the public network connections


Configure the private network connections
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Important: 

If you have a network adapter that can be manually configured to specify speed and duplex mode, and you are using a crossover cable, you should manually specify a speed and duplex mode. With network adapters that can manually specify a speed and duplex mode, make sure that you hard set them with the same configuration on all nodes and according to the manufacturers' specifications. For network adapters that do not support manual settings, follow the card manufacturer's specifications. The amount of information that is traveling across the private network is small, but latency is critical for communication. If you have the same speed and duplex settings, this helps to support reliable communication. If you are not sure of the supported speed of your card and connecting devices, or your manufacturer's recommended settings, we recommend that you set all the devices on that path to 10 megabytes (MB) per second and half duplex. This configuration provides sufficient bandwidth and reliable communication. For more information about the effects of using the Autodetect setting on network interface cards in cluster deployments, see Microsoft Knowledge Base article 174812, The effects of using Autodetect setting on cluster network interface card.

Before You Begin

To perform the following procedures, the account you use must be delegated the following:


Membership in the local Administrators group

For more information about permissions, delegating roles, and the rights that are required to administer Exchange Server 2007, see Permission Considerations.
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To configure the network connection order for a clustered mailbox server

	1.
In Control Panel, double-click Network Connections.

2.
On the Advanced menu, click Advanced Settings.

3.
In Advanced Settings, on the Adapters and Bindings tab, under Connections, make sure that your connections appear in the following order:


<Public network name> (where Public network name is the name of your public network connection)


<Private network name> (where Private network name is the name of your private network connection)


Remote access connections 

4.
Click OK to save the changes.
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Note: 

If your clustered mailbox server has more than two networks, it is important to make sure that all public networks are at the top of the connection order list and all private networks are at the bottom of the connection order list. If your cluster includes a network interface for iSCSI-based storage, the iSCSI network interface should be listed in between the <Private network name> and remote access connections.
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To configure the public network for a clustered mailbox server

	1.
In Control Panel, double-click Network Connections.

2.
In Network Connections, right-click <Network connection name> (where <Network connection name> is the name of your public network connection), and then click Rename.

3.
In the Name field, enter a meaningful name, such as Public.

4.
In Network Connections, right-click <Network connection name> (where <Network connection name> is the name of your public network connection), and then click Properties.

5.
In <Network connection name> Properties, on the General tab, under This connection uses the following items, make sure that the Client for Microsoft Networks, File and Printer Sharing for Microsoft Networks, and Internet Protocol (TCP/IP) check boxes are selected.

6.
Select Internet Protocol (TCP/IP), and then click Properties.

7.
In Internet Protocol (TCP/IP) Properties, click Advanced.

8.
In Advanced TCP/IP Settings, on the DNS tab, verify the following information: 


Under DNS server addresses, in order of use, ensure that all of the required addresses are listed.


In the For resolution of unqualified names area, ensure that the Domain Name System (DNS) suffix behavior for resolution of host names is configured correctly for your environment.

9.
On the WINS tab, make sure that Disable NetBIOS over TCP/IP is selected.

10.
Click OK twice to save the changes, and then click Close to exit Properties.
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To configure the private network for a clustered mailbox server

	1.
In Control Panel, double-click Network Connections.

2.
In Network Connections, right-click <Network connection name> (where <Network connection name> is the name of your private network connection), and then click Rename.

3.
In the Name field, enter a meaningful name, such as Private.

4.
In Network Connections, right-click <Network connection name> (where <Network connection name> is the name of your private network connection), and then click Properties.

5.
On the General tab of the private network connection, select Internet Protocol (TCP/IP).

6.
Select Internet Protocol (TCP/IP), and then click Properties.

7.
On the Internet Protocol (TCP/IP) Properties page, on the General tab, select Use the following IP address, and then configure a static IP address and subnet mask for the connection. Also select Use the following DNS server addresses, and leave blank the IP address fields for Preferred DNS server and Alternate DNS server, and then click Advanced.
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Note: 

The default gateway and DNS entries are left blank. It is not necessary to configure the default gateway or DNS settings because private cluster networks are used only for internal cluster communications.

8.
In Advanced TCP/IP Settings, on the DNS tab, verify the following information: 


Under DNS server addresses, in order of use, make sure that no addresses are listed.


Make sure that the Register this connection's addresses in DNS check box is cleared.

9.
On the WINS tab, make sure that Disable NetBIOS over TCP/IP is selected.

10.
Click OK twice to save the changes, and then click Close to exit Properties.


How to Create a Failover Cluster for a Single Copy Cluster

This topic explains how to create a new Microsoft Windows Server 2003 failover cluster for a Microsoft Exchange Server 2007 clustered mailbox server (CMS) by using Cluster.exe. When creating a Windows Server 2003 failover cluster for hosting a CMS, you must provide all initial cluster configuration information. This topic contains two procedures:


Creating a new cluster


Adding nodes to the new cluster

Before You Begin

These procedures can be performed locally on the physical node or remotely; however, we recommend that you perform these procedures on the node that will be the first node in the cluster.

To perform the following procedures, the account you use must be delegated the following:


Membership in the local Administrators group on the computer.

For more information about permissions, delegating roles, and the rights that are required to administer Exchange Server 2007, see Permission Considerations.
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Note: 

We recommend using the account that will be used during the Exchange installation, if it has sufficient authority, to eliminate the potential of forgetting to change accounts after the installation is complete.
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To use the New Server Cluster Wizard to create a new failover cluster

	1.
Open a Command Prompt window, and run the following command:

cluster /create /wizard

2.
The New Server Cluster Wizard appears. Verify that you have the necessary information to continue with the configuration, and then click Next to continue.

3.
In the Domain field, select the name of the domain in which the cluster will be created. In the Cluster name field, enter a unique name for the cluster that is less than 15 characters in length.
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Note: 

If the Domain Access Denied page appears, it typically means that you are logged on locally with an account that is not a domain account with local administrative permissions. In this event, the wizard will prompt you to specify an account. This is not the Cluster service account. If you have the appropriate credentials, the Domain Access Denied page will not appear.

4.
On the Select Computer page, verify or type the name of the computer that you plan to use.
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Note: 

The computer name is not case-sensitive.

5.
On the Analyzing Configuration page, the wizard analyzes the node for possible hardware or software issues that can cause installation problems. Review any warnings or error messages that appear. Click Details to obtain more information about each warning or error message.
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Note: 

The bulleted list at the top of the screen evolves into a tree of status information as the analysis is completed. The tree can be expanded to view specific status. Items with a check icon can be ignored. Items with yellow triangle icons are warnings. Items with red icons are blocking errors and must be corrected. The wizard warns you if it does not find a shared storage for a quorum. This warning is expected and can be ignored.

6.
If the green bar is present and the only warnings are due to the lack of a shared quorum, click Next. If there are errors that are not due to lack of a shared quorum, take steps to resolve the errors and continue with the installation.

7.
On the IP Address page, type the unique, valid cluster IP address, and then click Next. The wizard automatically associates the cluster IP address with the public network by using the subnet mask to select the correct network. The cluster IP address should be used for administrative purposes only and not for client connections.

8.
On the Cluster Service Account page, type the user name and password of the Cluster service account. In the Domain field, select the domain name, and then click Next. The wizard verifies the user account and password.

9.
On the Proposed Cluster Configuration page, click Quorum. Select the physical disk designated to be the Quorum from the drop-down box. Click OK, and then click Next.

10.
On the Creating the Cluster page, review any warnings or error messages that appear while the cluster is being created. Click to expand each warning or error message for more information. To continue, click Next.

11.
Click Finish to complete the cluster configuration.
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To add subsequent nodes to a failover cluster

	1.
Open a Command Prompt window, and then run the following command: cluster /add /wizard
2.
After the Add Nodes Wizard appears, click Next.

3.
In the Domain list, click the domain where the failover cluster is located, enter the cluster name in the Cluster name box, and then click Next. This is the name you entered when you created the cluster.

4.
In the Computer name field, type the name of the node (or nodes) that you want to add to the cluster, click Add, and then click Next.
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Note: 

If you need to add multiple nodes to the cluster, we recommend that you add them all in this step. Simply include all the nodes in the list.

5.
After the Add Nodes Wizard has analyzed the cluster configuration successfully, click Next.

6.
In the Password field on the Cluster Service Account page, type the password for the Cluster service account. Make sure that the correct domain for this account appears in the Domain list, and then click Next.

7.
On the Proposed Cluster Configuration page, view the configuration details to verify that the cluster IP address and the networking information are correct, and then click Next.

8.
After the failover cluster is configured successfully, click Next, and then click Finish.


How to Align Exchange I/O with Storage Track Boundaries

This topic explains how to use the Diskpart tool to align Exchange  I/O with storage track boundaries. With a physical disk that maintains 64 sectors per track, Microsoft Windows always creates the partition starting at the sixty-forth sector, therefore misaligning it with the underlying physical disk. To be certain of disk alignment, use Diskpart.exe, a disk partition tool. Diskpart.exe is a tool provided by Microsoft in the Windows Server 2003 Service Pack 1 support tools that can explicitly set the starting offset in the master boot record (MBR). Setting the starting offset correctly will align Exchange I/O with storage track boundaries and improve disk performance. Microsoft Exchange Server 2007 writes data in multiples of 8-kilobyte (KB) I/O operations, and I/O operation to a database can be from 8 KB to 1 megabyte (MB). Therefore, make sure that the starting offset is a multiple of 8 KB. Failure to do so may cause a single I/O operation spanning two tracks, causing performance degradation.

Before You Begin

Diskpart is a data-destructive tool. When used against a disk, all data on the disk will be deleted during the storage track boundary alignment process. Therefore, if the disk on which you will run Diskpart contains data, back up the disk before performing the following procedure.
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Note: 

Diskpart can only be used with basic disks. Diskpart cannot be used with dynamic disks. Diskpart supersedes the functionality previously found in Diskpar.exe. Diskpar and Diskpart should only be used if the drive is translated as 64 sectors per track.
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Important: 

Many vendors now have specific tools and guidance for sector aligning their storage platform. You should check with your storage vendor before performing a sector alignment change with Diskpart. If your storage vendor does not have tools for this task or specific guidance for sector aligning their storage platform, we recommend that you use Diskpart to properly align your storage volumes.

To perform this procedure, the account you use must be delegated membership in the local Administrators group.

For more information about permissions, delegating roles, and the rights that are required to administer Exchange Server 2007, see Permission Considerations.
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To align Exchange I/O with storage track boundaries using Diskpart.exe

	1.
If the disk you are aligning is already blank (raw), proceed to Step 3. If the disk contains data, back up the disk before proceeding.

2.
Delete all partitions on the disk.

3.
Open a Command Prompt window, and run Diskpart.exe.

4.
At the Diskpart command prompt, type List Disk and press ENTER. If the disk you want to align does not appear in the list, make sure that it exists and is accessible using the Disk Management snap-in.

5.
At the Diskpart command prompt, type Select Disk X, where X is the number of the disk as shown in the output of the List Disk command. Diskpart should return a message that indicates that Disk X is the selected disk.

6.
At the Diskpart command prompt, type Create Partition Primary Align=X, where X is the value recommended by your storage vendor. If your storage vendor does not have any specific recommendations, we recommend that you use 64.

7.
At the Diskpart command prompt, type Assign Letter=<DriveLetter>.

8.
After the drive letter is assigned, type exit to exit the Diskpart tool.

9.
Use the Disk Management snap-in or the Format command to format the partition as an NTFS-formatted partition.


How to Configure Cluster Networking Components and Priority

This topic explains how to use Cluster Administrator to configure the cluster networking components and priority for a Microsoft Exchange Server 2007 clustered mailbox server.

There are two procedures that you need to perform:


Enable networks for cluster use   This procedure allows the cluster to make use of the networks to which it is attached.


Configure network priority order   This procedure ensures that client connections to the cluster occur in a timely manner.

Before You Begin

These procedures assume that only two networks are in use: a public network and a private network. If your cluster has two networks, we recommend that you configure these networks as one public network and one private network, which is a common configuration.We also recommend that you have two or more networks connected to your cluster server.
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Note: 

For additional information about public and private networks, see How to Configure Network Connections for a Single Copy Cluster.

Configuring cluster network priority is different from configuring the network binding order in Microsoft Windows. For detailed steps that explain how to configure the network binding order in Windows, see How to Configure Network Connections for a Single Copy Cluster.

To perform the following procedures on a computer that is being configured for a clustered mailbox server, the account you use must be delegated the following:


Membership in the local Administrator group

For more information about permissions, delegating roles, and the rights that are required to administer Exchange Server 2007, see Permission Considerations..
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To use Cluster Administrator to enable networks for cluster use

	1.
Open Cluster Administrator.

2.
In the console tree, double-click Cluster Configuration, and then click Networks.

3.
In the details pane, right-click the private network that you want to enable, and then click Properties.

4.
Select the Enable this network for cluster use check box.

5.
In the This network performs the following role in the cluster field, select Internal cluster communications only (private network), and then click OK.

6.
In the details pane, right-click the public network that you want to enable, and then click Properties.

7.
Select the Enable this network for cluster use check box.

8.
In the This network performs the following role in the cluster field, select All communications (mixed network), and then click OK.
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Note: 

If you have additional networks connected to a server that you do not want to be used by the cluster, select the Enable this network for cluster use check box for that network connection.
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To use Cluster Administrator to configure cluster network priority

	1.
Open Cluster Administrator.

2.
In the console tree, right-click Cluster Name, and then click Properties.

3.
Click the Network Priority tab.

4.
In Networks used for internal cluster communications, select the private network. Increase its priority using the Move Up button until the private network is listed at the top of the priority list. Always make sure that private networks have higher priority than mixed or client-only networks.

5.
When you have finished, click OK.


How to Verify that a Failover Cluster Is Operational

This topic explains how to use the Cluster.exe command-line application to verify that the cluster is functional.

Before You Begin

To perform this procedure, the account you use must be delegated the following:


Membership in the local Administrators group 

For more information about permissions, delegating roles, and the rights that are required to administer Microsoft Exchange Server 2007, see Permission Considerations.
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To use Cluster.exe to verify that the cluster is functional

	1.
Run the following command:

cluster group
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Note: 

After the preceding command is executed, status reporting similar to the following will be displayed:

Listing status for all available resource groups:

Group                  Node            Status

-------------------- --------------- ------

Cluster Group     <Name>         Online

2.
Run the following command:

cluster node
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Note: 

After the preceding command is executed, status reporting similar to the following will be displayed:

Listing status for all available nodes:

Node                  Node ID        Status

-------------------- --------------- ------

<Name>                  2              Up

<Name>                  1              Up


How to Install the Mailbox Role on the Active Node in a Single Copy Cluster

This topic explains how to use Setup to install the Mailbox server role on the active node in a single copy cluster (SCC).

Before You Begin

Installation of the Mailbox server role requires the use of a domain administrator account that has been delegated the Exchange Server Administrator role.

You can install the active node via the command line or by using the Exchange Setup Wizard. From the command line, the installation can be done in one of two ways. The first method involves manually specifying commands and the second method utilizes an answer file to reduce the number of manual entries that must be input at the command line.
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Important: 

If you accidentally specify the Windows cluster IP address as the IP address of the clustered mailbox server then you can complete the installation by performing step 5 of the first procedure with the correct IP address.
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Note: 

As part of the setup process, all passive nodes are automatically made possible host machines of each new clustered mailbox server.
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Note: 

Clustered mailbox server names must be 15 characters or less.
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To use the command line version of Setup to install the Mailbox server role on the active node

	1.
Open a Command Prompt window, and then navigate to the Microsoft Exchange installation files.

2.
Run the following command:

Setup /roles:Mailbox

This command makes sure that the Active Directory directory service schema is updated, and then it copies the Mailbox server role files onto the computer.
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Note: 

If you need to place the executable files in a non-standard location, use /targetdir:<filePath> to specify the location.

3.
Open a Command Prompt window, and then navigate to the Microsoft Exchange installation files.

4.
Change to the bin directory under the installation location of the Exchange program files. By default, the installation location is <systemdrive>:\Program Files\Microsoft\Exchange Server\bin.

5.
Run the following command:

Setup /newcms /CMSname:<NameofClusteredMailboxServer> /CMSIPAddress:<ClusteredMailboxServerIPAddress>

/CMSSharedStorage /CMSDataPath:<PathToSharedStorageForDatabase>

6.
Add the necessary physical disk resources and physical disk resource dependencies to the storage group on the clustered mailbox server. For detailed steps to do this, see How to Create a Physical Disk Resource for a Clustered Mailbox Server.
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To use the command line version of Setup to install the Mailbox server role on the active node with an answer file

	1.
Create a text file, for example, c:\answerfile.txt, with the following content:

CMSname:<NameofClusteredMailboxServer>

CMSIPAddress:<ClusteredMailboxServerIPAddress>

CMSSharedStorage /CMSDataPath:<PathToSharedStorageForDatabase>

2.
Open a Command Prompt window, and then navigate to the Microsoft Exchange installation files.

3.
Run the following command:

Setup /roles:Mailbox /newcms /answerfile:"c:\answerfile.txt"

4.
Add the necessary physical disk resources and physical disk resource dependencies to the storage group on the clustered mailbox server. For detailed steps to do this, see How to Create a Physical Disk Resource for a Clustered Mailbox Server.


[image: image284.png]


To use the Exchange setup wizard to install the Mailbox server role on the active node

	1.
Navigate to the Microsoft Exchange installation files.

2.
Run the following command:

Setup.exe
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Note: 

If you have installed the necessary prerequisite packages, you can click Step 4: Install Microsoft Exchange to proceed with the installation.

3.
On the Introduction page, click Next.

4.
On the License Agreement page, review the license agreement. If you accept the terms, select I accept the terms in the license agreement, and then click Next.

5.
On the Error Reporting page, review the information and make your selection. Click Next.

6.
On the Installation Type page, select Custom Exchange Server Installation. Select the location for the Exchange program files, and then click Next.

7.
On the Server Role Selection page, select Active Clustered Mailbox Server. This will automatically select the Management Tools role, and the other roles will be unavailable. You have the option of changing the path for the Exchange binary files again. Click Next.

8.
On the Cluster Setting Selection page, select the Single Copy Cluster option, and then enter your clustered mailbox server name, IP address, and the shared storage location for the database files. 
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Note: 

The IP address field is a text box where you enter the address in dotted decimal format. You must enter a path to the shared storage for the database files. The provided path has “First Storage Group” appended to it.

Click Next to initiate the checks and installation.

9.
On the Readiness Checks page, the status will appear as the checks are performed. When the checks complete successfully, click the Install button. If the checks fail, you must correct the issues that are identified, and then you can restart the installation.

10.
The Progress page shows the steps that must be performed. Progress is shown as these steps are processed. Completion status is provided as each step completes. When the steps are complete, click the Finish button.

11.
After installation and configuration are complete, you are brought back to the initial setup page to download Exchange updates and complete the setup. Click Step 5: Get Critical Updates for Microsoft Exchange to download any available updates. When complete, click the Close button.

12.
Add the necessary physical disk resources and physical disk resource dependencies to the storage group on the clustered mailbox server. For detailed steps to do this, see How to Create a Physical Disk Resource for a Clustered Mailbox Server.


How to Install the Mailbox Role on the Passive Node in a Single Copy Cluster

This topic explains how to install the Mailbox server role on the passive node in a single copy cluster. You can install the passive node via the Exchange Server 2007 Setup wizard or the command line.

Before You Begin

You can perform this procedure before or after the Mailbox server role has been installed on the active node. For detailed steps that explain how to install the Mailbox Server role on the active node, see How to Install the Mailbox Role on the Active Node in a Single Copy Cluster.

To install the Mailbox server role, the account you use must be delegated the following:


Exchange Server Administrator role and local Administrators group for the target server

For more information about permissions, delegating roles, and the rights that are required to administer Microsoft Exchange Server 2007, see Permission Considerations.
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To use the Exchange setup wizard to install the Mailbox server role on the passive node

	1.
Open a Command Prompt window, and then navigate to the location of the Microsoft Exchange Server 2007 installation files.

2.
Run the following command:

Setup.exe

3.
If you have installed the necessary prerequisite applications, you can click Step 4: Install Microsoft Exchange to proceed with the installation. Otherwise, you must first install the specified prerequisite applications.

4.
On the Introduction page, click Next.

5.
On the License Agreement page, review the license agreement. If you accept the terms, select I accept the terms in the license agreement, and then click Next.

6.
On the Error Reporting page, review the information and make your selection. Click Next.

7.
On the Installation page, select Custom Exchange Server Installation. Select the location for the Exchange program files, and then click Next.

8.
On the Server Role Selection page, select Passive Clustered Mailbox Server. The Management Tools role will be automatically selected, and other roles will be unavailable. You have the option of changing the path for the Exchange program files again, but you should only change the location if the location on the active node is not the default location. In that event, you should change the location for the program files on the passive node to match the location of the program files on the active node. Click Next.

9.
On the Readiness Checks page, status updates appear as the checks are performed. When the checks complete successfully, click Install.
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Note: 

If the checks fail, correct the issue and restart the installation.

10.
The Progress page shows the steps that must be performed. Progress is updated as the steps are processed. Completion status is provided as each step completes. When these steps are complete, click Finish.

11.
After installation and configuration are complete, you are brought back to the initial setup page to download Exchange updates and complete the setup on this node. Click Step 5: Get Critical Updates for Microsoft Exchange to get the updates. When complete, click the Close button.
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To use the command line to install the Mailbox server role on the passive node

	1.
Open a Command Prompt window, and then navigate to the location of the Microsoft Exchange Server 2007 installation files.

2.
Run the following command:

Setup /roles:Mailbox

This command ensures that the Active Directory directory service schema is updated, and then it copies the Mailbox server role files onto the node.
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Important: 

The Exchange target install location for the program files must match on all nodes in the cluster. This node is made a possible passive node for every clustered mailbox server configured in the cluster.


How to Verify Handoff in a Single Copy Cluster

This topic explains how to use the Exchange Management Shell to verify handoff in a single copy cluster. After you complete the installation of a single copy cluster, or after you make significant configuration changes, we recommend that you verify that all cluster nodes are properly configured to support the clustered mailbox server (CMS).

The procedure described in this topic does a scheduled outage of the local CMS between the cluster nodes. The reason is placed in an application event log entry for future reference. You can use the Get-ClusteredMailboxServerStatus cmdlet to track the progress of the operation and watch the state changes for the resource group that contains the CMS.

Before You Begin

To perform this procedure, the account you use must be delegated the following:


Exchange Server Administrator role and local Administrators group for the target server

For more information about permissions, delegating roles, and the rights that are required to administer Exchange Server 2007, see Permission Considerations.
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To use the Exchange Management Shell to verify handoff in a single copy cluster

	1.
Run the following command:

Move-ClusteredMailboxServer –Identity:<CMSName> -targetmachine:<NodeName> -movecomment:<Reason>

2.
Run the following command to verify the completion state of the Move-ClusteredMailboxServer cmdlet activity:

Get-ClusteredMailboxServerStatus –Identity:<CMSName>




For More Information

For more information about how to use the Get-ClusteredMailboxServerStatus cmdlet, see Get-ClusteredMailboxServerStatus.

How to Perform a Delegated Setup of a Clustered Mailbox Server in a Single Copy Cluster

This topic explains how to delegate permission for installing a clustered mailbox server in a single copy cluster (SCC) to a subordinate administrator or group of subordinate administrators. It also explains how to perform the delegated setup process.

Performing a delegated setup of a clustered mailbox server involves the following general tasks:

1.
Form the cluster.

2.
Create the computer object for the clustered mailbox server.

3.
Perform the provisioning for the delegation. You can provision a clustered mailbox server for a single account or for a security group. The provisioning steps create temporary server objects for the nodes of the cluster. These objects are automatically deleted when the Mailbox server role is installed on the first passive node in the cluster.

4.
Complete the clustered mailbox server installation.

Steps 1, 2, and 4 are performed by the subordinate administrator. Step 3 is performed by the administrator.

Before You Begin

The following procedure assumes that your Active Directory directory service already has the Microsoft Exchange Server 2007 schema changes applied.

To form the cluster, the account you use must be delegated the following:


Membership in the local Administrators group on each node.

To create the computer object for the clustered mailbox server, and to delegate setup, the account you use must be delegated the following:


Exchange Organization Administrator role

For more information about permissions, delegating roles, and the rights that are required to administer Exchange Server 2007, see Permission Considerations.
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To form the cluster


Follow the steps described in these topics to form the cluster:

a.
How to Configure Network Connections for a Single Copy Cluster
b.
How to Create a Failover Cluster for a Single Copy Cluster
c.
How to Align Exchange I/O with Storage Track Boundaries
d.
How to Configure Cluster Networking Components and Priority
e.
How to Verify Handoff in a Single Copy Cluster


[image: image293.png]


To create the computer object for the clustered mailbox server

	1.
Open Cluster Administrator and connect to the cluster.

2.
Right-click the cluster name, select New, and then select Group. 

3.
The New Group wizard appears. In the Name field, enter the name of the clustered mailbox server to be installed. Optionally, enter a description in the Description field. Click Next to continue.

4.
The Preferred Owner page appears. Select all nodes that will host the clustered mailbox server in the Available nodes list and click Add. The selected nodes should appear in the Preferred owners list. Click Finish to continue, and then click OK to acknowledge the creation confirmation dialog box.

5.
Right-click the newly created group, select New, and then select Resource.

6.
The New Resource wizard appears. In the Name field, enter IP Address (<CMSName>) (where <CMSName> is the name of the clustered mailbox server). Optionally, enter a description in the Description field. In the Resource Type drop-down list, select IP Address. Click Next to continue.

7.
The Possible Owners page appears. Verify that the correct nodes are listed, and then click Next to continue.

8.
The Dependencies page appears. Verify that there are no dependencies, and then click Next to continue.

9.
The TCP/IP Address Parameters page appears. Enter the static IP address and subnet mask that will be assigned to the clustered mailbox server. Verify that Public is selected in the Network drop-down list, and that Enable NetBIOS for this address is selected. Click Finish to continue, and then click OK to acknowledge the creation confirmation dialog box.

10.
Right-click the newly created group, select New, and then select Resource.

11.
The New Resource wizard appears. In the Name field, enter Network Name (<CMSName>) (where <CMSName> is the name of the clustered mailbox server). Optionally, enter a description in the Description field. In the Resource Type drop-down list, select Network Name. Click Next to continue.

12.
The Possible Owners page appears. Verify that the correct nodes are listed, and then click Next to continue.

13.
The Dependencies page appears. Select IP Address (<CMSName>) from the Available resources list, and then click Add to add it to the Resource dependencies list. Click Next to continue.

14.
The Network Name Parameters page appears. In the Name field, enter the network name for the clustered mailbox server. Make sure that both the DNS Registration Must Succeed and Enable Kerberos Authentication check boxes are selected. Click Finish to continue, and then click OK to acknowledge the creation confirmation dialog box.

15.
Right-click the newly created group and select Bring Online.
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To provision the clustered mailbox server

	1.
Provision the clustered mailbox server by running the following command:

Setup /NewProvisionedServer:<CMSName> /ServerAdmin:<Account or Group>

2.
Provision each node in the cluster by running the following command on each node in the cluster:

Setup /NewProvisionedServer:<Node Name> /ServerAdmin:<Account or Group>




For example, to provision a clustered mailbox server called EXSCC1 for the group Installers in the Contoso domain, you would run the following command:

Setup /NewProvisionedServer:EXSCC1 /ServerAdmin:Contoso\Installers

To provision a node called NODE1 for the group Installers in the Contoso domain, you would run the following command:

Setup /NewProvisionedServer:NODE1 /ServerAdmin:Contoso\Installers
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To install a clustered mailbox server as a subordinate administrator

	
Follow the steps described in these topics to install a clustered mailbox server as a subordinate administrator:

a.
How to Install the Mailbox Role on the Active Node in a Single Copy Cluster
b.
How to Install the Mailbox Role on the Passive Node in a Single Copy Cluster
c.
How to Verify Handoff in a Single Copy Cluster


Upgrading to Exchange 2007

Transition is the scenario in which you upgrade an existing Exchange organization to Microsoft Exchange Server 2007. To perform the transition, you must move data from the existing Exchange servers to new Exchange 2007 servers. For example, when upgrading from an Exchange Server 2003 or Exchange 2000 Server organization to an Exchange 2007 organization, you perform a transition.

Migration is the scenario in which you upgrade to Exchange 2007 by migrating data from a non-Exchange messaging system to Exchange 2007 or from an existing Exchange organization to a completely new Exchange organization, without retaining any of the Exchange configuration data in the first organization. For example, when merging with another company, you can perform a migration. In this scenario, you move mailboxes and data to the other company's Exchange organization, without retaining any of the configuration data from your existing Exchange organization. Another example is when upgrading from Lotus Notes to Exchange 2007, you perform a migration. In this scenario, you must move mailboxes and data to the new Exchange 2007 organization, without retaining any of the data from the Lotus Notes organization.
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Important: 

When transitioning to Exchange 2007, you cannot perform an in-place server upgrade on an existing Exchange server. Instead, you must install a new Exchange 2007 server into the existing organization, and then move data to the new Exchange 2007 server.
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Important: 

You cannot upgrade an existing Exchange Server version 5.5 organization to Exchange 2007. You must first migrate from the Exchange Server 5.5 organization to either an Exchange 2003 organization or an Exchange 2000 organization, and then you can transition the Exchange 2003 or Exchange 2000 organization to Exchange 2007.

The transition process happens in several phases. In each phase, you introduce individual Exchange 2007 server roles and transport features. At the conclusion of each phase, the organization will have coexistence of Exchange 2007 with Exchange 2003 or Exchange 2000 and will be running in a supported coexistence mode. The end-to-end process is designed to maintain messaging functionality and stability throughout the transition process.

The migration process includes installing a completely new Exchange 2007 organization, and then migrating mailboxes from the old messaging system to the new Exchange 2007 messaging system, using various tools for migration.

You can migrate from Lotus Notes to Exchange 2007 by installing Exchange 2007 in a new organization and migrating existing mailboxes. You can only transition to Exchange 2007 from the following existing messaging systems:


Exchange 2003 messaging system


Exchange 2000 messaging system


Combined Exchange 2003 and Exchange 2000 messaging system

This means that if you are upgrading from an Exchange 2003 or Exchange 2000 organization, you can choose to either transition the organization, or migrate to a new organization. In most cases, you will want to retain the Exchange data from the existing organization, and so you should choose to transition to Exchange 2007. 

If you are upgrading from any messaging system besides Exchange 2003 or Exchange 2000, your only option is to migrate to Exchange 2007.

Figure 1   Transition and migration phases
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Supported Scenarios

The following table lists the supported transition and migration scenarios.

Table 1   Supported transition and migration scenarios

	Existing messaging system
	In-place server upgrade to Exchange 2007
	Transition to an Exchange 2007  organization
	Migrate to Exchange 2007

	Exchange Server 5.5 
	Not supported
	Not supported
	Supported, by migrating first to Exchange 2003 or Exchange 2000, and then transitioning Exchange 2003 or Exchange 2000 to Exchange 2007

	Exchange 2003 
	Not supported
	Supported
	Supported

	Exchange 2000
	Not supported
	Supported
	Supported

	Mixed Exchange 2003 and Exchange 2000 organization 
	Not supported
	Supported
	Supported

	Lotus Notes
	Not supported
	Not supported
	Supported, using interoperability and migration tools


For More Information

The following provides more information about how to transition to Exchange 2007.

Single forest to single forest

	If you have an existing single forest Exchange 2003 or Exchange 2000 topology, you can transition to a single forest Exchange 2007 organization. For more information about how to deploy Exchange 2007 in this scenario, see How to Transition from Single Forest to Single Forest.


Cross-forest to cross-forest

	If you have an existing cross-forest Exchange 2003 or Exchange 2000 topology with Exchange servers and mailboxes in each forest, you can transition to an Exchange 2007 cross-forest topology. For more information about how to deploy Exchange 2007 in this scenario, see How to Transition from Cross-Forest to Cross-Forest.


Single forest to cross-forest

	If you have an existing single forest Exchange 2003 or Exchange 2000 topology, you can transition to a cross-forest Exchange 2007 topology. For more information about how to deploy Exchange 2007 in this scenario, see How to Transition from Single Forest to Cross-Forest.


Resource forest to resource forest

	If you have an existing Exchange 2003 or Exchange 2000 topology, and you already have a resource forest that has either Exchange 2003 or Exchange 2000 in the dedicated Exchange forest, you can add an Exchange 2007 server to that dedicated Exchange forest and move existing mailboxes to the new Exchange 2007 server. For more information about how to deploy Exchange 2007 in this scenario, see the topic How to Transition from Resource Forest to Resource Forest.


Single forest to resource forest

	If you have an existing Exchange 2003 or Exchange 2000 topology, and you do not have a resource forest topology, but you want to deploy Exchange 2007 in a dedicated Exchange forest, you will first have to deploy Exchange 2007 in a combined cross-forest and resource forest scenario. You will have some Exchange mailboxes in the existing Exchange 2003 or Exchange 2000 forest and some Exchange mailboxes in the Exchange 2007 resource forest. If you want to move all your Exchange mailboxes to the Exchange 2007 forest, you will have a single resource forest scenario. For more information about how to deploy Exchange 2007 in this scenario, see the topic How to Transition from Single Forest to Resource Forest.


For More Information

For more information about migrating from Exchange Server 5.5 to Exchange 2007, see Migrating from Exchange Server 5.5.

For more information about migrating from Lotus Notes, see Migrating from Lotus Notes.

How to Transition from Single Forest to Single Forest

This topic explains how to transition from an existing single forest Microsoft Exchange topology to Microsoft Exchange Server 2007. You can transition from the following Exchange organizations to Exchange 2007:


Microsoft Exchange Server 2003 organization


Microsoft Exchange 2000 Server organization


Mixed Exchange Server 2003 and Exchange 2000 Server organization

Before You Begin

Before you perform the procedure in this topic, confirm the following: 


You understand the supported scenarios for transitioning to Exchange 2007. For more information about supported upgrade scenarios, see Upgrading to Exchange 2007.


You have planned your Exchange 2007 messaging system. For more information about planning an Exchange 2007 messaging system, see Planning and Architecture.


If you will continue to use any features from Exchange 2003 that are not supported in Exchange 2007, you have planned to keep at least one Exchange 2003 server in your organization. The following Exchange 2003 feature is not supported in Exchange 2007:


Novell GroupWise connector


Network News Transfer Protocol (NNTP)


If you will continue to use any features from Exchange 2000 that are not supported in Exchange 2007, you have planned to keep at least one Exchange 2000 server in your organization. The following Exchange 2000 features are not supported in Exchange 2007:


Microsoft Mobile Information Server


Instant Messaging service


Exchange Chat Service


Exchange 2000 Conferencing Server


Key Management Service


cc:Mail connector


MS Mail connector
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To transition from an Exchange 2003 or Exchange 2000 single forest organization to an Exchange 2007 single forest organization

	1.
On a new computer in your existing Microsoft Exchange organization, install Exchange 2007. For more information about installing Exchange 2007, see one of the following topics:


How to Perform a Typical Installation Using Exchange Server 2007 Setup

How to Perform a Custom Installation Using Exchange Server 2007 Setup

How to Install Exchange 2007 in Unattended Mode
If you do not install the Mailbox, Hub Transport, Client Access, and Unified Messaging server roles on a single computer, you should install the Exchange 2007 server roles on separate computers in the following order:


Client Access server role


Hub Transport server role


Mailbox server role


Unified Messaging server role

An Exchange 2003 or Exchange 2000 front-end server cannot provide access to an Exchange 2007 Mailbox server. In addition, an Exchange 2007 Mailbox server cannot send or receive e-mail messages unless a Hub Transport server also exists in its Active Directory site. Therefore, when upgrading an existing Exchange organization, we recommend that you install the Client Access and Hub Transport server roles before installing the Mailbox server role. If you install the Mailbox server first, you will not have client access or mail flow to or from the Mailbox server until you install the Client Access and Hub Transport server roles.

If you plan to have an Edge Transport server in your Exchange 2007 organization, you must install the Edge Transport server role on a separate computer.

2.
Move mailboxes from your existing Exchange 2003 or Exchange 2000 servers to the new Exchange 2007 Mailbox server or servers. For detailed steps, see How to Move a Mailbox Within a Single Forest.
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Note: 

You do not need to move your existing contacts or distribution groups. They will be available in Active Directory even if you remove your Exchange 2003 or Exchange 2000 servers.
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Note: 

If you have any Exchange 2003 or Exchange 2000 recipient policies that have not been applied, moving the mailboxes to an Exchange 2007 server will force the recipient policies to be re-evaluated and applied. Before you move mailboxes, make sure that you want to apply all of the existing recipient policies. If you have an existing recipient policy that you do not want to apply, clear the Automatically update e-mail address based on e-mail address policy check box in Active Directory Users and Computers. For more information, see the Exchange Server Team Blog article Yes, Exchange 2007 really enforces Email Address Policies. (Note: The content of each blog and its URL are subject to change without notice.)

3.
(Optional) If you want to remove your Exchange 2003 or Exchange 2000 servers, for any public folders in your existing Exchange 2003 or Exchange 2000 organization, create a replica on the Exchange 2007 Mailbox server. You must create the replica by using Exchange System Manager in the Exchange 2003 or Exchange 2000 organization. Exchange will replicate the public folder data to the Exchange 2007 Mailbox server.
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Note: 

You do not need to create replicas for the offline address book (OAB) or free/busy system folders. When you install the first Exchange 2007 server, Exchange creates the replicas.

4.
(Optional) If you want to remove your Exchange 2003 or Exchange 2000 servers, you must remove Exchange 2003 routing groups. For detailed steps about how to remove Exchange 2003 routing groups, see How to Delete a Routing Group in the Administration Guide for Exchange Server 2003. 

5.
(Optional) If you want to remove your Exchange 2003 or Exchange 2000 servers, remove all connectors to Exchange 2003 routing groups. For detailed steps about how to remove connectors to Exchange 2003 routing groups, see How to Remove a Connector in the Administration Guide for Exchange Server 2003.

6.
(Optional) Remove your Exchange 2003 or Exchange 2000 servers from the organization. For information about how to remove Exchange 2003 servers, see How to Uninstall Exchange Server 2003 in the Exchange Server Deployment Guide. For information about how to remove Exchange 2000 servers, see How to Uninstall Exchange 2000 Server in the Exchange Server Deployment Guide.
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Note: 

To remove the last Exchange 2003 or Exchange 2000 server from an organization, you must modify the Enterprise Configuration Recipient Update Service to run on an Exchange 2007 Mailbox server instead of on the Exchange 2003 or Exchange 2000 server that you want to remove. You cannot delete the Enterprise Configuration Recipient Update Service, and you cannot remove Exchange from a server that is running the Recipient Update Service. The Recipient Update Service has been removed from Exchange 2007, so modifying the Enterprise Configuration Recipient Update Service to run on an Exchange 2007 server will effectively disable the service. For more information about the Recipient Update Service, see Recipient Update Service and Exchange 2003.


For More Information
For more information about features that you can configure after you have installed Exchange 2007, see Post-Installation Tasks.

Coexisting with Exchange Server 2003 and Exchange 2000 Server

Microsoft Exchange Server 2007 can be deployed in an Active Directory directory service forest that has an existing messaging system. You have a coexistence scenario if the following conditions are true:


Exchange 2007 is deployed in an existing Exchange organization.


More than one Exchange version provides messaging services to the organization.

When large organization gradually transitions a messaging system from Exchange 2000 Server or Exchange Server 2003 to Exchange 2007, the organization will probably have to maintain more than one version of Exchange during that time. This topic provides an overview of the coexistence scenarios that are supported for Exchange 2007 and an overview of the configuration steps that you must perform to maintain coexistence. For information about how to complete the transition from Exchange 2003 to Exchange 2007, see Upgrading to Exchange 2007.
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Important: 

Exchange 2007 does not support coexistence with Exchange Server version 5.5. Your Exchange organization must be operating in native mode to support coexistence with Exchange 2007.

Supported Coexistence Scenarios

Table 1 lists the supported coexistence scenarios with earlier versions of Exchange.

Table 1   Coexistence scenarios supported for earlier versions of Exchange Server

	Exchange version
	Exchange organization coexistence

	Exchange Server 5.5 
	Not supported

	Exchange 2000 Server 
	Supported

	Exchange Server 2003 
	Supported

	Mixed Exchange 2000 Server and Exchange Server 2003 organization 
	Supported
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Note: 

You can use the same procedures for Exchange 2007 coexistence with Exchange 2003 and Exchange 2007 coexistence with Exchange 2000. All procedures and documentation that refer to Exchange 2003 only also apply to Exchange 2000.
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Important: 

After you deploy a new Exchange 2007 organization, you can't add servers that are running earlier versions of Exchange to the organization. The addition of earlier versions of Exchange to an Exchange 2007–only organization is not supported.

Exchange 2007 requires that 64-bit hardware be supported in a production environment. Exchange 2007 cannot share hardware with Exchange 2003. However, if Exchange 2003 is currently installed on a server that uses 64-bit hardware, you can install Exchange 2007 on that server after Exchange 2003 is removed.

Deploying Exchange 2007 Server Roles to Coexist with Exchange 2003 and Exchange 2000

You can only deploy Exchange 2007 in an Exchange 2003 organization that operates in native mode. When an Exchange 2003 organization operates in native mode, the following conditions are true:


No servers that are running Exchange Server version 5.5 exist in the organization.


The Site Replication Service has been decommissioned.


Any Exchange Active Directory connectors have been decommissioned.

After these items have been removed, you must manually convert the Exchange organization to native mode.

[image: image307.png]


To use Exchange System Manager to change the Exchange organization to native mode on an Exchange 2003 server or Exchange 2000 server

	1.
Start Exchange System Manager. Click Start, point to Programs, point to Microsoft Exchange, and then click System Manager.

2.
Right-click the organization and then click Properties.

3.
Click the General tab, and then, under Change Operations Mode, click Change Mode. Click Yes if you are sure that you want to permanently switch the organization's mode to native mode.


All Exchange 2007 server roles are supported for coexistence with a native mode Exchange organization. When you deploy the first server roles for coexistence, follow the procedures in How to Install Exchange 2007 in an Existing Exchange Server 2003 Organization.

Table 2 lists the organizational Exchange 2007 server roles and the supported configuration for each role when Exchange 2007 coexists with Exchange Server 2003 and Exchange 2000 Server.

Table 2   Server roles and support

	Exchange 2007 server role
	Supported configuration

	Client Access server role
	
No other Exchange 2007 roles are required.


You must deploy a Client Access server role in each Active Directory site that contains the Mailbox server role.


Clients will see the Microsoft Office Outlook Web Access version that is on their mailbox store.

	Hub Transport server role
	
No other Exchange 2007 server roles are required.


Routing group connectors must exist between the Exchange Routing Group (DWBGZMFD01QNBJR) and each Exchange Server 2003 routing group that communicates directly with Exchange 2007. The first routing group connectors are created during installation. We recommend that you use the Set-RoutingGroupConnector cmdlet to add source servers and target servers to these connectors for redundancy purposes.


You must suppress minor link state updates on every Exchange 2003 computer before you create additional routing group connectors that specify Exchange 2007 Hub Transport servers as source or target servers.

	Unified Messaging server role
	
You must deploy an Exchange 2007 Hub Transport server in the same Active Directory site as the Unified Messaging server role.


Exchange Server 2003 computers cannot interoperate with the Unified Messaging server role. Exchange 2003 mailboxes cannot be Unified Messaging–enabled.

	Mailbox server role
	
You must deploy the Exchange 2007 Hub Transport server role in the same Active Directory site as the Mailbox server role.
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Note: 

The Edge Transport server role is deployed outside the Exchange organization as a stand-alone server in the perimeter network. You can deploy an Edge Transport server as a Simple Mail Transfer Protocol (SMTP) relay and smart host server for your existing Exchange messaging infrastructure. However, a limited set of the Edge Transport server role features will be available. 

Managing a Mixed Exchange 2003, Exchange 2000, and Exchange 2007 Organization

In Exchange System Manager for Exchange 2000 and Exchange 2003, all Exchange 2007 servers are displayed as members of a single administrative group that is called Exchange Administrative Group (FYDIBOHF23SPDLT). All Exchange 2007 servers are also displayed as members of a single routing group that is called the Exchange Routing Group (DWBGZMFD01QNBJR). These objects are created for coexistence with Exchange 2000 Server and Exchange Server 2003 and should not be modified by using Exchange System Manager.
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Caution: 

Do not move Exchange 2007 servers out of Exchange Administrative Group (FYDIBOHF23SPDLT) and do not rename Exchange Administrative Group (FYDIBOHF23SPDLT) by using a low-level directory editor. Exchange 2007 must use this administrative group for configuration data storage. We do not support moving Exchange 2007 servers out of Exchange Administrative Group (FYDIBOHF23SPDLT) or renaming of Exchange Administrative Group (FYDIBOHF23SPDLT).
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Caution: 

Do not move Exchange 2007 servers out of Exchange Routing Group (DWBGZMFD01QNBJR) and do not rename Exchange Routing Group (DWBGZMFD01QNBJR) by using a low-level directory editor. Exchange 2007 must use this routing group for communication with earlier versions of Exchange. We do not support moving Exchange 2007 servers out of Exchange Routing Group (DWBGZMFD01QNBJR) or renaming of Exchange Routing Group (DWBGZMFD01QNBJR).
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Important: 

Do not include Exchange 2007 servers and Exchange 2003 or Exchange 2000 servers in the same routing group. This is not supported.

You must use the administrative tools that are specific to the Exchange server version that you are managing.


You manage Exchange 2007 server roles and mailbox recipients by using the Exchange Management Console or the Exchange Management Shell in Exchange 2007.


You manage Exchange 2000 and Exchange 2003 servers by using Exchange System Manager.


If you are using any features from Exchange 2000 that are not supported in Exchange 2003 or Exchange 2007, you must use Exchange 2000 System Manager to manage those features.


You can manage Exchange 2000 and Exchange 2003 recipients by using a management computer on which the administrative tools for both Active Directory and the Exchange 2003 are installed.

Mailboxes that are located on Exchange 2000 and Exchange 2003 servers are also displayed in the Exchange Management Console in Exchange 2007.


You can manage the Exchange 2000 and Exchange 2003 mailbox properties by using the Exchange Management Console in Exchange 2007.


To move mailbox recipients from Exchange 2000 and Exchange 2003 to Exchange 2007, you must use the Move-Mailbox cmdlet in the Exchange Management Shell

For More Information

For more information, see the following topics:


Planning for Coexistence.


Message Routing in a Coexistence Environment

How to Install Exchange 2007 in an Existing Exchange Server 2003 Organization

How to Create Routing Group Connectors from Exchange 2007 to Exchange Server 2003

How to Suppress Link State Updates
How to Install Exchange 2007 in an Existing Exchange Server 2003 Organization

This topic explains how to use Exchange Server 2007 Setup or unattended installation to install the first Microsoft Exchange Server 2007 server in an existing Exchange organization.

You can't perform an in-place upgrade from Exchange Server 2003 or Exchange 2000 Server to Exchange 2007. However, you can install an Exchange 2007 server into the existing Exchange organization and then move the Exchange resources, such as mailboxes, public folders, and connectors to Exchange 2007. After you perform this procedure, you will be running in a coexistence mode. You can maintain this mode for an indefinite period of time, or you can immediately complete the transition to Exchange 2007 by moving all resources from Exchange 2003 to Exchange 2007 and then decommissioning the Exchange 2003 servers.
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Note: 

There are no procedural differences between Exchange 2007 coexistence with Exchange 2003 and Exchange 2007 coexistence with Exchange 2000. Any procedures or documentation that refer to Exchange 2003 only also apply to Exchange 2000.

When you install Exchange 2007 in an existing Exchange 2003 organization, Setup performs the following coexistence-specific tasks:


It creates the Active Directory universal security group ExchangeLegacyInterop. This group is granted the permissions that allow the Exchange 2003 and Exchange 2000 servers to send e-mail to the Exchange 2007 servers. 


It creates the Exchange 2007 Administrative Group. This administrative group is called Exchange Administrative Group (FYDIBOHF23SPDLT).
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Caution: 

Do not move Exchange 2007 servers out of Exchange Administrative Group (FYDIBOHF23SPDLT) and do not rename Exchange Administrative Group (FYDIBOHF23SPDLT) by using a low-level directory editor. Exchange 2007 must use this administrative group for configuration data storage. We do not support moving Exchange 2007 servers out of Exchange Administrative Group (FYDIBOHF23SPDLT) or renaming of Exchange Administrative Group (FYDIBOHF23SPDLT).


It creates the Exchange 2007 Routing Group. This routing group is called Exchange Routing Group (DWBGZMFD01QNBJR).
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Caution: 

Do not move Exchange 2007 servers out of Exchange Routing Group (DWBGZMFD01QNBJR) and do not rename Exchange Routing Group (DWBGZMFD01QNBJR) by using a low-level directory editor. Exchange 2007 must use this routing group for communication with earlier versions of Exchange. We do not support moving Exchange 2007 servers out of Exchange Routing Group (DWBGZMFD01QNBJR) or renaming of Exchange Routing Group (DWBGZMFD01QNBJR)


It creates a two-way routing group connector between Exchange 2007 and a selected Exchange 2003 bridgehead server. Exchange 2007 and Exchange 2003 use different routing topologies. You must configure a routing group connector to enable mail flow between the Exchange versions. 
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Note: 

You can install Exchange 2007 in a native mode Exchange organization. However, if you create a new forest in which to install Exchange 2007, you cannot later add earlier versions of Exchange. This scenario is not supported.

You complete Exchange 2007 installation by performing several tasks. You can complete all these tasks at the same time, or you can perform some of the tasks before you start Exchange 2007 server role installation. To complete installation, follow these steps:


Install prerequisite tools   You can install the prerequisite tools on the computer where you will install Exchange 2007 before you install the server roles. The prerequisite tools are Microsoft .NET Framework 2.0, Microsoft Management Console 3.0, and Microsoft Windows PowerShell. Links to these tools are provided in Exchange Server 2007 Setup.


Prepare the Active Directory directory service   You can extend the Active Directory schema and create the Active Directory objects and universal security groups to support Exchange 2007 before you install the server roles. Run setup.exe /PrepareAD from the command line on the domain controller that is the schema master at the forest root. When you run setup.exe /PrepareAD, the task setup.exe /PrepareLegacyExchangePermissions also runs to create the universal security group that is granted permissions to send e-mail to Exchange 2007 Hub Transport servers. If you do not perform this task before you start installation, it will run during installation. For more information, see How to Prepare Active Directory and Domains.


Install server roles   You can install Exchange 2007 by using Exchange Server 2007 Setup, or perform an unattended installation by running setup.exe from the command line. You can select to perform a typical installation to install the Mailbox, Hub Transport, and Client Access server roles, or you can select to perform a custom installation to install one or more server roles. If the Exchange 2003 organization has front end servers, the Client Access server role is typically the first role deployed. You must install the Hub Transport server role and the Mailbox server role to have a fully functional Exchange 2007 organization.

Before You Begin

Before you begin, follow these steps:


Create a transition plan. If you plan to maintain a coexistence environment for any period of time, see Planning for Coexistence. 

To complete your transition plan, see the following topics:


Upgrading to Exchange 2007

Best Practices for Transitioning an Exchange Organization

Verify that the server on which you will install Exchange 2007 meets the system requirements for the server roles that you are installing. For more information, see Exchange 2007 System Requirements.


Verify that your existing Exchange organization is running in native mode. An Exchange organization is running in native mode should not contain any servers that are running a version of Exchange previous to Exchange 2000 Server. For more information, see Coexisting with Exchange Server 2003 and Exchange 2000 Server. 

To perform the following procedure, the account you use must be delegated membership in the Schema Administrators group if you have not previously prepared the Active Directory schema.

If you are installing the first Exchange 2007 server in the organization, the account you use must have membership in the Enterprise Administrators group. 

For more information about permissions, delegating roles, and the rights that are required to administer Microsoft Exchange Server 2007, see Permission Considerations.
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To use Exchange Server 2007 Setup to install Exchange 2007 in an existing Exchange organization

	1.
Log on to the server on which you want to install Exchange 2007. 

2.
Insert the Exchange Server 2007 DVD into the DVD drive. If Setup.exe does not start automatically, open the DVD directory, and then double-click Setup.exe.

3.
On the Start page, complete Steps 1 through 3 to install the prerequisite tools.
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Note: 

If you already have Microsoft .NET Framework 2.0, Microsoft Management Console (MMC) 3.0, and Windows PowerShell installed, these steps will be unavailable. If you have not installed Microsoft .NET Framework 2.0, Setup will link to .NET Framework Developer Center. If you have not installed Microsoft Management Console (MMC) 3.0, Setup will link to MMC 3.0 update is available for Windows Server 2003 and for Windows XP. If you have not installed Microsoft Windows PowerShell, Setup will link to Windows PowerShell 1.0 English Language Installation Packages for Windows Server 2003 Service Pack 1 and for Windows XP Service Pack 2.

4.
On the Start page, click Step 4: Install Microsoft Exchange. Setup copies the setup files to the computer on which you are installing Exchange 2007.

5.
In Exchange Server 2007 Setup, on the Introduction page, click Next.

6.
On the License Agreement page, select I Accept the terms in the license agreement, and then click Next.

7.
On the Error Reporting page, select the appropriate selection and then click Next.

8.
On the Installation Type page, click Typical Exchange Server Installation or Custom Exchange Server Installation. If you want to change the path for the Exchange Server 2007 installation, click Browse, locate the appropriate folder in the folder tree, and then click OK. Click Next.
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Note: 

If you select the Typical Exchange Server Installation option, you will be unable to install the Unified Messaging server role, Edge Transport server role, or clustered mailbox servers during this installation. You can install additional server roles later by using Setup.com or Add or Remove Programs from Control Panel.

9.
On the Mail Flow Settings page, click Browse to select an Exchange 2003 bridgehead server that is located in the routing group to which you will create the initial routing group connector.

Figure 1   Mail Flow Settings page
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10.
The Select Exchange Server dialog box appears. Select an Exchange 2003 bridgehead server, and then click OK.

Figure 2   Select Exchange Server dialog box
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11.
On the Mail Flow Settings page, click Next.

12.
On the Readiness Checks page, wait for all readiness checks to complete, and then click Install.

13.
On the Progress page, wait for the organizational preparation, copying of Exchange files, and installation of server roles to complete, and then click Finish.
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To perform an unattended installation of Exchange 2007 in an existing Exchange organization

	
Open a command prompt and change directories to the Exchange 2007 source files. Run the following command:

Setup /mode:Install /roles:ClientAccess,HubTransport,Mailbox /LegacyRoutingServer:Exch2003BH.Contoso.com




For detailed syntax and parameter information, see How to Install Exchange 2007 in Unattended Mode.

After You Finish

After installation is complete, you can view the Exchange 2007 configuration objects in Exchange System Manager in Exchange 2003, as shown in Figure 3.

Figure 3   Exchange System Manager with Exchange 2007 installed
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Important: 

Although you can view the Exchange 2007 configuration objects in Exchange System Manager in Exchange 2003, you must use only Exchange 2007 tools to manage Exchange 2007 objects.

To verify that mail flow is working correctly, follow these steps:

1.
Create a mailbox on the Exchange 2007 Mailbox server. For more information, see How to Create a Mailbox for a New User.

2.
Send an e-mail message from the Exchange 2007 mailbox to a user who has a mailbox that is located on an Exchange 2003 server. Verify that the e-mail message is received.

3.
Send an e-mail message from a user who has a mailbox that is located on an Exchange 2003 server to the new Exchange 2007 mailbox user. Verify that the e-mail message is received.

Perform the Finalize Deployment Tasks tasks that are required for the server roles that you have installed.

You can now continue to transition the Exchange organization, or you can maintain a coexistence environment. If you will be operating in a coexistence environment, make sure that you read Planning for Coexistence.

For More Information

For more information, see the following topics:


Planning for Coexistence

Coexisting with Exchange Server 2003 and Exchange 2000 Server

Message Routing in a Coexistence Environment

How to Perform a Typical Installation Using Exchange Server 2007 Setup

How to Perform a Custom Installation Using Exchange Server 2007 Setup

How to Install Exchange 2007 in Unattended Mode

Moving Mailboxes

New-RoutingGroupConnector
How to Create Routing Group Connectors from Exchange 2007 to Exchange Server 2003

This topic explains how to use the Exchange Management Shell to configure routing group connectors between the default routing group in Microsoft Exchange Server 2007, and Exchange 2000 Server or Exchange Server 2003 routing groups.

The first routing group connector between Exchange 2007 and Exchange 2003 or Exchange 2000 is created and configured during installation of the first Hub Transport Server role in an existing Exchange organization. Perform this procedure if you have planned your routing topology and decided to create additional connectors between Exchange versions.

You must use the Exchange Management Shell to configure these connectors. The permissions that are required to enable mail flow between the server versions are automatically applied when the connector is created. Routing groups are not recognized by the Exchange Management Console in Exchange 2007. To support coexistence with Exchange 2000 Server and Exchange Server 2003, all computers that are running Exchange 2007 are automatically put into a single routing group when the first Hub Transport server role is installed. The routing group in Exchange 2007 is recognized in Exchange 2000 Server and Exchange Server 2003 Exchange System Manager as Exchange Routing Group (DWBGZMFD01QNBJR). You cannot use Exchange 2000 Server or Exchange Server 2003 Exchange System Manager to manage the Exchange 2007 routing group or any routing group connectors that include an Exchange 2007 Hub Transport server as either a source server or target server.

Before You Begin
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Important: 

Placement of Exchange 2007 and earlier versions of Microsoft Exchange in the same routing group is not supported.

Before you create the connectors between the Exchange 2007 routing group and Exchange 2000 Server or Exchange Server 2003 routing groups, you must follow these steps:


Verify that Exchange 2000 Server or Exchange Server 2003 Exchange System Manager is configured to display routing groups. Right-click the Exchange Organization object, and then select Properties. Confirm that the Display routing groups check box is selected.


Install the Exchange 2007 Hub Transport server role on a member server in a forest that currently has an Exchange 2000 Server or Exchange Server 2003 organization.


Suppress minor link state updates on all Exchange 2000 Server and Exchange Server 2003 servers. For more information about how to suppress link state updates, see How to Suppress Link State Updates.


Verify that the user account that you will use to configure the connectors is delegated the following:


Exchange Administrator role for the Exchange 2000 Server or Exchange Server 2003 Administrative Group where the bridgehead server that will be designated as a source server or target server for the connector is located


Exchange Server Administrator role and local Administrators group for the Exchange 2007 Hub Transport server that will be designated as a source server or target server for the connector.
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Note: 

By default, public folder referrals are not enabled on the routing group connector between Exchange 2007 and earlier versions of Exchange Server. If you enable public folder referrals, end-users with mailboxes on Exchange 2003 or Exchange 2000 may be connected to public folders that are located on Exchange 2007 Mailbox servers.
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To use the Exchange Management Shell to create a routing group connector 


Run the following command to create a reciprocal routing group connectors between the Exchange 2007 routing group and the routing group that is associated with the specified Exchange Server 2003 server, assign a cost of 100 to that connector, and enable public folder referrals:

New-RoutingGroupConnector -Name "Interop RGC" -SourceTransportServers "Ex2007Hub1.contoso.com" -TargetTransportServers "Ex2003BH1.contoso.com" -Cost 100 -Bidirectional $true -PublicFoldersEnabled $true




For More Information

For more information, see the following topics: 


Microsoft Exchange Server 2003 Transport and Routing Guide

Message Routing in a Coexistence Environment

How to Install Exchange 2007 in an Existing Exchange Server 2003 Organization

How to Suppress Link State Updates

Planning for Coexistence

New-RoutingGroupConnector

Set-RoutingGroupConnector

Remove-RoutingGroupConnector
How to Suppress Link State Updates

This topic explains how to use Registry Editor to suppress propagation of minor link state updates between routing groups in Microsoft Exchange Server 2007 and Exchange Server 2003.

We recommend that you perform this procedure if the following conditions are true:


You have installed the Exchange 2007 Hub Transport server role in an existing Exchange organization. For more information about this step, see How to Install Exchange 2007 in an Existing Exchange Server 2003 Organization.


The existing Exchange organization includes more than one Exchange 2003 or Exchange 2000 routing group.


You will configure more than one routing group connector between Exchange 2003 or Exchange 2000 routing groups and Exchange 2007.

The first routing group connector is created when the first Hub Transport server role is installed on a computer in the Exchange organization. Before you create additional routing group connectors, perform this procedure on every Exchange 2000 and Exchange 2003 server in the organization. When you suppress minor link state updates, the servers that are running Exchange 2000 and Exchange 2003 will not mark connectors as down. This procedure will make sure that earlier versions of Exchange will only use least cost routing and will not try to calculate an alternative route.

The purpose of this procedure is to make sure that routing loops cannot occur. Exchange 2007 does not use a link state routing table and does not support relay of link state information. If you do not suppress minor link state updates, routing loops may occur. For more information about how routing occurs in an Exchange organization that includes Exchange 2007 servers and Exchange 2003 or Exchange 2000 servers, see Message Routing in a Coexistence Environment.

Before You Begin

Before you suppress link state updates, you should read Planning for Coexistence. 

To perform this procedure, you must log on to the Exchange 2000 or Exchange 2003 server by using an account that is delegated the following:


Membership in the local Administrators group

For more information about permissions, delegating roles, and the rights that are required to administer Microsoft Exchange Server 2007, see Permission Considerations.

[image: image327.png]


Caution: 

Incorrectly editing the registry can cause serious problems that may require you to reinstall your operating system. Problems resulting from editing the registry incorrectly may not be able to be resolved. Before editing the registry, back up any valuable data.
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To suppress link state updates on Exchange 2003 or Exchange 2000

	1.
Open Registry Editor.

2.
Locate HKEY_LOCAL_MACHINE\System\CurrentControlSet\Services\RESvc\Parameters.

3.
Right-click Parameters and select New | DWORD value. Name the new DWORD value SuppressStateChanges.

4.
Double-click SuppressStateChanges.

5.
In the Value data field, enter 1.

6.
Close Registry Editor and then restart the Simple Mail Transfer Protocol (SMTP) service, the Microsoft Exchange Routing Engine service, and the Microsoft Exchange MTA Stacks services for the change to take effect.


For More Information

For more information, see the following topics:


Coexisting with Exchange Server 2003 and Exchange 2000 Server

How to Install Exchange 2007 in an Existing Exchange Server 2003 Organization

Message Routing in a Coexistence Environment

Planning for Coexistence

How to Create Routing Group Connectors from Exchange 2007 to Exchange Server 2003

Exchange Server 2003 Transport and Routing Guide
Transferring Settings from Exchange Server 2003 to Exchange 2007

This topic explains how and where to manage Exchange 2003 features and settings in a Microsoft Exchange Server 2007 and Exchange Server 2003 coexistence scenario.

Administrative Differences

Exchange 2003 uses Administrative Groups to organize Exchange objects for the purposes of delegating permission to manage those objects. Exchange 2007 does not use Administrative Groups as a logical management unit for administrative delegation. However, to support coexistence between Exchange 2003 and Exchange 2007, all Exchange 2007 servers are automatically included in a single Administrative Group when Exchange 2007 is installed. This Administrative Group is recognized in the Exchange System Manager of earlier versions of Exchange as Exchange Administrative Group (FYDIBOHF23SPDLT). Administrative groups are not displayed in the Exchange Management Console in Exchange 2007.
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Caution: 

   Do not move Exchange 2007 servers out of Exchange Administrative Group (FYDIBOHF23SPDLT) and do not rename Exchange Administrative Group (FYDIBOHF23SPDLT) by using a low-level directory editor. Exchange 2007 must use this administrative group for configuration data storage. We do not support moving Exchange 2007 servers out of Exchange Administrative Group (FYDIBOHF23SPDLT) or renaming of Exchange Administrative Group (FYDIBOHF23SPDLT).

Exchange System Manager Features

In Exchange 2003 and Exchange 2007 coexistence scenario, the following functionality applies to the Exchange System Manager:


You cannot use Exchange System Manager to manage Exchange 2007 features. You can use only the Exchange Management Console or the Exchange Management Shell.


You can delete or remove Exchange 2003 features by using the Exchange Management Console or the Exchange Management Shell, but you cannot create Exchange 2003 objects. However, some Exchange 2003 objects can be edited from Exchange 2007. 

For more information, see Planning for Coexistence.

Organization Settings

The following table lists organization settings for Exchange System Manager and where you should manage them. In some cases, you can edit Exchange 2003 features from both Exchange 2003 and Exchange 2007. Any feature name changes are displayed in the "Exchange 2007 Equivalent Name" column. If the name has not changed, or if the feature has been deprecated, the field contains "NA".

	Exchange 2003 Feature
	Exchange 2007 Equivalent Feature Name
	Can be administered from Exchange

2007
	Can be administered from Exchange 2003
	Comments

	Delegate Control
	NA
	No
	Yes
	Delegation control rights for Exchange 2003 must be administered in Exchange 2003.

	Internet Mail Wizard
	NA
	No
	Yes
	In cases where an Exchange 2007 Edge Transport server is identified, this feature will not work.

	Stop Public Folder Content Replication
	NA
	Yes
	Yes
	Exchange Server 2003 Service Pack 2 and later will use this setting.


Global Settings

The following table lists Exchange 2003 features in the global settings of Exchange System Manager and where you should manage them in an Exchange 2003 and Exchange 2007 coexistence scenario. In some cases, you can edit Exchange 2003 features from both Exchange 2003 and Exchange 2007. Any feature name changes are displayed in the "Exchange 2007 Equivalent Name" column. If the name has not changed, or if the feature has been deprecated, the field contains "NA".

	Exchange 2003 Feature
	Exchange 2007 Equivalent Feature Name
	Can be administered from Exchange

2007
	Can be administered from Exchange 2003
	Comments

	Internet Message Format
	Remote Domains
	Yes
	Yes
	This feature is directly replaced by the Remote Domains feature in Exchange 2007. The feature can be managed from either version of Exchange. However, after they have been edited by Exchange 2007, the object is considered upgraded and cannot be edited by Exchange 2003.

	Message Delivery Properties - Sender Filtering, Recipient Filtering
	Sender Filtering and Recipient Filtering
	No
	Yes
	The Exchange 2003 global message delivery settings are replaced by new entries in Exchange 2007. These settings are managed in the Exchange Management Console on an Edge Transport server or in the Exchange Management Shell on a Hub Transport server.

	Message Delivery Properties - Connection Filtering
	IP Allow List, IP Block List, IP Allow List Providers, IP Block List Providers
	Yes
	No
	The Exchange 2003 global message delivery settings are replaced by new entries in Exchange 2007. These settings are managed in the Exchange Management Console on an Edge Transport server or in the Exchange Management Shell on a Hub Transport server.

	Intelligent Mail Filter — Gateway Blocking Threshold
	Edge Transport Server Content Filtering - Actions
	No
	Yes
	Exchange 2003 stores the Intelligent Mail Filter threshold and action configuration in a different location than Exchange 2007. Therefore, each Exchange server's threshold actions must be maintained separately as two independent settings.

	Intelligent Mail Filter Store Junk E-Mail Configuration settings
	Set-OrganizationConfigSCLJunkThreshold
	Yes
	Yes
	This property can be maintained from either Exchange 2007 or Exchange 2003. 

	Sender ID Filtering
	NA
	No
	Yes
	There is no interoperability of this feature. Exchange 2003 objects must be maintained in Exchange 2003 and Exchange 2007 objects must be maintained in Exchange 2007.

	Mobile Services
	NA
	No
	Yes
	In Exchange 2007 Outlook Mobile Access, Always-up-to-date (AUTD) System Management Server SMS), Exchange ActiveSync, and DirectPush have been moved into each of the respective sections in the Exchange Management Console for the Client Access servers. Exchange 2003 objects must be maintained by Exchange 2003 and Exchange 2007 objects must be maintained in Exchange 2007.


Recipients

The following table lists where you should change Exchange System Manager recipient features in an Exchange 2003 and Exchange 2007 coexistence scenario. In some cases, you can edit Exchange 2003 features from Exchange 2003 and Exchange 2007. Any feature name changes are displayed in the "Exchange 2007 Equivalent Name" column. If the name has not changed, or if the feature has been deprecated, the field contains "NA".

	Exchange 2003 Feature
	Exchange 2007 Equivalent Feature Name
	Can be administered from Exchange

2007
	Can be administered from Exchange 2003
	Comments

	Details Templates and Address Templates
	NA
	No
	Yes
	Exchange server's details and addresses templates must be maintained separately as two independent settings.

	Global Address List / Address Lists
	NA
	Yes
	Yes
	You can edit global address list (GAL) and address list objects from Exchange 2003 or Exchange 2007. However, you must upgrade Exchange 2003 objects before they be edited by Exchange 2007. After you upgrade the object, it cannot be edited by Exchange 2003.

	Offline Address Book
	NA
	Yes
	Yes
	You can edit the Exchange 2003 offline address book (OAB) from Exchange 2003 or Exchange 2007. However, to administer the OAB from Exchange 2007, it must be moved to the Exchange 2007 server by using the Exchange 2007 tools. When the object has been moved to Exchange 2007, the object is considered upgraded and cannot be edited by Exchange 2003 unless it is moved back to Exchange 2003 by using the Exchange 2007 tools.

	Offline Address Book - Rebuild Action
	Update-OfflineAddressBook
	Yes
	Yes
	You can use Exchange Server 2003 or 2007 to update or rebuild the Exchange server 2003 offline address book. In addition, you can trigger the update or rebuild action of an Exchange 2007 offline address book from Exchange 2003.

	Recipient Update Service
	Udate-AddressList and Update-EmailAddressPolicy
	No
	Yes
	The Recipient Update Service does not exist as a service for Exchange 2007; therefore, you cannot configure an Exchange 2007 server as a Recipient Update Service server. However, Exchange 2007 servers will show up in the list of Recipient Update Service servers because the filter searches for all Exchange servers that are not front-end servers. Setting an Exchange 2007 server as a Recipient Update Service server will cause the Recipient Update Service to cease functioning.

	Recipient Policies
	E-mail Address Policy and Accepted Domains
	See Comment
	See Comment
	In Exchange 2003, the recipient policy object defines both the proxy addresses that are stamped onto the recipient objects and the set of domains for which e-mail is accepted into the organization for an authoritative domain. In Exchange 2007, these two concepts are separated into E-mail Address Policies and Accepted Domains. They are completely separate settings in Exchange 2007; however, any accepted domains will be available to the e-mail address policy.
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Note: 

If you have any Exchange 2003 or Exchange 2000 recipient policies that have not been applied, making any change to an Exchange 2003 or Exchange 2000 mailbox using Exchange 2007 tools will force the recipient policies to be reevaluated and applied to the mailbox. Examples of changes using Exchange 2007 tools include moving mailboxes with the Exchange 2007 Move Mailbox Wizard or the Move-Mailbox cmdlet or setting properties with the Set-Mailbox cmdlet. Before you make changes to an Exchange 2003 or Exchange 2000 mailbox, make sure that you want to apply all of the existing recipient policies. If you have an existing recipient policy that you do not want to apply, clear the "Automatically update e-mail address based on e-mail address policy" check box in Active Directory Users and Computers. For more information, see the Exchange Server Team Blog article Yes, Exchange 2007 really enforces Email Address Policies. 

	Recipient Policies
	Accepted Domains
	Yes
	No
	You can add recipient policies from Exchange 2003; however, accepted domains must be manually added as Exchange 2007 acceptable domains or they will not be routable.

If you add a new accepted domain in Exchange 2007, you must manually add any accepted domains from Exchange 2007 into Exchange 2003 recipient policies to be able to have Exchange 2003 servers route for them.
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Note: 

The Exchange Best Practices Analyzer can calculate which objects are mismatched and provide a warning.

	Recipient Policies
	E-mail Address Policy
	Yes
	Yes
	E-mail address policies can be edited from Exchange 2003 or Exchange 2007. However, to administer the e-mail address policy from Exchange 2007, you must first upgrade the object. When the e-mail address policy has been upgraded, it cannot be edited from Exchange 2003.

If you add a new e-mail address policy in Exchange 2007, you must link it to an existing Exchange 2007 accepted domain. This ensures that all routing created in Exchange 2007 will be properly reflected by Exchange 2003. Although Exchange 2007 ignores the fact that the e-mail address policy implies an accepted domain, Exchange 2003 does not. 
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Note: 

The Exchange Best Practices Analyzer can calculate which objects are mismatched and provide a warning.

	Recipient Policy - "Apply this policy now" action
	E-mail Address Policy - Update-EmailAddressPolicy
	Yes
	Yes
	The stamping behavior for Exchange 2003 Recipient Update Service is different than address provisioning in Exchange 2007. If the change is made in Exchange 2003, then the change will not take effect until the Recipient Update Service applies the changes to the objects.

If the change is made in Exchange 2007, then Exchange 2007 will always stamp the updated proxy addresses after the policy is changed.

	Mailbox Manager Policy
	N/A
	Yes
	Yes
	Although the Exchange 2007 mailboxes are stamped with the mailbox manager policy, processing against these Exchange 2007 mailboxes does not take place.


Servers

The following table lists where you should change Exchange 2003 server features. Any feature name changes are displayed in the "Exchange 2007 Equivalent Name" column. If the name has not changed, or if the feature has been deprecated, the field will contain "NA".
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Note: 

Although you will be able to see the Exchange 2007 servers in Exchange System Manager, you will not be able to edit or delete any Exchange 2007 objects. 

	Exchange 2003 Feature
	Exchange 2007 Equivalent Feature Name
	Can be administered from Exchange 2007
	Can be administered from Exchange 2003
	Comments

	Queues
	Queue Viewer
	No
	Yes
	The Exchange System Manager queue viewer functionality uses Windows Management Instrument (WMI), which has been removed from Exchange 2007. Therefore, Exchange System Manager queue viewer will not work against an Exchange 2007 server. However, you will still be able to view Exchange 2007 servers in the Exchange 2003 Queue Viewer. If you attempt to access the connection, you will receive an error stating that Exchange “failed to retrieve the queues”. 

	Storage Group
	NA
	No
	Yes
	You must use Exchange System Manager to maintain the Exchange 2003 storage group settings.

	Mailbox Store 
	NA
	No
	Yes
	You must use Exchange System Manager to maintain the Exchange 2003 mailbox store settings.

	Public Folder Store - 
	NA
	No
	Yes
	You must use Exchange System Manager to maintain the Exchange 2003 public folder store settings

	Protocols - X.400 Connectors and Mail Transfer Agent (MTA) Object
	NA
	No
	Yes
	X.400 connectors and the MTA object in Exchange System Manager are deprecated in Exchange 2007. However, because the configuration is ignored by Exchange 2007 servers, you can use Exchange System Manager to manage X.400 connectors and MTA objects that are located in Exchange 2003 routing groups.

	SMTP Virtual Server
	Receive Connector
	No
	Yes
	SMTP virtual servers are deprecated in Exchange 2007. However, you can use Exchange System Manager to manage SMTP virtual servers that are configured on Exchange 2003 servers. 

	SMTP Virtual Server - Resolve anonymous e-mail
	Receive Connector - externally secured with Exchange Servers permission group configured
	No
	Yes
	You can create an Exchange 2007 object that has the same functionality as an Exchange 2003 SMTP virtual server that is configured to resolve anonymous e-mail. Create a new Receive connector, or modify an existing Receive connector, on an Exchange 2007 Hub Transport server. Configure the Receive connector to assign the Exchange Servers permission group and to use Externally Secured as the authentication mechanism.


Routing Groups

Exchange 2003 uses Routing Groups and routing group connectors to determine an intra-organizational routing topology. Exchange 2007 uses Active Directory sites and IP site links to determine an intra-organizational routing topology. However, to support coexistence between Exchange 2003 and Exchange 2007, all Exchange 2007 servers are automatically included in a single Routing Group when Exchange 2007 is installed. This Routing Group is recognized in the Exchange System Manager of earlier versions of Exchange as Exchange Routing Group (DWBGZMFD01QNBJR). Routing groups are not displayed in the Exchange Management Console in Exchange 2007.
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Caution: 

   Do not move Exchange 2007 servers out of Exchange Routing Group (DWBGZMFD01QNBJR) and do not rename Exchange Routing Group (DWBGZMFD01QNBJR) by using a low-level directory editor. Exchange 2007 must use this routing group for communication with earlier versions of Exchange. We do not support moving Exchange 2007 servers out of Exchange Routing Group (DWBGZMFD01QNBJR) or renaming of Exchange Routing Group (DWBGZMFD01QNBJR).

The following table lists Exchange 2003 routing group objects and where they should be managed in an Exchange 2003 and Exchange 2007 coexistence scenario.

	Exchange 2003 Feature
	Exchange 2007 Equivalent Feature Name
	Can be administered from Exchange 2007
	Can be administered from Exchange 2003
	Comments

	Routing Group
	NA
	No
	Yes
	The Exchange Routing Group (DWBGZMFD01QNBJR) can't be modified. It can contain only Exchange 2007 servers. Placing Exchange 2003 and Exchange 2007 servers in the same routing group is not supported.

	Routing group connectors
	Routing group connectors
	Yes
	Yes
	A routing group connector that is configured to use an Exchange 2007 server as a source or target server can't be managed by using Exchange System Manager. You must use the New-RoutingGroupConnector and Set-RoutingGroupConnector cmdlets in Exchange Management Shell if an Exchange 2007 server is specified in the routing group connector configuration.

	SMTP Connectors
	Send Connectors
	No
	Yes
	Due to differences in schema configuration, you must manage these connectors by using the tools specific to the server version on which the connector is created. You cannot apply Exchange 2007 Send connector settings to Exchange 2003 SMTP connectors. Exchange 2007 also does not recognize Exchange 2003 SMTP connector settings that do not exist in Exchange 2007. For more information, see Message Routing in a Coexistence Environment.


Exchange 2003 Active Directory Users and Computers Settings

In an Exchange 2003 and 2007 coexistence scenario, the following applies to Active Directory Users and Computers in Exchange 2003:


Exchange 2007 mailbox features cannot be managed from the Exchange 2003 Active Directory Users and Computers.


All Exchange 2003 objects can be managed from Exchange 2003 Active Directory Users and Computers. 

User and InetOrgPerson Properties

The following table lists where you should change the User and InetOrgPerson properties in an Exchange 2003 and Exchange 2007 coexistence scenario. Any feature name changes are displayed in the "Exchange 2007 Equivalent Name" column. If the name has not changed, or if the feature has been deprecated, the field will contain "NA".

	Exchange 2003 Active Directory Users and Computers Feature
	Exchange 2007 Equivalent Feature Name
	Can be administered from Exchange 2007
	Can be administered from Exchange 2003

	Outlook Mobile Access: Enable or Disable
	Exchange ActiveSync 
	No
	Yes

	ActiveSync and Up-to-Date Notifications
	Exchange ActiveSync
	No
	Yes

	Protocols - Outlook Web Access, POP3, and IMAP4: Enable or Disable
	NA
	No
	Yes

	Mailbox Rights
	Set-MailboxPermission
	No
	Yes

	Delivery Restrictions
	Set-MailboxPermission
	No
	Yes

	Delivery Options
	Set-MailboxPermission
	No
	Yes

	Storage Limits
	Set-MailboxPermission
	No
	Yes


User and InetOrgPerson Exchange Tasks

The following table describes where you should change the User and InetOrgPerson tasks in an Exchange 2003 and Exchange 2007 coexistence scenario. If there has been a feature name change, then the Exchange 2007 name of the feature is displayed in the "Exchange 2007 Equivalent Name" column.

	Exchange 2003 Active Directory Users and Computers Feature
	Exchange 2007 Equivalent Feature Name
	Can be administered from Exchange 2007
	Can be administered from Exchange 2003

	Move Mailbox 
	Move-Mailbox
	No
	Yes

	Establish E-mail Address
	Enable-Mailbox
	No
	Yes

	Enable Mailbox
	Enable-Mailbox
	No
	Yes

	Delete Mailbox
	Disable-Mailbox
	No
	Yes

	Configure Exchange Features
	Set-Mailbox or New-Mailbox
	No
	Yes

	Remove Exchange Attributes
	Disable-Mailbox
	No
	Yes


Contact Actions

The following table describes where you should change contact actions in an Exchange 2003 and Exchange 2007 coexistence scenario. If there has been a feature name change, then the Exchange 2007 name of the feature is displayed in the "Exchange 2007 Equivalent Name" column.

	Exchange 2003 Active Directory Users and Computers Feature
	Exchange 2007 Equivalent Feature Name
	Can be administered from Exchange 2007
	Can be administered from Exchange 2003

	Establish E-Mail Address
	Enable-MailContact
	No
	Yes

	Delete E-Mail Addresses
	Disable-MailContact
	No
	Yes

	Remove Exchange Attributes
	Disable-mailContact
	No
	Yes


Group Properties and Actions

The following table describes where you should change group properties and actions in an Exchange 2003 and Exchange 2007 coexistence scenario. If there has been a feature name change, then the Exchange 2007 name of the feature is displayed in the "Exchange 2007 Equivalent Name" column.

	Exchange 2003 ADUC Feature
	Exchange 2007 Equivalent Feature Name
	Can be administered from Exchange 2007
	Can be administered from Exchange 2003

	Add E-mail Addresses
	NA
	Yes
	Yes

	Delete E-mail Addresses
	NA
	Yes
	Yes

	Add Query-Based Distribution Group to the Group
	NA
	Yes
	Yes

	Add Public Folder to the Group
	NA
	Yes
	Yes


For More Information


For more information about Exchange 2003 to Exchange 2007 feature name changes, see Discontinued Features and De-Emphasized Functionality

For more information about coexistence, see the following topics:


Coexisting with Exchange Server 2003 and Exchange 2000 Server

Planning for Coexistence
Post-Installation Tasks

After you complete a new installation of Microsoft Exchange Server 2007 or after you add an additional Exchange 2007 server role to an existing Exchange 2007 server, you should complete the post-installation tasks. The post-installation tasks will help you verify the installation and configure the components that you have just installed. 

The topics in this section provide information about these post-installation tasks. Because each server role offers several features that you can configure for your organization, make sure that you complete the post-installation tasks for each server role that you install on a computer. 

Tasks to Complete on All Server Roles

For all server roles, we recommend that you verify the installation immediately after you install Exchange 2007. If you install the Hub Transport or Edge Transport server roles, you should also verify the agent configuration. For more information, see the following topics:


Verifying an Exchange 2007 Installation

Verifying the Default Configuration of the Hub Transport Server Agents

Verifying the Default Configuration of the Edge Transport Server Agents
For all server roles, we also recommend that you use the Security Configuration wizard to reduce the susceptibility of Microsoft Windows environments to exploitation of security vulnerabilities. For more information, see Using the Security Configuration Wizard to Secure Windows for Exchange Server Roles.

Exchange Management Console Post-Installation Tasks

When you select the Microsoft Exchange node in the Exchange Management Console, the result pane displays two tabs: Finalize Deployment and End-to-End Scenario. The tasks on the Finalize Deployment tab are required to complete the deployment of your Exchange 2007 organization. The tasks apply to features that are enabled by default but require additional configuration. The tasks on the End-to-End Scenario tab are optional for configuring features.

For more information about the tasks on these two tabs, see the following topics:


Finalize Deployment Tasks

End-to-End Scenario Tasks
Additional Post-Installation Tasks

In addition to the tasks required to finalize your deployment and the tasks to configure end-to-end scenarios, we recommend some additional tasks that you may need to complete, depending on the features of Exchange 2007 that you plan to use in your organization. Review the tasks for each server role that you have deployed and determine which tasks you need to complete. For more information, see Additional Post-Installation Tasks.

Verifying an Exchange 2007 Installation

After you install Microsoft Exchange Server 2007, we recommend that you verify the installation and review the server setup logs. If the setup process fails or errors occur during installation, you can use the setup logs to track down the source of the problem. This topic describes the information that is recorded in each setup log and the default location of the setup log files. This topic also describes the folder structure, the tools that are installed, the changes to the Active Directory directory service, and the services that start after you install Exchange 2007.

Verifying Successful Installation

To verify that Exchange 2007 installed successfully, run the Get-ExchangeServer cmdlet in the Exchange Management Shell. A list is displayed of all Exchange 2007 server roles that are installed on the specified server when this cmdlet is run.
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Note: 

The Edge Transport server role cannot share hardware with another Exchange 2007 server role.

Event Viewer

During installation, Exchange setup logs events in the Application log of Event Viewer on computers that are running Microsoft Windows 2000 Server or Windows Server 2003. Examine the Application log and confirm that there are no warning or error messages related to Exchange server setup.

Setup Log Files

During the setup process, information about the progress of setup is logged in text files. By default, the logging method is set to verbose. These log files contain a history of actions that the system takes during setup and any errors that have occurred.

Table 1 provides information about where you can find the setup logs and the information that they contain. The <system drive> variable represents the root directory of the drive where the operating system is installed.

Table 1   Setup log locations and contents

	Location
	Contents
	Server role

	<system drive>\ExchangeSetupLogs\ExchangeSetup.log
	This file tracks the progress of every task that is performed during the Exchange 2007 installation and configuration. The file contains information about the status of the prerequisite and system-readiness checks that are performed before installation starts, the application installation progress, and the configuration changes that are made to the system. Check this log file to verify that the server roles were installed as expected.
	Hub Transport, Mailbox, Client Access, Unified Messaging, Edge Transport

	<system drive>\ExchangeSetupLogs\ExchangeSetup.msilog
	This file contains information about the extraction of the Exchange 2007 code from the installer file.
	Hub Transport, Mailbox, Client Access, Unified Messaging, Edge Transport


Reviewing the Setup Log Files

The setup log files contain lots of detailed information. Each action that Exchange 2007 Setup takes during installation is written to these files. We recommend that you start to review the log file by using a search for the text string "error". If you find an entry that indicates that an error occurred, you can read the text around it to determine the cause of the error.

You can also use the Get-SetupLog.ps1 script file that is located in the <SystemRoot>\Program Files\Microsoft\Exchange\Scripts folder to review setup log information. Use the Exchange Management Shell to run this script and parse the Exchange 2007 setup log. If you programmatically break the information in this file into smaller, related segments, this will help you diagnose setup problems. You must provide the location and name of the file to parse when you use this script.

To use the Exchange Management Shell to parse a setup log file

1.
To generate a list of all events logged during setup in a format that can be sorted or explored in the Exchange Management Shell, type the following command:

Get-SetupLog c:\exchangesetuplogs\exchangesetup.log

2.
To generate a list of all events logged during setup and present the results in an indented tree format, type the following command:

Get-SetupLog c:\exchangesetuplogs\exchangesetup.log -tree

3.
To generate a list of only the errors and warnings logged during setup, type the following command:

Get-SetupLog c:\exchangesetuplogs\exchangesetup.log -error

4.
To generate a list of only the errors and warnings logged during setup and present the results in an indented tree format, type the following command:

Get-SetupLog c:\exchangesetuplogs\exchangesetup.log - error -tree

Administrative Tools

During installation, the following Exchange 2007 administration interfaces are installed:


The Exchange Management Shell, a command-line interface and associated command-line plug-ins for Exchange Server that enable automation of administrative tasks.


The graphical user interface for the Exchange Management Console. This includes the Toolbox, which is a collection of tools that are installed with Exchange 2007. The Toolbox provides a central location for diagnostic, troubleshooting, and recovery activities.

Configuration Management Tools

The following configuration management tools are available in the Toolbox:


Exchange Server Best Practices Analyzer   A tool for checking the configuration and health of the Exchange server topology.

Disaster Recovery Tools


Database Recovery Management   A tool for managing disaster recovery scenarios.


Database Troubleshooter   A tool to help troubleshoot store mounting and other database-related problems.

Mail Flow Tools


Mail Flow Troubleshooter   A tool for troubleshooting mail flow and transport-related problems.


Message Tracking   A tool for examining message tracking logs.


Queue Viewer   A tool for managing Exchange mail queues.

Performance Tools


Performance Monitor   A tool for monitoring server performance and overall health.


Performance Troubleshooter   A tool for troubleshooting server performance problems.
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Note: 

When you select the Database Recovery Management, Performance Troubleshooter, Mail Flow Troubleshooter, or Message Tracking tools, the Exchange Troubleshooting Assistant opens.

Active Directory Changes

Changes to the Active Directory schema are written to the Active Directory database during the Active Directory schema preparation phase of setup. For a complete list of the Exchange 2007 attributes that are written to the schema, see Active Directory Schema Changes.

The Active Directory security groups that are used to administer the Exchange organization are created in the forest root domain during the Active Directory domain preparation phase of setup. This phase of setup creates an organizational unit specifically for holding the Exchange security groups: Microsoft Exchange Security Groups. All the security groups are created as Universal Security Groups. The members of security groups that have this scope can be users, global groups, or other universal groups from any domain in the forest. For more information about the groups that are created, their default membership, and the permissions that are granted to those groups, see Permission Considerations.

Folder Structure

The default installation path for Exchange 2007 is C:\Program Files\Microsoft\Exchange Server. In Table 2, the default installation path is represented as <installation path>. If you modify this path during installation, <installation path> represents your custom installation location. Table 2 describes the default top-level folder structure. Each of these folders may contain subfolders.

Table 2   Folder structure for a default installation of Exchange 2007

	File path of folder
	Contents of folder
	Server role

	<installation path>\bin
	Applications and extensions that are used for management of Exchange Server.
	Mailbox, Hub Transport, Edge Transport, Client Access, Unified Messaging

	<installation path>\ClientAccess
	Configuration files for the Client Access server role. This folder includes the subfolders Autodiscover, Exchweb, Owa, PopImap, and Sync. Each of these subfolders contains the configuration files for the associated Client Access features.
	Client Access

	<installation path>\ExchangeOAB
	The Exchange offline address book data.
	Client Access

	<installation path>\Logging
	Log files.
	Mailbox, Hub Transport, Edge Transport. Client Access, Unified Messaging

	<installation path>\Mailbox
	Schema files, .dll files, and database and log files for the mailbox databases and public folder databases created during setup. This folder contains the subfolders Addresses, First Storage Group, MDB Temp, OAB, and Schema. Each of these folders contains configuration and data files.
	Mailbox

	<installation path>\Public
	XML files and drivers that are used for address lookup and header processing during transport.
	Edge Transport,

Hub Transport

	<installation path>\Scripts
	Exchange Management Shell scripts that are used for automating tasks.
	Mailbox, Hub Transport, Edge Transport, Client Access, Unified Messaging

	<installation path>\Setup
	This folder contains the subfolders Data and Perf. Each of these folders contains XML files and data that are required to configure Exchange 2007.
	Mailbox, Hub Transport, Edge Transport, Client Access, Unified Messaging

	<installation path>\TransportRoles
	This folder contains the subfolders Agents, Data, Logs, Pickup, Replay, and Shared. The Pickup and Replay folders are used for specific mail-flow scenarios. All data logged by transport servers will appear in the Logs folder. The Agents folder contains the binary files associated with agents. The Shared folder contains the agent configuration files. The Data folder contains the IP filtering database. This is the database where the IP Allow List entries and IP Block List entries used by the Connection Filter agent are stored, and the queue database.
	Hub Transport, Edge Transport

	<installation path>\UnifiedMessaging
	This folder contains the subfolders AdministrativeTools, Badvoicemail, Common, Config, Doc, Grammars, Logs, Prompts, Speech, Voicemail, and WebService. These folders contain the configuration and setup files for Unified Messaging and speech recognition, and script files. They also provide a storage location for voicemail.
	Unified Messaging


Service Configuration

During the installation of Exchange 2007, Setup runs a set of tasks that install the servers that are required by each server role to perform its functions. For more information, see Services Installed by Exchange Setup.

Exchange Server Best Practices Analyzer

To complete your verification of a successful installation, it is a best practice to run the Exchange Server Best Practices Analyzer. The Exchange Server Best Practices Analyzer automatically examines an Exchange Server deployment and determines whether the configuration is set according to Microsoft best practices. After you install or upgrade Exchange, or after you make configuration changes, we recommend that you run the Exchange Server Best Practices Analyzer. You can run the Exchange Server Best Practices Analyzer from the Toolbox in the Exchange Management Console.

For More Information

For more information about how to complete an Exchange 2007 deployment, see the following topics:


Finalize Deployment Tasks

End-to-End Scenario Tasks

Additional Post-Installation Tasks
Verifying the Default Configuration of the Hub Transport Server Agents

After you install the Microsoft Exchange Server 2007 Hub Transport server role, you must enable and configure the agents that provide the messaging features that you want to deploy. An agent is a managed software component that performs a task in response to an Exchange 2007 event. Transport agents in Exchange 2007 perform tasks that support messaging policy and compliance and the Built-in Protection features that support anti-spam and antivirus prevention and management.

This topic provides information about the default agent configuration for a computer that has the Hub Transport server role installed.

Agent Configuration

By default, all the transport agents listed in Table 1 are installed on the Hub Transport server role. An agent must be installed and enabled for you to use the associated transport feature. Only the agents that provide the messaging features that are designed to be deployed inside the organization are installed by default. Agents that are not installed are designed for use in the boundary network on a computer that has the Edge Transport server role installed. To view the agent configuration, run the Get-TransportAgent command in the Exchange Management Shell. 

You can install the anti-spam agents on the Hub Transport server role by using the provided Install-AntiSpamAgents.ps1 script. The script is located in the %program files%\Microsoft\Exchange Server\Scripts folder. After you run this script, all of the anti-spam agents are installed and enabled, and the Anti-spam tab is available in the Exchange Management Console.

Table 1 shows the default configuration for agents on the Hub Transport server role.

Table 1   Default configuration for agents on the Hub Transport server role

	Agent
	Default state
	Transport feature group

	Journaling agent
	Installed, Enabled
	Messaging policy and compliance

	Transport Rule agent
	Installed, Enabled
	Messaging policy and compliance


For More Information

For more information, see the following topics:


Managing Anti-Spam and Antivirus Features

Transport Agent Commands

Managing Messaging Policy and Compliance Features
Verifying the Default Configuration of the Edge Transport Server Agents

After you install the Microsoft Exchange Server 2007 Edge Transport server role, you must enable and configure the agents that provide the messaging features that you want to deploy. An agent is a managed software component that performs a task in response to an Exchange 2007 event.

Transport agents in Exchange 2007 perform tasks that support messaging policy and compliance and the Built-in Protection features that support anti-spam and antivirus prevention and management.

This topic provides information about the default agent configuration for a computer that has the Edge Transport server role installed.

Agent Configuration

All the transport agents that are listed in Table 1 are available on the Edge Transport server role. An agent must be installed and enabled for you to use the associated transport feature. Only the agents that provide the messaging features that are designed to be deployed in the perimeter network are installed by default. The agents that are not installed are designed for use inside the organization on a computer that has the Hub Transport server role installed. Table 1 shows the default configuration for agents on the Edge Transport server role.

Table 1   Default configuration for agents on the Edge Transport server role

	Agent
	Default state
	Transport feature group

	Address Rewriting Inbound agent
	Installed, Enabled
	Messaging policy and compliance

	Address Rewriting Outbound agent
	Installed, Enabled
	Messaging policy and compliance

	Attachment Filter agent
	Installed, Enabled
	Anti-spam and antivirus

	Connection Filter agent
	Installed, Enabled
	Anti-spam and antivirus

	Content Filter agent
	Installed, Enabled
	Anti-spam and antivirus

	Edge Rule agent
	Installed, Enabled
	Messaging policy and compliance

	Protocol Analysis agent
	Installed, Enabled 
	Anti-spam and antivirus

	Recipient Filter agent
	Installed, Enabled
	Anti-spam and antivirus

	Sender Filter agent
	Installed, Enabled
	Anti-spam and antivirus

	Sender ID agent
	Installed, Enabled
	Anti-spam and antivirus


For More Information

For more information, see the following topics:


Managing Anti-Spam and Antivirus Features

Managing Messaging Records Management

Transport Agent Commands
Using the Security Configuration Wizard to Secure Windows for Exchange Server Roles

The Security Configuration Wizard (SCW) is a tool that was introduced with Microsoft Windows Server 2003 Service Pack 1. Use the SCW to minimize the attack surface for servers by disabling Windows functionality that is not required for Microsoft Exchange Server 2007 server roles. The SCW automates the security best practice of reducing attack surface for a server. The SCW uses a role-based metaphor to solicit services that are required for the applications on a server. This tool reduces the susceptibility of Windows environments to exploitation of security vulnerabilities.

Using the Security Configuration Wizard

Exchange 2007 provides an SCW template for each of the Exchange 2007 server roles. By using this template with the SCW, you can configure the Windows operating system to lock down services and ports that are not needed for each Exchange server role. When you run the SCW, you create a custom security policy for your environment. You can apply the custom policy to all Exchange servers in your organization. You can configure the following functionality by using the SCW:


Server role   The SCW uses the server role information to enable services and open ports in the local firewall.


Client features   Servers also act as clients to other servers. Select only the client features that are required for your environment.


Administration options   Select the options that are required for your environment, such as backup and error reporting.


Services   Select the services that are required for the server, and set the startup mode for services that are not specified by the policy. Unspecified services are not installed on the selected server and are not listed in the security configuration database. The security policy that you configure might be applied to servers that are running different services than the server where the policy is created. You can select the policy setting that determines the action to perform when an unspecified service is found on a server that this policy is applied to. The action can be set to not change the startup mode of the service or to disable the service.


Network security   Select the ports to open for each network interface. Access to ports can be restricted based on the local network interface or based on remote IP addresses and subnets.


Registry settings   Use the registry settings to configure protocols that are used to communicate with other computers.


Audit policy   The audit policy determines which success and failure events are logged and the file system objects that are audited.

For more information about the SCW, see the SCW Help file or Windows Server 2003 Security Configuration Wizard.

Using the Exchange Server 2007 SCW Template

After you install an Exchange server role, follow these steps to configure a security policy by using the SCW:

1.
Install the SCW. For detailed steps, see How to Install the Security Configuration Wizard.

2.
Register the SCW extension. For detailed steps, see How to Register Exchange Server Role SCW Extensions.

3.
Create a custom security policy and apply the policy to the local server. For detailed steps, see How to Create a New Exchange Server Role SCW Policy.

4.
If you have more than one Exchange server in your organization running a given role, you can apply your custom security policy to each Exchange server. For detailed steps, see How to Apply an Existing SCW Policy to an Exchange Server Role.

How to Install the Security Configuration Wizard

This topic explains how to install the Security Configuration Wizard (SCW). The SCW is a tool that was introduced with Microsoft Windows Server 2003 Service Pack 1. The SCW automates security best practices to reduce the attack surface for a server.

You must perform this procedure on each Microsoft Exchange Server 2007 server to which you want to apply a SCW security policy by using the SCW.

Before You Begin

To run the following procedure, the account you use must be delegated the following:


Exchange Server Administrator role and local Administrators group for the target server

To perform the following procedures on a computer that has the Edge Transport server role installed, you must log on by using an account that is a member of the local Administrators group on that computer.

For more information about permissions, delegating roles, and the rights that are required to administer Exchange Server 2007, see Permission Considerations.
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To install the Security Configuration Wizard

	1.
In Control Panel, click Add or Remove Programs.

2.
Click Add/Remove Windows Components to start the Windows Components Wizard.

3.
In the Windows Components dialog box, select the Security Configuration Wizard check box, and then click Next.

4.
Wait for the installation to complete, and then click Finish.


To open the SCW after you perform this procedure, click Start, point to All Programs, point to Administrative Tools, and then click Security Configuration Wizard.

For More Information

For more information, see the following topics:


Using the Security Configuration Wizard to Secure Windows for Exchange Server Roles

How to Register Exchange Server Role SCW Extensions

How to Create a New Exchange Server Role SCW Policy

How to Apply an Existing SCW Policy to an Exchange Server Role
How to Register Exchange Server Role SCW Extensions

This topic explains how to register the Security Configuration Wizard (SCW) extension for an Exchange 2007 server role in Microsoft Exchange Server 2007. The SCW is a tool that was introduced with Microsoft Windows Server 2003 Service Pack 1. The SCW automates security best practices to reduce the attack surface for a server. The Exchange Server role extensions enable you to use the SCW to create a security policy that is specific to the functionality that is required for each Microsoft Exchange server role. The extensions are provided with Exchange 2007 and must be registered before you can create a custom security policy.

You must perform the registration procedure on each Exchange 2007 server to which you want to apply an SCW security policy. Two different extension files are required for the various Exchange 2007 server roles. For the Mailbox, Hub Transport, Unified Messaging, and Client Access server roles, register the Exchange2007.xml extension file. For the Edge Transport server role, register the Exchange2007Edge.xml extension file. For detailed information, see the procedures later in this topic.

Before You Begin

Before you begin, you must follow these steps:


Install an Exchange server role. For more information, see Deploying Server Roles.


Install the SCW. For more information, see How to Install the Security Configuration Wizard.

To perform the following procedures, the account you use must be delegated the following:


Exchange Server Administrator role and local Administrators group for the target server

To perform the following procedures on a computer that has the Edge Transport server role installed, you must log on by using an account that is a member of the local Administrators group on that computer.

For more information about permissions, delegating roles, and the rights that are required to administer Exchange 2007, see Permission Considerations.
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Note: 

The Exchange 2007 SCW extension files are located in the %Exchange%\Scripts directory. The default Exchange installation directory is Program Files\Microsoft\Exchange Server. This directory location may be different if you selected a custom directory location during server installation.
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Important: 

If you have installed Exchange 2007 in a custom installation directory, SCW registration still works. However, to enable the SCW, you must perform manual workarounds to recognize the custom installation directory. For more information, see Microsoft Knowledge Base article 896742, After you run the Security Configuration Wizard in Windows Server 2003 SP1, Outlook users may not be able to connect to their accounts.
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To register the Security Configuration Wizard extension on a computer running the Mailbox, Hub Transport, Unified Messaging, or Client Access server role

	1.
Open a Command Prompt window. Type the following command to use the SCW command-line tool to register the Exchange 2007 extension with the local security configuration database:

scwcmd register /kbname:Ex2007KB /kbfile:"%programfiles%\Microsoft\Exchange Server\scripts\Exchange2007.xml"

2.
To verify that the command has completed successfully, you can view the SCWRegistrar_log.xml file that is located in the %windir%\security\msscw\logs directory.
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To register the Security Configuration Wizard extension on a computer running the Edge Transport server role

	1.
Open a Command Prompt window. Type the following command to use the SCW command-line tool to register the Exchange 2007 extension with the local security configuration database:

scwcmd register /kbname:Ex2007EdgeKB /kbfile:"%programfiles%\Microsoft\Exchange Server\scripts\ Exchange2007Edge.xml"

2.
To verify that the command has completed successfully, you can view the SCWRegistrar_log.xml file that is located in the %windir%\security\msscw\logs directory.


For More Information

For more information, see the following topics:


Using the Security Configuration Wizard to Secure Windows for Exchange Server Roles

How to Install the Security Configuration Wizard

How to Create a New Exchange Server Role SCW Policy

How to Apply an Existing SCW Policy to an Exchange Server Role
How to Create a New Exchange Server Role SCW Policy

This topic explains how to create a new security policy for a computer running an Exchange Server role installed by using the Security Configuration Wizard (SCW) in Microsoft Exchange Server 2007. The SCW is a tool that was introduced with Microsoft Windows Server 2003 Service Pack 1. The SCW automates security best practices to reduce the attack surface for a server.

Use this procedure to create a custom security policy for your specific environment. After you create a custom policy, you use the policy to apply the same level of security to each Exchange 2007 server running the same server role or roles in your organization.

Before You Begin

Before you begin, you must follow these steps:


Install an Exchange server role. For more information, see Deploying Server Roles.


Install the SCW. For more information, see How to Install the Security Configuration Wizard.


Register the SCW extension for the Exchange server role. For more information, see How to Register Exchange Server Role SCW Extensions.


Determine the security requirements that are unique to your environment. For more information, see Using the Security Configuration Wizard to Secure Windows for Exchange Server Roles.

To perform the following procedure, the account you use must be delegated the following:


Exchange Server Administrator role and local Administrators group for the target server 

To perform the following procedure on a computer that has the Edge Transport server role installed, you must log on by using an account that is a member of the local Administrators group on that computer.

For more information about permissions, delegating roles, and the rights that are required to administer Microsoft Exchange Server 2007, see Permission Considerations.
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Note: 

Some of the steps in the following procedure don't provide specific configuration details for all of the pages in the Security Configuration Wizard. In these cases, Microsoft recommends leaving the default selections if you are not certain which services or features to enable. As with all content in the Exchange 2007 Help file, the most up-to-date information about how to use the SCW with Exchange 2007 can be found at the Exchange Server TechCenter.
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To use the Security Configuration Wizard to create a custom security policy

	1.
Click Start, point to All Programs, point to Administrative Tools, and then click Security Configuration Wizard to start the tool. Click Next on the welcome screen.

2.
On the Configuration Action page, select Create a new security policy, and then click Next.

3.
On the Select Server page, verify that the correct server name appears in the Server (use DNS name, NetBIOS name, or IP address): field. Click Next.

4.
On the Processing Security Configuration Database page, wait for the progress bar to complete, and then click Next.

5.
On the Role-Based Service Configuration page, click Next.

6.
On the Select Server Roles page, select the Exchange 2007 roles that you have installed on the computer, then click Next.

7.
On the Select Client Features page, select each client feature that is required on your Exchange server, and then click Next.

8.
On the Select Administration and Other Options page, select each administration feature that is required on your Exchange server, and then click Next.

9.
On the Select Additional Services page, select each service that is required to be enabled on the Exchange server, and then click Next.

10.
On the Handling Unspecified Services page, select the action to perform when a service that is not currently installed on the local server is found. You can select to take no action by selecting Do not change the startup mode of the service, or you can select to automatically disable the service by selecting Disable the service. Click Next.

11.
On the Confirm Service Changes page, review the changes that this policy will make to the current service configuration. Click Next.

12.
On the Network Security page, verify that Skip this section is not selected, and then click Next.

13.
On the Open Ports and Approve Applications page, if you are running the SCW on an Edge Transport server, then you must add two ports for LDAP communication to Active Directory Application Mode (ADAM).

a.
Click Add. On the Add Port or Application page, in the Port number: field, enter 50389. Select the TCP check box, and then click OK.

b.
Click Add. On the Add Port or Application page, in the Port number: field, enter 50636. Select the TCP check box, and then click OK.

14.
(Edge Transport Server only) On the Open Ports and Approve Applications page, you must configure the ports for each network adapter.

a.
Select Port 25, and then click Advanced. On the Port Restrictions page, click the Local Interface Restrictions tab. Select Over the following local interfaces:, select both the internal network adapter and external network adapter check boxes, and then click OK.

b.
Select Port 50389, and then click Advanced. On the Port Restrictions page, click the Local Interface Restrictions tab. Select Over the following local interfaces:, select only the internal network adapter check box, and then click OK.

c.
Select Port 50636, and then click Advanced. On the Port Restrictions page, click the Local Interface Restrictions tab. Select Over the following local interfaces:, select only the internal network adapter check box, and then click OK.
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Note: 

You can also configure remote address restrictions for each port.

15.
On the Open Ports and Approve Applications page, click Next.

16.
On the Confirm Port Configuration page, verify that the incoming port configuration is correct, and then click Next.

17.
On the Registry Settings page, select the Skip this section check box, and then click Next.

18.
On the Audit Policy page, select the Skip this section check box, and then click Next.

19.
On the Internet Information Services (IIS) page, select the Skip this section check box, and then click Next.

20.
On the Save Security Policy page, click Next.

21.
On the Security Policy File Name page, enter a file name for the security policy and an optional description. Click Next. If a restart of the server is required after the policy is applied, a dialog box will appear. Click OK to close the dialog box.

22.
On the Apply Security Policy page, select Apply later or Apply now, and then click Next.

23.
On the Completing the Security Configuration Wizard page, click Finish.


For More Information

For more information, see the following topics:


Using the Security Configuration Wizard to Secure Windows for Exchange Server Roles

How to Install the Security Configuration Wizard

How to Register Exchange Server Role SCW Extensions

How to Apply an Existing SCW Policy to an Exchange Server Role
How to Apply an Existing SCW Policy to an Exchange Server Role

This topic explains how to apply an existing Security Configuration Wizard (SCW) policy to a computer that has a Microsoft Exchange Server 2007 server role installed. The SCW is a tool that was introduced with Microsoft Windows Server 2003 Service Pack 1. The SCW automates security best practices to reduce the attack surface for a server. After you create a custom SCW policy, you can use that policy to apply the configured security settings to each Exchange server that runs the same server role or roles in your organization.

Before You Begin

Before you begin, you must follow these steps:


Install the Exchange 2007 server role. For more information, see Deploying Server Roles.


Install the Security Configuration Wizard. For more information, see How to Install the Security Configuration Wizard.


Register the SCW extension for the Exchange server role. For more information, see How to Register Exchange Server Role SCW Extensions.


Create a custom SCW policy for the Exchange server role to meet the unique needs of your environment. Copy the XML file that is associated with the policy to the server on which you want to apply the policy. For more information, see How to Create a New Exchange Server Role SCW Policy.

To perform the following procedures, the account you use must be delegated the following:


Exchange Server Administrator role and local Administrators group for the target server 

To perform the following procedures on a computer that has the Edge Transport server role installed, you must log on by using an account that is a member of the local Administrators group on that computer.

For more information about permissions, delegating roles, and the rights that are required to administer Exchange Server 2007, see Permission Considerations.
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To use the Security Configuration Wizard to apply an existing policy

	1.
Click Start, point to All Programs, point to Administrative Tools, and then click Security Configuration Wizard to start the tool. Click Next on the welcome screen.

2.
On the Configuration Action page, select Apply an existing security policy. Click Browse, select the XML file for your policy, and then click Open. Click Next.

3.
On the Select Server page, verify that the correct server name appears in the Server (use DNS name, NetBIOS name, or IP address): field. Click Next.

4.
On the Apply Security Policy page, click View Security Policy if you want to view the policy details, and then click Next.

5.
On the Applying Security Policy page, wait until the progress bar indicates Application complete, and then click Next.

6.
On the Completing the Security Configuration Wizard page, click Finish.


For More Information

For more information, see the following topics:


Using the Security Configuration Wizard to Secure Windows for Exchange Server Roles

How to Install the Security Configuration Wizard

How to Register Exchange Server Role SCW Extensions

How to Create a New Exchange Server Role SCW Policy
Finalize Deployment Tasks

This topic provides a checklist of the recommended tasks to perform after you install Microsoft Exchange Server 2007 to finalize your deployment. The Finalize Deployment tab in the Exchange Management Console can guide you through these tasks. The tasks in this topic and on the Finalize Deployment tab are required to complete the deployment of your Exchange 2007 organization. The tasks apply to features that are enabled by default but require additional configuration.

All Server Roles

	Task
	Check

	Enter the product key for Exchange 2007. To enter the product key, click Server Configuration in the Exchange Management Console, select an Exchange 2007 server, and then click Enter Product Key in the action pane. You can also enter the product key by using the Set-ExchangeServer cmdlet. For more information about how to enter the product key, see How to Enter the Product Key. For more information about the Set-ExchangeServer cmdlet, see Set-ExchangeServer.
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Note: 

The Enter Product Key wizard is available only if you installed the 64-bit version of Exchange 2007.
	[      ]

	After you install or upgrade Exchange, or after you make configuration changes, we recommend that you run the Exchange Server Best Practices Analyzer. You can run the Exchange Server Best Practices Analyzer from the Toolbox in the Exchange Management Console.
	[      ]


Mailbox Server Role

	Task
	Check

	Configure offline address book (OAB) distribution for Microsoft Office Outlook 2007 clients. For more information about the OAB, see Managing the Offline Address Book.
	[      ]

	Configure OAB distribution for Office Outlook 2003 and earlier clients. For more information about the OAB, see Managing the Offline Address Book.
	[      ]


Client Access Server Role

	Task
	Check

	Configure Secure Sockets Layer (SSL) for your Client Access server. To do this, follow the steps on the Finalize Deployment tab. For more information, see Managing Client Access Security.
	[      ]

	Configure ActiveSync. By default, when you install the Client Access server role on a computer that is running Exchange 2007, Exchange ActiveSync is enabled. However, we recommend that you configure security, authentication, and policy settings if you plan to use ActiveSync in your environment. To configure ActiveSync, follow the steps on the Finalize Deployment tab. For more information, see Deploying Exchange ActiveSync.
	[      ]


Hub Transport Server Role

	Task
	Check

	Configure domains for which you will accept e-mail messages. To do this, follow the steps on the Finalize Deployment tab. For more information, see How to Configure Authoritative Domains for the Exchange Organization.
	[      ]

	Subscribe the Edge Transport server. To do this, follow the steps on the Finalize Deployment tab. For more information, see Subscribing the Edge Transport Server to the Exchange Organization, Configuring Hub Transport Server Connectors, and How to Configure Connectors for Internet Mail Flow.
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Note: 

To subscribe the Edge Transport server manually instead of using the Edge Subscription process, see Configuring Mail Flow Between an Edge Transport Server and Hub Transport Servers Without Using EdgeSync.
	[      ]

	Create a postmaster mailbox for each mail domain. The postmaster mailbox is required per RFC 2822 and receives non-delivery reports and delivery status notifications. You can create a new mailbox, or you can add the postmaster Simple Mail Transfer Protocol (SMTP) alias to an existing mail-enabled user account. To create a postmaster mailbox, follow the steps on the Finalize Deployment tab. For more information, see How to Create a Mailbox for a New User.
	[      ]


Unified Messaging Server Role

	Task
	Check

	Configure Unified Messaging (UM). To do this, follow the steps on the Finalize Deployment tab. For more information see the following topics:


How to Create a New Unified Messaging Dial Plan

How to Create a New Unified Messaging IP Gateway

How to Add a Unified Messaging Server to a Dial Plan

How to Enable a User for Unified Messaging
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Note: 

These tasks are required to configure the first UM server in your organization, or the first UM server in a new dial plan. To configure an additional UM server for an existing dial plan, you need to complete only the steps in How to Add a Unified Messaging Server to a Dial Plan.
	[      ]


Edge Transport Server Role

	Task
	Check

	Subscribe the Edge Transport server. To do this, follow the steps on the Finalize Deployment tab. For more information, see the following topics:


Subscribing the Edge Transport Server to the Exchange Organization

Configuring Edge Transport Server Connectors

How to Create Accepted Domains
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Note: 

To subscribe the Edge Transport server manually instead of using the Edge Subscription process, see Configuring Mail Flow Between an Edge Transport Server and Hub Transport Servers Without Using EdgeSync.
	[      ]

	Use the Security Configuration Wizard to reduce the susceptibility of Microsoft Windows environments to exploitation of security vulnerabilities. For more information, see Using the Security Configuration Wizard to Secure Windows for Exchange Server Roles.
	[      ]

	Create a postmaster mailbox for each mail domain. The postmaster mailbox is required per RFC 2822 and receives non-delivery reports and delivery status notifications. You can create a new mailbox, or you can add the postmaster SMTP alias to an existing mail-enabled user account. To create a postmaster mailbox, follow the steps on the Finalize Deployment tab. For more information, see How to Create a Mailbox for a New User.
	[      ]

	Configure Domain Name System (DNS). For more information, see Configuring DNS Settings for Exchange 2007 Servers.
	[      ]


For More Information

For information about the optional configuration steps on the End-to-End Scenario tab in the Exchange Management Console, see End-to-End Scenario Tasks.

For information about additional post-installation configuration tasks that are not listed on the tabs in the Exchange Management Console but are recommended after you install Exchange 2007, see Additional Post-Installation Tasks.

How to Enter the Product Key

This topic explains how to use the Exchange Management Console or the Exchange Management Shell to enter the product key and license Microsoft Exchange Server 2007.

When you install Exchange 2007, it is unlicensed. This is also known as a trial edition. The trial edition expires 120 days after the date of installation. An unlicensed server functions as an Exchange 2007 Standard Edition server, but is not eligible for support from Microsoft Product Support Services. When you start the Exchange Management Console, if you have Exchange 2007 servers in your organization that are unlicensed, Exchange will display a list of all unlicensed Exchange 2007 servers and the number of days that are remaining until the trial edition expires. If you have Exchange 2007 servers for which the trial edition has expired, Exchange will also display a separate warning for each expired server.

Before You Begin

To perform this procedure, the account you use must be delegated the following:


Exchange Server Administrator role and local Administrators group for the target server

For more information about permissions, delegating roles, and the rights that are required to administer Exchange Server 2007, see Permission Considerations.
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To use the Exchange Management Console to enter the product key

	1.
Start the Exchange Management Console.

2.
In the console tree, expand Server Configuration.

3.
In the result pane, select the server that you want to license.

4.
In the action pane, under the server name, click Enter Product Key. The Enter Product Key wizard appears.

5.
On the Enter Product Key page, type the product key for the Exchange server, and then click Enter.
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Note: 

You can find the product key on the Exchange 2007 DVD case. The product key is a 25-character alphanumeric string, grouped in sets of five characters separated by hyphens. For more information about Volume Licensing, see Volume Activation.

6.
Restart the Microsoft Exchange Information Store service so that the change is applied.
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To use the Exchange Management Shell to enter the product key

	1.
Run the following command:

Set-ExchangeServer -Identity ExServer01 -ProductKey aaaaa-aaaaa-aaaaa-aaaaa-aaaaa

Each aaaaa represents five alphanumeric characters of the product key.

2.
Restart the Microsoft Exchange Information Store service so that the change is applied.


For detailed syntax and parameter information, see the Set-ExchangeServer reference topic.

How to Configure Authoritative Domains for the Exchange Organization

This topic explains how to use the Exchange Management Console or the Exchange Management Shell to configure the authoritative domains for a Microsoft Exchange Server 2007 organization. You configure an authoritative domain when you create an accepted domain and set the accepted domain type as authoritative.

Accepted domains are any Simple Mail Transfer Protocol (SMTP) namespace for which an Exchange organization sends and receives e-mail. Accepted domains include those domains for which the Exchange organization is authoritative. An Exchange organization is authoritative when it handles mail delivery for recipients in the accepted domain. Accepted domains also include domains for which the Exchange organization receives mail and then relays to an e-mail server that is outside the Exchange organization for delivery to the recipient.

You must configure an accepted domain before that SMTP namespace can be used in an e-mail address policy. The accepted domain name is automatically populated to the e-mail address policy editor. Each domain or subdomain that you want to use in an e-mail address policy must have an explicit accepted domain entry. The e-mail address policy determines the e-mail address for the users who have mailboxes in the Exchange organization. Configure the SMTP domain that you want to use for these e-mail addresses as an authoritative domain.

By default, one accepted domain exists and is configured as authoritative for the Exchange organization during installation. The default authoritative domain is the fully qualified domain name (FQDN) of your Active Directory directory service forest root domain. In many organizations the internal domain name differs from the external domain name. For example, your internal domain name may be Contoso.local, and your external domain name may be Contoso.com. The public domain name system (DNS) MX resource record for your organization will reference Contoso.com To send and receive e-mail across the Internet, you will have to assign Contoso.com as the SMTP e-mail address for the users in your organization.

Before You Begin

Accepted domains are configured for the Exchange organization and on computers that have the Edge Transport server role installed. We recommend that you configure accepted domains only on the Hub Transport server role and then create an Edge Subscription for the Edge Transport server. The accepted domain configuration will be replicated to the Edge Transport servers when the Microsoft Exchange EdgeSync service runs. For more information, see Subscribing the Edge Transport Server to the Exchange Organization.

To configure accepted domains for the Exchange organization, the account you use must be delegated the following:


Exchange Organization Administrator role

For more information about permissions, delegating roles, and the rights that are required to administer Exchange Server 2007, see Permission Considerations.
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Important: 

You can't modify the accepted domain that is set as the default accepted domain. To set a different default accepted domain, you must create a new accepted domain, and then set the new accepted domain as the default by using the Exchange Management Shell. 

For more information, see the following topics:


New-AcceptedDomain

Set-AcceptedDomain
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To use the Exchange Management Console to create an authoritative domain

	1.
Open the Exchange Management Console.

2.
In the console tree, click Organization Configuration, and then click Hub Transport.

3.
In the work pane, click the Accepted Domains tab.

4.
In the action pane, click New Accepted Domain…. The New Accepted Domain wizard appears.

5.
On the New Accepted Domain page, complete the following fields:


Name   Use this field to identify the accepted domain in the user interface. You can type any name that you want. We recommend that you select a meaningful name that helps you easily identify the purpose of this accepted domain. For example, you may want to use a name that identifies this as a subsidiary domain or as a hosted domain. You must use a unique name for each accepted domain.


Accepted Domain   Use this field to identify the SMTP namespace for which the Exchange organization will accept e-mail messages. You can use a wildcard character to accept messages for a domain and all its subdomains. For example, you can type *.contoso.com to set Contoso.com and all its subdomains as accepted domains. 
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Important: 

Do not use a wildcard character if you want to use the subdomain as part of an e-mail address policy. Enter each subdomain explicitly.

6.
After you complete these fields on the New Accepted Domain page, select the following option: Authoritative Domain. E-mail is delivered to a recipient in this Exchange organization.

7.
Click New.

8.
On the Completion page, click Finish.
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To use the Exchange Management Shell to create an authoritative domain

	
Run the following command:

New-AcceptedDomain -Name "Contoso" -DomainName contoso.com -DomainType Authoritative




For detailed syntax and parameter information, see New-AcceptedDomain.

For More Information

For more information, see the following topics:


Managing Accepted Domains

How to Change an Accepted Domain Type

How to Remove an Accepted Domain

New-AcceptedDomain
Configuring Hub Transport Server Connectors

After you install the Hub Transport server role on a Microsoft Exchange Server 2007 computer, you must configure Send connectors and Receive connectors to enable the Hub Transport server to send and receive messages to the Internet by relaying through the Edge Transport server.

You configure Send connectors in the Organization Configuration node of the Exchange Management Console or by using the Exchange Management Shell. The Send connector is stored in the Active Directory directory service as a configuration object. When a Hub Transport server delivers a message that is sent to a recipient whose e-mail address is in the address space configured on a Send connector, the Hub Transport server routes the message to the Send connector source servers for delivery. You can specify multiple source servers for the connector. If you configure more than one source server for a Send connector, messages that are sent to the address space defined on the connector are load balanced across those servers. No load balancing occurs across multiple Send connectors that have the same address space.

You configure Receive connectors in the Server Configuration node of the Exchange Management Console or by using the Exchange Management Shell. The Receive connector is stored in Active Directory as a child object of the server. By default, during installation, two default Receive connectors are configured on every Hub Transport server.

This topic provides information about the required connector configuration for the Hub Transport server.

Connector Configuration

In Exchange 2007, Receive connectors represent an incoming connection point for Simple Mail Transfer Protocol (SMTP) communications. Send connectors represent a logical gateway through which all outgoing messages are sent. For end-to-end mail flow, the Hub Transport server must have connectors that support mail flow to and from the Internet by relaying through the Edge Transport server, and to and from other Hub Transport servers in the organization. The following connectors are required on the Hub Transport server: 


A Send connector that is configured to send messages to the Edge Transport servers in the perimeter network for relay to the Internet   The address space for this connector is typically "*." This Send connector is created automatically when the Edge Transport server is subscribed to an Active Directory site. If an Edge Subscription is used, the Edge Transport server is configured as the source server for the Send connector. Hub Transport servers use routing calculations to implicitly route e-mail to the Internet through the Edge Transport server. If you do not create an Edge Subscription to complete end-to-end mail flow, you must manually create a Send connector to the Edge Transport server and create a Send connector from the Edge Transport server to the Internet.


A Receive connector that is configured to accept messages from all remote IP addresses through SMTP port 25   This connector typically accepts connections from all IP address ranges. The usage type for this connector is Internal. This connector is created automatically during setup. This connector only accepts mail from other Exchange servers that are part of the same Exchange organization. By default, this connector does not accept anonymous submissions.


A Receive connector that is configured to receive messages from all remote IP addresses through SMTP port 587   This connector is used to accept SMTP connections from non-MAPI clients. This connector typically accepts connections from all IP address ranges. The usage type for this connector is Internal. This connector is created automatically during setup.

You do not have to create any connectors for mail flow between Hub Transport servers. Implicit connectors exist between Hub Transport servers in the Exchange organization. These connectors are automatically computed based on the Active Directory site topology. 

Configuring Receive Connectors

By default, when you install the Hub Transport server role, two Receive connectors exist. No additional Receive connectors are needed. The default Receive connectors do not require a configuration change. The usage type and configuration of these connectors is described in Table 1.

Table 1   Default receive connector configuration on Hub Transport servers

	Connector name and usage type
	Configuration

	Client Servername. This Receive connector accepts SMTP connections from all non-MAPI clients, such as POP and IMAP.
	
Status: Enabled.


Protocol logging level: None.


Connector fully qualified domain name (FQDN): Servername.forestroot.extension

Bindings: All available IP addresses. The server accepts mail received through any network adapter on the Hub Transport server.


Port: 587. This is the default port for receiving messages from all non-MAPI clients for SMTP relay.


Remote servers IP address range: 0.0.0.0-255.255.255.255. The Hub Transport server accepts mail that is sent from any IP address.


Available authentication methods: Transport Layer Security (TLS), Basic authentication, Exchange Server authentication.

	Default Servername: This Receive connector accepts connections from Edge Transport servers to receive messages from the Internet and from other Hub Transport servers.
	
Status: Enabled.


Protocol logging level: None.


Connector FQDN: ServerName.forestroot.extension

Local server Receive connector bindings: All available IP Addresses. The server accepts mail received through any network adapter on the Hub Transport server.


Port: 25.


Remote servers IP address range: 0.0.0.0-255.255.255.255. The Hub Transport server accepts mail that is sent from any IP address.


Available authentication methods: TLS, Basic authentication, Exchange Server authentication.


Configuring Send Connectors

By default, no explicit Send connectors exist on the Hub Transport server. To enable mail flow to and from the Internet through an Edge Transport server, you create an Edge Subscription. When you subscribe an Edge Transport server to the organization, the Send connector that is required to send messages to the Internet when it relays through the subscribed Edge Transport server is automatically created. You must perform manual configuration of this connector if you decide not to use an Edge Subscription.

To complete Send connector configuration by using an Edge Subscription and the Microsoft Exchange EdgeSync service, follow these steps:

1.
Install the Hub Transport server role.

2.
On the computer that has the Edge Transport server role installed, export the Edge Subscription file. If you use Edge Subscription on more than one Edge Transport server, each server requires a separate subscription file.

3.
On the computer that has the Hub Transport server role installed, import the Edge Subscription.

4.
Verify that synchronization was successful.

The data that is replicated to Active Directory Application Mode (ADAM) includes the Internet Send connector. The Send connector is stored in Active Directory and the configuration settings are written to the local ADAM instance on the Edge Transport server. The Edge Transport server is configured as the source server for the connector. The connector is also configured to use domain name system (DNS) MX records to automatically route messages. When the Hub Transport servers in the organization send e-mail to an Internet recipient, they route the message to the Edge Transport server for relay to the Internet.

To manually complete Send connector configuration, follow these steps:

1.
Create a Send connector to send mail from the organization to the Edge Transport server for relay to the Internet. Select Internal as the connector usage type. Use "*" (all domains) as the address space. Select to route all messages through a smart host. Enter the Edge Transport server address or FQDN as the destination. Configure Basic authentication or Externally Secured as the smart host authentication mechanism. Select one or more Hub Transport servers as the source server for the connector.

2.
Perform manual configuration of the required connectors on the Edge Transport server. For more information, see Configuring Edge Transport Server Connectors.

For More Information

For more information, see the following topics:


Subscribing the Edge Transport Server to the Exchange Organization

Planning to Use Active Directory Sites for Routing Mail

Managing SMTP Connectors

SMTP Send Connectors

SMTP Receive Connectors
How to Configure Authoritative Domains on the Edge Transport Server Role

This topic explains how to use the Exchange Management Console or the Exchange Management Shell to configure authoritative domains for the Edge Transport server in Microsoft Exchange Server 2007. An Exchange organization is authoritative when it handles mail delivery for recipients in the accepted domain. You configure an authoritative domain by creating an accepted domain and setting the accepted domain type as authoritative.

Accepted domains are any Simple Mail Transfer Protocol (SMTP) namespace for which the Edge Transport server sends and receives e-mail. An Edge Transport server may send and receive e-mail for more than one SMTP domain. Accepted domains include those domains for which the Exchange organization is authoritative. An Exchange organization is authoritative when it handles mail delivery for recipients in the accepted domain. Accepted domains also include domains for which the Exchange organization receives mail and then relays to an e-mail server that is outside the Exchange organization for delivery to the recipient. The Edge Transport servers should always accept e-mail that is addressed to any of the organization's authoritative domains. 
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Note: 

Do not perform this procedure on an Edge Transport server that has been subscribed to the Exchange organization by using the Microsoft Exchange EdgeSync service. Instead, create the accepted domain on the Hub Transport server. It will be replicated to the Edge Transport server when synchronization next occurs. If you try to create or modify an accepted domain entry on an Edge Transport server that is subscribed to the Exchange organization, an error will occur.

Before You Begin

Accepted domains are configured for the Exchange organization and on computers that have the Edge Transport server role installed. We recommend that you configure accepted domains only on the Hub Transport server role and then create an Edge Subscription for the Edge Transport server. The accepted domain configuration will be replicated to the Edge Transport servers when the EdgeSync service runs. For more information, see Subscribing the Edge Transport Server to the Exchange Organization.

To perform the following procedures on a computer that has the Edge Transport server role installed, you must log on by using an account that is a member of the local Administrators group on that computer.
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To use the Exchange Management Console to create an authoritative domain

	1.
Open the Exchange Management Console.

2.
In the work pane, click the Accepted Domains tab.

3.
In the action pane, click New Accepted Domain…. The New Accepted Domain wizard appears.

4.
On the New Accepted Domain page, complete the following fields:


Name   Use this field to identify the accepted domain in the user interface. You can type any name that you want. We recommend that you select a meaningful name that helps you easily identify the purpose of this accepted domain. For example, you may want to use a name that identifies this as a subsidiary domain or as a hosted domain. You must use a unique name for each accepted domain.


Accepted Domain   Use this field to identify the SMTP namespace for which the Exchange organization will accept e-mail messages. You can use a wildcard character to accept messages for a domain and all its subdomains. For example, you can type *.contoso.com to set Contoso.com and all its subdomains as accepted domains. 

After you complete these fields on the New Accepted Domain page, select the following option to create an authoritative domain: Authoritative Domain. E-mail is delivered to a recipient in this Exchange organization. 

5.
Click New.

6.
On the Completion page, click Finish.
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To use the Exchange Management Shell to create an authoritative domain

	
Run the following command:

New-AcceptedDomain -Name "Contoso" -DomainName contoso.com -DomainType Authoritative




For detailed syntax and parameter information, see New-AcceptedDomain. After you configure the accepted domain, you must verify that a public Domain Name System (DNS) mail exchange (MX) resource record for that SMTP namespace exists and that the MX resource record references a server name and a public IP address that is associated with the Exchange organization.

For More Information

For more information about how to configure accepted domains, see the following topics:


Managing Accepted Domains

How to Change an Accepted Domain Type

How to Remove an Accepted Domain
Configuring Edge Transport Server Connectors

After you install the Microsoft Exchange Server 2007 Edge Transport server role, you must configure the Send connectors and Receive connectors. Send connectors and Receive connectors must exist for the Edge Transport server to send and receive messages from the Internet and to send and receive messages from Hub Transport servers in the Exchange organization. You subscribe an Edge Transport server to the organization to complete the Send connector configuration on an Edge Transport server. The Microsoft Exchange EdgeSync service replicates the appropriate connectors to the Edge Transport server. If you don't use EdgeSync, you must manually create and configure the Send connectors that EdgeSync creates. Use the information in this topic to determine the appropriate configuration.

This topic describes the required connectors for a typical Exchange 2007 installation and the tasks you must perform to create and configure those connectors.
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Important: 

The Edge Transport servers and the Hub Transport servers must be able to use domain name system (DNS) host resolution to locate each other. For more information, see How to Configure a DNS Suffix for the Edge Transport Server Role.

Connector Configuration

In Exchange 2007, Receive connectors represent an inbound connection point for Simple Mail Transfer Protocol (SMTP) communications. Send connectors represent a logical gateway through which all outbound messages are sent. For end-to-end mail flow, the Edge Transport server must have connectors that support mail flow to and from the Internet, and to and from the organization. The following connectors are required on the Edge Transport server:


A Send connector that is configured to send messages to the Internet

The address space for this connector is typically "*" (all Internet domains) and DNS routing is used to resolve destinations. The usage type for this connector is Internet. This Send connector is created automatically when the Edge Transport server is subscribed to an Active Directory directory service site by using EdgeSync.


A Receive connector that is configured to accept messages from the Internet

This connector typically accepts connections from all IP address ranges and allows for anonymous access. The local network bindings for this Receive connector should be the external-facing IP address of the Edge Transport server. The usage type for this connector is Internet.


A Send connector that is configured to send messages to the Hub Transport servers in the Exchange organization

The address space for this connector can be "--", or you can list each of your accepted domains. Use the Hub Transport servers in the organization as the smart hosts for this connector. The usage type for this connector is Internal. This Send connector is created automatically when the Edge Transport server is subscribed to an Active Directory site by using EdgeSync.


A Receive connector that is configured to receive messages from Hub Transport servers in the Exchange organization

This connector can be configured to accept connections only from the IP address ranges assigned to the Hub Transport servers. The local network bindings for this Receive connector should be the internal-facing IP address of the Edge Transport server. The usage type for this connector is Internal. This connector is optional.
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Note: 

By default, a single Receive connector is configured on the Edge Transport server during installation. This connector is used for both incoming Internet e-mail and incoming e-mail from the Hub Transport servers. The permissions on the connector are automatically determined by how sessions are authenticated. The Edge Subscription process automatically configures permissions and authentication. A second Receive connector is optional and is typically configured only when EdgeSync is not used.

Configuring Receive Connectors

During installation, one Receive connector is created. This Receive connector is configured to accept SMTP communications from all IP address ranges and is bound to all IP addresses of the local server. It is configured to have the Internet usage type. Therefore, the connector accepts anonymous connections. If you use EdgeSync, no additional Receive connectors are required. The Edge Subscription process automatically configures permissions and authentication mechanisms. Anonymous sessions and authenticated sessions are granted different permission sets. If you don't use EdgeSync, we recommend that you modify the settings of this Receive connector and create an additional Receive connector of the Internal usage type. To complete Receive connector configuration, follow these steps:


Modify the settings of the default Receive connector. Set the local network bindings to the IP address of only the Internet-facing network adapter. No other modifications are required.


Create a new Receive connector. Select Internal as the connector usage type. Set the local network bindings to the IP address of the organization-facing network adapter only. Configure the remote network settings to receive mail from the remote IP addresses that are assigned to the Hub Transport servers.


If you want to support Basic authentication, create a local user account and grant the necessary permissions by using the Add-ADPermission cmdlet.

Configuring Send Connectors

When you subscribe an Edge Transport server to the organization, the Send connectors that are required to send messages to the internal organization and to the Internet are automatically created by the Microsoft Exchange EdgeSync service. You must perform manual configuration of the connectors if you decide not to create an Edge Subscription. 

To complete Send connector configuration by using an Edge Subscription, follow these steps:

1.
Install the Hub Transport server role.

2.
On the Edge Transport server role, export the Edge Subscription file. If you are installing more than one Edge Transport server, each server requires a separate subscription file.

3.
On the Hub Transport server role, import the Edge Subscription.

4.
Verify that synchronization was successful.

To manually complete Send connector configuration, follow these steps:

1.
Create a new Send connector and select Internet as the usage type. Set the address space to "*" (all domains). Configure the network settings to use DNS MX records to route mail automatically.

2.
Create a new Send connector and select Internal as the usage type. Use your accepted domains as the address space. Configure the network settings to route all mail through smart hosts. Add the IP address or fully qualified domain names (FQDN) of one or more Hub Transport servers as the smart hosts. Select External Authoritative as the authentication mechanism for the smart host security settings. You must also verify that a Receive connector exists on the Hub Transport server that is configured to accept connections from the IP address range of the Edge Transport servers and that is also set to use External Authoritative as the authentication mechanism.
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Note: 

Alternative authentication mechanisms can be used for this connector. For more information about the available authentication mechanisms, see Exchange 2007 Transport Permissions Model.

For More Information

For more information, see the following topics:


Managing SMTP Connectors

SMTP Receive Connectors

SMTP Send Connectors

Configuring Hub Transport Server Connectors

Subscribing the Edge Transport Server to the Exchange Organization
Subscribing the Edge Transport Server to the Exchange Organization

This topic provides information about how to subscribe the Edge Transport server to the Microsoft Exchange Server organization. The Edge Subscription process is the procedure that an administrator follows to establish an Edge Subscription for an Edge Transport server. You subscribe an Edge Transport server to an Active Directory directory service site to associate the Edge Transport server with the Exchange organization. After the Edge Transport server is subscribed, the Microsoft Exchange EdgeSync service periodically replicates recipient and configuration data from Active Directory to the Active Directory Application Mode (ADAM) instance on a computer that has the Edge Transport server role installed. 

The Microsoft Exchange EdgeSync service is the data synchronization service that runs on a Hub Transport server. The Microsoft Exchange EdgeSync service that is running on the Hub Transport servers in the Active Directory site to which the Edge Transport server is subscribed periodically performs one-way replication of recipient and configuration data to ADAM. The Microsoft Exchange EdgeSync service copies only the information that is required for the Edge Transport server to perform anti-spam configuration tasks, and information about the Send connector configuration that is required to enable mail flow between the Exchange 2007 organization's Hub Transport servers and the Internet through one or more Edge Transport servers. The Microsoft Exchange EdgeSync service performs scheduled updates so that the information in ADAM remains current.

You must create an Edge Subscription if you use the recipient lookup feature or safelist aggregation. These features run on the Edge Transport server. Creating an Edge Subscription reduces the administration that is performed in the perimeter network by letting you perform needed configuration on the Hub Transport server role and then write that information to the Edge Transport server.

When an Edge Transport server is subscribed to an Active Directory site, the following connectors are created by the Microsoft Exchange EdgeSync service:


An implicit Send connector from the Hub Transport servers that are in the same forest to the Edge Transport server. 


A Send connector from the Edge Transport server to the Hub Transport servers in the Active Directory site to which the Edge Transport server is subscribed.


A Send connector from the Edge Transport server to the Internet.

Replication Data

When data is sent to ADAM from Active Directory, it is sent over an encrypted channel using a Secure Lightweight Directory Access Protocol (Secure LDAP) connection. Additionally, the Safe Senders lists and recipient information is hashed to protect the data. The Secure LDAP connection is secured by the ADAM credentials stored in the Edge subscription file. The Microsoft Exchange EdgeSync service replicates the following data from Active Directory to ADAM:


Send connector configuration


Accepted domains


Remote domains


Message classifications


Safe Senders Lists


Recipients

Configuring an Edge Subscription

Before you can establish replication to ADAM from an Active Directory site, you must create the Edge Subscription file on the Edge Transport server role. You must create a separate Edge Subscription file for each Edge Transport server that is subscribed to the Exchange organization. To configure an Edge Subscription, follow these steps:

1.
Export the Edge Subscription file on the Edge Transport server.

2.
Copy the Edge Subscription file to the Hub Transport server.

3.
Import the Edge Subscription file on the Hub Transport server.
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Note: 

You must complete the Edge Subscription process inside the organization within 24 hours of exporting the Edge Subscription file on the Edge Transport server. If you don't export the Edge Subscription file on the Edge Transport server within 24 hours, the bootstrap account expires and you must remove the Edge Subscription and start the procedure again.

4.
Verify that synchronization is completed successfully by inspecting MsExchange EdgeSync events in the Application log in Event Viewer.
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Important: 

It is a best practice to delete the Edge Subscription file from the Edge Transport server after you copy the file to the Hub Transport server where you will import the Edge Subscription file, and from the Hub Transport server after the Edge Subscription file is imported.

When an Edge Transport server is subscribed to an Active Directory site, all the Hub Transport servers that are installed in that Active Directory site at that time can participate in the EdgeSync process. If one of those servers is removed, the Microsoft Exchange EdgeSync service that is running on the remaining Hub Transport servers continues the data synchronization process. However, if new Hub Transport servers are installed in the Active Directory site, they will not participate in the EdgeSync process. To enable those Hub Transport servers to participate in the EdgeSync process, you must remove the Edge Subscription from both the subscribed Edge Transport server and the subscribed Active Directory site and then re-create the Edge Subscription.

For More Information

For more information, see the following topics:


Preparing to Run the Microsoft Exchange EdgeSync Service

How to Export an Edge Subscription File

How to Import the Edge Subscription File

How to Force EdgeSync Synchronization
Preparing to Run the Microsoft Exchange EdgeSync Service

This topic provides information about the configuration that you must perform on the Hub Transport server role before you subscribe the Edge Transport server to the Microsoft Exchange Server organization. After the Edge Transport server has been subscribed to the Exchange organization, the Microsoft Exchange EdgeSync service periodically replicates recipient and configuration data from the Active Directory directory service to the Active Directory Application Mode (ADAM) directory service instance on a computer that has the Edge Transport server role installed. The Microsoft Exchange EdgeSync service that is running on the Hub Transport servers in the Active Directory site to which the Edge Transport server is subscribed will perform the initial one-way replication and periodic synchronization of new, deleted, and modified data. 

When the New-EdgeSubscription command is run on the Edge Transport server to export the Edge Subscription file, any objects that will be replicated from Active Directory to ADAM by the Microsoft Exchange EdgeSync service are removed from the Edge Transport server. After you import the Edge Subscription file on the Hub Transport server, recipient and configuration data is replicated from Active Directory to ADAM. Therefore, you must configure settings on the Hub Transport server to populate the settings on the Edge Transport server.
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Note: 

After an Edge Transport server is subscribed to the Exchange organization, the tasks that are used to configure the objects that are replicated to the Edge Transport server by the Microsoft Exchange EdgeSync service are disabled on the Edge Transport server.

Before You Begin

Verify that the perimeter network firewall that separates the Edge Transport server from the Exchange organization is configured to enable communications through the correct ports. The Edge Transport server uses non-standard Lightweight Directory Access Protocol (LDAP) ports. By default, these ports are configured when the Edge Transport server role is installed. You can modify the ports that are used by ADAM by using the ConfigureAdam.ps1 script that is provided with Exchange 2007. However, do not modify the ports after you create the Edge subscription. If you modify the ports after you create the Edge subscription, you must remove the Edge Subscription and then create a new subscription. By default, the following LDAP ports are used to access ADAM:


LDAP   Port 50389/TCP is used locally to bind to the ADAM instance. This port does not have to be open on the perimeter network firewall.


Secure LDAP   Port 50636/TCP is used for directory synchronization from Hub Transport servers to ADAM. This port must be open for successful EdgeSync synchronization.

Verify that Domain Name System (DNS) host name resolution is successful from the Edge Transport server to the Hub Transport servers, and from the Hub Transport servers to the Edge Transport server. For more information, see Configuring DNS Settings for Exchange 2007 Servers.

License the Edge Transport server. The licensing information for the Edge Transport server is captured when the Edge Subscription is created and is shown in the Exchange Management Console for the Exchange organization. For subscribed Edge Transport servers to appear as licensed, they must be subscribed to the Exchange organization after the license key is applied on the Edge Transport server. If the license key is applied on the Edge Transport server after you perform the Edge Subscription process, the licensing information is not updated in the Exchange organization, and you must remove and re-create the Edge Subscription. 

To configure the settings on the Hub Transport server role that are propagated to the Edge Transport server role, the account you use must be delegated the following:


Exchange Organization Administrator role 

For more information about permissions, delegating roles, and the rights that are required to administer Microsoft Exchange Server 2007, see Permission Considerations.

Configuring Settings for Propagation to Edge Transport Servers

You configure the following settings for propagation to the Edge Transport server role:


Internal SMTP servers   Use the Set-TransportConfig cmdlet to configure the InternalSMTPServers parameter. This parameter specifies a list of internal SMTP server IP addresses or IP address ranges that should be ignored by Sender ID and connection filtering.


Accepted domains   Configure all authoritative domains, internal relay domains, and external relay domains.


Remote domains   Configure remote domain settings.


After the Edge Transport server is subscribed to the Exchange organization, the Microsoft Exchange EdgeSync service that is running on the Hub Transport servers in the Active Directory site to which the Edge Transport server is subscribed will periodically synchronize new, modified, and deleted recipient and configuration data to ADAM. You can also use the Start-EdgeSynchronization cmdlet in the Exchange Management Shell to immediately begin synchronization.

For More Information

For more information, see the following topics:


Subscribing the Edge Transport Server to the Exchange Organization

How to Export an Edge Subscription File

How to Import the Edge Subscription File

How to Force EdgeSync Synchronization

Using an Edge Subscription to Populate ADAM with Active Directory Data

Managing Accepted Domains

Managing Remote Domains

Set-TransportConfig
How to Export an Edge Subscription File

This topic explains how to use the Exchange Management Shell to export an Edge Subscription file from a computer that has the Edge Transport server role installed. The Edge Subscription file is used in the EdgeSync process. The Edge Subscription file contains information about the credentials that are used during the Lightweight Directory Access Protocol (LDAP) communication process. These credentials are used to authenticate and authorize the connection between Active Directory Application Mode (ADAM) and the Active Directory directory service during replication.

Recipient and configuration information is replicated to a subscribed Edge Transport server from the Active Directory directory service to ADAM. EdgeSync copies only the information that is required for the Edge Transport server to perform anti-spam and message security configuration tasks, and information about the connector configuration that is required to enable end-to-end mail flow. This procedure removes the existing configuration for objects on the Edge Transport server that are replicated to ADAM from Active Directory and disables the controls that are used to edit those configuration settings on the Edge Transport server.

After you perform this procedure on the Edge Transport server, you must import the Edge Subscription file to the computer that has the Hub Transport server role installed.

Perform the following procedure on the Edge Transport server. You must provide the complete file path of the Edge Subscription file that you are creating.

Before You Begin

To perform the following procedure on a computer that has the Edge Transport server role installed, you must log on by using an account that is a member of the local Administrators group on that computer.
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Note: 

It is a best practice to delete the Edge Subscription file from the Edge Transport server after you copy the file to the Hub Transport server where you will import the Edge Subscription file, and from the Hub Transport server after the subscription is imported.
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To use the Exchange Management Shell to create an Edge Subscription file


Run the following command:

New-EdgeSubscription -FileName "C:\EdgeSubscriptionInfo.xml"




For detailed syntax and parameter information, see New-EdgeSubscription.

For More Information

For more information, see the following topics:


Subscribing the Edge Transport Server to the Exchange Organization

Preparing to Run the Microsoft Exchange EdgeSync Service

How to Import the Edge Subscription File
How to Import the Edge Subscription File

This topic explains how to use the Exchange Management Console or the Exchange Management Shell to import an Edge Subscription file. After you perform this procedure, the Edge Transport server that is referenced in the Edge Subscription file is associated with the Hub Transport servers in an Active Directory site. The Active Directory site to which the Edge Transport server is subscribed must contain at least one Hub Transport server.

Recipient and configuration information is replicated to a subscribed Edge Transport server from the Active Directory directory service to Active Directory Application Mode (ADAM). The Microsoft Exchange EdgeSync service copies only the information that is required for the Edge Transport server to perform anti-spam and message security configuration tasks, and information about the connector configuration that is required to enable end-to-end mail flow. After you perform this procedure, the Edge Transport server receives its configuration information through replication from Active Directory. The controls that are used to edit those configuration settings on the Edge Transport server are disabled during the subscription process, and the existing configuration is overwritten.

When you import the Edge Subscription file, you can select whether to have the Send connector to the Internet automatically created. You can also select whether to have the Send connector from the Edge Transport server to the Hub Transport servers in the Active Directory site to which the Edge Transport server is subscribed created automatically. If you decide not to have the Send connectors created automatically, you can manually configure Send connectors as needed.

Before You Begin

Verify that you have configured the settings on the Hub Transport server that are replicated to the Edge Transport server. For more information, see Preparing to Run the Microsoft Exchange EdgeSync Service.

Read the following topics:


How to Export an Edge Subscription File

Subscribing the Edge Transport Server to the Exchange Organization
Copy the Edge Subscription file from the Edge Transport server to the Hub Transport server where you will perform this procedure.
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Note: 

It is a best practice to delete the Edge Subscription file from the Edge Transport server after you copy the file to the Hub Transport server where you will import the Edge Subscription file, and from the Hub Transport server after the subscription is imported.

To perform the following procedures, the account you use must be delegated the following:


Exchange Organization Administrator role

For more information about permissions, delegating roles, and the rights that are required to administer Microsoft Exchange Server 2007, see Permission Considerations.
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To use the Exchange Management Console to import the Edge Subscription file

	1.
Open the Exchange Management Console. Expand Organization Configuration, select Hub Transport, and then in the result pane, click the Edge Subscriptions tab.

2.
In the action pane, click New Edge Subscription. The New Edge Subscription Wizard starts.

3.
On the New Edge Subscription page, in the Active Directory Site: drop-down list, select an Active Directory site.

4.
On the New Edge Subscription page, click Browse. Locate the Edge Subscription file to import. Select the file, and then click Open.

5.
On the New Edge Subscription page, click New.

6.
On the Completion page, click Finish.
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To use the Exchange Management Shell to import the Edge Subscription file


Run the following command to subscribe an Edge Transport server to the specified site and to have the Internet Send connector and the Send connector from the Edge Transport server to the Hub Transport servers created automatically. This command also forces the initial synchronization to immediately start:

New-EdgeSubscription -filename "C:\EdgeSubscriptionInfo.xml" -CreateInternetSendConnector $true - CreateInboundSendConnector $true -site "Default-First-Site-Name" -Force
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Note: 

The default value of the CreateInternetSendConnector parameter and the CreateInboundSendConnector parameter is $true. It is shown here for demonstration only.


For detailed syntax and parameter information, see New-EdgeSubscription.

After you perform this procedure, verify that synchronization completed successfully by inspecting MsExchange EdgeSync events in the Application log in Event Viewer.

For More Information

For more information, see the following topics:


Subscribing the Edge Transport Server to the Exchange Organization

Preparing to Run the Microsoft Exchange EdgeSync Service

How to Export an Edge Subscription File

EdgeSync Cmdlets
How to Force EdgeSync Synchronization

This topic explains how to use the Exchange Management Shell to immediately start synchronization of data from the Active Directory directory service to the subscribed Edge Transport servers. After a computer that has the Edge Transport server role installed is subscribed to the Microsoft Exchange Server 2007 organization, data is replicated from Active Directory to the Active Directory Application Mode (ADAM) instance on the subscribed Edge Transport server by the Microsoft Exchange EdgeSync service. This data is kept up to date by periodically synchronizing changes from Active Directory to ADAM. When the server starts, the Microsoft Exchange EdgeSync service starts and establishes a synchronization schedule. Configuration data is synchronized to ADAM once every hour, and recipient data is synchronized to ADAM once every four hours. You cannot modify the synchronization intervals.

You can use the Start-EdgeSynchronization cmdlet to force synchronization to start immediately. You may want to do this to start initial replication immediately after you create the Edge Subscription or if you have made significant changes to the configuration or recipients in Active Directory. The Start-EdgeSynchronization cmdlet resets the EdgeSync synchronization schedule. The time of the subsequent synchronization intervals is based on the time that this command is initiated.

Before You Begin

This procedure is run from the Hub Transport server. To perform the following procedure, the account you use must be delegated the following:


Exchange Organization Administrator role

For more information about permissions, delegating roles, and the rights that are required to administer Exchange Server 2007, see Permission Considerations.
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Note: 

If you try to run this procedure during regular synchronization, an error will occur.

[image: image373.png]


To use the Exchange Management Shell to force EdgeSync synchronization

	
Run the following command:

Start-EdgeSynchronization




For detailed syntax and parameter information, see Start-EdgeSynchronization.

For More Information

For more information, see the following topics:


Subscribing the Edge Transport Server to the Exchange Organization

Using an Edge Subscription to Populate ADAM with Active Directory Data
Deploying Exchange ActiveSync

Microsoft Exchange ActiveSync is a synchronization protocol that lets you synchronize your Exchange mailbox with a mobile device. Exchange ActiveSync works with high-latency or low-bandwidth networks and low-capacity clients that have limited memory storage and processing power. Exchange ActiveSync communicates by using the HTTPS protocol.

By default, when you install the Client Access server role on a computer that is running Exchange Server 2007, Exchange ActiveSync is enabled. However, there are several post-installation deployment tasks that you can perform to enhance the security and performance of Exchange ActiveSync. 

Configure Direct Push to Work with Your Firewall

Direct Push is the mechanism by which Exchange ActiveSync keeps your mobile devices up to date with your Exchange mailbox. A long-standing HTTPS request is created by the mobile device and sent to the Exchange server. Direct Push requires port 443 to be open on your firewall.

For more information about Direct Push, see the following topics: 


Understanding Direct Push

Configuring Direct Push to Work Through Your Firewall
Configure Policies for Exchange ActiveSync

Exchange ActiveSync mailbox policies let you apply a common set of policy or security settings to a user or group of users. Some of the settings that you can configure include the following:


Password requirements and settings


Device encryption


Access to Windows file shares and Windows SharePoint Services files


Attachment settings

For more information about Exchange ActiveSync policies, see the following topics: 


Understanding Exchange ActiveSync Mailbox Policies

Managing Exchange ActiveSync with Policies
Configure Mobile Devices to Synchronize with Exchange Server

After the Client Access server role is installed, users can configure devices to synchronize with the Exchange server. For more information about how to configure mobile devices for synchronization, see:


How to Configure Mobile Devices to Synchronize with Exchange Server
Configure Security Settings for Exchange ActiveSync

When the Client Access server role is installed, the Exchange ActiveSync virtual directory is configured for Basic authentication. Basic authentication sends information in clear text. By default, Secure Sockets Layer (SSL) is enabled. You can configure an additional authentication method on your Exchange ActiveSync virtual directory. You can use Basic authentication, Windows Integrated authentication, certificate-based authentication, or RSA SecurID. 

Configure the Autodiscover Service for Exchange ActiveSync

The Autodiscover service provisions a user's device when the user's e-mail address and password are supplied. The Autodiscover service returns the address to a computer that is running Exchange 2007 that has the Client Access server role installed. If you have multiple Client Access servers in your organization, you can configure the Autodiscover service to return the URL of the Client Access server that you want your users to use for synchronization.
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Note: 

The ability to use the Autodiscover service depends on the mobile device operating system that you are using. Not all mobile device operating systems that support synchronization with Exchange Server 2007 support processing information from the Autodiscover service. For more information about operating systems that support processing information from the Autodiscover service, contact the manufacturer of your device. 

For more information about the Autodiscover service, see Understanding Exchange ActiveSync Autodiscover.

Configuring Mail Flow Between an Edge Transport Server and Hub Transport Servers Without Using EdgeSync

We always recommend that you use the Edge Subscription process to establish mail flow between the Exchange organization and a computer that is running Microsoft Exchange Server 2007 that has the Edge Transport server role installed. However, we realize that there are situations where you can't subscribe the Edge Transport server to the Exchange organization by using the Edge Subscription process. To manually establish mail flow between the Exchange organization and an Edge Transport server, you must create and configure the Send connectors and Receive connectors on the Edge Transport server and on the Hub Transport servers in the Exchange organization.

Before You Begin

To perform this procedure, the account you use must be delegated the following:


Exchange Organization Administrator role

To perform the following procedures on a computer that has the Edge Transport server role installed, you must log on by using an account that is a member of the local Administrators group on that computer.

For more information about permissions, delegating roles, and the rights that are required to administer Exchange 2007, see Permission Considerations.

This procedure uses Basic authentication over Transport Layer Security (TLS) to provide encryption and authentication. When you use Basic authentication over TLS, the receiving server must have an X.509 Secure Sockets Layer (SSL) server certificate installed. The fully qualified domain name (FQDN) value configured on the Receive connector must match the FQDN in the SSL server certificate. By default, the value of the FQDN on the Receive connector is the FQDN of the server that contains the Receive connector.

It is much easier to configure the Externally Secured authentication method. However, the communication between the Edge Transport server and Hub Transport server is not authenticated or encrypted by Microsoft Exchange. We recommend that you use the Externally Secured authentication method only when an additional encryption method is used. The encryption method can be an IPsec association or a virtual private network (VPN).

An Edge Transport server is typically multi-homed. This means that the Edge Transport server has network adapters that are connected to multiple network segments. Each of these network adapters has a unique IP configuration. The network adapter that is connected to the external, or public, network segment should be configured to use a public Domain Name System (DNS) server for name resolution. This enables the server to resolve Simple Mail Transfer Protocol (SMTP) domain names to MX resource records and route mail to the Internet. The network adapter that is connected to the internal, or private, network segment should be configured to use a DNS server in the perimeter network or should have a Hosts file available.

For more information, see How to Configure a DNS Suffix for the Edge Transport Server Role.

Edge Transport Server Procedures

The following connectors are required on the Edge Transport server:


A Send connector that is configured to send messages to the Internet


A Send connector that is configured to send messages to the Hub Transport servers in the Exchange organization


A Receive connector that is configured to receive messages only from Hub Transport servers in the Exchange organization


A Receive connector that is configured to accept messages only from the Internet

By default, a single Receive connector is created during the installation of the Edge Transport server role. This connector can be used for both incoming Internet messages and incoming messages from the Hub Transport servers. Typically, the Edge Subscription process automatically configures the correct permissions and authentication on the default Receive connector. When you don't use the Edge Subscription process, we recommend that you modify the default Receive connector on the Edge Transport server to only accept messages from the Internet. You should then create a new Receive connector on the Edge Transport server that is configured to only accept messages from internal Hub Transport servers.

Creating a Send Connector That is Configured to Send Messages to the Internet

This Send connector requires the following configuration:


Usage type: Internet.


Address spaces: "*" (all domains).


Network settings: Use DNS MX records to route mail automatically.
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To use the Exchange Management Console to create a Send connector on the Edge Transport server that is configured to send messages to the Internet

	1.
Open the Exchange Management Console. Select Edge Transport, and then in the work pane, click the Send Connectors tab.

2.
In the action pane, click New Send Connector. The New SMTP Send Connector wizard starts.

3.
On the Introduction page, follow these steps:

a.
In the Name: field, type a meaningful name for this connector, such as "To Internet".

In the Select the intended use for this connector: field, select Internet.

b.
On the Address space page, click Add. In the Add Address Space dialog box, enter *, and then click OK.

c.
When you are finished, click Next.

4.
On the Network settings page, select Use domain name system (DNS) "MX" records to route mail automatically, and then click Next.

5.
On the New connector page, review the configuration summary for the connector. If you want to modify the settings, click Back. To create the Send connector by using the settings in the configuration summary, click New.

6.
On the Completion page, click Finish.
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To use the Exchange Management Shell to create a Send connector on the Edge Transport server that is configured to send messages to the Internet

	
Run the following command:

New-SendConnector -Name <Name> -AddressSpaces * -Usage Internet -DNSRoutingEnabled $true

For example, to create a new Send connector named "To Internet" with the required settings, run the following command:

New-SendConnector -Name "To Internet" -AddressSpaces * -Usage Internet -DNSRoutingEnabled $true




For detailed syntax and parameter information, see New-SendConnector.

Creating a Send Connector That is Configured to Send Messages to the Internal Exchange Organization

Before you begin this procedure, you must create a user account in the Active Directory directory service and add the account to the Exchange Servers universal security group. This account is used by the Send connector on the Edge Transport server to authenticate to the destination Hub Transport server in the Exchange organization.

[image: image377.png]


Important: 

This account is granted the permissions that are associated with Exchange servers. Make sure that you safeguard the account credentials to prevent misuse of the account. You can configure the account to allow logon to specific computers only.

This Send connector requires the following configuration:


Usage type: Internal


Address spaces: All accepted domains for the Exchange organization


Network settings:


Fully qualified domain name (FQDN) of one or more Hub Transport servers as smart hosts


Smart host authentication setting: Basic authentication over TLS
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To use the Exchange Management Console to create a Send connector on the Edge Transport server that is configured to send messages to the internal Exchange organization

	1.
Open the Exchange Management Console. Select Edge Transport, and then in the work pane, click the Send Connectors tab.

2.
In the action pane, click New Send Connector. The New SMTP Send Connector wizard starts.

3.
On the Introduction page, follow these steps:


In the Name: field, type a meaningful name for this connector, such as "To Internal Org".

In the Select the intended use for this connector: field, select Internal.

4.
On the Address space page, click Add. In the Add Address Space dialog box, enter the accepted domains for the Exchange organization. The DNS wildcard character (*) as defined in RFC 1035 can be used. For example: *.contoso.com". You may select the Include all subdomains check box to use this connector to send e-mail to all subdomains of the address space. When you are finished, click OK.

To add more address spaces to this connector, click Add, repeat this step, and then click OK.

When you are finished, click Next.

5.
On the Network settings page, select Route all mail through the following smart hosts, and then click Add.


In the Add Smart Host dialog box, select IP Address or Fully qualified domain name (FQDN). Select Fully qualified domain name (FQDN), and enter the FQDN of the destination Hub Transport server. The Edge Transport server must be able to resolve the specified FQDN of the destination Hub Transport server. When you are finished, click OK.

To add more Hub Transport server as smart hosts, click Add, and repeat this step.

When you are finished, click Next.

6.
On the Configure smart host authentication settings page, select Basic Authentication and Basic Authentication over TLS. In the Username and Password fields, enter the credentials for the user account in the internal domain. Use the domain\user format or user principal name (UPN) format to enter the user name and provide the user's password. Click Next.

7.
On the New connector page, review the configuration summary for the connector. If you want to modify the settings, click Back. To create the Send connector by using the settings in the configuration summary, click New.

8.
On the Completion page, click Finish.
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Important: 

The Edge Transport server must be able to resolve the name of the Hub Transport server so that it exactly matches the FQDN that is specified in the SmartHosts parameter. This is the FQDN that is specified in the X.509 certificate that is installed on the destination Hub Transport server. It is also the FQDN that is specified in the Receive connector that is configured on the destination Hub Transport server.
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To use the Exchange Management Shell to create a Send connector on the Edge Transport server that is configured to send messages to the Internal Exchange organization

	1.
Run the following command on the Edge Transport server:

$hubcred = get-credential


In the dialog box that appears, enter the credentials for the user account in the internal domain. Use the domain\user format or UPN format to enter the user name and provide the user's password. Click OK.

2.
Run the following command on the Edge Transport server:

New-SendConnector -Name <ConnectorName> -Usage Internal -AddressSpaces <AcceptedDomain1,AcceptedDomain2...> -DNSRoutingEnabled $False -SmartHosts <HubServer1,HubServer2...> -SmartHostAuthMechanism BasicAuth,BasicAuthRequireTLS -AuthenticationCredential $hubcred

For example, to create a new Send connector named "To Internal Org" for the accepted domain "*.contoso.com" to the destination Hub Transport servers named "hub01.contoso.com" and " hub02.contoso.com ", run the following command:

New-SendConnector -Name "To Internal Org" -Usage Internal -AddressSpaces *.contoso.com -DNSRoutingEnabled $False -SmartHosts Hub01.contoso.com,Hub02.contoso.com -SmartHostAuthMechanism BasicAuth,BasicAuthRequireTLS -AuthenticationCredential $hubcred
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Important: 

 The Edge Transport server must be able to resolve the name of the Hub Transport server so that it exactly matches the FQDN that is specified in the SmartHosts parameter. This is the FQDN that is specified in the X.509 certificate that is installed on the destination Hub Transport server. It is also the FQDN that is specified in the Receive connector that is configured on the destination Hub Transport server.


For detailed syntax and parameter information, see New-SendConnector.

Modifying the Default Receive Connector to Only Accept Messages from the Internet

A default Receive connector named "Default internal Receive connector ServerName" is created when the Edge Transport server role is installed on the server. The default Receive connector is configured to accept messages from the Internet and from the internal Exchange organization. If you are not going to use the Edge Subscription process to correctly configure the authentication methods on the default Receive connector, you should modify the default Receive connector to only accept the anonymous message submissions from the Internet. You should then create a separate Receive connector that only accepts the trusted message submissions from the internal Exchange organization. This separation of Receive connectors is important, because you should always restrict the source of trusted message submissions.

Only one reconfiguration is required on the default Receive connector. You must set the local network bindings to the IP address of the Internet-facing network adapter only. You may also want to rename the default Receive connector to something more descriptive. No other modifications are required.
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To use the Exchange Management Console to modify the default Receive connector on an Edge Transport server to only accept messages from the Internet

	1.
Open the Exchange Management Console. Select Edge Transport, and then in the work pane, click the Receive Connectors tab.

2.
In the work pane, select the Receive connector to modify. The default Receive connector is named "Default internal Receive connector Servername".

3.
Under the name of the Receive connector in the action pane, click Properties to open the Properties page.

4.
Click the General tab to modify the name of the connector.

5.
Click the Network tab. Under Use these local IP addresses to Receive mail click Edit.


Select Specify an IP address, and then enter the IP address of the Internet-facing network adapter. Click OK.

6.
Click OK to save your changes and exit the Properties page.
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To use the Exchange Management Shell to modify the default Receive connector on an Edge Transport server to only accept messages from the Internet

	
Run the following command:

Set-ReceiveConnector "Default internal Receive connector <ServerName>" -Name <NewConnectorName> -Bindings <ExternalNetworkAdapterIP:25>

For example, to modify the default Receive connector on an Edge Transport server named "Edge01", rename the connector "From Internet" with an external network adapter with IP address 10.1.1.1, and run the following command:

Set-ReceiveConnector "Default internal Receive connector Edge01" -Name "From Internet" -Bindings 10.1.1.1:25




For detailed syntax and parameter information, see New-ReceiveConnector.

Creating a New Receive Connector that is Configured to Only Accept Messages from the Internal Exchange Organization

This Receive connector requires the following configuration:


Usage type: Internal


Local network bindings: Internal network-facing network adapter


Remote network settings: IP address of one or more Hub Transport servers in the Exchange organization


Authentication method: Basic authentication over TLS
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To use the Exchange Management Console to create a new Receive connector on an Edge Transport server that is configured to only accept messages from the internal Exchange organization

	1.
Open the Exchange Management Console. Select Edge Transport, and then in the work pane, click the Receive Connectors tab.

2.
In the action pane, click New Receive Connector. The New SMTP Receive Connector wizard starts.

3.
On the Introduction page, follow these steps:

a.
In the Name: field, type a meaningful name for this connector.

b.
In the Select the intended use for this connector: field, select Internal.

4.
On the Remote network settings page, perform the following actions:

a.
Select the default IP address range entry 0.0.0.0 - 255.255.255.255, and then click [image: image385.png]


.

b.
Click Add. In the Add Remote Servers dialog box, in the Address or address range text field, type the IP address or IP address range of the internal Hub Transport server or servers. Enter the IP address in one of the following formats:


IP address: 192.168.1.1


IP address range: 192.168.1,10-192.168.1.20


IP address together with subnet 192.168.1.0 (255.255.255.0)


IP address by using Classless Interdomain Routing (CIDR) notation: 192.168.1.0/24

a.
When you are finished, click OK.

b.
To add multiple destination Hub Transport servers to this connector, click Add and repeat this step. Each Hub Transport server that you define in this step must also be listed as a source server in the corresponding Send connectors that are configured on the Hub Transport servers.

c.
When you are finished, click Next.

5.
On the New Connector page, review the configuration summary for the connector. If you want to modify the settings, click Back. To create the Receive connector by using the settings in the configuration summary, click New.

6.
On the Completion page, click Finish.

7.
In the work pane, select the Receive connector that you created.

8.
Under the name of the Receive connector in the action pane, click Properties to open the Properties page.

9.
Click the Network tab. Under Use these local IP addresses to Receive mail click Edit.


Select Specify an IP address, and then enter the IP address of the internal organization-facing network adapter. Click OK.

10.
Click the Authentication tab. Select Basic Authentication and Offer Basic authentication only after starting TLS.

11.
Click OK to save your changes and exit the Properties page.
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To use the Exchange Management Shell to create a new Receive connector on an Edge Transport server that is configured to only accept messages from the internal Exchange organization

	
Run the following command:

New-ReceiveConnector -Name <ConnectorName> -Usage Internal -AuthMechanism TLS,BasicAuth,BasicAuthRequireTLS,ExchangeServer -Bindings <InternalNetworkAdapterIP:25> -RemoteIPRanges <HubTransportServerAddress1,HubTransportServerAddress2...>

For example, to create a new Receive connector named "To Internal Org", on an Edge Transport server that has an internal network adapter IP address of 10.1.1.1 and that accepts messages from internal Hub Transport servers that use IP addresses 192.168.5.10 and 192.168.5.20, run the following command:

New-ReceiveConnector -Name "To Internal Org" -Usage Internal -AuthMechanism TLS,BasicAuth,BasicAuthRequireTLS,ExchangeServer -Bindings 10.1.1.1:25 -RemoteIPRanges 192.168.5.10,192.168.5.20




For detailed syntax and parameter information, see New-ReceiveConnector.

Hub Transport Server Procedures

The following connector is required on the Hub Transport servers:


A Send connector that is configured to send messages to the Edge Transport server in the perimeter network for relay to the Internet

By default, two Receive connectors are created during the installation of the Hub Transport server role. The connector named "Client ServerName" is configured to accept messages from all POP3 and IMAP messaging clients. The connector named "Default ServerName" is configured to accept messages from an Edge Transport server. No modifications to these connectors are required.

Creating a Send Connector That is Configured to Send Outgoing Messages to the Edge Transport Server

Before you begin this procedure, you must create a user account on the destination Edge Transport server that is a member of the local Administrators security group. This account is used by the Send connector on the Hub Transport server to authenticate to the destination Edge Transport server.

This Send connector requires the following configuration:


Usage type: Internal


Address spaces: *


Network settings:


IP address or FQDN of the Edge Transport server as a smart host


Smart host authentication setting: Basic Authentication over TLS
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To use the Exchange Management Console to create a Send connector on a Hub Transport server that is configured to send outgoing messages to the Edge Transport server

	1.
Open the Exchange Management Console. In the console tree, expand Organization Configuration, select Hub Transport, and then in the work pane, click the Send Connectors tab.

2.
In the action pane, click New Send Connector. The New SMTP Send Connector wizard starts.

3.
On the Introduction page, follow these steps:

a.
In the Name: field, type a meaningful name for this connector, such as "To Edge".

b.
In the Select the intended use for this connector: field, select Internal.

4.
On the Address space page, click Add. In the Add Address Space dialog box, enter *, and then click OK.

When you are finished, click Next.

5.
On the Network settings page, select Route all mail through the following smart hosts, and then click Add.


In the Add Smart Host dialog box, select IP Address or Fully qualified domain name (FQDN). Select Fully qualified domain name (FQDN), and enter the FQDN of destination Edge Transport server. The Hub Transport server must be able to resolve the specified FQDN of the destination Edge Transport server. When you are finished, click OK.

When you are finished, click Next.

6.
On the Configure smart host authentication settings page, select Basic Authentication and Basic Authentication over TLS. In the Username and Password fields, enter the credentials for the user account in the internal domain. Click Next.

7.
By default, the Source Server page lists the Hub Transport server on which you are performing this procedure. If you want add more Hub Transport servers for fault tolerance, those Hub Transport servers must be configured as sources on the corresponding Receive connector on the Edge Transport server. To add more source servers, click Add. In the Select Hub Transport servers and Edge Subscriptions dialog box, select the Hub Transport servers that will be used as the source server for sending messages to the Edge Transport server that you provided in step 6. When you are finished adding additional source servers, click OK.

To add more source servers, click Add and repeat this step.

When you are finished, click Next.

8.
On the New connector page, review the configuration summary for the connector. If you want to modify the settings, click Back. To create the Send connector by using the settings in the configuration summary, click New.

9.
On the Completion page, click Finish.
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Important: 

 The specified Hub Transport servers must be able to resolve the name of the Edge Transport server so that it exactly matches the FQDN that is specified in the SmartHosts parameter. This is the FQDN that is specified in the X.509 certificate that is installed on the destination Edge Transport server. It is also the FQDN that is specified in the Receive connector that is configured on the destination Edge Transport server.
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To use the Exchange Management Shell to create a Send connector on a Hub Transport server that is configured to send outgoing messages to the Edge Transport server

	1.
Run the following command on the Hub Transport server:

$edgecred = get-credential


In the dialog box that appears, enter the credentials for the user account on the Edge Transport server. Click OK.

2.
Run the following command on the Hub Transport server:

New-SendConnector -Name <ConnectorName> -Usage Internal -AddressSpaces * -DNSRoutingEnabled $False -SmartHosts <EdgeServer> -SourceTransportServers <HubServer1,HubServer2...> -SmartHostAuthMechanism BasicAuth,BasicAuthRequireTLS -AuthenticationCredential $edgecred

For example, to create a new Send connector named "To Edge" that is sourced on the Hub Transport servers named "hub01.contoso.com" and "hub02.contoso.com" to the destination Edge Transport server named edge01.contoso.net, run the following command:

New-SendConnector -Name "To Edge" -Usage Internal -AddressSpaces * -DNSRoutingEnabled $False -SmartHosts edge01.contoso.net -SourceTransportServers hub01.contoso.com,hub02.contoso.com -SmartHostAuthMechanism BasicAuth,BasicAuthRequireTLS -AuthenticationCredential $edgecred
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Important: 

 The Hub Transport servers must be able to resolve the name of the Edge Transport server so that it exactly matches the FQDN that is specified in the SmartHosts parameter. This is the FQDN that is specified in the X.509 certificate that is installed on the destination Edge Transport server. It is also the FQDN that is specified in the Receive connector that is configured on the destination Edge Transport server.


For detailed syntax and parameter information, see New-SendConnector.

For More Information

For more information, see the following topics:


Configuring Hub Transport Server Connectors

Configuring Edge Transport Server Connectors

How to Create a New Send Connector

How to Create a New Receive Connector

How to Modify the Configuration of a Receive Connector

Creating a Certificate or Certificate Request for TLS
End-to-End Scenario Tasks

This topic provides a checklist of the recommended tasks to perform after you install Microsoft Exchange Server 2007 to configure specific end-to-end scenarios. The End-to-End Scenario tab in the Exchange Management Console can guide you through these tasks. The tasks in this topic and on the End-to-End Scenario tab are optional for configuring features.

All Server Roles

	Task
	Check

	Configure monitoring for your Exchange servers. For more information, see Monitoring.
	[      ]


Mailbox Server Role

	Task
	Check

	Implement best practices for disaster recovery. For more information, see Best Practices for Minimizing the Impact of a Disaster.
	[      ]

	Configure the spam confidence level (SCL) Junk E-Mail folder threshold. To do this, follow the steps on the End-to-End Scenario tab. For more information, see How to Configure Anti-Spam Features on a Mailbox.
	[      ]

	Configure messaging records management (MRM). To do this, follow the steps on the End-to-End Scenario tab. For more information about messaging records management, see Managing Messaging Records Management.
	[      ]


Client Access Server Role

	Task
	Check

	Configure Microsoft Outlook Anywhere to provide access to Exchange using Office Outlook 2007 or Office Outlook 2003 clients from outside of the corporate network. For more information, see How to Enable Outlook Anywhere.
	[      ]

	Verify that Microsoft Office Outlook 2007 AutoDiscover is enabled and configured correctly. For more information, see Managing Autodiscover.
	[      ]


Hub Transport Server Role

	Task
	Check

	Read about how to protect your Exchange servers by using Microsoft Forefront Security for Exchange Server. For more information, see New Antivirus and Anti-spam Products for Exchange 2007.
	[      ]

	Replicate safelist aggregation data. For more information, see How to Configure Safelist Aggregation..
	[      ]

	Create an alias and mailbox for quarantine message delivery. To do this, follow the steps on the End-to-End Scenario tab. For more information, see Configuring and Managing Spam Quarantine.
	[      ]


Unified Messaging Server Role

	Task
	Check

	Enable out dialing. To do this, follow the steps on the End-to-End Scenario tab. 
	[      ]

	Enable mutual-TLS between IP/VoIP gateways or IP/PBXs and an Exchange Unified Messaging (UM) server. To do this, follow the steps on the End-to-End Scenario tab. For more information, see Understanding Unified Messaging VoIP Security.
	[      ]

	Create and configure a UM auto attendant. For more information, see How to Create a New Unified Messaging Auto Attendant.
	[      ]


Edge Transport Server Role

	Task
	Check

	Learn about anti-spam and antivirus features in Exchange 2007. For more information, see Anti-Spam and Antivirus.
	[      ]

	Configure anti-spam and antivirus features. For more information, see Managing Anti-Spam and Antivirus Features.
	[      ]

	Read about how to protect your Exchange servers by using Microsoft Forefront Security for Exchange Server. For more information, see New Antivirus and Anti-spam Products for Exchange 2007.
	[      ]

	Enable the Microsoft Exchange Anti-spam Update Service. To do this, follow the steps on the End-to-End Scenario tab. For more information, see How to Configure Anti-spam Automatic Updates.
	[      ]

	Configure the list of internal Simple Mail Transfer Protocol (SMTP) servers. To do this, follow the steps on the End-to-End Scenario tab. For more information, see Set-TransportConfig.
	[      ]

	Replicate safelist aggregation data. For more information, see Safelist Aggregation.
	[      ]

	Create an alias and mailbox for quarantine message delivery. To do this, follow the steps on the End-to-End Scenario tab. For more information, see Configuring and Managing Spam Quarantine.
	[      ]


For More Information

For information about the required configuration steps on the Finalize Deployment tab in the Exchange Management Console, see Finalize Deployment Tasks.

For information about additional post-installation configuration tasks that are not listed on the tabs in the Exchange Management Console but are recommended after you install Exchange 2007, see Additional Post-Installation Tasks.

How to Configure Connectors for Internet Mail Flow

This topic explains how to use the Exchange Management Console or the Exchange Management Shell to configure Send connectors and Receive connectors on Microsoft Exchange Server 2007 transport servers for Internet mail flow.

This topic explains how to configure connectors for the following Internet mail flow scenarios:


You send and receive Internet e-mail by relaying through a subscribed Edge Transport server. A subscribed Edge Transport server has been subscribed to the Exchange organization. The Microsoft Exchange EdgeSync service that is running on the Hub Transport servers periodically synchronizes recipient and configuration data to the ADAM instance on the Edge Transport server.


You send and receive Internet e-mail by relaying through Microsoft Exchange Hosted Services or other third-party Simple Mail Transfer Protocol (SMTP) gateway servers.


You send and receive Internet e-mail directly by the Hub Transport server.

Before You Begin

Verify that your organization meets the prerequisites for each scenario. The prerequisites for each scenario are specified in the individual procedures. 

Verify that the account that you use to perform these procedures is delegated the required administrative role. The following administrative roles are required:


To create a Send connector, the account you use must be delegated the Exchange Organization Administrator role.


To create a Receive connector, the account you use must be delegated the Exchange Server Administrator role and local Administrators group for the server where you will create the connector.

Internet Mail Flow through a Subscribed Edge Transport Server

To establish Internet mail flow for this scenario, you subscribe the Edge Transport server to an Active Directory directory service site. This is the recommended method for establishing Internet mail flow. After the Edge Subscription is created, the Microsoft Exchange EdgeSync service that is running on the Hub Transport server role in that site synchronizes information from Active Directory to the Active Directory Application Mode (ADAM) instance on the Edge Transport server. This process automatically creates the following Send connectors, which are required for Internet mail flow:


A Send connector that is configured to send e-mail to all Internet domains.


A Send connector that is configured to send e-mail from the Edge Transport server to the Hub Transport server.

Before you start this procedure, verify that the following prerequisites are met:


Authoritative domains are configured on the Hub Transport server.


E-mail address policies are configured on the Hub Transport server.


Network communications over the secure LDAP port 50636/TCP are enabled through the firewall that separates your perimeter network from the Exchange organization.


To establish mail flow to and from the Internet through a subscribed Edge Transport server, follow these steps:

1.
Run the New-EdgeSubscription cmdlet on the Edge Transport server to export the Edge Subscription file.

2.
Run the New-EdgeSubscription cmdlet on the Hub Transport server to import the Edge Subscription file. 

3.
Run the Start-EdgeSynchronization cmdlet on the Hub Transport server to immediately start synchronization of configuration data.

The following procedure establishes Internet mail flow to and from the Exchange organization through a subscribed Edge Transport server. You must perform this procedure for each Edge Transport server that will process Internet e-mail. For more information about this scenario, see Subscribing the Edge Transport Server to the Exchange Organization.
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To subscribe an Edge Transport server to create Send connectors between an Edge Transport server and the Internet

	1.
On the Edge Transport server, run the following command:

New-EdgeSubscription -FileName "C:\<EdgeSubscriptionInfo>.xml"

For detailed information about this step, see How to Export an Edge Subscription File.

2.
Copy the resulting XML file to the Hub Transport server. On the Hub Transport server, run the following command:

New-EdgeSubscription -filename "C:\EdgeSubscriptionInfo.xml" -CreateInternetSendConnector $true -CreateInboundSendConnector $true -site "Default-First-Site-Name"
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Note: 

By default, the value of the CreateInternetSendConnector parameter and CreateInboundSendConnector parameter is $True. You do not have to provide these parameters if you want to use the default configuration. They are shown here for illustration only.

For detailed information about this step, see How to Import the Edge Subscription File.


For detailed syntax and parameter information, see EdgeSync Cmdlets.

You don't have to create Receive connectors for this scenario. The default Receive connector on the Edge Transport server is the only Receive connector that is required. However, you may want to modify the configuration of the default Receive connector to bind it to only the external network adapter. Then, you can create an additional Receive connector that is bound to only the internal network adapter and configure it to receive connections from the Exchange organization. For more information, see Configuring Edge Transport Server Connectors.

Internet Mail through Exchange Hosted Services or a Third-Party SMTP Gateway

Exchange Hosted Services is a set of four distinct hosted services:


Hosted Filtering, which helps organizations protect themselves from e-mail-borne malware


Hosted Archive, which helps organizations satisfy retention requirements for compliance


Hosted Encryption, which helps organizations encrypt data to preserve confidentiality


Hosted Continuity, which helps organizations preserve access to e-mail during and after emergency situations

These services integrate with any on-premise Exchange servers that are managed in-house or Hosted Exchange e-mail services that are offered through service providers. For more information about Exchange Hosted Services, see Microsoft Exchange Hosted Services.

To establish Internet mail flow through Exchange Hosted Services or a third-Party SMTP gateway, you create a Send connector and a Receive connector between the Hub Transport servers in the Exchange organization and the external SMTP servers that process and route Internet e-mail.

The following authentication methods can be used in this scenario:


Basic authentication   The Exchange Hub Transport servers and the external SMTP servers authenticate by using Basic authentication. A user name and password is required. This authentication method is unavailable for Exchange Hosted Services.


Externally secured   The network connection between the Hub Transport servers and the external SMTP servers is secured by using a method that is external to Exchange. 

Before you start this procedure, verify that the following prerequisites are met:


If you are using Basic authentication, a domain account must exist in the Active Directory forest to use for Basic authentication. For example, create a domain user account that has the universal principal name (UPN) smtpgateway@Contoso.com as the credentials that must be used for authentication by the SMTP gateway when delivering mail to the Exchange servers in the Contoso domain.


If you are using Basic authentication over TLS, the target server must be configured to use an X.509 certificate that contains a fully qualified domain name (FQDN) that is the same as the FQDN of the Receive connector.


If you are using external authentication, a trusted network connection must exist between the Hub Transport server and the SMTP gateway server. This connection can be an IPsec association or virtual private network (VPN). Alternatively, the servers may reside in a trusted physically controlled network.

To establish mail flow to and from the Internet through Exchange Hosted Services or a third-party SMTP gateway, follow these steps:

1.
Create a Send connector on the Hub Transport server to send e-mail to Exchange Hosted Services or the third-party SMTP gateway.

2.
Create a Receive connector on the Hub Transport server to receive e-mail from Exchange Hosted Services or the third-party SMTP gateway.
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Note: 

This step is optional. An additional Receive connector is only required if you are using external authentication. If Basic authentication is used, the default Receive connector will accept e-mail submissions from the authenticated SMTP gateway.

3.
Configure the external SMTP gateway server to route and process e-mail to and from your Hub Transport servers.
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Note: 

For more information about how to configure the external SMTP gateway to route and process e-mail to and from your Hub Transport servers, see Microsoft Exchange Hosted Services or the documentation for the third-party SMTP gateway as appropriate. Documentation of these procedures is outside the scope of this topic.

The following procedure establishes Internet mail between an Exchange 2007 Hub transport server in the Contoso.com Active Directory forest and an external SMTP gateway.
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To create Internet connectors that are configured to send e-mail between an Exchange 2007 Hub Transport server and an external SMTP gateway by using Basic authentication

	
To use the Exchange Management Console to create the Send connector from Contoso.com to the Internet through an external SMTP gateway, follow these steps:

a.
Open the Exchange Management Console. Expand Organization Configuration, click Hub Transport, and then, in the action pane, click New Send connector.

b.
On the New SMTP Send Connector wizard Introduction page, in the Name field, type a unique name for the connector.

c.
From the Select the intended use for this connector drop-down list, select Custom, and then click Next.

d.
On the Address Space page, click Add. In the Add Address Space dialog box, type "*" for the name of the remote SMTP domain, and then click Next.

e.
On the Network Settings page, only the Route all mail through the following smart hosts: setting can be selected. Click Add.

f.
In the Add Smart Host dialog box, in the IP address or Fully qualified domain name (FQDN) field, type the IP address or FQDN of the external SMTP gateway server, and then click OK. To specify more than one SMTP gateway as a smart host, click Add and enter additional IP addresses or FQDNs, and then click Next.

g.
On the Smart host security settings page, select Basic Authentication or Basic Authentication over TLS, type the user name and password that will be used to authenticate the connection, and then click Next.

h.
On the Source Server page, click Add. In the Select Hub Transport and subscribed Edge Transport servers dialog box, select one or more Hub Transport servers in your organization, click OK, and then click Next.

i.
On the New Connector page, click New, and then on the Completion page, click Finish.


To use the Exchange Management Shell to create the Send connector from Contoso.com to the Internet through the external SMTP gateway and to use basic authentication over TLS, run the following commands. The first command stores the credentials that will be used for authentication. The second command creates the Send connector.

First, run the following command:

$mycred = get-credential

Then, in the dialog box that appears, enter the credentials for the user account on the external SMTP gateway server. Enter the user name and provide the user's password. Click OK, and then run the following command:

New-SendConnector -Name "SMTPInternetGateway" -AddressSpaces "*" -SmartHosts "smtpgateway1.contoso.com, smtpgateway2.contoso.com" -SmartHostAuthMechanism BasicAuth,BasicAuthRequireTLS -AuthenticationCredential $mycred -SourceTransportServers "HubA.Contoso.com, HubB.Contoso.com" -DNSRoutingEnabled $false
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To create Internet connectors that are configured to send e-mail between an Exchange 2007 Hub Transport server and an external SMTP gateway by using external authentication 

	1.
Create a Send connector by using one of the following methods:


To use the Exchange Management Console to create the Send connector from Contoso.com to the SMTP gateway, follow these steps:

a.
Open the Exchange Management Console. Expand Organization Configuration, click Hub Transport, and then in the action pane, click New Send connector.

b.
On the New SMTP Send connector wizard Introduction page, in the Name field, type a unique name for the connector. From the Select the intended use for this connector drop-down list, select Internal, and then click Next.

c.
On the Address Space page, click Add. In the Add Address Space dialog box, type "*", and then click Next.

d.
On the Network Settings page, only the Route all mail through the following smart hosts: setting can be selected. Click Add. 

e.
In the Add Smart Host dialog box, in the IP address or Fully qualified domain name (FQDN), type the IP address or FQDN of the SMTP gateway server, and then click OK. To specify more than SMTP gateway server as a smart host, click Add and enter additional IP addresses or FQDNs, and then click Next.

f.
On the Smart host security settings page, select Externally Secured (for example with IPsec), and then click Next.

g.
On the Source Server page, click Add. In the Select Hub Transport and subscribed Edge Transport servers dialog box, select one or more Hub Transport servers in your organization, click OK, and then click Next.

h.
On the New Connector page, click New, and then on the Completion page, click Finish.


To use the Exchange Management Shell to create the Send connector from Contoso.com to the external SMTP gateway, run the following command:

New-SendConnector -Name "ToInternetGateway" -Usage Internal  -AddressSpaces "*" -SmartHosts "SMTPGateway1.contoso.com, SMTPGateway2.contoso.com" -SmartHostAuthMechanism ExternalAuthoritative -SourceTransportServers "HubA.Contoso.com, HubB.Contoso.com" -DNSRoutingEnabled $false

2.
Create a new Receive connector by using one of the following methods:


To use the Exchange Management Console to create the Receive connector for Contoso.com to receive mail from an external SMTP gateway, follow these steps:

a.
Open the Exchange Management Console. Expand Server Configuration, click Hub Transport, and then in the action pane, click New Receive Connector.

b.
On the New SMTP Receive Connector wizard Introduction page, in the Name field, type a unique name for the connector. 

c.
From the Select the intended use for this connector drop-down list, select Internal, and then click Next.

d.
On the Remote Network settings page, delete the all network ranges entry, and then click Add. 

e.
In the Add IP Address(es) of Remote Servers dialog box, type the IP address of the external SMTP gateway server, click OK, and then click Next.

f.
On the New Connector page, click New, and then on the Completion page, click Finish.

To modify the authentication method that is used for this connector, follow these steps:

a.
In the task pane, select the Receive connector that you want to modify, and then in the action pane, click Properties.

b.
Click the Authentication tab. Clear the check boxes for Basic Authentication and Exchange Server, select Externally Secured (for example with IPsec), and then click OK.

To use the Exchange Management Shell to create the Receive connector for Contoso.com to receive mail from an external SMTP gateway, run the following command:

New-ReceiveConnector -Name "FromInternetGateway" -Server HubA -Usage Internal -RemoteIPRanges <IP address of the SMTP gateway servers> -AuthMechanism ExternalAuthoritative




Internet Mail Flow Directly through a Hub Transport Server

To establish Internet mail flow directly through a Hub Transport server, you create a Send connector that routes e-mail to the Internet. Also, you modify the configuration of the default Receive connector to accept e-mail from the Internet. In this scenario, the Exchange 2007 Hub Transport server can be reached directly through the Internet. We don't recommend this topology because it increases security risks by exposing to the Internet the Exchange 2007 server and all roles installed on that server. We recommend that you implement a perimeter network-based SMTP gateway, such as the Edge Transport server, instead.
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Note: 

You can install the anti-spam agents on the Hub Transport server role by using the Install-AntiSpamAgents.ps1 script. This script is located in the %system drive%/Program Files/Microsoft/Exchange Server/Scripts folder. After you run this script, all the anti-spam agents are installed and enabled, and the Anti-spam tab is available in the Exchange Management Console for Hub Transport servers. We recommend that you install the anti-spam agents if you select this topology so that the Hub Transport server can provide anti-spam protection for the Exchange organization.

To establish mail flow to and from the Internet through a Hub Transport server, follow these steps:

1.
Create a Send connector on the Hub Transport server to send e-mail to the Internet.

2.
Modify the default Receive connector to allow anonymous connections.

3.
Register MX resource records for all accepted domains in a public domain name system (DNS) server.
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Note: 

Consult the documentation of your DNS provider for information about how to register MX records for your domain. Detailed procedures about how to complete this step are outside the scope of this topic.

4.
Configure network gateways to route SMTP traffic to and from the Hub Transport server.
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Note: 

Consult the documentation for your network routers and firewalls for information about how to route SMTP traffic to and from the Hub Transport server. Detailed procedures about how to complete this step are outside the scope of this topic.

The following procedure establishes mail flow directly between an Exchange 2007 Hub Transport server in the Contoso.com Active Directory forest and the Internet.
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To create a Send connector on a Hub Transport server that is configured to send e-mail directly to the Internet


To use the Exchange Management Console to create the Send connector from Contoso.com to the Internet, follow these steps:

a.
Open the Exchange Management Console. Expand Organization Configuration, click Hub Transport, and then in the action pane, click New Send connector.

b.
On the New SMTP Send connector wizard Introduction page, in the Name field, type a unique name for the connector. From the Select the intended use for this connector drop-down list, select Internet, and then click Next.

c.
On the Address Space page, click Add. In the Add Address Space dialog box, type "*", and then click Next.

d.
On the Network Settings page, select Use Domain Name System (DNS) to route mail automatically. Select the check box to Use External DNS Lookup settings. Click Next. 

[image: image401.png]


Note: 

For more information about how to configure external DNS lookup settings, see Configuring Transport Server Properties.

e.
On the Source Server page, click Add. In the Select Hub Transport and subscribed Edge Transport servers dialog box, select one or more Hub Transport servers in your organization, click OK, and then click Next.

f.
On the New Connector page, click New, and then on the Completion page, click Finish.


To use the Exchange Management Shell to create the Send connector from Contoso.com to the Internet, run the following command:

New-SendConnector -Name "Internet" -Usage Internet -AddressSpaces "*" -SourceTransportServers "HUB01.contoso.com" -DNSRoutingEnabled:$true -UseExternalDNSServersEnabled:$true
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To modify the configuration of the default Receive connector on a Hub Transport server to receive e-mail directly from the Internet

	
To use the Exchange Management Console to modify the default Receive connector for Contoso.com to accept anonymous e-mail from the Internet, follow these steps:

a.
Open the Exchange Management Console. Expand Server Configuration, click Hub Transport, and in the work pane under the Receive Connectors tab, select the Default Server Name connector. In the action pane, click Properties.

b.
In Connector Properties, select the Permissions tab.

c.
Select Anonymous Users to add anonymous permissions. Click OK.


To use the Exchange Management Shell to modify the default Receive connector for Contoso.com to receive mail from the Internet, run the following command:

Set-ReceiveConnector -Name "Default Server Name" -Server HubA -PermissionGroups AnonymousUsers,ExchangeUsers,ExchangeServers,ExchangeLegacyServers




For More Information

For more information, see the following topics:


Send Connectors

Receive Connectors

New-SendConnector

New-ReceiveConnector

Exchange 2007 Transport Permissions Model

Microsoft Exchange Hosted Services
Deploying Outlook Anywhere

The Outlook Anywhere feature for Microsoft Exchange Server 2007 lets users connect to their Microsoft Exchange information from any location by using the Internet. This feature eliminates the need to use a virtual private network (VPN) to access computers that are running Exchange 2007 or Microsoft Exchange Server 2003 from outside an organization's network. You do this by using the RPC over HTTP Windows networking technology. This technology wraps remote procedure calls (RPCs) with an HTTP layer. This allows the traffic to traverse network firewalls without requiring RPC ports to be opened.

By default, when you install the Client Access server role on a computer that is running Exchange 2007, Outlook Anywhere is not enabled. Additionally, there are several post-installation tasks that you might have to perform after you enable Outlook Anywhere, based on your topology.

Deploying Outlook Anywhere for Exchange 2007

To enable Outlook Anywhere, you must follow these steps in order:

1.
Install a valid Secure Sockets Layer (SSL) certificate from a certification authority (CA) that is trusted by Outlook clients.

2.
Install the Windows RPC over HTTP proxy component.

3.
Enable Outlook Anywhere on an Exchange 2007 Client Access server by using the Enable Outlook Anywhere Wizard.

4.
Configure Exchange services, such as the Availability service, for external access. For more information, see How to Configure Exchange Services for the Autodiscover Service.

When you install Exchange 2007, you can install a default SSL certificate that is created by Exchange Setup. However, this certificate is not a trusted SSL certificate and will not work for Outlook Anywhere.

Outlook Anywhere uses the Autodiscover service to provide the external URLs for the Exchange services such as the Availability service and the offline address book. After you configure your Exchange 2007 deployment for Outlook Anywhere, you must configure the external URLs for these services for your Outlook 2007 clients to access these services from the Internet.

Deployment Options for Outlook Anywhere

When you deploy Outlook Anywhere, you have several deployment options. The option that you choose depends on your current messaging environment. 

Generally, when you deploy Exchange 2007, we recommend that you start by deploying Client Access servers. Client Access servers provide Outlook Anywhere access to clients that are running Microsoft Office Outlook 2007 or RPC over HTTP access to clients that are running Outlook 2003. Access is provided to Exchange 2007 servers that have the Mailbox server role installed or to Exchange 2003 back-end servers that have been enabled for RPC over HTTP.

Table 1 describes the Client Access server deployment options that you can choose from. It shows which clients you can use with the various versions of Microsoft Exchange.

Table 1   Outlook Anywhere deployment options

	Mailbox location
	Deployment details

	Exchange 2007 servers that have the Mailbox server role installed
	Client Access servers can provide Outlook Anywhere access for Outlook 2007 and Outlook 2003 to Exchange 2007 servers that have the Mailbox server role installed. However, Outlook 2007 clients will be unable to use the Autodiscover service to automatically configure their profiles for Outlook Anywhere. For more information, see How to Enable Outlook Anywhere.

	Exchange 2003 back-end servers that are running Exchange 2003 Service Pack 1 (SP1) or a later version
	Client Access servers can provide access to Exchange 2003 back-end servers that are running SP1 or a later version for Outlook 2007 and Outlook 2003. After you enable the Client Access server for Outlook Anywhere, you can enable any new Exchange 2003 back-end servers for RPC over HTTP access by using Exchange System Manager in Exchange 2003. Existing servers that are enabled for RPC over HTTP will not require additional changes. For more information, see How to Configure Outlook Anywhere with Exchange 2003.

	Exchange 2003 back-end servers
	Client Access servers can provide access to Exchange 2003 back-end servers that are not running SP1 or a later version. However, you must manually manage your servers. This means that you must manually edit the registry to provide access to Outlook 2007 and Outlook 2003 clients. If you must support a combination of Exchange 2003 back-end servers that are running SP1 or a later version and Exchange 2003 back-end servers that are not running SP1 or a later version, you must manually edit the registry to enable Outlook Anywhere. For more information, see How to Configure Outlook Anywhere with Exchange 2003.


Single Server Installations for Outlook Anywhere

You can deploy the Client Access server role and the Mailbox server role on a single computer that is running Exchange 2007. This kind of installation is referred to as a single server deployment. To use Outlook Anywhere in this deployment scenario, you must restart the server after you see the event that reads "MSExchange RPC over HTTP Autoconfig Event ID: 3002". For more information about this and other events, see the Events and Errors Message Center.

For More Information

For more information about Outlook Anywhere for Exchange 2007, see the following topics:


Overview of Outlook Anywhere

Managing Outlook Anywhere
Additional Post-Installation Tasks

This topic provides a checklist of the optional tasks to perform after you install Microsoft Exchange Server 2007. Before you perform these tasks, be sure that you have completed the tasks on the Finalize Deployment tab in the Exchange Management Console. The tasks in this topic are optional, depending on the features you want to enable in your organization. We recommend that you perform all the tasks that apply to your organization.

All Server Roles

	Task
	Check

	Verify your Exchange 2007 installation. You should review the setup logs, verify the folder structure of Exchange files, verify the tools installed, and check that the required Exchange services are started. For more information about verifying your installation, see Verifying an Exchange 2007 Installation.
	[      ]

	Use the Security Configuration Wizard to reduce the susceptibility of Microsoft Windows environments to exploitation of security vulnerabilities. For more information, see Using the Security Configuration Wizard to Secure Windows for Exchange Server Roles.
	[      ]


Hub Transport Server Role

	Task
	Check

	Verify the default configuration of the Hub Transport server agent. For more information, see Verifying the Default Configuration of the Hub Transport Server Agents.
	[      ]

	Delegate the Organization Administrator role to the users and groups that will administer transport rules, journaling, and Send connectors. For more information, see Setting Administrator Permissions for the Hub Transport Server Role.
	[      ]

	Delegate the Server Administrator role for each server to the users and groups that will administer Receive connectors. For more information, see Setting Administrator Permissions for the Hub Transport Server Role.
	[      ]

	Run the Exchange Server Mail Flow Analyzer to verify mail flow. For more information, see Using the Toolbox.
	[      ]

	Establish the e-mail address to which journal reports are sent, and configure journal rules to specify the users and groups whose messages should be journaled based on the scope of distribution. For more information, see How to Create a New Journal Rule.
	[      ]

	Configure the transport rules that you want to implement to support your organization's policies. For more information, see How to Create a New Transport Rule.
	[      ]

	If you installed Exchange 2007 in an organization that has servers running Exchange Server 2003 or Exchange 2000 Server, you must understand how to configure the versions of Exchange to coexist. For more information, see Coexisting with Exchange Server 2003 and Exchange 2000 Server.
	[      ]


Client Access Server Role

	Task
	Check

	Enable the Client Access server for Post Office Protocol version 3 (POP3) and Internet Message Access Protocol Version 4rev1 (IMAP4) if you plan to let clients use POP3 or IMAP4. For more information about how to enable a Client Access server for POP3 and IMAP4, see Enabling POP3 and IMAP4 on a Client Access Server.
	[      ]

	Increase security for communications between clients and the Client Access server and between the Client Access server and other servers.

 For more information about how to help secure the Client Access server messaging environment, see Managing Client Access Security.
	[      ]


Mailbox Server Role

	Task
	Check

	If you plan to install the Mailbox server role in a clustered scenario, configure the active cluster node. For more information, see How to Install the Mailbox Server Role on the Active Node and How to Install the Mailbox Server Role on the Passive Node.
	[      ]

	Configure permissions using the Exchange administrator roles. For more information, see Configuring Permissions.
	[      ]

	Create and configure additional storage groups and databases. For more information, see Managing Storage Groups and Databases.
	[      ]

	Create mailboxes for users in your organization. For more information, see Managing Mailboxes.
	[      ]

	Move mailboxes from an existing Exchange server. For more information, see Moving Mailboxes.
	[      ]

	Configure public folders. For more information, see Managing Public Folders.
	[      ]

	Configure additional compliance features. For more information, see Managing Transport Policy and Compliance Features.
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Note: 

If you have not already done so, you should also configure messaging records management (MRM). For more information, see Managing Messaging Records Management.
	[      ]

	Configure backups for disaster recovery. For more information, see Disaster Recovery.
	[      ]

	Configure Calendar Concierge features. For more information, see Managing Meeting Items.
	[      ]

	Configure Out of Office features. For more information, see Managing the Out of Office Feature.
	[      ]


Unified Messaging Server Role

	Task
	Check

	Configure additional Unified Messaging (UM) servers. To add a UM server to an existing dial plan, see How to Add a Unified Messaging Server to a Dial Plan. To add a UM server that will be in a new dial plan, see the following topics:


How to Create a New Unified Messaging Dial Plan

How to Create a New Unified Messaging IP Gateway

How to Add a Unified Messaging Server to a Dial Plan

How to Enable a User for Unified Messaging
	[      ]

	Create and configure UM mailbox policies. For more information, see How to Create a New Unified Messaging Mailbox Policy.
	[      ]

	Create and configure UM hunt groups. For more information, see How to Create a New Unified Messaging Hunt Group.
	[      ]


Edge Transport Server Role

	Task
	Check

	Verify the default configuration of the Edge Transport server agent. For more information, see Verifying the Default Configuration of the Edge Transport Server Agents.
	[      ]

	Set administrator permissions. For more information, see Setting Administrator Permissions for the Edge Transport Server Role.
	[      ]

	Modify the default configuration of the Active Directory Application Mode (ADAM). For more information, see How to Modify ADAM Configuration.
	[      ]


For More Information

For information about the required configuration steps on the Finalize Deployment tab in the Exchange Management Console, see Finalize Deployment Tasks.

For information about the optional configuration steps on the End-to-End Scenario tab in the Exchange Management Console, see End-to-End Scenario Tasks.

Setting Administrator Permissions for the Hub Transport Server Role

This topic provides an overview of the permissions that a user must have to administer a computer that has the Microsoft Exchange Server 2007 Hub Transport server role installed.

Hub Transport Server Role Permissions

The Hub Transport server role is deployed as a member server of an Active Directory directory service domain. You administer the Hub Transport server by using domain user accounts. You can use the Exchange Delegation Wizard or commands in the Exchange Management Shell to assign administrator roles to users and groups.

The permissions that are required to perform tasks depend on the scope of the effect of the action. Some tasks, such as configuration of a transport rule, have a global effect. This means that you configure the rule one time and every Hub Transport server in the organization enforces the rule. Tasks such as configuration of a Receive connector are performed on a per-server basis. This means that the connector is configured only on the specified server.

[image: image404.png]


Important: 

The correct transport agents must be installed and enabled on a Hub Transport server to apply global settings.
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Important: 

The Exchange Server Administrator role is delegated per server. You must delegate this role for each server that a user will administer. 

Permissions That Are Required to Administer the Hub Transport Server

Table 1 lists the common administrative tasks that are performed on the Hub Transport server and the administrator role that is required to complete each task successfully. You can use this information to delegate roles based on your administrative model.

Table 1   Administrative tasks and administrator role requirements

	Task
	Required administrator role

	Backup and restore
	Backup Operators

	Enable and disable agents
	Exchange Server Administrator 

	Configure Receive connectors
	Exchange Server Administrator 

	Configure Send connectors
	Exchange Organization Administrator

	Configure transport rules
	Exchange Organization Administrator

	View queues and messages
	Exchange View-Only Administrator

	Manage queues and messages
	Exchange Server Administrator

	Create an Edge subscription file
	Exchange Organization Administrator

	Configure remote domains
	Exchange Organization Administrator

	Configure accepted domains
	Exchange Organization Administrator

	Establish e-mail address policies
	Exchange Organization Administrator

	Configure journaling
	Exchange Organization Administrator


For More Information

For more information, see the following topics:


Add-ExchangeAdministrator

Permission Considerations

Configuring Permissions
Setting Administrator Permissions for the Edge Transport Server Role

This topic provides an overview of the permissions that a user must have to administer a computer that has the Microsoft Exchange Server 2007 Edge Transport server role installed.

Edge Transport Server Role Permissions

The Edge Transport server role is typically deployed as a stand-alone server in an organization's perimeter network, which is also known as the boundary network or screened subnet. The Edge Transport server has no domain membership. You administer the Edge Transport server by using local user accounts. You can only use local user accounts to access resources on the computer on which local user accounts are created.

When the Exchange 2007 Edge Transport server role is installed, no Exchange-specific groups are created. The Administrators local group is granted full control of the Edge Transport server. This includes the instance of Active Directory Application Mode (ADAM) on the Edge Transport server. When you log on by using an account that has Administrators local group membership, you can modify the server configuration, the status of queues and messages in transit, the security configuration of the server, and ADAM data.

You perform remote administration of Edge Transport servers by using Microsoft Windows Terminal Services. The Administrators local group is automatically granted remote logon permissions. Other user accounts must have membership in the Remote Desktop Users local group to log on to the server by using a remote desktop connection. We recommend that you create a specific user account for each user who administers an Edge Transport server. You must add these user accounts to the Administrators local group to make sure that the correct access level is granted.

Permissions That Are Required to Administer the Edge Transport Server

Table 1 lists the common administrative tasks that are performed on the Edge Transport server and the group memberships that are required to complete each task successfully. You can use this information to delegate server administration.

Table 1   Administrative tasks and group membership requirements

	Task
	Required group membership

	Backup and restore
	Backup Operators

	Enable and disable agents
	Administrators

	Configure connectors
	Administrators

	Configure anti-spam policies
	Administrators

	Configure IP Block lists and IP Allow lists
	Administrators

	View queues and messages
	Users

	Manage queues and messages
	Administrators

	Create an Edge subscription file
	Administrators


For More Information

For more information, see Configuring Permissions.

How to Modify ADAM Configuration

This topic explains how to use the ConfigureAdam.ps1 script in the Exchange Management Shell to modify the default configuration of the Active Directory Application Mode (ADAM) directory service on the Edge Transport server.
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Important: 

Do not modify the ADAM configuration of an Edge Transport server after the Edge Transport server is subscribed to the Microsoft Exchange Server 2007 organization. If you modify the ADAM configuration of a subscribed Edge Transport server, you must remove the Edge Subscription from both the Edge Transport server and the Active Directory directory service and then recreate the Edge Subscription.

Modifying ADAM Configuration

After you install the Edge Transport server role, you can use the ConfigureAdam.ps1 script that is provided with Exchange 2007 to modify the ports and directories that the ADAM directory service uses. 

The ConfigureAdam.ps1 script invokes the dsdbutil command to change the registry settings for ADAM. The dsdbutil command is a management tool for ADAM that is intended for use by experienced administrators only. 
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Caution: 

Do not modify the registry settings without using the script. Manual registry changes to the ADAM configuration make the ADAM instance unavailable.

[image: image408.png]


Caution: 

Incorrectly editing the registry can cause serious problems that may require you to reinstall your operating system. Problems resulting from editing the registry incorrectly may not be able to be resolved. Before editing the registry, back up any valuable data.

The following table lists the parameters that can be used by the ConfigureAdam.ps1 script, how each parameter is used, and the registry setting that is modified by the script. You can use one, all, or a combination of any of these parameters to modify ADAM. You must run the script by using the Exchange Management Shell.

ConfigureAdam.ps1 parameters, their use, and associated registry settings
	Parameter
	Use
	Registry setting

	Ldapport
	Use this parameter to modify the port that is used for LDAP communication. By default, the Edge Transport server uses the non-standard port 50389.
	HKEY_LOCAL_MACHINE\Software\Microsoft\Exchange\v8.0\EdgeTransportRole\AdamSettings\MsExchangeAdam\LdapPort REG_DWORD

	Sslport
	Use this parameter to modify the communication port that is used for secure LDAP communication. By default, the Edge Transport server uses the non-standard port 50636.
	HKLM\Software\Microsoft\Exchange\v8.0\EdgeTransportRole\AdamSettings\MsExchangeAdam\SslPort REG_DWORD

	LogPath
	Use this parameter to modify the location of the log files. By default, the Edge Transport server creates log files in the path C:\Program Files\Microsoft\Exchange server\Transport Roles\Data\adam.
	HKLM\Software\Microsoft\Exchange\v8.0\EdgeTransportRole\AdamSettings\MsExchangeAdam\LogFilesPath REG_SZ

	DataPath
	Use this parameter to modify the location of the directory database file. By default, the Edge Transport server stores the directory database in the path C:\Program Files\Microsoft\Exchange server\Transport Roles\Data\adam.
	HKLM\Software\Microsoft\Exchange\v8.0\EdgeTransportRole\AdamSettings\MsExchangeAdam\DataFilesPath REG_SZ


Before You Begin

Determine the settings that you will use with this command. If you modify the LDAP port or the SSL port that is used by ADAM, first verify that the selected port is not being used by another application. You can use the netstat command to view ports that are being used on the Edge Transport server.

To perform the following procedures on a computer that has the Edge Transport server role installed, you must log on by using an account that is a member of the local Administrators group on that computer.
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To use the ConfigureAdam.ps1 script to modify all ADAM configuration parameters


Open the Exchange Management Shell, and run the following command:

ConfigureAdam.ps1 -ldapport:5000 -sslport:5001 -logPath:”d:\exchange server\data\adam” -dataPath:”d:\exchange server\data\adam”
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To use the ConfigureAdam.ps1 script to modify only the LDAP port

	
Open the Exchange Management Shell, and run the following command:

ConfigureAdam.ps1 -ldapport:5000



For More Information

For more information, see the following topics:


Planning for Edge Transport Servers

Subscribing the Edge Transport Server to the Exchange Organization

How to Create a New Exchange Server Role SCW Policy
How to Apply Configuration Settings to Multiple Exchange Servers

This topic explains how to use the Exchange Management Shell to apply configuration settings to multiple Exchange servers simultaneously. 
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Note: 

You cannot use the Exchange Management Console to perform this procedure.

In Microsoft Exchange Server 2003, you could create a group of servers and assign a policy to all the servers in that group. To do this in Exchange 2003, you created a new system policy container under Administrative Groups in Exchange System Manager, and then created server policies in that container. In Exchange Server 2007, you cannot create server policies. However, you can apply configuration settings to a group of Exchange 2007 servers by using the Exchange Management Shell. Also, to enforce the settings, you can schedule your configuration settings commands to run periodically.

Before You Begin

To run the Set-MailboxServer, Set-TransportServer, Set-UMServer, and Set-ClientAccessServer cmdlets, the account you use must be delegated the following:


Exchange Server Administrator role and local Administrators group for the target server

To run the Set-TransportServer cmdlet on a computer that has the Edge Transport server role installed, you must log on by using an account that is a member of the local Administrators group on that computer.

For more information about permissions, delegating roles, and the rights that are required to administer Exchange Server 2007, see Permission Considerations.
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To use the Exchange Management Shell to apply configuration settings to multiple Exchange servers

	1.
Run the Get-ExchangeServer cmdlet and pipe the output to the Where-Object cmdlet to filter the group of servers to which you want to apply the settings. Then pipe the output of the where clause to one of the following commands:


Set-MailboxServer

Set-TransportServer

Set-ClientAccessServer

Set-UMServer
For example:

Get-ExchangeServer | where {$_.Domain -eq "contoso.com"} | Set-MailboxServer -MAPIEncryptionRequired $true

2.
(Optional) Create a script with the preceding command. The file extension for the script file must be .ps1. 

3.
(Optional) To schedule the script that you created in Step 2 to run periodically, use either the Microsoft Windows At.exe command or Windows Scheduled Tasks. If you add new servers to your organization, running the script periodically ensures that the new servers have the appropriate configuration settings applied to them.


For detailed syntax and parameter information, see the following reference topics:


Get-ExchangeServer

Set-MailboxServer

Set-TransportServer

Set-ClientAccessServer

Set-UMServer
For More Information

For more information about configuring server policies in Exchange 2003, see Configuring Exchange Server 2003 System Policies.

Using the Exchange Management Console

The new Exchange Management Console (formerly named Exchange System Manager) is a Microsoft Management Console (MMC) 3.0-based tool that provides Exchange administrators with a graphical user interface (GUI) to manage the configuration of Microsoft Exchange Server 2007 organizations. You can also add the Exchange Management Console snap-in to custom MMC-based tools.

For more information about the improvements to the Exchange Management Console, see New Administration Functionality in the Exchange Management Console.

Common User Interface Elements in the Exchange Management Console

This section describes the user interface elements that are common across the Exchange Management Console.

Figure 1   The Exchange Management Console
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Console Tree

The console tree is located on the left side of the console and is organized by nodes that are based on the server roles you have installed. These server role-based nodes are described in greater detail later in this topic.

Result Pane

The result pane is located in the center of the console. This pane displays objects based on the node that is selected in the console tree. In addition, you can filter the information in the result pane. For more information, see How to Filter the Result Pane in the Exchange Management Console.

Work Pane

The work pane is located at the bottom of the result pane. This pane displays objects based on the server role that is selected in the Server Configuration node. 
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Note: 

The work pane is available only when you select objects under the Server Configuration node, such as Mailbox or Client Access.

Action Pane

The action pane is located on the right side of the console. This pane lists the actions based on the object that is selected in the console tree, result pane, or work pane. The action pane is an extension of the shortcut menu, which is the menu that appears when you right-click an item. However, the shortcut menu is still available. To show or hide the action pane, click the Show/Hide Action Pane arrow. 

Figure 2   The Show/Hide Action Pane arrow
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The following table lists common action pane options.

	Action pane option
	Description

	View
	Click View in the action pane to modify how objects are displayed in the Exchange Management Console. The following options are available:


Add/Remove Columns
Click Add/Remove Columns to select which columns you want to display in the result pane and to change the order. The available columns depend on the node that you select. 

The Exchange Management Console automatically saves your settings. To revert to the default column view, click Restore Defaults in the Add/Remove Columns dialog box.


Save Current Filter as Default
Click Save Current Filter as Default to make the existing filter the default filter for the servers listed in the result pane. 
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Note: 

   Because you cannot filter Organization Configuration objects, this option is not available for any objects that appear in the Organization Configuration node. 


Visual Effects
Click Visual Effects to set the visual effects to be always on, never on, or automatic. Use the visual effects setting to configure the way that the Exchange wizards appear. If you notice your connection is slow when using wizards, you can turn off the visual effects for better performance. Use the Automatic setting to have the Exchange Management Console detect if your system should have visual effects on or off.


Customize 
Click Customize to select the MMC components and snap-ins to display or hide. These settings apply to the entire MMC.

For more information, see Customize View.

	Refresh
	Click Refresh to refresh the objects in the result pane and the work pane.

	Help
	Click Help to read the context-sensitive Help for the node or object that is selected.

	Properties
	Click Properties to view or edit the current configuration for the object that is selected in the result pane or work pane.
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Note: 

This option may not be available for all objects.

	Remove
	Click Remove to delete the selected object from the work pane.
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Note: 

This option may not be available for all objects.

[image: image419.png]


Important: 

When you remove a mailbox, not only the Exchange data is deleted, but the associated user account in the Active Directory directory service is deleted as well.

	Enable or Disable
	Click Enable or Disable to enable or disable the object that is selected in the result pane or work pane. Disabling an object does not delete it. 
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Note: 

These options may not be available for all objects.


Server Roles

Exchange 2007 introduces role-based deployment. Role-based deployment lets you deploy specific server roles that provide the messaging functionality that you want for your organization. A server role is a unit that logically groups the required features and components that are required to perform a specific function in your messaging environment. Exchange 2007 provides the following distinct server roles that align to how messaging systems are typically deployed and distributed:


Client Access


Edge Transport


Hub Transport


Mailbox


Unified Messaging

The Exchange Management Console is supported on all computers that have any supported combination of Exchange 2007 server roles installed. On computers that have any combination of Client Access, Hub Transport, Mailbox, and Unified Messaging server roles installed, the Exchange Management Console displays all servers in the organization and includes all console tree nodes. However, for computers that have the Edge Transport server role installed, the Exchange Management Console displays only the Edge Transport server role. 

For more information, see the following topics:


Server Roles

New Exchange Concepts and Definitions
Client Access, Hub Transport, Mailbox, and Unified Messaging Console Trees

The following table lists the Exchange Management Console nodes that are available to users when any combination of the Client Access, Hub Transport, Mailbox, and Unified Messaging server roles are installed. 

	Client Access, Hub Transport, Mailbox, and Unified Messaging Exchange Management Console nodes
	Description

	Microsoft Exchange
	Click the Microsoft Exchange node to view the Finalize Deployment and End-to-End Scenarios tabs:


Finalize Deployment   Use this tab to finalize a variety of configuration options for the server roles that you installed. The tasks on this tab are required to complete your Exchange 2007 deployment. These tasks apply to features that are enabled by default, but require additional configuration. When you click the links on the Finalize Deployment tab, you will be provided detailed information about completing your Exchange 2007 deployment. 


End-to-End Scenarios   Use this tab to configure end-to-end solutions for your Exchange 2007 organization. The optional tasks listed on this tab are feature-specific and are organized by server role. For example, the Mailbox section shows you how to configure messaging records management (MRM) for your organization. When you click the links on this tab, you will be provided with detailed information about configuring your Exchange 2007 organization.

	Organization Configuration
	Use the Organization Configuration node to configure global data for your Exchange 2007 organization. This global data applies to all servers that have a specific server role installed. These server roles are listed under the Organization Configuration node. For example, you can manage your organization's offline address book (OAB) from the Mailbox node and e-mail address policies from the Hub Transport node. 

For more information about using the Organization Configuration node, see Using the Organization Configuration Node.

	Server Configuration
	Use the Server Configuration node to configure your Exchange 2007 servers and their components (such as databases, protocols, and messaging records management).

For more information about using the Server Configuration node, see Using the Server Configuration Node.

	Recipient Configuration
	Use the Recipient Configuration node to manage the recipients in your Exchange 2007 organization. For example, you can manage your Exchange mailboxes, mail users, mail contacts, and distribution groups. 

For more information about using the Recipient Configuration node, see Using the Recipient Configuration Node.

	Toolbox
	Use the Toolbox node to access additional tools that can help you manage your Exchange 2007 organization. The Toolbox contains the Queue Viewer, Microsoft Exchange Server Best Practices Analyzer Tool, the Exchange Server Mail Flow Analyzer, and several other analysis and diagnostic tools.


Edge Transport Server Console Tree

The following table lists the Exchange Management Console nodes that are available to users when the Edge Transport server role is installed. 

	Edge Transport server console nodes
	Description

	Microsoft Exchange
	Click the Microsoft Exchange node to view the Finalize Deployment and End-to-End Scenarios tabs. Use these tabs to complete the Exchange 2007 installation and configuration tasks.

	Edge Transport
	Expand the Edge Transport node to manage your organization's perimeter network. The Edge Transport server handles all Internet-facing mail flow, providing protection against spam and viruses.

For more information about using the Edge Transport node, see Using the Edge Transport Node.

	Toolbox
	Use the Toolbox node to access additional tools that can help you manage your Exchange 2007 organization. The Toolbox contains the Microsoft Exchange Server Best Practices Analyzer Tool, the Exchange Server Mail Flow Analyzer, and several other analysis and diagnostic tools.
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Note: 

You can use the management tools to administer your Exchange organization remotely. If the computer on which you install the Exchange management tools has a 32-bit processor and 32-bit operating system, you must install the 32-bit version of the management tools. For more information about how to install the 32-bit version management tools, see How to Install the Exchange 2007 Management Tools.

For more information about using the Toolbox node, see Using the Toolbox.


For More Information

For more information about Exchange 2007 server roles, see the following topics:


Server Roles

New Exchange Concepts and Definitions
For information about other Exchange management interfaces, such as the Exchange Management Shell, see Management Interfaces.

For more information about the console tree nodes in the Exchange Management Console, see the following topics:


Using the Organization Configuration Node

Using the Server Configuration Node

Using the Recipient Configuration Node

Using the Edge Transport Node

Using the Toolbox
Using the Organization Configuration Node

Use the Organization Configuration node to configure administrative access roles for users or groups. The result pane displays a list of identities that are configured as Exchange administrators, including the administrative role and scope assigned to them. In Microsoft Exchange Server 2007, these roles are called Administrator roles and include the following:


Exchange Server Administrators


Exchange Organization Administrators group 


Exchange Recipient Administrators group


Exchange View-Only Administrators group

The scope is displayed only for the Exchange Server Administrators role. If the role is Exchange Server Administrators, the scope is the Exchange servers to which that role applies. If the role is Exchange Organization Administrators, Exchange Recipient Administrators, or Exchange View-Only Administrators, the scope is the entire organization.

If you add the Exchange Server Administrators role to a user, that user inherits the permissions that are permitted by the Exchange Server Administrators role and the Exchange View-Only Administrators role.

For more information about the Exchange 2007 permissions model, see Permission Considerations.

The Organization Configuration node contains the following sub-nodes:


Mailbox


Client Access


Hub Transport


Unified Messaging

Mailbox

The Mailbox node allows you to manage Mailbox server role settings that apply to your entire Exchange 2007 organization. You can maintain existing or create new address lists, managed custom folders, messaging records management (MRM) mailbox policies, and offline address books (OABs). 

Address Lists

Use the Address Lists tab to create and manage address lists for your organization. Address lists are a subset of recipients in your organization based on properties of the recipients. You can create new address lists by using the Exchange Management Console by selecting the New Address List wizard from the action pane. To edit an existing group, select the group in the result pane, and then click Edit in the action pane. The Edit Address List wizard will appear and walk you through the editing of the group.

Managed Default Folders

Managed default folders are folders that, by default, are located in users' mailboxes in Microsoft Office Outlook 2007. You do not have to create managed default folders. Examples of managed default folders are the Sent Items folder and the Inbox. You can see a list of all managed default folders in the Exchange Management Console. For more information about managed default folders, see Deploying Messaging Records Management. 

Managed Custom Folders

Managed custom folders are managed folders that you create for messaging records management. 

Managed custom folders are placed in users' mailboxes according to your specifications by the managed folder mailbox assistant, whenever it runs. Users can also add managed custom folders to their own mailboxes with Web services when you configure a Web page for that purpose for your organization. Managed custom folders are typically given names that reflect their intended role in users' mailboxes. For example, a managed custom folder for personal e-mail might be given the name Non-Work Related. 

For more information about managed custom folders, see Managing Messaging Records Management.

Managed Folder Mailbox Policies

Managed folder mailbox policies are used to create logical groupings of managed folders. When a managed folder mailbox policy is applied to users' mailboxes, all the managed folders that are linked to the policy are deployed in a single operation. For more information, see the following topics:


How to Create a Managed Folder Mailbox Policy

How to Apply a Managed Folder Mailbox Policy to User Mailboxes
Offline Address Book

The offline address book (OAB) provides offline access to directory information from the global address list (GAL) and from other address lists. Outlook users choose which OABs they want to download. Users who work offline connect to Exchange servers and download OABs to obtain information about other users in their organization. For more information, see Organization Configuration > Mailbox > Offline Address Book. 

Client Access

The Client Access node contains the Exchange ActiveSync Mailbox Policies tab. Use this tab to create Exchange ActiveSync mailbox policies to apply a common set of policies or security settings to a collection of users. After you deploy Exchange ActiveSync in your Exchange 2007 organization, you can create new Exchange ActiveSync mailbox policies or modify existing policies. For more information, see Understanding Exchange ActiveSync Mailbox Policies. 

Hub Transport

The Hub Transport node allows you to view and maintain the features of the Hub Transport server role. The Hub Transport server role is deployed inside your organization's Active Directory directory service. It handles all internal mail flow, applies organizational message routing policies, and is responsible for delivering messages to a recipient's mailbox. For more information, see Hub Transport Server Role: Overview. 

Remote Domain

Remote domains let you control mail flow with more precision, specify message formatting and policy, and specify acceptable character sets. After you create a remote domain, you can specify more advanced formatting, policy, and character set configurations for messages that you exchange with the remote domain. For more information, see Managing Remote Domains. 

Accepted Domain

An accepted domain is any Simple Mail Transfer Protocol (SMTP) namespace for which an Exchange organization sends and receives e-mail messages. Accepted domains include those domains for which the Exchange organization is authoritative. An Exchange organization is authoritative when it handles mail delivery for recipients in the accepted domain. Accepted domains also include domains for which the Exchange organization receives mail and then relays to an e-mail server that is outside the Active Directory forest for delivery to the recipient. For more information, see Managing Accepted Domains. 

Transport Rules

The transport rules that you configure on one Hub Transport server are applied through Active Directory to all other Hub Transport servers in the Exchange 2007 organization. The transport rules that you configure on an Edge Transport server are applied only to e-mail messages that pass through that specific Edge Transport server. For more information, see Overview of Transport Rules. 

Journaling

The Journaling agent is a compliance-focused agent that you can configure to journal e-mail messages that are sent or received in the Exchange 2007 organization. A journal rule can be applied to all e-mail, or scoped to apply to just internal or external e-mail. For more information, see Overview of Journaling. 

Send Connectors

A Send connector controls outgoing connections from the organization. Send connectors are not scoped to a single computer. In Active Directory or in Active Directory Application Mode (ADAM), a Send connector is created as an object in a connector's container. More than one source server can be set on a connector. The source servers are the Hub Transport servers that are associated with that connector for sending messages. You can also select an Edge Subscription file as a source server entry. If there is a Send connector that is configured to send mail to an external domain, when any Hub Transport server in the organization routes mail to that domain, the messages will be delivered to a source server for that connector for relay to the destination domain. For more information, see Send Connectors. 

Edge Subscription

Edge Subscription files allow for replication of configuration data from Active Directory to the local ADAM instance on the Edge Transport server. If you are installing more than one Edge Transport server, each server requires a separate Edge Subscription file. For more information, see Managing Edge Subscriptions. 

Unified Messaging

Use this node to manage Unified Messaging (UM) server role settings that apply to your entire Exchange 2007 organization. You can maintain existing or create new UM dial plans, UM IP gateways, UM mailbox policies, and UM auto attendants. For more information, see Unified Messaging. 

UM Dial Plan

The UM dial plan is an Active Directory container object that logically represents sets or groupings of Private Branch eXchanges (PBXs) that share common user extension numbers. In practical terms, users' extensions that are hosted on PBXs share a common extension number. Users can dial each others telephone extensions without appending a special number to the extension or dialing a full telephone number. A UM dial plan is a logical representation of a telephony dial plan. For more information, see Managing Unified Messaging Dial Plans. 

UM IP Gateway

The UM IP gateway is a container object that logically represents a physical IP/VoIP gateway hardware device. Before the IP/VoIP gateway can be used to process UM calls, the IP/VoIP gateway must be represented by an object in Active Directory. For more information, see Managing Unified Messaging IP Gateways. 

UM Mailbox Policies

UM Active Directory mailbox policies are required when you enable users for Exchange 2007 UM. They are useful for applying and standardizing UM configuration settings for UM-enabled users. You create UM mailbox policies to apply a common set of policies or security settings to a collection of UM-enabled mailboxes. You use UM mailbox policies to set UM settings for UM-enabled users, such as personal identification number (PIN) policies, dialing restrictions, and other general UM mailbox policy properties. For more information, see Managing Unified Messaging Mailbox Policies. 

UM Auto Attendant

The Unified Messaging Auto Attendant tab enables you to create one or more UM auto attendants depending on the needs of your organization. UM auto attendants can be used to create a voice menu system for an organization that lets external and internal callers navigate the UM auto attendant menu system to locate and place or transfer calls to company users or departments in an organization. For more information, see Managing Unified Messaging Auto Attendants. 

Using the Server Configuration Node

Use the Server Configuration node to view a list of all the servers in your Exchange organization and perform server role-specific tasks. In Exchange 2007, you can view the role, version, edition, product ID, cluster status, last modified time, and site for each server in the results pane. For more information about how to view these columns in the results pane, see How to Customize the Exchange Management Console.

The nodes that appear under Server Configuration show only the Exchange servers that have a particular server role installed. The Server Configuration node contains the following sub-nodes:


Mailbox


Client Access


Hub Transport


Unified Messaging

Mailbox

Use the Mailbox node under Server Configuration to display a list of all servers in the organization that have the Mailbox server role installed and to perform actions specific to that server role. The Database Management tab in the work pane lists all the storage groups and databases that exist on the selected server. A mailbox database is an Exchange database that contains user mailboxes. For more information, see Server Configuration > Mailbox > Mailbox Database. 

Client Access

Use the Client Access server node to view and maintain the settings for Microsoft Outlook Web Access, Exchange ActiveSync, and the offline address book (OAB). 

Outlook Web Access

When you install the Client Access server role on a computer that is running Microsoft Exchange Server 2007, you enable Outlook Web Access by default. Outlook Web Access lets you access your Exchange 2007 mailbox from any Web browser. Four default virtual directories are created to enable Web access to content on Exchange servers. For more information, see Overview of Outlook Web Access.

Exchange ActiveSync

Exchange ActiveSync enables mobile device users to access their e-mail messages, calendar, contacts, and tasks, and to continue to be able to access this information while they work offline. Use the Exchange ActiveSync tab to configure authentication for increased security. For more information, see Managing Exchange ActiveSync. 

Offline Address Book Distribution

Use the Offline Address Book Distribution tab to configure how your offline address book is distributed to Microsoft Outlook clients. You can configure the distribution points as a public folder in Outlook, or as a Web site where clients can download the offline address book. 

Hub Transport

Use the Hub Transport node under Server Configuration to display a list of all servers in the organization that have the Hub Transport server role installed and to perform actions specific to that server role. For more information, see Hub Transport Server Role: Overview.

Receive Connectors

Use the Receive Connectors tab to display SMTP Receive connectors, which are the gateway through which messages are received by an Exchange 2007 transport server. By default, the Receive connectors that are required for mail flow from the Internet and between the Hub Transport server and the Edge Transport server are created when those roles are installed. For more information, see Receive Connectors.

Unified Messaging

Use the Unified Messaging Server node to configure voice messaging, fax, and e-mail messaging into one store that users can access from a telephone and a computer. Exchange 2007 Unified Messaging integrates Microsoft Exchange with telephony networks and brings the Unified Messaging features to the core of Microsoft Exchange. For more information, see Unified Messaging Server Role: Overview. 

To focus on a set of servers that have specific attributes, you can use a variety of expressions to filter the server list that appears in the result pane. For more information about filters, How to Filter the Result Pane in the Exchange Management Console.

For more information, see the following topics:


Using the Exchange Management Console

Managing Unified Messaging

Server Roles
Using the Recipient Configuration Node

Use the Recipient Configuration node for a variety of recipient management tasks. Specifically, you can view the recipients in your Microsoft Exchange Server 2007 organization, create new recipients, and manage existing mailboxes, mail contacts, mail users, and distribution groups.

The Recipient Configuration node contains the following sub-nodes:


Mailbox


Distribution Group


Mail Contact


Disconnected Mailbox

Mailbox

Use the Mailbox node to manage mailbox users and resource mailboxes. Resource mailboxes include room and equipment mailboxes. You can create new mailboxes and remove, disable, or move existing mailboxes. You can also configure mailbox properties, enable and disable Unified Messaging (UM), and manage mobile devices. For more information, see Managing Mailboxes.

Distribution Group

Use the Distribution Group node to manage mail-enabled distribution groups (which include security groups) and dynamic distribution groups. You can create new distribution groups, and remove, disable, or configure existing distribution groups. For more information, see Managing Distribution Groups.

Mail Contact

Use the Mail Contact node to manage mail contacts. You can create new mail contacts, and delete or configure existing mail contacts. For more information, see Managing Mail Contacts.

Disconnected Mailbox

Use the Disconnected Mailbox node to view and connect disabled mailboxes. Disconnected mailboxes are retained based on the configured mailbox database limits. You will see only the mailboxes that have been disconnected within the retention period that is specified for the mailbox database. For more information, see Recipient Configuration > Disconnected Mailbox.

Modifying Recipient Configuration

In addition to using the Recipient Configuration node to manage recipient tasks, you can modify the scope by which you view recipients and modify the maximum number of participants that you want to view in the recipient list.

Modify Recipient Scope

You can set the scope to include all recipients in the forest or limit it to all recipients in a specific organizational unit (OU). The recipient scope allows the administrators to focus on all recipients that are in a specific location in the Active Directory directory service. Selecting a more limited recipient scope also reduces the number of recipients that are returned, and consequently improves the performance of the Exchange Management Console. Click Modify Recipient Scope to open the Recipient Scope dialog box. You can use this dialog box to change the scope for the recipients.

For more information about modifying the recipient scope, see Recipient Configuration > Recipient Scope. 

Modify the Maximum Number of Participants to View

By default, a maximum of 1,000 recipients is displayed. Increasing this value can be beneficial in very large environments. However, increasing the value also increases the time it takes to display the results. Depending on the size of the organization, it may have a performance impact on the domain controller to which you are connected. For more information about modifying the number of recipients, see Recipient Configuration > Modify Maximum Number of Recipients to Display option.

For More Information

For more information, see the following topics:


Server Roles

Using the Exchange Management Console
Using the Edge Transport Node

Use the Edge Transport configuration node to view and maintain the features of the Edge Transport server role. In Microsoft Exchange Server 2007, the Edge Transport server role is deployed in your organization's perimeter network as a stand-alone server. Designed to minimize the attack surface, the Edge Transport server handles all Internet-facing mail flow. This provides Simple Mail Transfer Protocol (SMTP) relay and smart host services for the Exchange 2007 organization. Additional layers of message protection and security are provided by a series of agents that run on the Edge Transport server and act on messages as they are processed by the message transport components. These agents support the features that provide protection against viruses and spam, apply transport rules to control message flow, and provide message security.

Anti-Spam Functionality

Use the Anti-spam tab to manage anti-spam and antivirus features that can help reduce the volume of spam, viruses, and malicious software, which is also referred to as malware, that enter your organization. By eliminating the bulk of the spam at the computer that has the Edge Transport server role installed, you save processing resources and bandwidth when the messages are scanned for viruses and other malware further along the mail flow path. The Anti-spam tab contains the following items to help configure your system against spam and malware:


Content filtering


IP Allow list


IP Allow List providers


IP Block list


IP Block List providers


Recipient filtering


Sender filtering


Sender ID


Sender reputation

For more information, see Anti-Spam and Antivirus. 

Receive Connectors

Use the Receive Connectors tab to configure your Receive connectors. Receive connectors are the gateway through which messages are received by an Exchange 2007 transport server. By default, the Receive connectors that are required for mail flow from the Internet and between the Hub Transport server and the Edge Transport server are created when those roles are installed. For more information, see Receive Connectors.

Send Connectors

A Send connector controls outgoing connections from the organization. Send connectors are not scoped to a single computer. In the Active Directory directory service or in the Active Directory Application Mode directory service (ADAM), a Send connector is created as an object in a connector's container. More than one source server can be set on a connector. The source servers are the Hub Transport servers that are associated with that connector for sending messages. 

You can also select an Edge Subscription as a source server entry. If there is a Send connector that is configured to send mail to an external domain, when any Hub Transport server in the organization routes mail to that domain, the messages are delivered to a source server for that connector for relay to the destination domain. For more information, see Send Connectors. 

Transport Rules

The transport rules that you configure on one Hub Transport server are applied through Active Directory to all other Hub Transport servers in the Exchange 2007 organization. The transport rules that you configure on an Edge Transport server are applied only to e-mail messages that pass through that specific Edge Transport server. For more information, see Overview of Transport Rules. 

Accepted Domains

An accepted domain is any SMTP namespace for which an Exchange organization sends and receives e-mail messages. Accepted domains include those domains for which the Exchange organization is authoritative. An Exchange organization is authoritative when it handles mail delivery for recipients in the accepted domain. Accepted domains also include domains for which the Exchange organization receives mail and then relays to an e-mail server that is outside the Active Directory forest for delivery to the recipient. For more information, see Managing Accepted Domains. 

For More Information

For more information about the Edge Transport server role, see the following topics:


Edge Transport Server Role: Overview

Edge Transport

Deploying Server Roles

Managing Transport Servers

Configuring DNS Settings for Exchange 2007 Servers
Using the Toolbox

The Toolbox is a collection of tools that are installed with Microsoft Exchange Server 2007. The Toolbox provides a central location for diagnostic, troubleshooting, and recovery activities using various Exchange tools. The tools available in the Toolbox work center are divided into two categories:


Dedicated Microsoft Management Console (MMC) 3.0   Some tools, such as the Queue Viewer, are self-hosted in an MMC console. The Exchange Management Console does not have to be running to use the MMC tools.


Independent tools   Independent tools, such as the Microsoft Exchange Server Best Practices Analyzer Tool, are not integrated with the Exchange Management Console and function as completely separate executable files when run from the Toolbox. These tools have their own Help file content. For more information about how to use the tools, refer to the individual tool Help file.

Configuration Management Tools

The Exchange Server Best Practices Analyzer automatically examines an Exchange Server deployment and determines whether the configuration is in line with Microsoft best practices. We recommend running the Exchange Server Best Practices Analyzer after you install a new Exchange server, upgrade an existing Exchange server, or make configuration changes.

For more information, see Microsoft Exchange Analyzers.

Disaster Recovery Tools

The following disaster recovery tools are available through the Exchange 2007 Toolbox:


Database Recovery Management tool


Database Troubleshooter

The Database Recovery Management and Database Troubleshooter tools utilize the same engine as the Microsoft Exchange Troubleshooting Assistant (ExTRA) to programmatically execute a set of troubleshooting steps to identify the database issues, and attempt to recover data. The Database Recovery Management tool and the Database Troubleshooter put a graphical user interface (GUI) on top of many of the command-line tools used to troubleshoot Exchange databases. The wizards draw knowledge and understanding from Microsoft Product Support Services, the Exchange product team, and best practices from the industry. You can use the wizards to recover from a database disaster, work with a recovery storage group, or recover a mailbox from a backup.

For more information, see Database Recovery Management and Database Troubleshooter Wizards.

Mail Flow Tools

The Toolbox contains the following analysis, mail flow, and diagnostic tools:


Mail Flow Troubleshooter


Message Tracking tool


Queue Viewer

Mail Flow Troubleshooter assists Exchange Server administrators in troubleshooting common mail flow problems. You will diagnose a problem by selecting the symptoms observed. Based on the symptoms, the tool walks you through the correct troubleshooting path. It shows an analysis of possible root causes and provides suggestions for corrective actions.

Message tracking is a detailed log of all message activity as messages are transferred to and from an Exchange 2007 server that has the Hub Transport server role, the Mailbox server role, or the Edge Transport server role installed. Exchange servers that have the Client Access server role or Unified Messaging server role do not have message tracking logs. Message tracking logs can be used for message forensics, mail flow analysis, reporting, and troubleshooting. 

Exchange Queue Viewer allows you to monitor mail flow and inspect queues and messages. You can also perform actions to the queuing databases such as suspending or resuming a queue, or removing messages. For more information, see Using the Queue Viewer to Manage Queues.

Performance Tools

The Toolbox contains the following performance tools:


Performance Monitor


Performance Troubleshooter

Performance Monitor is a tool you can configure to collect information about the performance of your messaging system. Specifically, you can use it to monitor, create graphs, and log performance metrics for core system functions. You can also use Performance Monitor to monitor Exchange-specific parameters, such as the number of inbound or outbound messages per hour or the number of directory lookups performed by Exchange. Performance Monitor is commonly used to view key parameters while troubleshooting performance problems. It is also used to gather baseline performance data to perform historical trend analysis and measure the impact of changes to your Exchange environment.

Performance Troubleshooter helps you to locate and identify performance-related issues that could affect an Exchange server. You will diagnose a problem by selecting the symptoms observed. Based on the symptoms, the tool walks you through the correct troubleshooting path. Performance Troubleshooter identifies possible bottlenecks and suggests corrective actions.

For more information about how to use the performance tools, refer to the System Monitor Help with the tool.

For More Information

For more information, see the following topics:


Using the Exchange Management Console

Microsoft Exchange Analyzers

Using the Queue Viewer to Manage Queues
How to Use the Queue Viewer

This topic explains how to use the Exchange Management Console to open the Exchange Queue Viewer. Use the Queue Viewer to monitor mail flow and to perform intrusive actions against the queuing database that is located on a computer that has the Microsoft Exchange Server 2007 Hub Transport server role or the Edge Transport server role installed.

Before You Begin

To use the Queue Viewer to view queues and messages, the account you use must be delegated the following:


Exchange View-Only Administrator role

To use the Queue Viewer to perform actions that modify the status of queues and messages on a computer that has the Hub Transport server role installed, the account you use must be delegated the following:


Exchange Organization Administrator role 

To use the Queue Viewer on a computer that has the Edge Transport server role installed, you must log on by using an account that is a member of the local Administrators group on that computer.

For more information about permissions, delegating roles, and the rights that are required to administer Exchange Server 2007, see Permission Considerations.
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To use the Exchange Management Console to open the Queue Viewer

	1.
Open the Exchange Management Console.

2.
Click Toolbox, click Exchange Queue Viewer, and then in the Actions pane, click Open tool.


For More Information

For more information, see the following topics:


Managing Queues

Using the Queue Viewer to Manage Queues
How to Customize the Exchange Management Console

This topic explains how to customize the Exchange Management Console. The Exchange Management Console interface is configurable in that you can show or hide items in the console window, and you can add or remove columns in the result pane and work pane.

Before You Begin

To perform this procedure, the account you use must be delegated the following:


Exchange View-Only Administrator role and local Administrators group for the target server

For more information about permissions, delegating roles, and the rights that are required to administer Exchange Server 2007, see Permission Considerations.
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To configure columns in the result pane or the work pane

	1.
In the Exchange Management Console, select an item in either the result pane or the work pane. 

2.
In the action pane, click View, and then select Add/Remove Columns. Or on the menu bar, select View, and then select Add/Remove Columns.

3.
To add columns to your current view, select the column name in the Available columns box and click Add.

4.
To remove columns from your current view, select the column name from the Displayed columns box and click Remove.

5.
To change the position in which the columns display, select a column name from the Displayed columns box, and then click the Move Up or Move Down button. 

6.
Click OK to apply your changes and close the dialog box.
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To show or hide items in the console window

	1.
In the action pane, click View, and then select Customize. Or on the menu bar, select View, and then select Customize.

2.
Select or clear the check boxes to show or hide items in the console window. Your changes will take effect immediately upon selecting or clearing the check boxes.

3.
Click OK to close the dialog box.


For More Information

For more information, see Using the Exchange Management Console.

How to Filter the Result Pane in the Exchange Management Console

This topic explains how to use the Exchange Management Console to create filters for the result pane of the Server Configuration node, Recipient Configuration node, and Edge Transport node on the console tree. You cannot create filters for the Organization Configuration node. You can use a variety of expressions to control the items that are displayed in the result pane. 
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Important: 

If the result pane contains hundreds or thousands of objects, we recommend that you create a default filter to allow the objects to display more quickly. For more information about how to set a default filter, see Step 6 of this procedure.

Before You Begin

To perform the following procedure, the account you use must be delegated the following:


Exchange View-Only Administrator role and local Administrators group for the target server

For more information about permissions, delegating roles, and the rights that are required to administer Microsoft Exchange Server 2007, see Permission Considerations.

To perform the following procedures on a computer that has the Edge Transport server role installed, you must log on by using an account that is a member of the local Administrators group on that computer.

Also, before you perform the procedure in this topic, be aware of the following:


A filter contains one or more expressions. Each expression consists of an attribute, an operator, and a value. The attributes vary depending on the items for which you are creating the filter. For example, you can filter mailboxes based on attributes such as Alias and Display Name.


The list of operators that are available is based on the attribute you select. For example, when you are filtering recipients, the Display Name attribute can have Starts With as an operator.


The list of acceptable values is also based on the attribute you select. Acceptable values are selected from a drop-down list, such as the Role attribute for servers. In addition, you can type the values for some attributes in the Value field, such as the Display Name attribute.


When you are building expressions for a filter, you cannot specify what is an AND or an OR expression. However, the default behavior of the filter is as follows:


Multiple expressions that use the same attribute will be considered an OR expression.


Expressions that use different attributes will be considered an AND expression.

The following figure illustrates a filter for the Mailbox node under Recipient Configuration. This filter displays all mailbox users for the server named Server01.
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To filter the result pane in the Exchange Management Console

	1.
Start the Exchange Management Console.

2.
In the result pane, click Create Filter to start defining your filter.

3.
Using the drop-down list boxes, create the first filter expression.

4.
To create a filter with more than one expression, click Add Expression. Additional expressions make the filter more restrictive, which allows you to focus more on the list of items. You can add up to 10 expressions.

[image: image428.png]


Note: 

You can modify any expression as you are creating it. You can also remove any expression from your filter definition by clicking [image: image429.png]


.

5.
To view only the items that match the criteria defined by the expressions you created, click Apply Filter.

6.
To remove all expressions and close the filter, click Remove Filter. The result pane will then display the full list of items in the Exchange organization.

7.
To save the filter as the default filter, click View on the menu bar, and then click Save Current Filter as Default.


For More Information

For more information, see Using the Exchange Management Console.

Using the Exchange Management Shell

The Exchange Management Shell, built on Microsoft Windows PowerShell technology formerly codenamed “Monad", provides a powerful command-line interface and associated command-line plug-ins for Exchange Server that enable automation of administrative tasks. With the Exchange Management Shell, administrators can manage every aspect of Microsoft Exchange 2007. They can enable new e-mail accounts and configure SMTP connectors, store database properties, transport agents, and more. The Exchange Management Shell can perform every task that can be performed by Exchange Management Console in addition to tasks that cannot be performed in Exchange Management Console. In fact, when a task is performed in the Exchange Management Console, the same command is made available to the Exchange Management Shell and called to process the request. 

The Exchange Management Shell also provides a robust and flexible scripting platform that can reduce the complexity of current Microsoft Visual Basic scripts. Tasks that previously required many lines in Visual Basic scripts can now be done by using as little as one line of code in the Exchange Management Shell.

The Exchange Management Shell provides this flexibility because it does not use text as the basis for interaction with the system, but uses an object model that is based on the Microsoft .NET platform. This object model enables the Exchange Management Shell cmdlets to apply the output from one command to subsequent commands when they are run. 

Opening the Exchange Management Shell

You can open the Exchange Management Shell by using either of the following procedures. Each procedure loads the Exchange Management Shell snap-in into the Windows PowerShell. If you don't load the Exchange Management Shell snap-in before you run an Exchange Management Shell cmdlet, you will receive an error.
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To open the Exchange Management Shell from the Programs menu

	1.
Click Start, click Programs, and then click Microsoft Exchange Server 2007.

2.
Click Exchange Management Shell.
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To add the Exchange Management Shell snap-in from Windows PowerShell

	1.
Click Start, click Programs, and then click Windows PowerShell 1.0.

2.
Click Windows PowerShell.

3.
Type the following command:

Add-PSSnapin Microsoft.Exchange.Management.PowerShell.Admin




Finding More Detailed Information About the Exchange Management Shell

The following topics provide specific details about the Exchange Management Shell:


Getting Help

Understanding Cmdlets

Parameters

Identity

Syntax

Pipelining

WhatIf, Confirm, and Validate Parameters

Working with Command Output

Comparison Operators

Aliases

User-Defined Variables

Shell Variables

Sample Output

Structured Data

Arrays

Script Security

Scripting with the Exchange Management Shell
For More Information

For information about individual Exchange Management Shell cmdlets, see Exchange Management Shell. 

For more information about how to use the Exchange Management Shell cmdlets to manage your Exchange Server 2007 organization, see Operations.

For a list of frequently used Exchange Management Shell command examples that are organized by administrative functions, such as recipient management and transport configuration, see Exchange Management Shell Quick Reference. 

Getting Help

In Microsoft Exchange Server 2007, the Exchange Management Shell provides many help resources to help you use it to its fullest potential. This topic describes the following help resources and functionality:


Exchange 2007 Help file   The Exchange 2007 Help file contains all the cmdlet help topics in a role-based and task-based hierarchy. The cmdlet help topics also link to procedural topics that tell you how to perform specific tasks.


Help cmdlets   The Exchange Management Shell has several help cmdlets that enable you to find the appropriate information to accomplish your task.


Help views   Help in the Exchange Management Shell contains extensive information about the cmdlets that are available to you. Help views enable you to access the information that you need about a cmdlet.


Cmdlet roles, components, and functionality   Cmdlets can be listed by their role, component, or the functionality they manage. This lets you to find the appropriate cmdlet for the role, component, or functionality that you want to manage.


Tab completion   You can use tab completion on cmdlet names and parameter names to reduce the amount of typing you must do on the command line.

Exchange 2007 Help File

The Exchange 2007 Help file contains the same cmdlet help information that is available on each cmdlet in the Exchange Management Shell. However, in the Exchange 2007 Help file, the help for all the cmdlets is organized by server role and administration task to help you easily find specific cmdlets that are associated with the task that you want to perform. Also, cmdlet topics in the Exchange 2007 Help file are linked to topics that introduce you to the features that they manage, show you how to use the cmdlets to manage that feature, and provide specific details about the feature or common scenarios.

For more information about the cmdlet help topics available in the Exchange 2007 Help file, see Exchange Management Shell.

For more information about how to use Exchange Management Shell cmdlets to perform specific tasks, see Operations.

Help Cmdlets

The following tables provide examples of how to use the Get-Help, Get-Command, and Get-ExCommand cmdlets to access the help information that is available for each cmdlet in the Exchange Management Shell.

Table 1 provides examples of how the Get-Help cmdlet is used.

Table 1   Examples of how to use the Get-Help command

	Command
	Description

	Get-Help
	When you use the Get-Help cmdlet by itself, it gives you basic instructions on how to use the Exchange Management Shell help system.

	Get-Help <cmdlet>
	When you give the Get-Help cmdlet a shell cmdlet as an argument, it displays the help information for that cmdlet. For example, to retrieve the help information for the Get-SystemMessage cmdlet, use the following command:

Get-Help Get-SystemMessage

	Get-Help <*cmdlet*>
	When you give the Get-Help cmdlet a shell cmdlet as an argument, together with a wildcard character, the Get-Help cmdlet returns a list of all cmdlets that match the text that you provided. You can use several methods to retrieve a list of shell cmdlets. These methods include the following:


Get-Help *Rules   This command returns all cmdlets that end with the word Rules.


Get-Help Get*Rules   This command returns all cmdlets that start with the word Get and end with the word Rules.


Get-Help Get-Export*   This command returns all cmdlets that start with the phrase Get-Export.

By using wildcard characters in this manner, you can easily view a list of all cmdlets that are available for a certain feature. For example, by using the Get-Help *-TransportAgent command, you can view a list of all the cmdlet verbs available for transport agents. 

	Get-Help About_*
	The Get-Help About_* command provides a list of all general Exchange Management Shell help topics to help you better understand and use the Exchange Management Shell. If you want to learn more about a topic in the list that is displayed, run the Get-Help About_<feature> command. For example, if you want to learn more about the Where statement, run Get-Help About_Where.

	Get-Help <cmdlet> -Detailed
	See the Help Views section later in this topic.

	Get-Help <cmdlet> -Full
	See the Help Views section later in this topic.

	Get-Help <cmdlet> -Examples
	See the Help Views section later in this topic.

	Get-Help <cmdlet> -Parameter <parameter name>
	See the Help Views section later in this topic.

	Get-Help -Role *<server role>*
	See the Role, Component, and Functionality Parameters section later in this topic.

	Get-Help -Component *<component feature>*
	See the Role, Component, and Functionality Parameters section later in this topic.

	Get-Help -Functionality *<Global | User | Server>*
	See the Role, Component, and Functionality Parameters section later in this topic.


Table 2 provides examples of how the Get-Command cmdlet is used.

Table 2   Examples of how to use the Get-Command command

	Cmdlet
	Description

	Get-Command
	The Get-Command cmdlet provides a list of all the cmdlets that are available to the shell. Like the Get-Help cmdlet, the Get-Command cmdlet allows for wildcard character expansion. You can use this cmdlet with the Format-List and Format-Table cmdlets to provide a more readable display. For example, use Get-Command | Format-List to display the cmdlet help in a list format.

	Get-Command <Cmdlet>
	The Get-Command <Cmdlet> command provides detailed information about the specified cmdlet's parameters and other components. You can use this command together with the Format-List cmdlet and Format-Table cmdlet to provide a more readable display. For example, use Get-Command Get-SystemMessage | Format-List to display the cmdlet help in a list format.

	Get-Command -Noun <CmdletNoun>
	TheGet-Command -Noun <CmdletNoun> command lists all the cmdlets that exist with the specified noun. This command is useful when you want to view a list of all cmdlets that are associated with a particular feature. For example, the Get-Help -Noun SystemMessage command returns all the cmdlets that are available for the SystemMessage feature. You can use this command together with the Format-List cmdlet and Format-Table cmdlet to provide a more readable display. For example, use Get-SystemMessage -Noun Get | Format-List to display the command help in a list format.

	Get-Command -Verb <CmdletVerb>
	The Get-Command -Verb <CmdletVerb> command lists all the cmdlets that exist with the specified verb. This command is useful when you want to view a list of all cmdlets that are associated with a particular action. For example, the Get-Help -Verb Enable command returns all cmdlets available that perform the enable action. You can use this command together with the Format-List cmdlet and Format-Table cmdlet to provide a more readable display. For example, use Get-Command -Verb SystemMessage | Format-List to display the command help in a list format.

	Get-ExCommand
	The Get-ExCommand cmdlet behaves identically to the Get-Command cmdlet, but returns only cmdlets that are available to manage Exchange 2007.

	Get-PSCommand
	The Get-PSCommand cmdlet behaves identically to the Get-Command cmdlet, but excludes cmdlets that are used to manage Exchange 2007.


Table 3 provides examples of how to use miscellaneous help commands.

Table 3   Examples of how to use miscellaneous help commands

	Cmdlet
	Description

	QuickRef
	The QuickRef command opens a printable HTML chart that lists the most frequently used Exchange Management Shell cmdlets.

To view the most up-to-date version of this chart, see Exchange Management Shell Quick Reference.

	<Cmdlet> -?
	Use the <Cmdlet> -? command together with any cmdlet to find the same help information that is available when you use the Get-Help cmdlet. For example, type Get-SystemMessage -? to display detailed help for the Get-SystemMessage cmdlet.

	Get-Tip
	The Get-Tip cmdlet generates a new Exchange Management Shell Tip of the Day.

	Get-ExBlog
	The Get-ExBlog cmdlet opens Microsoft Internet Explorer to display the Exchange Team blog.


Help Views

When a cmdlet is specified as a parameter of the Get-Help cmdlet, the help information for the specified cmdlet is displayed. In some cases, the information that is returned can be extensive, and you may only want to see specific information. Help views enable you to view specific information about a cmdlet without having to sort through information that you may not need. 

The Exchange Management Shell gives you four views that present exactly the information that you want. You can also retrieve a specific parameter or set of similar parameters. Table 4 shows the sections that are displayed in each view. 

Table 4   Exchange Management Shell help views

	Help view
	Default
	Detailed
	Full
	Examples

	Synopsis
	X
	X
	X
	X

	Syntax
	X
	X
	X
	 

	Detailed description 
	X
	X
	X
	 

	Parameters without metadata 
	 
	X
	 
	 

	Parameters with metadata 
	 
	 
	X
	 

	Input type 
	 
	 
	X
	 

	Return type 
	 
	 
	X
	 

	Errors
	 
	 
	X
	 

	Notes
	 
	 
	X
	 

	Examples
	 
	X
	X
	X

	Related links 
	X
	 
	X
	 

	Remarks
	X
	X
	 
	 


Table 5 describes each view and provides an example of a command that calls each view.

Table 5   Examples of Exchange Management Shell help views

	Help view
	Example
	Description

	Default
	Get-Help Set-Mailbox
	The default view is displayed when you use the command Get-Help <cmdlet>. 

	Detailed
	Get-Help Set-Mailbox -Detailed
	The Detailed view is displayed when you use the command Get-Help <cmdlet> -Detailed. The parameters that are returned in the Parameters section do not include parameter metadata.

For more information about parameters, see Parameters.

	Full
	Get-Help Set-Mailbox - Full
	The Full view is displayed when you use the command Get-Help <cmdlet> -Full. The parameters that are returned in the Parameters section include the following parameter metadata:


Required?

Position?

Default value

Accept pipeline input?

Accept wildcard characters?
For more information about parameters, see Parameters.

	Examples
	Get-Help Set-Mailbox -Examples
	The Examples view is displayed when you use the command Get-Help <cmdlet> -Examples. 


In addition to these four help views, the Exchange Management Shell also lets you access the description and metadata on a specific parameter or set of similar parameters. You can specify the parameter together with the Get-Help <cmdlet> command. The following example shows how you can display the description of the ForwardingAddress parameter on the Set-Mailbox cmdlet:

Get-Help Set-Mailbox -Parameter ForwardingAddress

You can also display a set of similar parameters that exist on a specific cmdlet if you specify the partial name of a parameter together with a wildcard character (*). The following example shows how you can display all the parameters on the Set-Mailbox cmdlet that contain the word "Quota":

Get-Help Set-Mailbox -Parameter *Quota*
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Note: 

When you use the Parameter parameter with the Get-Help cmdlet to retrieve help for a cmdlet that has only one parameter, the Get-Help cmdlet doesn't return any results, even if you use the wildcard character (*). This is a known issue in Microsoft Windows PowerShell.

Role, Component, and Functionality Parameters

When you call the Get-Help cmdlet without specifying a specific cmdlet, you receive a listing of all cmdlets available in the Exchange Management Shell. However, you may want to view a list of cmdlets that manage a specific server role or component feature or that affect objects across a certain scope of functionality. The Get-Help cmdlet lets you do this with three parameters: Role, Component, and Functionality.

When you use the Get-Help cmdlet with the Role, Component, or Functionality parameters, you must enclose the values that you specify with these parameters in wildcard characters (*). The following are examples of how to call Get-Help with each parameter:

Get-Help -Role *Mailbox*

Get-Help -Component *Recipient*

Get-Help -Functionality *Server*

The following tables list all the values that can be used with the Role, Component, and Functionality parameters on the Get-Help cmdlet. Table 6 lists the values that can be used with the Role parameter.

Table 6   Valid values for Get-Help -Role

	Role
	Value
	Alternative value

	Mailbox
	Mailbox
	MB

	Hub Transport
	Hub
	HT

	Client Access
	ClientAccess
	CA

	Unified Messaging
	UnifiedMessaging
	UM

	Edge Transport
	Edge
	ET

	Organization Administrator
	OrgAdmin
	OA

	Server Administrator
	SrvAdmin
	SV

	Recipient Administrator
	RcptAdmin
	RA

	Windows Administrator
	WinAdmin
	WA

	Read Only
	ReadOnly
	RO


Table 7 lists the values that can be used with the Component parameter.

Table 7   Valid values for Get-Help -Component

	Value
	Value

	Addressing
	Mailflow

	Agent
	ManagedFolder

	Antispam
	Mobility

	AutoDiscover
	OAB

	Calendaring
	Outlook

	Certificate
	OWA

	Classification
	Permission

	Client
	Pop

	Cluster
	PublicFolder

	Compliance
	Queuing

	Delegate
	Recipient

	Diagnostic
	Routing

	Domain
	Rule

	Extensibility
	Search

	FreeBusy
	Server

	GAL
	Statistics

	Group
	Storage

	HighAvailability
	UM

	Imap
	VirtualDirectory

	Mailbox
	 


Table 8 lists the values that can be used with the Functionality parameter.

Table 8   Valid values for Get-Help -Functionality

	Value

	Global

	Server

	User


Tab Completion

Tab completion enables you to reduce the typing you must do when you use the Exchange Management Shell. When you type a partial cmdlet name, press the TAB key, and the Exchange Management Shell will complete the cmdlet name if a matching cmdlet is found. If multiple matching cmdlet names are found, each cmdlet name will cycle through as you press the TAB key. When you use tab completion with cmdlet names, you must supply at least the verb and the hyphen (-). The following examples show how you can use tab completion when you enter a cmdlet name:

Get-Transport<Tab>

Enable-<Tab>

As you press the TAB key in the first example, the Exchange Management Shell cycles through all the cmdlet names that start with Get-Transport. In the second example, the Exchange Management Shell cycles through all cmdlets with the verb Enable. 

As with cmdlet names, you can also use tab completion when you want the Exchange Management Shell to complete the partial parameter name that you have entered. When you use tab completion with parameter names, you must specify the full cmdlet name either by typing it in directly or by using tab completion. The following examples show how you can use tab completion when you enter a parameter name:

Set-Mailbox -Email<Tab>

New-TransportRule -Cond<Tab>

As you press the TAB key in the first example, the Exchange Management Shell cycles through all the parameter names that start with Email on the Set-Mailbox cmdlet. In the second example, when you press the TAB key, the Exchange Management Shell completes the Condition parameter on the New-TransportRule cmdlet. 

Understanding Cmdlets

A cmdlet, pronounced "command-let", is the smallest unit of functionality in the Microsoft Exchange Management Shell. Cmdlets resemble built-in commands in other shells, for example, the dir command found in cmd.exe. Like these familiar commands, cmdlets can be called directly from the command line in the Exchange Management Shell and run under the context of the shell, not as a separate process.

Cmdlets are usually designed around repetitive administrative tasks, and, in the Exchange Management Shell, more than 360 cmdlets are provided for Exchange-specific management tasks. These are available in addition to the non-Exchange system administrative cmdlets included in the basic Microsoft Windows PowerShell shell design.
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Important: 

To access Exchange Management Shell cmdlets, you must load the Exchange Management Shell from the Microsoft Exchange Server 2007 program menu. 

All cmdlets in the Exchange Management Shell are presented in verb-noun pairs. The verb-noun pair is always separated by a hyphen (-) without spaces, and the cmdlet nouns are always singular. Verbs refer to the action that the cmdlet takes. Nouns refer to the object on which the cmdlet takes action. For example, in the Get-SystemMessage cmdlet, the verb is Get, and the noun is SystemMessage. All Exchange Management Shell cmdlets that manage a particular feature share the same noun. Table 1 provides examples of some of the verbs available in the Exchange Management Shell.
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Note: 

By default, if the verb is omitted, the Exchange Management Shell assumes the Get verb. For example, when you call Mailbox, you retrieve the same results as when you call Get-Mailbox.

Table 1   Examples of verbs in the Exchange Management Shell

	Verb
	Description

	Disable
	Disable cmdlets set the Enabled status of the specified Exchange 2007 object to $False. This prevents the object from processing data even though the object exists.

	Enable
	Enable cmdlets set the Enabled status of the specified Exchange 2007 object to $True. This enables the object to process data.

	Get
	Get cmdlets retrieve information about a particular Exchange 2007 object.
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Note: 

Most Get cmdlets only return summary information when you run them. To tell the Get cmdlet to return verbose information when you run a command, pipe the command to the Format-List cmdlet. For more information about the Format-List command, see Working with Command Output. For more information about pipelining, see Pipelining.

	Install
	Install cmdlets install a new object or feature on an Exchange 2007 server.

	Move
	Move cmdlets relocate the specified Exchange 2007 object from one container or server to another.

	New
	New cmdlets create new Exchange 2007 object.

	Remove
	Remove cmdlets delete the specified Exchange 2007 object.

	Set
	Set cmdlets modify the properties of an existing Exchange 2007 object.

	Test
	Test cmdlets test specific Exchange 2007 components and provide log files that you can examine.

	Uninstall
	Uninstall cmdlets remove an object or feature from an Exchange 2007 server.


The following list of cmdlets is an example of a complete cmdlet set. This cmdlet set is used to manage the delivery status notification (DSN) message and mailbox quota message features of Exchange 2007:


Get-SystemMessage

New-SystemMessage

Remove-SystemMessage

Set-SystemMessage
Parameters

Most cmdlets rely on parameters. Parameters are elements that provide information to the cmdlet, either identifying an object and its attributes to act upon, or controlling how the cmdlet performs its task. The name of the parameter is preceded by a hyphen (-) and followed by the value of the parameter as follows:

Verb-Noun -ParameterName <ParameterValue> 

In this simple example, the hyphen in front of the parameter name tells the Exchange Management Shell that the word that immediately follows the hyphen is a parameter that is passed to the cmdlet and that the next separate word after the parameter is the value of the parameter.

Positional Parameters

A positional parameter is a parameter that lets you specify the parameter's value without specifying the parameter's name. A parameter is a positional parameter if the Parameter Position attribute is an integer. This integer indicates the position on the command line where the cmdlet can find the parameter's value. 

Most cmdlets only have one positional parameter, Identity. Identity is always in position 1 if it is available on a cmdlet. If a parameter is not a positional parameter, it is considered to be a named parameter. You must specify the parameter name and parameter value for named parameters.

The following two commands perform the same task: returning configuration information for a Receive connector that is named "Contoso". 

Get-ReceiveConnector -Identity "Contoso"

Get-ReceiveConnector "Contoso"

Parameter Details

Included in the Parameters section of the information that is retrieved by the Get-Help cmdlet are details, also called metadata, on each parameter. The following example is from the Get-Service cmdlet.

PARAMETERS

    -ServiceName System.String[]

        Parameter required?           false

        Parameter position?           1

        Default value                 *

        Accept pipeline input?       true

        Accept wildcard characters?  True

This example from the Get-Service cmdlet includes some very specific details about the value types that can be passed for the ServiceName parameter. Not all cmdlets include such details. However, most cmdlets do include some settings for each parameter as described in Table 1.

Table 1   Parameter settings

	Setting
	Description

	Required?
	This setting indicates whether the cmdlet will run if you do not supply the parameter. When Required? is set to True, the Exchange Management Shell prompts you for the value if the parameter is not supplied on the command line.

	Position?
	This setting indicates whether you must put the parameter name in front of the parameter value. When Position? is set to Named, the parameter name is required. 

When Position? is set to an integer, the name is not required, only the value.

	Default value
	This setting indicates the default value for this parameter if no other value is provided.

	Accept pipeline input?
	This setting indicates whether the parameter can receive its value as an input through a pipeline from another cmdlet.

	Accept wildcard characters?
	This setting indicates whether the parameter’s value can contain wildcard characters and can be matched to multiple objects.


Boolean Parameters

Boolean parameters are used in the Exchange Management Shell to determine whether a feature or option is enabled, $True, or disabled, $False. The value that you assign to a Boolean parameter is stored in the configuration of the object that you are modifying. When you supply a value to a Boolean parameter, you must use the values $True or 1, or $False or 0. The dollar sign ($) must be included with $True and $False. You may notice that some commands insert a colon (:) between the Boolean parameter name and Boolean value. On Boolean parameters, this colon is optional. The following example disables the Receive connector "Contoso.com":

Set-ReceiveConnector "Contoso.com" -Enabled $False

Switch Parameters

Switch parameters are used in the Exchange Management Shell to set a state for the immediate execution of a command. This state is not saved between commands. Switch parameters resemble Boolean parameters but serve different purposes and require different syntax. Switch parameters do not require a value. By default, if you specify a switch parameter on a command line without a value, the parameter evaluates to $True. Switch parameters, like Boolean parameters, accept only $True or 1, or $False or 0. The dollar sign ($) must be included with $True and $False. Unlike Boolean parameters, you must include a colon (:) between the switch parameter name and switch value. The first of the following examples instructs the Exchange Management Shell to display a confirmation prompt before it lets EdgeSync synchronization start. The second example instructs the Exchange Management Shell not to display a confirmation prompt before deleting the Receive connector "Contoso.com":

Start-EdgeSynchronization -Confirm

Remove-ReceiveConnector "Contoso.com" -Confirm:$False

Common Parameters

Common parameters are parameters that are automatically added to all commands by the Exchange Management Shell. These parameters perform functions that can be used with, or used by, the commands that they are run against. Table 2 lists all the common parameters that are available in the Exchange Management Shell. Three additional parameters, WhatIf, Confirm, and Validate, may also be added to cmdlets. For more information about these additional parameters, see WhatIf, Confirm, and Validate Parameters.

Table 2   Common parameters in the Exchange Management Shell

	Parameter name
	Required
	Type
	Description

	Verbose
	Optional
	System.Boolean
	This parameter instructs the command to provide detailed information about the operation.
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Notes: 


Most Get cmdlets only return summary information when you run them. To tell the Get cmdlet to return verbose information when you run a command, pipe the command to the Format-List cmdlet.


For more information about pipelining, see Pipelining. For more information about command output, see Working with Command Output.

	Debug
	Optional
	System.Boolean
	This parameter instructs the command to provide programmer-level detail about the operation.

	ErrorAction 
	Optional
	System.Enum
	This parameter controls the behavior of the command when an error occurs. Values are as follows:


NotifyContinue, which is the default value 


NotifyStop

SilentContinue

SilentStop

Inquire, which asks the user what to do

	ErrorVariable 
	Optional
	System.String
	This parameter specifies the name of the variable that the command uses to store errors that are encountered during processing. This variable is populated in addition to $ERROR.

	OutVariable 
	Optional
	System.String
	This parameter specifies the name of the variable that the command uses for objects that are output from this command. This is equivalent to piping the command to Set-Variable <name> -Passthru:$true


Identity

The Identity parameter is a special parameter that you can use with most cmdlets. The Identity parameter gives you access to the unique identifiers that refer to a particular object in Microsoft Exchange Server 2007. This lets you perform actions on a specific Exchange 2007 object. 

The primary unique identifier of an object is always a GUID. A GUID is a 128-bit identifier, such as 63d64005-42c5-4f8f-b310-14f6cb125bf3. This GUID never repeats and is therefore always unique. However, you don't want to type such GUIDs regularly. Therefore the Identity parameter typically also consists of the values of other parameters, or combined set of values from multiple parameters on a single object. These are also guaranteed to be unique across that set of objects. You can specify the values of these other parameters, such as Name and DistriguishedName, or they can be system-generated. The additional parameters that are used, if any, and how they are populated, depend on the object you refer to.

The Identity parameter is also considered a positional parameter. The first argument on a cmdlet is assumed to be the Identity parameter when no parameter label is specified. This reduces the number of keystrokes when you type commands. 

For more information about positional parameters, see Parameters.

The following example shows the use of the Identity parameter by using the Receive connector's unique Name parameter value. This example also shows how you can omit the Identity parameter name because Identity is a positional parameter.

Get-ReceiveConnector -Identity "From the Internet"

Get-ReceiveConnector "From the Internet"

Like all objects in Exchange 2007, this Receive connector can also be referred to by its unique GUID. For example, if the Receive connector named "From the Internet" is also assigned the GUID 63d64005-42c5-4f8f-b310-14f6cb125bf3, you can also retrieve the Receive connector by using the following command:

Get-ReceiveConnector 63d64005-42c5-4f8f-b310-14f6cb125bf3

Examples of the Identity Parameter

The examples in this section refer to the delivery status notification (DSN) messages that can be configured in an Exchange 2007 organization. The first example shows how to retrieve DSN 5.4.1 by using the Get-SystemMessage cmdlet. In the Get-SystemMessage cmdlet, the Identity parameter consists of several pieces of data that are configured on each DSN message object. These pieces of data include the language that the DSN is written in, whether the DSN is internal or external in scope, and the DSN message code as in the following example:

Get-SystemMessage en\internal\5.4.1

You can also retrieve this DSN message by using its GUID as in the following example, because all objects in Exchange 2007 have a GUID:

Get-SystemMessage 82ca7bde-1c2d-4aa1-97e1-f298a6f10222

For more information about the makeup of the Identity parameter when it is used with the SystemMessage cmdlets, see DSN Message Identity.

The examples described in this topic illustrate how the Identity parameter can accept different unique values to refer to specific objects in the Exchange 2007 organization. These examples also illustrate how the Identity parameter label can be omitted to reduce the number of keystrokes when you type commands.

Syntax

This topic explains how to read the Exchange Management Shell parameter sets and examples in the Exchange Help documentation and how to format a command so that the Exchange Management Shell can process the command. In the Exchange Management Shell, parameter sets are displayed in the Usage section of a cmdlet help topic. In the Microsoft Exchange Server 2007 Help file, parameter sets are displayed in the Syntax section of the cmdlet help topic.

For more information about cmdlet help, see Getting Help.

Command Conventions in the Exchange Management Shell

The Exchange Management Shell follows several command conventions that help you understand what information is required or optional when you run a command and how you must present the parameters and their values. See the Parameter Sets section later in this topic for examples of how parameter sets are presented in the Exchange Management Shell Help and Exchange 2007 Help file.

Table 1 lists these command conventions.

Table 1   Exchange Management Shell command conventions

	Symbol
	Description

	-
	A hyphen indicates that the next word on the command line is a parameter. The most common parameter is Identity. For more information about parameters, see Parameters.

	< >
	Angle brackets are used to enclose parameter values. These values can be choices or names. For example, in -Parameter1 <1 | 2 | 3>, the numbers represent specific value choices. In -Parameter2 <ServerName>, ServerName represents the actual value.

	[ ]
	Square brackets are used to enclose an optional parameter and its value. A parameter and its value that are not enclosed in square brackets are required.

	|
	When the pipe symbol is used in a parameter value list, such as -Parameter1 <1 | 2 | 3>, it indicates a choice between available values. This convention applies to System.Enum parameters and System.Boolean parameters. 


These command conventions help you understand how a command should be constructed. You don't type these conventions when you enter the command on the command line. 

Parameter Sets

In the Exchange Help documentation, all cmdlets display their associated parameters in parameter sets. Parameter sets are groupings of parameters that can be used with each other. Parameters that exist in one parameter set, but not in another parameter set, are mutually exclusive. They can't be used together.

Although all cmdlets have parameter sets, many only have one set of parameters. This means that all the parameters on that cmdlet can be used with each other. Other cmdlets may have several parameter sets. The following example displays the parameter sets that are available on the New-SystemMessage cmdlet:

New-SystemMessage -DsnCode <EnhancedStatusCode> -Internal <$true | $false>

-Language <CultureInfo> -Text <String> [-DomainController <String>] [-Templ

ateInstance <MshObject>]

New-SystemMessage -Language <CultureInfo> -QuotaMessageType <WarningMailbox

UnlimitedSize | WarningPublicFolderUnlimitedSize | WarningMailbox | Warning

PublicFolder | ProhibitSendMailbox | ProhibitPostPublicFolder | ProhibitSen

dReceiveMailBox> -Text <String> [-DomainController <String>] [-TemplateInst

ance <MshObject>]

The New-SystemMessage cmdlet has two parameter sets. The first parameter set contains the DsnCode parameter and Internal parameter, and the second parameter set contains the QuotaMessageType parameter. This means that the DsnCode parameter and Internal parametercan be used with each other. But they can't be used with the QuotaMessageType parameter. The remaining parameters, Language, Text, DomainController, and TemplateInstance, are listed in both parameter sets. This means that they can be used with the DsnCode parameter and Internal parameterand with the QuotaMessageType parameter.

Parameter sets can indicate that a single cmdlet may have multiple uses. For example, you can use the New-SystemMessage cmdlet to configure customized delivery status notification (DSN) messages or configure customized mailbox quota limit messages. However, cmdlets typically have multiple parameter sets because one parameter may perform a function that is incompatible with another parameter. For example, the following example displays the parameter sets for the New-AddressList cmdlet:

New-AddressList -Name <String> [-Company <MultiValuedProperty>] [-Container

 <AddressListIdParameter>] [-Department <MultiValuedProperty>] [-DisplayNam

e <String>] [-DomainController <String>] [-IncludedRecipients <Nullable>] [

-StateOrProvince <MultiValuedProperty>] [-TemplateInstance <MshObject>]

New-AddressList -Name <String> [-Container <AddressListIdParameter>] [-Disp

layName <String>] [-DomainController <String>] [-RecipientFilter <String>]

[-TemplateInstance <MshObject>] 

In the New-AddressList cmdlet, the first parameter set lists parameters that let you create a new address list based on values supplied to the Company, Department, IncludedRecipients, and StateOrProvice parameters. However, you can also create a new address list by using a custom filter that is specified with the RecipientFilter parameter. When you create a new address list, a custom filter that was specified by using the RecipientFilter parameter overrides anything that was configured by using the parameters that exist in the first parameter set. Therefore, the RecipientFilter parameter is put in its own parameter set. Exchange 2007 doesn't let you specify both parameters on the same command line. As with the New-SystemMessage cmdlet, the remaining parameters that exist in both parameters sets in the New-AddressList cmdlet can be used in any combination.

Command Operators in the Exchange Management Shell

Use the operators in Table 2 when you type commands in the Exchange Management Shell. Some of the operators may match some of the previously mentioned command conventions. But they don't have the same meaning when they are typed on the command line. Table 2 shows the valid operators that you can use in a command.

Table 2   Exchange Management Shell command operators

	Operator
	Description

	=
	The equal sign is used as an assignment character. The value on the right side of the equal sign is assigned to the variable on the left side of the equal sign. The following characters are also assignment characters:


+=   Add the value on the right side of the equal sign to the current value that is contained in the variable on the left side of the equal sign.


-=   Subtract the value on the right side of the equal sign from the current value that is contained in the variable on the left side of the equal sign.


*=   Multiply the current value of the variable on the left side of the equal sign by the value that is specified on the right side of the equal sign.


/=   Divide the current value of the variable on the left side of the equal sign by the value that is specified on the right side of the equal sign.


%=   Modify the current value of the variable on the left side of the equal sign by the value that is specified on the right side of the equal sign.

	:
	A colon can be used to separate a parameter's name and the parameter's value, as in the following example: -Enabled:$True. The use of a colon is optional with all parameter types except switch parameters. For more information about switch parameters, see Parameters.

	!
	The exclamation point is a logical NOT operator. When it is used with the equal ( = ) sign, the combined pair means "not equal to." 

	[ ]
	Brackets are used to specify the index value of an array position. For example, $Red[9] refers to the tenth index position in the array, $Red. It refers to the tenth index position because array indexes start at zero ( 0 ).

Brackets can also be used to assign a type to a variable, as in the following example: $A=[XML] "<Test><A>value</A></Test>". The following types are valid: Array, Bool, Byte, Char, Char[], Decimal, Double, Float, Int, Int[], Long, Long[], RegEx, Single, ScriptBlock, String, Type, and XML.

	{ }
	Braces are used to include an expression in a command, as in the following example: Get-Process | Where { $_.HandleCount -gt 400 }

	|
	The pipe symbol is used when one cmdlet pipes a result to another cmdlet. For example, the following command pipes the results from the Get-Mailbox cmdlet to the Move-Mailbox cmdlet: Get-Mailbox -Server SRV1 | Move-Mailbox -TargetDatabase SRV2

	>
	The right-angle bracket is used to send the output of a command to a file, as in the following example: Get-TransportRulePredicate > c:\out.txt. The destination file is overwritten.

	>>
	Double right-angle brackets are used to append the output of a command to a file, if the file exists. If the file does not exist, a new file is created. The following is an example of how to use double right-angle brackets: Get-TransportRulePredicate >>c:\out.txt

	" "
	Quotation marks are used to enclose a string that contains spaces.

	$
	A dollar sign indicates a variable. For example, $Blue = 10 assigns the value 10 to the variable $Blue.

	@
	The @ symbol references an associative array. For more information, see Arrays. 

	$( )
	A dollar sign ( $ ) with parentheses indicates command substitution. You can use command substitution when you want to use the output of one command as an argument in another command, as in the following example: Get-ChildItem $(Read-Host –Prompt "Enter FileName: ")

	..
	Double-periods indicate a value range. For example, if an array contains several indexes, you can specify the following command to return the values of all indexes between the second and fifth indexes, as in the following example: $Blue[2..5]

	+
	The + operator adds two values together. For example, 6 + 6 equals 12.

	-
	The - operator subtracts one value from another value. For example, 12 - 6 equals 6.

The - operator can also be used to represent a negative number, such as -6. For example, -6 * 6 equals -36.

	*
	A wildcard character has several meanings. You can use wildcard characters to match strings, to multiply numeric values, or, if strings and numeric values are used together, to repeat the string value the number of times that is specified by the numeric value, as in the following example: "Test" * 3 equals TestTestTest.

	/
	The / operator divides one value by another. For example, 6 / 6 equals 1.

	%
	The % operator returns the remainder from a division operator. For example, 6 % 4 equals 2.


Pipelining

Pipelining in the Exchange Management Shell is the act of one cmdlet using the output of another cmdlet when it performs an operation. Pipelining is accomplished by using the pipe "|" symbol. All verbs in the same noun-cmdlet set can use piped information from another command. Some noun-cmdlet sets also let you pass data through the pipeline to another noun cmdlet set.

Using Pipelining to Perform Multiple Actions

The use of pipelining to string together the actions of two or more cmdlets gives the Exchange Management Shell the power of composition, which lets you take smaller components and convert them into something more powerful. For example, you can use one cmdlet to gather data, pass that data to a second cmdlet to filter the data to a subset, and then pass that data to a third cmdlet to act on the subset only.

For example, the following command uses pipelining to move all the mailboxes on Server1 to the Executives database on Server2 by using the Move-Mailbox cmdlet, based on output that is piped from the Get-Mailbox cmdlet:

Get-Mailbox -Server Server1 | Move-Mailbox -TargetDatabase Server2\Executives

Using Pipelining to Process Data from Another Cmdlet

You can also use pipelining to process data that is output by a cmdlet. For example, for a list of all processes where the HandleCount property of the process is larger than 400, you can run the following command:

Get-Process | Where { $_.HandleCount -gt 400 } | Format-List

In this example, the Get-Process cmdlet passes objects to the Where-Object cmdlet. The Where-Object cmdletpicks out the objects that have a property called HandleCount with a value larger than 400. 

In this example, the HandleCount property is preceded by the $_ variable. This variable is created automatically by the Exchange Management Shell to store the current pipeline object. The Where-Object cmdlet then sends these objects to the Format-List cmdlet to be displayed. 

The use of structured objects, instead of text, is one of the most exciting capabilities of the Exchange Management Shell. The use of structured objects forms the basis of a powerful compositional model of administration.

For more information about structured objects, see Structured Data.

Using Pipelining to Report Errors

To report errors, you can use the error pipeline. The error pipeline lets you report errors while a command runs. This means that you don't have to wait until the command has finished running or to put the error information in the standard result pipeline. The Write-Error cmdlet writes its arguments to the error pipeline.

For more information about pipelining, run the following command in the Exchange Management Shell:

Get-Help About_Pipeline

WhatIf, Confirm, and Validate Parameters

The Exchange Management Shell is a very powerful and flexible management interface. You can manage your infrastructure interactively by using the command line. You can create and run scripts that automate frequently used or complex tasks. As you learn how to use the Exchange Management Shell itself, scripting, or both, you may want to view the results of a command before the command affects data. Also, you may want to acknowledge that a command is about to run. This functionality is especially important as you transition from your test environment into your production environment and as you roll out new scripts or commands.

Both experienced administrators and script writers, and administrators who are new to Exchange and scripting, can benefit from using the WhatIf, Confirm, and Validate parameters. These parameters are available in the Exchange Management Shell. These parameters let you control how your commands run and indicate exactly what a command will do before it affects data. The WhatIf, Confirm, and Validate parameters are especially useful when you use them with commands that modify objects that are returned by using a filter or by using a Get command in a pipeline. This topic describes each parameter.
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Important: 

If you want to use the WhatIf, Confirm, and Validate parameters with commands in a script, you must add the appropriate parameter to each command in the script, and not on the command line that calls the script. 
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Note: 

The WhatIf, Confirm, and Validate parameters are called switch parameters. For more information about switch parameter, see Parameters.

WhatIf Parameter

The WhatIf parameter instructs the command to which it is applied to run but only to display the objects that would be affected by running the command and what changes would be made to those objects. The domain does not actually change any of those objects. When you use the WhatIf parameter, you can see whether the changes that would be made to those objects match your expectations, without the worry of modifying those objects.

When you run a command together with the WhatIf parameter, you put the WhatIf parameter at the end of the command, as in the following example:

New-AcceptedDomain -Name "Contoso Domain" -DomainName "contoso.com" -WhatIf 

When you run this example command, the following text is returned by the Exchange Management Shell:

What if: Creating Accepted Domain "Contoso Domain" with Domain Name "contoso.com".

To display a list of cmdlets that accept the WhatIf parameter, type the following command in the Exchange Management Shell:

Get-ExCommand | Where { $_.Definition -Like "*WhatIf*" }

Confirm Parameter

The Confirm parameter instructs the command to which it is applied to stop processing before any changes are made. The command then prompts you to acknowledge each action before it continues. When you use the Confirm parameter, you can step through changes to objects to make sure that changes are made only to the specific objects that you want to change. This functionality is useful when you apply changes to many objects and want precise control over the operation of the Exchange Management Shell. A confirmation prompt is displayed for each object before the Exchange Management Shell modifies the object.

By default, the Exchange Management Shell automatically applies the Confirm parameter to cmdlets that have the following verbs: 


Remove

Move

Stop

Clear

Suspend

Uninstall

Dismount

Disable
When a cmdlet runs that has any of these verbs, the Exchange Management Shell automatically stops the command and waits for your acknowledgement before it continues to process.

When you manually apply the Confirm parameter to a command, include the Confirm parameter at the end of the command, as in the following example:

Get-JournalRule | Enable-JournalRule -Confirm

When you run this example command, the following confirmation prompt is returned by the Exchange Management Shell:

[Y] Yes   [A] Yes to All   [N] No   [L] No to All   [S] Suspend   [?] Help   

(default is "Y"):

The confirmation prompt gives you the following choices:


[Y] Yes   Type Y to instruct the command to continue the operation. The next operation will present another confirmation prompt. [Y] Yes is the default choice.


[A] Yes to All   Type A to instruct the command to continue the operation and all subsequent operations. You will not receive additional confirmation prompts for the duration of this command.


[N] No   Type N to instruct the command to skip this operation and continue with the next operation. The next operation will present another confirmation prompt.


[L] No to All   Type L to instruct the command to skip this operation and all subsequent operations. 


[S] Suspend   Type S to pause the current pipeline and return to the command line. Type Exit to resume the pipeline.


[?] Help   Type ? to display confirmation prompt help on the command line.

If you want to override the default behavior of the Exchange Management Shell and suppress the confirmation prompt for cmdlets on which it is automatically applied, you can include the Confirm parameter with a value of $False, as in the following example:

Get-JournalRule | Disable-JournalRule -Confirm:$False

In this case, no confirmation prompt is displayed. 
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Caution: 

The default value of the Confirm parameter is $True. The default behavior of the Exchange Management Shell is to automatically display a confirmation prompt. If you suppress this default behavior of the Exchange Management Shell, you instruct the command to suppress all confirmation prompts for the duration of that command. The command will process all objects that meet the criteria for the command without confirmation.

To display a list of cmdlets that accept the Confirm parameter, type the following command in the Exchange Management Shell:

Get-ExCommand | Where { $_.Definition -Like "*Confirm*" }

Validate Parameter

The Validate parameter instructs the command to which it is applied to evaluate all the conditions and requirements that are needed to perform the operation before you apply any changes. The Validate parameter is available on cmdlets that may take a long time to run, have several dependencies on multiple systems, or affect critical data, such as mailboxes. 

When you apply the Validate parameter to a command, the command runs through the whole process. The command performs each action as it would without the Validate parameter. But the command doesn't change any objects. When the command completes its process, it displays a summary with the results of the validation. If the validation indicates that the command was successful, you can run the command again without the Validate parameter.

When you run a command together with the Validate parameter, you put the Validate parameter at the end of the command, as in the following example:

Get-Mailbox "Kim Akers" | Move-Mailbox -TargetDatabase "Executive Database" -Validate

When you run this example command, the following text is returned by the Exchange Management Shell:

Identity                         : contoso.com/Users/Kim Akers

DistinguishedName                : CN=Kim Akers,CN=Users,DC=contoso,DC=com

DisplayName                      : Kim Akers

Alias                            : kim

LegacyExchangeDN                 : /o=First Organization/ou=Exchange Administrative Group (FYDIBOHF23SPDLT)/cn=Recipients/cn=kim

PrimarySmtpAddress               : kim@contoso.com

SourceServer                     : Win2003MS.contoso.com

SourceDatabase                   : WIN2003MS\First Storage Group\Mailbox Database

SourceGlobalCatalog              : Win2003MS.contoso.com

TargetGlobalCatalog              : Win2003MS.contoso.com

TargetDomainController           : Win2003MS.contoso.com

TargetMailbox                    :

TargetServer                     : Win2003MS.contoso.com

TargetDatabase                   : WIN2003MS\Second Storage Group\Executive Database

MailboxSize                      : 0KB

IsResourceMailbox                : False

SIDUsedInMatch                   :

SMTPProxies                      :

SourceManager                    :

SourceDirectReports              :

SourcePublicDelegates            :

SourcePublicDelegatesBL          :

MatchedTargetNTAccountDN         :

IsMatchedNTAccountMailboxEnabled :

MatchedContactsDNList            :

TargetNTAccountDNToCreate        :

TargetManager                    :

TargetDirectReports              :

TargetPublicDelegates            :

TargetPublicDelegatesBL          :

Options                          : Default

SourceForestCredential           :

TargetForestCredential           :

TargetFolder                     :

RsgMailboxGuid                   :

RsgMailboxLegacyExchangeDN       :

RsgMailboxDisplayName            :

RsgDatabaseGuid                  :

MoveType                         : IntraOrg

MoveStage                        : Validation

StartTime                        : 7/17/2006 4:39:13 PM

EndTime                          : 7/17/2006 4:39:14 PM

StatusCode                       : 0

StatusMessage                    : This mailbox can be moved to the target database.

To display a list of cmdlets that accept the Validate parameter, type the following command in the Exchange Management Shell:

Get-ExCommand | Where { $_.Definition -Like "*Validate*" }

Working with Command Output

The Exchange Management Shell offers several methods that you can use to format command output. This topic discusses the following subjects:


How to format data   Control how the data that you see is formatted by using the Format-List, Format-Table, and Format-Wide cmdlets.


How to output data   Determine whether data is output to the Exchange Management Shell console window or to a file by using the Out-Host and Out-File cmdlets. Included in this topic is a sample script to output data to Microsoft Internet Explorer.


How to filter data   Filter data by using either of the following filtering methods:


Server-side filtering, available on certain cmdlets


Client-side filtering, available on all cmdlets by piping the results of a command to the Where-Object cmdlet

To use the functionality that is described in this topic, you must be familiar with the following concepts:


Pipelining

Shell Variables

Comparison Operators
How to Format Data

If you call formatting cmdlets at the end of the pipeline, you can override the default formatting to control what data is displayed and how that data appears. The formatting cmdlets are Format-List, Format-Table, and Format-Wide. Each has its own distinct output style that differs from the other formatting cmdlets.

Format-List

The Format-List cmdlet takes input from the pipeline and outputs a vertical columned list of all the specified properties of each object. You can specify which properties you want to display by using the Property parameter. If the Format-List cmdlet is called without any parameters specified, all properties are output. The Format-List cmdlet wraps lines instead of truncating them. One of the best uses for the Format-List cmdlet is to override the default output of a cmdlet so that you can retrieve additional or more focused information.

For example, when you call the Get-Mailbox cmdlet, you only see a limited amount of information in table format. If you pipe the output of the Get-Mailbox cmdlet to the Format-List cmdlet and add parameters for the additional or more focused information that you want to view, you can retrieve the output that you want.

You can also specify a wildcard character "*" with a partial property name. If you include a wildcard character, you can match multiple properties without having to type each property name individually. For example, Get-Mailbox | Format-List -Property Email* returns all properties that begin with Email. 

The following examples show the different ways that you can view the same data returned by the Get-Mailbox cmdlet.

Get-MailBox TestUser1

Name                      Alias                Server           StorageQuota

----                      -----                ------           ------------

TestUser1                  TestUser1             e12           unlimited

In this first example, the Get-Mailbox cmdlet is called without specific formatting so the default output is in table format and contains a predetermined set of properties.

Get-Mailbox TestUser1 | Format-List -Property Name,Alias,EmailAddresses

Name           : TestUser1

Alias          : TestUser1

EmailAddresses : {SMTP:TestUser1@contoso.com, X400:c=US;a= ;p=Contoso;o=Exchange;s=TestUser1;}

Get-Mailbox TestUser1 | Format-List -Property Name, Alias, Email*

In the second example, the output of the Get-Mailbox cmdlet is piped to the Format-List cmdlet, together with specific properties. As you can see, the format and content of the output is significantly different.

Name                      : Test User

Alias                     : TestUser1

EmailAddresses            : {SMTP:TestUser1@contoso.com, X400:c=US;a= ;p=First

                            Organization;o=Exchange;s=User;g=Test;}

EmailAddressPolicyEnabled : True

In the last example, the output of the Get-Mailbox cmdlet is piped to the Format-List cmdlet as in the second example. However, in the last example, a wildcard character is used to match all properties that start with Email.

If more than one object is passed to the Format-List cmdlet, all specified properties for an object are displayed and grouped by object. The display order depends on the default parameter for the cmdlet. This is most frequently the Name parameter or the Identity parameter. For example, when the Get-Childitem cmdlet is called, the default display order is file names in alphabetical order. To change this behavior, you must call the Format-List cmdlet,together with the GroupBy parameter, and the name of a property value by which you want to group the output. For example, the following command lists all files in a directory and groups these files by extension.

Get-Childitem | Format-List Name,Length -GroupBy Extension

    Extension: .xml

Name   : Config_01.xml

Length : 5627

Name   : Config_02.xml

Length : 3901

    Extension: .bmp

Name   : Image_01.bmp

Length : 746550

Name   : Image_02.bmp

Length : 746550

    Extension: .txt

Name   : Text_01.txt

Length : 16822

Name   : Text_02.txt

Length : 9835

In this example, the Format-List cmdlet has grouped the items by the Extension property that is specified by the GroupBy parameter. You can use the GroupBy parameter with any valid property for the objects in the pipeline stream.

Format-Table

The Format-Table cmdlet lets you display items in a table format with label headers and columns of property data. By default, many cmdlets, such as the Get-Process and Get-Service cmdlets, use the table format for output. Parameters for the Format-Table cmdlet include the Properties and GroupBy parameters. These work exactly as they do with Format-List cmdlet. 

The Format-Table cmdlet also uses the Wrap parameter. This enables long lines of property information to display completely instead of truncating at the end of a line. To see how the Wrap parameter is used to display returned information, compare the output of the Get-Command command in the following two examples.

In the first example, when the Get-Command cmdlet is used to display command information about the Get-Process cmdlet, the information for the Definition property is truncated.

Get-Command Get-Process | Format-Table Name,Definition

Name                                    Definition

----                                    ----------

get-process                             get-process [[-ProcessName] String[]...

In the second example, the Wrap parameter is added to the command to force the complete contents of the Definition property to display.

Get-Command Get-Process | Format-Table Name,Definition -Wrap

Name                                    Definition

----                                    ----------

get-process                             get-process [[-ProcessName] String[]] [

                                        -Verbose] [-Debug] [-ErrorAction Action

                                        Preference] [-ErrorVariable String] [-O

                                        utVariable String] [-OutBuffer Int32]

                                        get-process -Id Int32[] [-Verbose] [-De

                                        bug] [-ErrorAction ActionPreference] [-

                                        ErrorVariable String] [-OutVariable Str

                                        ing] [-OutBuffer Int32]

                                        get-process -Input Process[] [-Verbose]

                                         [-Debug] [-ErrorAction ActionPreferenc

                                        e] [-ErrorVariable String] [-OutVariabl

                                        e String] [-OutBuffer Int32] 

As with the Format-List cmdlet, you can also specify a wildcard character "*" with a partial property name. By including a wildcard character, you can match multiple properties without typing each property name individually. 

Format-Wide

The Format-Wide cmdlet provides a much simpler output control than the other format cmdlets. By default, the Format-Wide cmdlet tries to display as many columns of property values as possible on a line of output. By adding parameters, you can control the number of columns and how the output space is used.

In the most basic usage, calling the Format-Wide cmdlet without any parameters arranges the output in as many columns as will fit the page. For example, if you run the Get-Childitem cmdlet and pipe its output to the Format-Wide cmdlet, you will see the following display of information:

Get-ChildItem | Format-Wide

    Directory: FileSystem::C:\WorkingFolder

Config_01.xml                           Config_02.xml

Config_03.xml                           Config_04.xml

Config_05.xml                           Config_06.xml

Config_07.xml                           Config_08.xml

Config_09.xml                           Image_01.bmp

Image_02.bmp                            Image_03.bmp

Image_04.bmp                            Image_05.bmp

Image_06.bmp                            Text_01.txt

Text_02.txt                             Text_03.txt

Text_04.txt                             Text_05.txt

Text_06.txt                             Text_07.txt

Text_08.txt                             Text_09.txt

Text_10.txt                             Text_11.txt

Text_12.txt

Generally, calling the Get-Childitem cmdlet without any parameters displays the names of all files in the directory in a table of properties. In this example, by piping the output of the Get-Childitem cmdlet to the Format-Wide cmdlet, the output was displayed in two columns of names. Notice that only one property type can be displayed at a time, specified by a property name that follows the Format-Wide cmdlet. If you add the Autosize parameter, the output is changed from two columns to as many as can fit the screen width. 

Get-ChildItem | Format-Wide -AutoSize

    Directory: FileSystem::C:\WorkingFolder

Config_01.xml   Config_02.xml   Config_03.xml   Config_04.xml   Config_05.xml

Config_06.xml   Config_07.xml   Config_08.xml   Config_09.xml   Image_01.bmp

Image_02.bmp    Image_03.bmp    Image_04.bmp    Image_05.bmp    Image_06.bmp

Text_01.txt     Text_02.txt     Text_03.txt     Text_04.txt     Text_05.txt

Text_06.txt     Text_07.txt     Text_08.txt     Text_09.txt     Text_10.txt

Text_11.txt     Text_12.txt

In this example, the table is arranged in five columns, instead of two columns. The Column parameter offers more control by letting you specify the maximum number of columns to display information as follows:

Get-ChildItem | Format-Wide -Columns 4

    Directory: FileSystem::C:\WorkingFolder

Config_01.xml       Config_02.xml       Config_03.xml       Config_04.xml

Config_05.xml       Config_06.xml       Config_07.xml       Config_08.xml

Config_09.xml       Image_01.bmp        Image_02.bmp        Image_03.bmp

Image_04.bmp        Image_05.bmp        Image_06.bmp        Text_01.txt

Text_02.txt         Text_03.txt         Text_04.txt         Text_05.txt

Text_06.txt         Text_07.txt         Text_08.txt         Text_09.txt

Text_10.txt         Text_11.txt         Text_12.txt

In this example, the number of columns is forced to four by using the Column parameter.

How to Output Data

Out-Host and Out-File

The Out-Host cmdlet is an unseen default cmdlet at the end of the pipeline. After all formatting is applied, the Out-Host cmdlet sends the final output to the console window for display. You don't have to explicitly call the Out-Host cmdlet, because it is the default output. You can override sending the output to the console window by calling the Out-Host cmdlet as the last cmdlet in the command. The Out-File cmdlet then writes the output to the file that you specify in the command as in the following example:

Get-ChildItem | Format-Wide -Columns 4 | Out-File c:\OutputFile.txt

In this example, the Out-Host cmdlet writes the information that is displayed in the Get-ChildItem | Format-Wide -Columns 4 command to a file that is named OutputFile.txt. You can also redirect pipeline output to a file by using the redirection operator, which is the right-angle bracket ( > ). To append pipeline output of a command to an existing file without replacing the original file, use the double right-angle brackets ( >> ), as in the following example:

Get-ChildItem | Format-Wide -Columns 4 >> C:\OutputFile.txt

In this example, the output from the Get-Childitem cmdlet is piped to the Format-Wide cmdlet for formatting and then is written to the end of the OutputFile.txt file. Notice that if the OutputFile.txt file did not exist, use of the double right-angle brackets ( >> ) would create the file.

For more information about pipelines, see Pipelining.

For more information about the syntax used in the previous examples, see Syntax.

Viewing Data in Internet Explorer

Because of the flexibility and ease of scripting in the Exchange Management Shell, you can take the data that is returned by commands and format and output them in almost limitless ways. 

The following example shows how you can use a simple script to output the data that is returned by a command and display it in Internet Explorer. This script takes the objects that are passed through the pipeline, opens an Internet Explorer window, and then displays the data in Internet Explorer:

$Ie = New-Object -Com InternetExplorer.Application

$Ie.Navigate("about:blank")

While ($Ie.Busy) { Sleep 1 }

$Ie.Visible = $True

$Ie.Document.Write("$Input")

# If the previous line doesn't work on your system, uncomment the line below.

# $Ie.Document.IHtmlDocument2_Write("$Input")

$Ie

To use this script, save it to the C:\Program Files\Microsoft\Exchange Server\Scripts directory on the computer where the script will be run. Name the file Out-Ie.ps1. After you save the file, you can then use the script as a regular cmdlet. 

The Out-Ie script assumes that the data it receives is valid HTML. To convert the data that you want to view into HTML, you must pipe the results of your command to the ConvertTo-Html cmdlet. You can then pipe the results of that command to the Out-Ie script. The following example shows how to view a directory listing in an Internet Explorer window:

Get-ChildItem | Select Name,Length | ConvertTo-Html | Out-Ie

How to Filter Data

The Exchange Management Shell gives you access to a large quantity of information about your servers, mailboxes, Active Directory directory service, and other objects in your organization. Although access to this information helps you better understand your environment, this large quantity of information can easily overwhelm you. The Exchange Management Shell lets you control this information and return only the data that you want to see by using filtering. The following two types of filtering are available:


Server-side filtering   Server-side filtering takes the filter that you specify on the command line and submits it to the Exchange server that you query. That server processes the query and returns only the data that matches the filter that you specified. 

Server-side filtering is performed only on objects where tens or hundreds of thousands of results could be returned. Therefore, only the recipient management cmdlets, such as the Get-Mailbox cmdlet, and queue management cmdlets, such as the Get-Queue cmdlet, support server-side filtering. These cmdlets support the Filter parameter. This takes the filter expression that you specify and submits it to the server for processing.


Client-side filtering   Client-side filtering is performed on the objects in the local console window in which you are currently working. When you use client-side filtering, the cmdlet retrieves all the objects that match the task that you are performing to the local console window. The Exchange Management Shell then takes all the returned results, applies the client-side filter to those results, and returns to you only the results that match your filter. All cmdlets support client-side filtering. This is invoked by piping the results of a command to the Where-Object cmdlet.

Server-Side Filtering

The implementation of server-side filtering is specific to the cmdlet on which it is supported. Server-side filtering is enabled only on specific properties on the objects that are returned. 

For more information about how to manage recipients by using server-side filtering, see Creating Filters in Recipient Commands.

For more information about how to manage queues by using server-side filtering, see Filtering Queues.

Client-Side Filtering

Client-side filtering can be used with any cmdlet. This includes those that also support server-side filtering. As described earlier in this topic, client-side filtering accepts all the data that is returned by a previous command in the pipeline, and in turn, returns only the results that match the filter that you specify. The Where-Object cmdlet performs this filtering. It can be shortened to Where.

As data passes through the pipeline, the Where cmdlet receives the data from the previous object and then filters the data before passing it on to the next object. The filtering is based on a script block that is defined in the Where command. The script block filters data based on the object’s properties and values.

The Clear-Host cmdlet is used to clear the console window. In this example, you can find all the defined aliases for the Clear-Host cmdlet if you run the following command:

Get-Alias | Where {$_.Definition -eq "Clear-Host"}

CommandType     Name                            Definition

-----------     ----                            ----------

Alias           clear                           clear-host

Alias           cls                             clear-host

The Get-Alias cmdlet and the Where command work together to return the list of aliases that are defined for the Clear-Host cmdlet and no other cmdlets. Table 1 outlines each element of the Where command that is used in the example.

Table 1   Elements of the Where command

	Element
	Description

	{ }
	Braces enclose the script block that defines the filter.

	$_
	This special variable automatically initiates and binds to the objects in the pipeline.

	Definition
	The Definition property is the property of the current pipeline objects that stores the name of the alias definition. When Definition is used with the $_ variable, a period comes before the property name.

	-eq
	This comparison operator for “equal to” is used to specify that the results must exactly match the property value that is supplied in the expression. 

	“Clear-Host”
	In this example, “Clear-Host” is the value for which the command is parsing.


In the example, the objects that are returned by the Get-Alias cmdlet represent all the defined aliases on the system. Even though you don't see them from the command line, the aliases are collected and passed to the Where cmdlet through the pipeline. The Where cmdlet uses the information in the script block to apply a filter to the alias objects.

The special variable $_represents the objects that are being passed. The $_variable is automatically initiated by the shell and is bound to the current pipeline object. For more information about this special variable, see Shell Variables.

Using standard "dot" notation (object.property), the Definition property is added to define the exact property of the object to evaluate. The -eq comparison operator then compares the value of this property to “Clear-Host”. Only the objects that have the Definition property that match this criterion are passed to the console window for output. For more information about comparison operators, see Comparison Operators.

Comparison Operators

The Exchange Management Shell has a rich set of operators that enables comparisons of one object with another object or one object with a set of objects. 

For more information about comparison operators, run the following command in the Exchange Management Shell:

Get-Help About_Comparison_Operators

Table 1 lists the comparison operators that are available in the Exchange Management Shell. Some comparison operators are case-sensitive. Other comparison operators are not case-sensitive. If a comparison operator is case-sensitive, the case that is used in the strings that are being compared must match. For example, the string "Test" does not match "test" when you use a comparison operator that is case-sensitive.

Table 1   Comparison operators that are available in the Exchange Management Shell

	Operator
	Definition

	-eq
	Equals (not case-sensitive)

	-ieq
	Equals (not case-sensitive)

	-ceq
	Equals (case-sensitive)

	-ne
	Not equal (not case-sensitive)

	-ine
	Not equal (not case-sensitive)

	-cne
	Not equal (case-sensitive)

	-lt
	Less than (not case-sensitive)

	-ilt
	Less than (not case-sensitive)

	-clt
	Less than (case-sensitive)

	-gt
	Greater than (not case-sensitive)

	-igt
	Greater than (not case-sensitive)

	-cgt
	Greater than (case-sensitive)

	-le
	Less than or equal to (not case-sensitive)

	-ile
	Less than or equal to (not case-sensitive)

	-cle
	Less than or equal to (case-sensitive)

	-ge
	Greater than or equal to (not case-sensitive)

	-ige
	Greater than or equal to (not case-sensitive)

	-cge
	Greater than or equal to (case-sensitive)

	-contains
	The elements in the left operand that is equal to the right operand (not case-sensitive)

	-icontains
	The elements in the left operand that is equal to the right operand (not case-sensitive)

	-ccontains
	The elements in the left operand that is equal to the right operand (case-sensitive)

	-notcontains
	The elements in the left operand that is equal to the right operand (not case-sensitive)

	-inotcontains
	The elements in the left operand that is equal to the right operand (not case-sensitive)

	-cnotcontains
	The elements in the left operand that is equal to the right operand (case-sensitive)

	-band
	Bitwise And

	-bor
	Bitwise Or

	-bnot
	Bitwise NOT

	-and
	Logical and

	-or
	Logical or

	-not
	Logical not

	-match
	Compare strings by using regular expressions (not case-sensitive)

	-notmatch
	Compare strings by using regular expressions (not case-sensitive)

	-imatch
	Compare strings by using regular expressions (not case-sensitive)

	-inotmatch
	Compare strings by using regular expressions (not case-sensitive)

	-cmatch
	Compare strings by using regular expressions (case-sensitive)

	-cnotmatch
	Compare strings by using regular expressions (case-sensitive)

	-like
	Compare strings by using wildcard rules

	-notlike
	Compare strings by using wildcard rules

	-ilike
	Compare strings by using wildcard rules (not case-sensitive)

	-inotlike
	Compare strings by using wildcard rules (not case-sensitive)

	-clike
	Compare strings by using wildcard rules (case-sensitive)

	-cnotlike
	Compare strings by using wildcard rules (case-sensitive)


Aliases

In Microsoft Exchange Server 2007, you can assign an Exchange Management Shell cmdlet or Cmd.exe command to an administrator-defined and easy-to-remember alias. Such aliases can be useful when you frequently use certain cmdlets and want to reduce the typing that you must do.

When an alias is called from the command line, the rules that apply to the cmdlet that is represented by the alias are enforced exactly as when the cmdlet is called. You must supply any required parameters and their values exactly as if you had called the cmdlet name.

Built-in Aliases

Many cmdlets that are used regularly have default, or built-in, aliases assigned to them. These built-in aliases help reduce the typing that you have to do when you administer Exchange 2007 by using the Exchange Management Shell. 

For example, the Get-ChildItem cmdlet resembles the MS-DOS Dir command. Because you are familiar with the Dir command, you might want to use the Dir alias when you use the Exchange Management Shell instead of typing Get-ChildItem every time that you want to view the contents of a directory. The output from the Get-ChildItem cmdlet and the Dir alias is the same and can be used interchangeably.

Table 1 shows the built-in aliases and their full names.

Table1   Built-in aliases

	Alias
	Command
	Alias
	Command
	Alias
	Command

	Ac
	Add-Content
	Iex
	Invoke-Expression
	Write
	Write-Output

	Asnp
	Add-PSSnapin
	Ihy
	Invoke-History
	Cat
	Get-Content

	Clc
	Clear-Content
	Ii
	Invoke-Item
	Cd
	Set-Location

	Cli
	Clear-Item
	Ipal
	Import-Alias
	Clear
	Clear-Host

	Clp
	Clear-ItemProperty
	Ipcsv
	Import-Csv
	Cp
	Copy-Item

	Clv
	Clear-Variable
	Mi
	Move-Item
	H
	Get-History

	Cpi
	Copy-Item
	Mp
	Move-ItemProperty
	History
	Get-History

	Cpp
	Copy-ItemProperty
	Nal
	New-Alias
	Kill
	Stop-Process

	Cvpa
	Convert-Path
	Ndr
	New-PSDrive
	Lp
	Out-Printer

	Diff
	Compare-Object
	Ni
	New-Item
	Ls
	Get-ChildItem

	Epal
	Export-Alias
	Nv
	New-Variable
	Mount
	New-PSDrive

	Epcsv
	Export-Csv
	Oh
	Out-Host
	Mv
	Move-Item

	Fc
	Format-Custom
	Rdr
	Remove-PSDrive
	Popd
	Pop-Location

	Fl
	Format-List
	Ri
	Remove-Item
	Ps
	Get-Process

	Foreach
	ForEach-Object
	Rni
	Rename-Item
	Pushd
	Push-Location

	%
	ForEach-Object
	Rnp
	Rename-ItemProperty
	Pwd
	Get-Location

	Ft
	Format-Table
	Rp
	Remove-ItemProperty
	R
	Invoke-History

	Fw
	Format-Wide
	Rsnp
	Remove-PSSnapin
	Rm
	Remove-Item

	Gal
	Get-Alias
	Rv
	Remove-Variable
	Rmdir
	Remove-Item

	Gc
	Get-Content
	Rvpa
	Resolve-Path
	Echo
	Write-Output

	Gci
	Get-ChildItem
	Sal
	Set-Alias
	Cls
	Clear-Host

	Gcm
	Get-Command
	Sasv
	Start-Service
	Chdir
	Set-Location

	Gdr
	Get-PSDrive
	Sc
	Set-Content
	Copy
	Copy-Item

	Ghy
	Get-History
	Select
	Select-Object
	Del
	Remove-Item

	Gi
	Get-Item
	Si
	Set-Item
	Dir
	Get-ChildItem

	Gl
	Get-Location
	Sl
	Set-Location
	Erase
	Remove-Item

	Gm
	Get-Member
	Sleep
	Start-Sleep
	Move
	Move-Item

	Gp
	Get-ItemProperty
	Sort
	Sort-Object
	Rd
	Remove-Item

	Gps
	Get-Process
	Sp
	Set-ItemProperty
	Ren
	Rename-Item

	Group
	Group-Object
	Spps
	Stop-Process
	Set
	Set-Variable

	Gsv
	Get-Service
	Spsv
	Stop-Service
	Type
	Get-Content

	Gsnp
	Get-PSSnapin
	Sv
	Set-Variable
	List
	Format-List

	Gu
	Get-Unique
	Tee
	Tee-Object
	Table
	Format-Table

	Gv
	Get-Variable
	Where
	Where-Object
	Man
	ExHelp

	Gwmi
	Get-WmiObject
	?
	Where-Object
	Help
	ExHelp


For more information about aliases, run the following command in the Exchange Management Shell:

Get-Help About_Alias

Creating Custom Aliases

In addition to the default, or built-in, aliases, you can define and use custom aliases instead of the names of cmdlets that you frequently use. You can use the Set-Alias cmdlet to associate cmdlets to familiar command names that have the equivalent functionality in Cmd.exe. You can assign multiple aliases to a single command. But each alias can only be assigned to a single command. For example, you can have three aliases Alias1, Alias2, and Alias3 that are assigned to the Move-Mailbox cmdlet. You could then use any of the three aliases to run the Move-Mailbox cmdlet. However, each alias that you create can only be assigned to the Move-Mailbox cmdlet. You can't, for example, assign Alias1 to both the Move-Mailbox cmdlet and the Get-Mailbox cmdlet.

To create a new alias-cmdlet pairing, run the Set-Alias cmdlet and supply the name of the alias, together with the name of the cmdlet that you want to call when the alias is entered. 

Table 2 shows several examples of how to create a new alias.

Table 2   Examples of custom aliases

	Alias description
	Alias command

	Retrieve the contents of a file.
	Set-Alias Type Get-Content



	Retrieve the listing of a directory.
	Set-Alias Dir Get-ChildItem



	Remove a file.
	Set-Alias Erase Remove-Item



	Set pad as an alias for Microsoft WordPad. 
	Set-Alias Pad "${env:programfiles}\Windows NT\Accessories\wordpad.exe"



	Display the list of all defined aliases.
	Set-Alias Aliases Get-Alias




Removing an Alias

To remove an alias, delete the alias from the alias drive. For example, an administrator creates the Ls alias by using the following command:

Set-Alias Ls Get-ChildItem

Later the administrator decides that the Ls alias is no longer needed and uses the following command to remove the Ls alias:

Remove-Item Alias Ls

Importing and Exporting Aliases

The Export-Alias cmdlet writes the current alias list to a file in comma-separated values (CSV) format. You can include the name of the file and its path in the command line. If the path doesn't exist, the cmdlet will create the path for you. You can create the file by using the .txt or .doc extensions.

The Import-Alias cmdlet reads a text file that has CSV values and brings the list into the Exchange Management Shell as an object. By using the Export-Alias cmdlet and Import-Alias cmdlet, you can export a list of aliases from the Exchange Management Shell on one computer and import them to the Exchange Management Shell on another computer. Because existing predefined aliases exist on both computers, all alias name conflicts will be ignored and not imported.

Alias Persistence

Aliases that are created from the command line by using the Set-Alias cmdlet during an Exchange Management Shell session can be used when the session is active. After the session is closed, the alias definition is lost. To make a user-defined alias persistent and available every time that a new Exchange Management Shell session is opened, you must add the alias definition to the Exchange Management Shell Microsoft.PowerShell_Profile.ps1 file that is located in the My Documents\PSConfiguration subfolder of your user profile directory.

Alias Limitations

Although aliases can be defined for cmdlets and used instead of cmdlet names, you can't include parameters in the definition of the aliases that you define. You must provide parameters as needed when the alias is called, exactly as you would if you called the cmdlet. 

User-Defined Variables

A variable is a location to store information. Unlike in many programming environments, in the Exchange Management Shell, you don't have to declare a variable before you use it. 

You designate a variable by prepending a string with a dollar sign ($). You must enclose the string in braces ({ }) if the string contains spaces or other special characters. By using the array reference notation ([ ]), you can address the elements of an array or hash table variable.

For more information about arrays, see Arrays.

Using Variables to Store Values

Variables are very useful if you want to store a value. You can assign values to variables by using an assignment operator. For more information about operators, see Syntax. 

For example, to assign a value of 8 to the variable $Example, use the following command:

$Example = 8

This command assigns the integer 8 to the variable $Example. You can then call the $Example variable later in another command to recall the value. The values that are specified in a variable are treated exactly as if the value that it contains was typed in the location that the variable is specified. For example, the following two commands are equivalent if $Example2 is assigned the value "Hello":

Write-Host $Example2

Write-Host "Hello"

Storing the Output of a Command in a Variable

You can also store the output of commands in a variable for later use. When you assign a command to a variable, the command is evaluated at the time that command is run. The output of that command is assigned to the variable. For example, if you run $CurrentDate = Get-Date on the command line and then call $CurrentDate repeatedly over several seconds, the value that is reported is the same every time that the variable is called.

When you assign the output of a command to a variable, you can also access the properties and methods of the underlying object. For example, to view the properties and methods that are available when you assign Get-Date to $CurrentDate, you can use the $CurrentDate | Get-Member command. When you use the $CurrentDate | Get-Member command, the following properties are returned in a list:

Date                 Property       System.DateTime Date {get;}

Day                  Property       System.Int32 Day {get;}

DayOfWeek            Property       System.DayOfWeek DayOfWeek {get;}

DayOfYear            Property       System.Int32 DayOfYear {get;}

Hour                 Property       System.Int32 Hour {get;}

Kind                 Property       System.DateTimeKind Kind {get;}

Millisecond          Property       System.Int32 Millisecond {get;}

Minute               Property       System.Int32 Minute {get;}

Month                Property       System.Int32 Month {get;}

Second               Property       System.Int32 Second {get;}

Ticks                Property       System.Int64 Ticks {get;}

TimeOfDay            Property       System.TimeSpan TimeOfDay {get;}

Year                 Property       System.Int32 Year {get;}

DateTime             ScriptProperty System.Object DateTime {get=if ($this.Di...

You can then call any of these properties by typing the variable, a period (.), and then the property that you want to view. For example, to view the year that is stored on a variable, use the following command:

$CurrentDate.Year

By accessing the properties of a variable, you can easily manipulate and use each piece of information that is stored in the variable without the use of text parsing. 

Storing the Output of the Dir Command in a Variable

You can also store the output of the Dir command in a variable. Because the Dir command returns multiple rows when it runs, each row that is returned is stored in a variable as a new array element. You can then access each file object that is stored in the newly created array. For more information about arrays, see Arrays.

The following command assigns the output of the Dir command to the $DirOutput variable:

$DirOutput = Dir

You can then select a specific file object by specifying the array index that you want to view as follows:

$DirOutput[1].Name

Or you can create a simple loop that cycles through the whole array and displays the name and file size of each file that is stored in the array as follows:

0..$DirOutput.Length | ForEach { $DirOutput[$_].Name + " is " + $DirOutput[$_].Length + " bytes long." }

The following list examines this example:


The 0..$DirOutput.Length command instructs the Exchange Management Shell to output an integer from 0 to the maximum length of the array that is stored in the $DirOutput variable. 


The output of the 0..$DirOutput.Length command is piped to the ForEach command that loops through each element of the array until it reaches the end of the array. The ForEach command runs the commands that are enclosed in the braces " { } ".


The $_ variable stores the current object that is in the pipeline. In this case, the object in the pipeline is an integer that is produced by the 0..$DirOutput.Length command as it counts from 0 to the maximum length of the array. This variable is used in the $DirOutput[$_].Name command and $DirOutput[$_].Length command to select the array element to access. 


For more information about the $_ variable, see Shell Variables.


The plus " + " signs concatenate the output of the $DirOutput[$_].Name command and $DirOutput[$_].Length command, together with the strings supplied, to create output similar to the following:

abv_dg.dll is 416144 bytes long.

addxa.dll is 285056 bytes long.

ASDat.MSI is 5626880 bytes long.

ASEntDat.MSI is 5626880 bytes long.

ASEntIRS.MSI is 910336 bytes long.

ASEntSig.MSI is 45056 bytes long.

BPA.Common.dll is 211848 bytes long.

BPA.ConfigCollector.dll is 101272 bytes long.

BPA.NetworkCollector.dll is 52128 bytes long.

These examples show that you can use the Length property more than one time to display different information about the same variable. You can do this because more than one type of data is stored in the $DirOutput variable. The first type of data is the directory object itself, and the second type of data is the file objects. When you run the $DirObject.Length command, without specifying an array index, you are accessing the directory parent object types that are stored in the array. When you specify an array index, such as $DirObject[5].Length, you are accessing the file child objects that are stored in the directory object. 

This behavior exists on many objects. You can typically access many levels of object data that are contained in a single variable. The ability to access this data makes the Exchange Management Shell very flexible. 

Shell Variables

Shell variables are a set of variables that are created and declared automatically by the Exchange Management Shell. The variables are maintained throughout your session as part of the system state and are available to all commands, scripts, and applications that run in that session.

The Exchange Management Shell supports two types of shell variables:


Automatic variables provide a mechanism for passing information to and from commands, scripts, and applications. 


Policy variables store information about the state of the Exchange Management Shell.

You can use shell variables as you would use any other type of variable. For example, the $PSHome shell variable stores the name of the directory where the Exchange Management Shell is installed, and the $_ shell variable stores the current pipeline object. You can use these variables in a command to specify the location of the file and to call a property of the Get-ChildItem object, as shown in the following example:

Get-ChildItem $PSHome | Sort {$_.Name}

This command retrieves all items from the Exchange Management Shell installation directory, and it uses the name property of the object that is stored in the $_ variable to sort the data when it is displayed.

Common Shell Variables

Table 1 lists several common automatic variables that are available for your use in the Exchange Management Shell.

Table 1   Common automatic variables

	Automatic variable
	Description

	$$
	This variable contains the last token of the last line that is received by the Exchange Management Shell.

	$?
	This variable contains the success or fail status of the last operation.

	$^
	This variable contains the first token of the last line that is received by the Exchange Management Shell.

	$_
	This variable contains the current pipeline object that is used in script blocks, filters, and the Where statement.

	$Error
	This variable contains objects for which an error occurred when they are processed in a cmdlet.

	$ExBin
	This variable displays the full path of the Exchange Server\bin directory.

	$ExScripts
	This variable the full path of the Exchange scripts directory.

	$ForEach
	This variable refers to the enumerator in a ForEach loop.

	$Home
	This variable specifies the user’s root directory. It is the equivalent of %HomeDrive%%HomePath%.

	$MaximumHistoryCount
	This variable specifies the maximum number of entries that can be saved in the command history.

	$PSHome
	This variable specifies the directory where the Exchange Management Shell is installed.


Sample Output

This topic provides sample output from Exchange Management Shell commands that you would typically run on a computer that is running Microsoft Exchange Server 2007. Each example provides the default display of information and the optional verbose display of information.

This topic is not intended to show how to configure the components or features that are highlighted in the following examples. Each example is preceded by a link to the procedural topic that is associated with the component or feature.

Example: Viewing Information About a Receive Connector

For more information about how to manage Simple Mail Transfer Protocol (SMTP) connectors, see Managing SMTP Connectors.

The Get-ReceiveConnector "Client MBX" command retrieves the following default display of information:

Name                      Bindings                   Enabled

----                      --------                   -------

Client MBX                {0.0.0.0:587}              True 

The Get-ReceiveConnector "Client MBX" | Format-List command retrieves the following verbose display of information:

Schema                                  : Microsoft.Exchange.Data.Directory.SystemConfiguration.ReceiveConnectorSchema

AuthMechanism                           : Tls, BasicAuth, BasicAuthPlusTls, ExchangeServer

Banner                                  :

BinaryMimeEnabled                       : True

Bindings                                : {0.0.0.0:587}

ChunkingEnabled                         : True

DefaultDomain                           :

DeliveryStatusNotificationEnabled       : True

EightBitMimeEnabled                     : True

EnhancedStatusCodesEnabled              : True

ExternallySecuredAsPartnerDomain        :

Fqdn                                    : MBX.contoso.com

Comment                                 :

Enabled                                 : True

ConnectionTimeout                       : 00:10:00

ConnectionInactivityTimeout             : 00:05:00

MessageRateLimit                        : 600

MaxInboundConnection                    : 5000

MaxInboundConnectionPerSource           : 100

MaxInboundConnectionPercentagePerSource : 2

MaxHeaderSize                           : 64KB

MaxHopCount                             : 30

MaxLocalHopCount                        : 3

MaxLogonFailures                        : 3

MaxMessageSize                          : 10MB

MaxProtocolErrors                       : 5

MaxRecipientsPerMessage                 : 200

PermissionGroups                        : ExchangeUsers

PipeliningEnabled                       : True

ProtocolLoggingLevel                    : None

RemoteIPRanges                          : {0.0.0.0-255.255.255.255}

RequireEHLODomain                       : False

RequireTLS                              : False

Server                                  : MBX

SizeEnabled                             : True

TarpitInterval                          : 00:00:05

AdminDisplayName                        :

ObjectCategoryName                      : msExchSmtpReceiveConnector

ExchangeVersion                         : 0.1 (8.0.535.0)

CurrentObjectVersion                    : 0.1 (8.0.535.0)

Name                                    : Client MBX

DistinguishedName                       : CN=Client MBX,CN=SMTP Receive Connectors,CN=Protocols,CN=MBX,CN=Servers,CN=Exchange Administrative Group (FYDIBOHF23SPDLT),CN=Administrative Groups,CN=First Organization,CN=Microsoft Exchange,CN=Services,CN=Configuration,DC=contoso,DC=com

Identity                                : MBX\Client MBX

Guid                                    : ee9828f3-c88c-4ea9-9797-b76926a0019e

ObjectCategory                          : contoso.com/Configuration/Schema/ms-Exch-Smtp-Receive-Connector

ObjectClass                             : {top, msExchSmtpReceiveConnector}

OriginalId                              : MBX\Client MBX

WhenChanged                             : 6/19/2006 5:19:39 PM

WhenCreated                             : 6/19/2006 5:19:39 PM

ObjectState                             : Unchanged

OriginatingServer                       : MBX.contoso.com

IsReadOnly                              : False

Id                                      : MBX\Client MBX

IsValid                                 : True 

Example: Viewing a List of Mailboxes

For more information about how to manage administrator commands, see Mailbox Server Cmdlets.

The Get-Mailbox command retrieves the following default display of information:

Name                      Alias                Server           ProhibitSendQuota

----                      -----                ------           ---------------

Administrator             Administrator        dc1              unlimited

Kim Akers                 KimAkers            dc1              unlimited

The Get-Mailbox "Administrator" | Format-List command retrieves the following verbose display of information:

Id                                 : contoso.com/Users/Administrator

IsValid                            : True

Item                               :

DistinguishedName                  : CN=Administrator,CN=Users,DC=contoso,DC=com

Guid                               : 104f5066-9d9c-4596-907b-88e5270d79b3

Identity                           : contoso.com/Users/Administrator

Name                               : Administrator

ObjectCategory                     : contoso.com/Configuration/Schema/Person

ObjectCategoryName                 : user

ObjectClass                        : {top, person, organizationalPerson, user}

ObjectState                        : Unchanged

OriginatingServer                  : DC1.contoso.com

Schema                             : Microsoft.Exchange.Data.Directory.Manageme

                                     nt.MailboxSchema

WhenChanged                        : 7/11/2006 8:15:13 PM

WhenCreated                        : 6/29/2005 4:39:20 PM

SamAccountName                     : Administrator

Database                           : DC1\First Storage Group\Mailbox Database

RetentionHoldEnabled               : False

EndDateForRetentionHold            :

StartDateForRetentionHold          :

ManagedFolderMailboxPolicy         :

ServerLegacyDN                     : /o=First Organization/ou=Exchange Administrative Group (FYDIBOHF23SPDLT)/cn=Configuration/cn=Servers/cn=DC1

ServerName                         : dc1

UseDatabaseQuotaDefaults           : True

StorageQuota                       :

RulesQuota                         : 64KB

DeletedItemFlags                   : DatabaseDefault

UseDatabaseRetentionDefaults       : True

RetainDeletedItemsUntilBackup      : False

DeliverToMailboxAndForward         : False

ExchangeGuid                       : 75086963-d1bc-446c-9f4b-5a04385e3d80

ExchangeSecurityDescriptor         : System.Security.AccessControl.RawSecurityDescriptor

ExchangeUserAccountControl         : None

ExternalOofOptions                 : External

RetainDeletedItemsFor              : 14.00:00:00

IsMailboxEnabled                   : True

OfflineAddressBook                 :

ProhibitSendQuota                  : unlimited

ProhibitSendReceiveQuota           : unlimited

UserPrincipalName                  :

Office                             :

AcceptMessagesOnlyFrom             : {}

AcceptMessagesOnlyFromDLMembers    : {}

AddressListMembership              : {Default Global Address List, All Users}

Alias                              : Administrator

AntispamBypassEnabled              : False

CustomAttribute1                   :

CustomAttribute2                   :

CustomAttribute3                   :

CustomAttribute4                   :

CustomAttribute5                   :

CustomAttribute6                   :

CustomAttribute7                   :

CustomAttribute8                   :

CustomAttribute9                   :

CustomAttribute10                  :

CustomAttribute11                  :

CustomAttribute12                  :

CustomAttribute13                  :

CustomAttribute14                  :

CustomAttribute15                  :

DisplayName                        : Administrator

EmailAddresses                     : {SMTP:Administrator@contoso.com, X400:c=US;a= ;p=First Organizati;o=Exchange;s=Administrator;}

ForwardingAddress                  :

GrantSendOnBehalfTo                : {}

HiddenFromAddressListsEnabled      : False

LegacyExchangeDN                   : /o=First Organization/ou=Exchange Administrative Group (FYDIBOHF23SPDLT)/cn=Recipients/cn=Administrator

MasterAccountSid                   :

MaxSendSize                        : unlimited

MaxReceiveSize                     : unlimited

PoliciesIncluded                   : {{43C0F25A-8B8F-410E-9296-D5DCF590CE7C},{26491CFC-9E50-4857-861B-0CB8DF22B5D7}}

PoliciesExcluded                   : {}

EmailAddressPolicyEnabled          : True

PrimarySmtpAddress                 : Administrator@contoso.com

ProtocolSettings                   : {}

RecipientLimits                    : unlimited

RecipientType                      : UserMailbox

RecipientTypeDetails               : UserMailbox

RejectMessagesFrom                 : {}

RejectMessagesFromDLMembers        : {}

RequireSenderAuthenticationEnabled : False

ResourceType                       :

ResourceCapacity                   :

ResourceCustom                     : {}

IsResource                         : False

IsShared                           : False

IsLinked                           : False

SCLDeleteThreshold                 :

SCLDeleteEnabled                   :

SCLRejectThreshold                 :

SCLRejectEnabled                   :

SCLQuarantineThreshold             :

SCLQuarantineEnabled               :

SCLJunkThreshold                   :

SCLJunkEnabled                     :

SimpleDisplayName                  :

WindowsEmailAddress                : Administrator@contoso.com

Languages                          : {}

Structured Data

Traditional command shells have always supported the redirection of the output of one command to another in the form of a textual stream. This method has its disadvantages because parsing text has to be carefully controlled, usually by some kind of encoding to prevent unexpected behavior.

Each action that you take in the Exchange Management Shell must be done within the context of objects. The Exchange Management Shell uses structured collections of information that are called objects. These objects represent items in hierarchical data sources. When you call a cmdlet, one or more strongly typed structured objects are returned. Objects carry information about an item and about the object’s structure. The object also acts as a proxy for the real item. For example, when you access a file from the Exchange Management Shell, you work with the object that represents that file, not the file itself.

The Exchange Management Shell uses this object model to pass information from one command to another by using pipelining. This avoids the problems that are caused by textual parsing in other command shells because the data that the Exchange Management Shell uses has a definite structure and is interpreted according to the object model.

For more information about pipelining, see Pipelining.

The Structure of an Object

An object consists of three types of data: the object’s type, its methods, and its properties.

Object Type

The data type of an object provides details about what kind of object it is. For example, an object that represents a mailbox is a Mailbox object. An object that represents a file is a FileInfo object. All objects have a distinct predefined type and namespace that the Exchange Management Shell can process. 

Object Methods

A method is a set of instructions that define a particular action that you can take on an object. For example, a Mailbox object includes the method Set_EmailAddresses. This can be used to set the value of attribute ProxyAddresses on Active Directory directory service mailbox-enabled user accounts.

Object Properties

A property is data that is associated with an object that specifies a particular state of that object. For example, a Mailbox object includes the property EmailAddresses that was mentioned in "Object Methods" earlier in this topic. This object property represents the value of the actual attribute ProxyAddresses on mailbox-enabled Active Directory user accounts. This is the actual item that is represented by the Mailbox object.

The information about properties that is included with an object includes the current state and the definition of each property. This includes its name and the type of data that the property can take, such as Integer, Boolean, String, and so on.

Arrays

An array provides a data structure that can be used to store a collection of data elements of the same type. The Exchange Management Shell supports all kinds of data elements. 

For detailed information about how to use arrays, run the following command in the Exchange Management Shell:

Get-Help About_Array

Creating Arrays

You can create and initialize arrays by assigning multiple values to a variable. The values that are stored in the array are delimited by using a comma and are separated from the variable name by the = assignment operator. For example, suppose you want to create an array that is named $Example that contains the following seven integer values: 22, 5, 10, 8, 12, 9, 80. To create the array, enter the following command:

$Example = 22,5,10,8,12,9,80

In the array, the first data element is at index position 0, the second is at position 1, and so on.

Reading Arrays

You can reference an array by its variable name, such as $Example. You can reference a specific value within the array by using the index number of the position in the array where the value is stored. For example, to reference the first data element in the $Example array, enter the following command:

Write-Host $Example[0]

The Exchange Management Shell will return the value 22 because that is stored in the first array element.

Manipulating Arrays

To change the value of a single item in an array, specify the array name, the index you want to modify, the = assignment operator, and the new value that you want to use instead of the existing value. For example, to change the value of the second item in the $Example array, index position 1, to 10, enter the following command:

$Example[1] = 10

You can also use the SetValue method to change a value. The following example changes the second value, index position 1, of an array named $Example to 500:

$Example.SetValue(500,1)

You can append a value to the end of an existing array. For example, to add an additional integer, such as 200, to the $Example array, enter the following command:

$Example += 200

Associative Arrays

Associative arrays are the same as regular arrays. However, they enable the assignment of key-value pairs to a variable. For example, you may want to assign values to keys in an array to be called on when a command is being processed. The following example creates an associative array:

$Example = @{blue = 1; red = 2,3}

When you enter $Example on the command line, you see the following output:

Key                            Value

---                            -----

red                            {2, 3}

blue                           1

You can retrieve the information that is stored in the array by calling the array as follows:

$Example.blue 

The previous example returns a value 1. 

Because multiple values were assigned to the red key, those values make up a nested array. You can reference the values in this nested array by using their index value. You can retrieve the information that is stored in the key's nested array by calling the associative array, $Example, with the red key and the index of the nested array location that you want to retrieve 1, as follows:

$Example.red[1]

The previous example returns the value 3. 

For more information about associative arrays, run the following command in the Exchange Management Shell:

Get-Help About_Associative_Array

Script Security

This topic explains how script security in the Exchange Management Shell helps prevent harmful or otherwise unwanted scripts from running in your organization and what options are available to modify script security to meet the requirements of your organization. 

You typically encounter scripts from three different sources: yourself, another person in your organization, and script writers from outside your organization, such as the Internet. If you write a script, you trust the script to do what it is designed to do. If you share the script with other administrators in your organization, they too may trust the script, but only because they trust you.

When scripts come from other sources, such as the Internet, script security is a concern. The only way that you can trust scripts from sources unknown to your organization is to inspect the script code directly and test it in an isolated lab environment. This process can be time-consuming and tedious. But it is a recommended practice to prevent unintentional execution of malicious or destructive code.

The Exchange Management Shell supports the recommended use of digital signatures to make sure a script is not altered after the script is created. For more information about digital signatures, see "Code-Signing Basics" later in this topic. 

Script Execution Modes

Four modes of script execution are possible for the Exchange Management Shell to control how scripts are used, depending on how they are signed and if they are from known or unknown sources. Table 1 describes each script execution mode.

Table 1   Script execution modes

	Mode
	Description

	Restricted mode
	No scripts will run, even if they are signed by a trusted publisher.

	AllSigned mode
	All scripts must be digitally signed by a trusted publisher before they will run.

	RemoteSigned mode
	All scripts that are locally created will run. Scripts that are downloaded from remote locations, such as the Internet, that cannot be trusted, will not run. This is the default script execution mode.

	Unrestricted mode
	All scripts regardless of whether they are digitally signed or trusted will run. We don't recommend the Unrestricted mode unless you are running the script in a controlled non-production test environment.


To change the script execution mode from the default RemoteSigned script execution mode, locate the registry key HKEY_LOCAL_MACHINE\SOFTWARE\Microsoft\PowerShell\1\ShellIds\Microsoft.PowerShell and change the ExecutionPolicy value to the desired script execution mode. The Exchange Management Shell recognizes the change to the policy immediately.
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Caution: 

Incorrectly editing the registry can cause serious problems that may require you to reinstall your operating system. Problems resulting from editing the registry incorrectly may not be able to be resolved. Before editing the registry, back up any valuable data.

Large organizations that want to set a consistent script execution mode for all computers that are running the Exchange Management Shell should apply the script execution mode setting by a policy.

Code-Signing Basics

Digital signatures are created by using a public-key signature algorithm that uses two different cryptographic keys called a key pair: the public key and the private key. The private key is known only to its owner, and the public key is available to anyone. In digital signatures, the private key generates the signature, and the corresponding public key validates the signature.

A certificate is a digital document that is generally used for authentication and to help secure information on open networks. A certificate securely binds a public key to the entity that holds the corresponding private key. Certificates are digitally signed by the issuing certification authority (CA). By using a code-signing certificate, the author of the script adds a digital signature to the script file. During this process, a one-way hash of the script is created and encrypted by using the private key. The encrypted hash is a digital signature string that is added to the script file. This digital signature string is commented out so that it does not interfere with script functionality.

When this script is run in an Exchange Management Shell environment where code signing is required, a new one-way hash of the script file is produced. The one-way hash is compared to the encrypted hash that is included with the script file after it is decrypted by using the public key. If the script wasn't altered in any way after it was signed, the hashes will match. The computer then tries to verify that the signature is from a trusted publisher by building a certificate chain to a trusted certification authority. If the trust is verified, the script runs.

Whether a script is from a trusted source depends on the origin of the code-signing certificate that was used to digitally sign the script. There are generally two types of certificates:


Certificates that are issued by a trusted certification authority   The certification authority verifies the identity of requestor before it issues a code-signing certificate. The issuing authority can be an external, public third party that sells certificates or an internal certification authority that is hosted by your organization. If you sign a script by using this kind of certificate, you can share the script with users on other computers that recognize and trust the certification authority that issued the certificate.


Self-signed certificates   For this kind of certificate, your computer is the authority that creates the certificate. The benefit of a self-signed certificate is you can write, sign, and run scripts on your computer. But you can't share your script to run on other computers because they don't recognize your computer as a trusted certification authority. If they don't trust your computer, they can't validate your self-signed signature and the script won't run.

Cmdlets for Managing Code Signing

The Exchange Management Shell includes two cmdlets for managing code signing. The Set-AuthenticodeSignature cmdlet is used to add digital signatures to script files. The Set-AuthenticodeSignature cmdlet takes the name of the file to be signed as its first positional parameter. If the file is not in the current working directory, you must provide the path of the file. The second input parameter for this cmdlet is the certificate that is used for signing. This certificate is stored in the local certificate store. You must provide this parameter in the form of a string that references the certificate. The certificate can be accessed through the Cert: drive. 

The second cmdlet for managing code signing is the Get-AuthenticodeSignature cmdlet. Use the Get-AuthenticodeSignature cmdlet to check and confirm the current code-signing status for the file that is provided as a parameter input. If a problem occurs when you use a code-signed script, the output from the Get-AuthenticodeSignature cmdlet will provide useful troubleshooting information.

If you want to run scripts from outside sources, such as Microsoft, you must adapt the scripts according to the script execution mode of your environment. You can receive scripts as basic .txt files, rename them as .ps1 script files, and then, after you apply any required signing, run these scripts as if you had written the script yourself.

For more information about digital signing and script execution policies, in the Exchange Management Shell, run the following command: Get-Help About_Signing. This command returns help information that includes detailed instructions for digitally signing scripts.

Scripting with the Exchange Management Shell

For most general tasks, running cmdlets one at a time or together through pipelines is sufficient. However, sometimes you may want to automate tasks. The Exchange Management Shell supports a very rich scripting language, based on the Microsoft .NET Framework, which resembles the scripting language in other shells. The Exchange Management Shell lets you create scripts, from the very simple to the very complex. Language constructs for looping, conditional, flow-control, and variable assignment are all supported.

Every organization has tasks that are in some way unique to that organization. With a library of script files to perform these tasks, administrators can save time and run these scripts on any computer that has the Exchange Management Shell installed.

For more information about how to use scripts, see Scripting with Windows PowerShell. Because the Exchange Management Shell is built on Microsoft Windows PowerShell technology, the scripting guidance for Windows PowerShell applies to the Exchange Management Shell.

Running a Script Inside the Exchange Management Shell

Those familiar with the Cmd.exe environment know how to run command shell scripts. These are nothing more that text files that have the .bat file name extension. Like batch files, you can create the Exchange Management Shell script files by using a text editor, such as Notepad. The Exchange Management Shell script files use the .ps1 file name extension.

The Exchange Management Shell uses a root directory for script files when they are called. By default, the root directory is the <root drive>:\Program Files\Microsoft\Exchange Server\bin directory. You can also verify the current PSHome directory on any computer that is running the Exchange Management Shell by running $PSHome from the command line. Both of these directories are in the PATH environment variable.

If a script file is saved to the root directory, you can call it by using the script name. If the script file is located somewhere other than the current location, the path and script name must be used. If the script file is located in the current location, the script name must be prefixed by .\.

The following examples show the command syntax requirements for calling three different scripts. These examples all use the Get-Date cmdlet, from three different locations. 

[PS] C:\>Get-Date-Script-A.ps1

Friday, January 20, 2006 3:13:01 PM

The script file Get-Date-Script-A.ps1 is located in the directory that is specified by $PSHhome and requires only the script name to run.

[PS] C:\>c:\workingfolder\Get-Date-Script-B.ps1

Friday, January 20, 2006 3:13:25 PM

The script file Get-Date-Script-B.ps1 is located in the C:\workingfolder directory so the full path must be supplied to run.

[PS] C:\>.\Get-Date-Script-C.ps1

Friday, January 20, 2006 3:13:40 PM

The script file Get-Date-Script-C.ps1 is located in the current location, C:\. Therefore, it must be prefixed with .\ to run.

[PS] C:\>Get-Date-Script-C.ps1

'Get-Date-Script-C.ps1' is not recognized as a Cmdlet, function, operable program, or script file.

At line:1 char:21

+ Get-Date-Script-C.ps1 <<<<

In the last example, when this same script, Get-Date-Script-C.ps1, is called without the prefix .\, the expected results are shown.

As a best practice, always give script files a descriptive name and include comments in the script to describe its purpose and to identify each point of interest. Some information about the author should also be included in case someone who is running the script has questions about its use. Use the pound symbol (#) to start comment lines inside the script body. 

Running a Script from Cmd.exe

If you want to run a script on a scheduled basis by the Windows Task Scheduler service, you can call the Exchange Management Shell and include the script that you want to run as a parameter. Because the Exchange Management Shell is a snap-in of the Windows PowerShell, you must also load the Exchange Management Shell snap-in when you run the command in order to run any Exchange -related cmdlets. The following syntax is required to load the Exchange Management Shell snap-in and run your script from the Cmd.exe command:

PowerShell.exe -PSConsoleFile "C:\Program Files\Microsoft\Exchange Server\Bin\ExShell.Mcf1" -Command ". '<Path to Your Script>'"

For example, to run the script RetrieveMailboxes.ps1 from C:\My Scripts, use the following command:

PowerShell.exe -PSConsoleFile "C:\Program Files\Microsoft\Exchange Server\Bin\ExShell.Mcf1" -Command ". 'C:\My Scripts\RetrieveMailboxes.ps1'"

For additional options to use when you call the Exchange Management Shell from the Cmd.exe environment, type PowerShell.exe /?
Getting Hints from the Exchange Management Console

In Microsoft Exchange Server 2007, you can use the Exchange Management Console to view detailed information about specific Exchange Management Shell commands that are used to perform certain tasks. When you run a wizard in the Exchange Management Console, the wizard takes the information that you entered and creates an Exchange Management Shell command that is then run by the computer. You can copy and paste this command directly into the Exchange Management Shell or copy it into a text editor where you can modify it. If you examine how the Exchange Management Console creates commands, you can obtain a better understanding of how to construct or modify those commands to suit your future needs.

For example, if you create a new mailbox for a person named Frank Lee, the following information is displayed on the Completion page of the New Mailbox wizard:

Figure 1   New Mailbox wizard completion page
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The information that is displayed on the Completion page gives you an idea of the information that you must have to make sure a similar command that you run in the Exchange Management Shell is completed successfully. On the Completion page, press CTRL+C to copy this information to the Clipboard. Then you can use a text editor to examine the command to determine what must be changed to add more mailboxes. You can also customize the command so that it can be used as part of a script that consumes a comma-separated-values (CSV) file or another input source to automate creating many mailboxes.

Testing Scripts

When you create new scripts, you should always test them in a lab environment before you apply them in your production environment. As you test your scripts in your lab, and as you deploy them in your production environment, you can use the WhatIf parameter that is available on many cmdlets included in the Exchange Management Shell to verify that your script performs as expected. The WhatIf parameter instructs the command to which it is applied to run, but only to display which objects would be affected by running the command and what changes would be made to those objects, without actually changing any of those objects.

For more information about the WhatIf parameter, see WhatIf, Confirm, and Validate Parameters.

Troubleshooting Scripts

Scripts may not work as expected for many reasons. It can be difficult to determine where the problem is and what is going wrong. The Exchange Management Shell can help you locate general syntax errors by reporting the line and character at the point of failure. When the syntax of a script is correct but its behavior is unexpected, it can be much more difficult to diagnose the problem. The Exchange Management Shell includes simple debugging functionality to troubleshoot script files by examining each step that the script makes as it executes. This functionality is called tracing. 

To enable tracing and examine each command step in a script, use the Set-PSDebug cmdlet with the Trace parameter set to a value of 1. To examine each step and each variable assignment as they are made, set the Trace parameter to a value of 2. To turn tracing off, set the value of the Trace parameter to 0 (zero).

To examine each command in a script line by line, use the Set-PSDebug cmdlet with the Step parameter. At each step, you will be prompted to continue the operation. The following choices are available in Step mode:

[Y] Yes (continue to the next step)

[A] Yes to All (continue to the end of the script)

[N] No (stop this step)

[L] No to All (stop all remaining steps)

[S] Suspend (suspend at this point and drop to a prompt)

Suspend lets you exit to a prompt where you can run any command, for example, to check or set values on an object before the script can access it. When you are ready to resume script execution, type Exit and control immediately returns to the point at which the script was suspended.
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