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Abstract

This white paper introduces the Microsoft® Reliability Analysis Service (MRAS), a Web–based service that gives customers the ability to track and improve the availability of their operating system and major applications. With MRAS, customers can identify causes for unplanned downtime and take preemptive actions to decrease downtime in the future. This paper describes how MRAS gathers information about servers to create reliability reports that customers can use to determine whether they are meeting their availability objectives. 
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Introduction

Microsoft( Reliability Analysis Service (MRAS) helps customers consistently measure and improve the availability and reliability of their servers. Customers can identify causes for planned and unplanned downtime and take preemptive actions to decrease downtime in the future. MRAS works by collecting and analyzing data from the event logs of customers’ servers, and then generating reports that can be studied and used to improve server availability and reliability. In addition, MRAS provides Microsoft with the ability to isolate specific problem areas that impact the customer’s availability and reliability and then investigate possible solutions, leading to improvements in products and services.

Systems with high availability have minimal downtime, whether planned or unplanned. Availability is defined as the probability that applications, services, or systems are functioning properly at any given point in time. Reliability is the likelihood of an application, service, or system continuing to function over a given period of time and under specified conditions.

A preliminary release of MRAS is currently being used internally at Microsoft and externally by several customers for measuring and improving the availability and reliability of servers.

MRAS has two main components:

· MRAS Client. This application handles the process of collecting data and uploading the data for analysis. It includes a local management user interface (UI), a Microsoft Windows NT® Service component that manages data collections and transfers, and a database. For more information about MRAS Client, see “The MRAS data collection and uploading process” later in this document.
· MRAS Web application. This application analyzes the data sent by MRAS Client and generates reports that customers can view. Included in this application is the Microsoft Reliability website, where you can manage the users who have access to the site, create new reports, view saved reports, and manage server groups. For more information, see “The MRAS data analysis and reporting process” later in this document.

Why Availability and Reliability Are Important to Customers

MRAS is used by customers to establish and achieve their availability and reliability goals. These goals may range from achieving ”five nines”—99.999 percent availability of your computer applications, which amounts to a mere five minutes of downtime per year—to achieving lower levels of availability as required to meet business needs for specific groups of servers. Companies depend on computer applications for both critical and non-critical business processes. Because of the real human and financial costs of computer application downtime, committing time and resources to establishing and achieving reliability goals is a necessary investment.

Customers who use MRAS can expect to gain the information needed to increase the availability and reliability of their computer applications and thereby achieve their availability and reliability goals. The reports generated using MRAS provide a means for analyzing the amount of time applications spend in different system states. They also help isolate problem areas and ultimately help in developing plans to eliminate downtime. Details on how MRAS works to help customers improve availability and reliability are outlined in this white paper.

The Benefits of MRAS

The information presented in reports generated using MRAS allows customers to:

· Determine whether they are meeting their availability and reliability objectives.

· Track trends. Customers can filter reports to view information collected over a specific length of time, such as over a period of weeks, months, or years.

· View subsets of their servers. Customers can filter reports to view information on a specific group of servers, for example, servers running a particular operating system such as Microsoft Windows® 2000.

· Identify the computers performing the best and the ones performing the worst for a particular area. For example, you can identify which servers have the most or least number of restarts, or identify which servers suffer the most or least number of system failures.

Identify problem areas, such as a particular application or operating system version that stops responding.

View and analyze information gathered using Shutdown Event Tracker, for customers who use a product in the Windows Server™ 2003 family. Shutdown Event Tracker is designed to track planned and unplanned server shutdowns, and it includes annotated reasons for the shutdowns.

Gather information on operating systems and major Microsoft applications, such as Microsoft SQL Server™. Additional Microsoft applications that will be supported when MRAS is released include Microsoft Exchange, Internet Information Services (IIS), and Active Directory® directory service.

What Types of Reports Does MRAS Provide?

MRAS provides reports that customers can view and customize to suit the needs of their organization. Each type of report includes tables or graphs with information about the availability and reliability of servers. Customers can input parameters, such as specific periods of time, to filter the data presented in the reports.

MRAS produces application reports that provide availability and reliability information for Microsoft applications including SQL Server, Exchange, IIS, and Active Directory. For applications not currently supported, MRAS provides basic availability and reliability statistics at the operating system level. In such cases, MRAS measures whether the operating system is running but does not measure whether applications are running.

The following table is a sample report presenting a summary of the overall availability and reliability of a system. The report shows a high-level summary of data, such as the number of shutdowns and operating system failures (crashes), the frequency of application and operating system failures, and the frequency of restarts (reboots). Customers can further analyze the data in the report by clicking Filtered details to view specific information. Server run time is shown below as 622.25 years. This number was determined by calculating the sum of the amount of time (in years) each server has run. In an example of how this is calculated, if you have 3 servers, one is run for 0.5 years, another for 1 year, and finally the third for 2 years, for a total of 3.5 server-years of run time. Definitions for some of these metrics are provided in the Appendix.

Table 1. Availability, Reliability, and Selected Failure Data Summary

	Data Set:
	All Versions




Filtered details >>

	No. of Servers:
	1179

	Runtime:
	622.25 years

	Shutdowns:
	11243

	MTTShutdown:
	20.20 days




Filtered details >>

	Shutdown Frequency:
	18.07 shutdowns/server/year

	Mean Downtime:
	5.64 minutes




Filtered details >>

	No. of OS Crashes:
	142





Filtered details >>

	No. of Application Crashes:
	281

	OS Crash Frequency:
	.23 crashes/server/year



Filtered details >>

	Application Exception Frequency:
	.45 exceptions/server/year



Filtered details >>

	Availability:
	99.981%





Filtered details >>


The following table is a sample report that lists the top-ranked servers for mean time to reboot (MTTReboot). MTTReboot calculates the uptime between system restarts. To view this report, you click Filtered details in the MTTReboot row of the Availability, Reliability, and Selected Failure Data Summary report. The top-ranked server, Server 01, has an MTTReboot of 40.20 days.

Table 2. Top Single Server MTTReboot

	Server Name
	Application Name
	Version
	Service Pack
	MTTReboot (Days)
	Reboot Frequency* 
	Server Runtime (Years)

	Server 01
	OS
	5.0
	No Service Pack
	40.20
	9.08
	2.11

	Server 02
	OS
	5.0
	No Service Pack
	38.97
	9.37
	1.96

	Server 03
	OS
	5.0
	Service Pack 1
	38.00
	9.61
	1.78

	Server 04
	OS
	5.0
	No Service Pack
	34.27
	10.65
	1.72


*Measured as reboots per server per year.

Deploying MRAS

Only MRAS Client needs to be installed in customers’ production environments. MRAS Client can be installed on many computers, collecting data from different locations within a customer site. This widespread collection of data enables customers to gain a full, unified report of their servers. After customer data is collected, it is uploaded to Microsoft, where it is analyzed and compiled into reports that customers can view at the Microsoft Reliability website (https://mrs.microsoft.com). This option also gives customers the benefit of securely viewing their reports from any location with Internet access.

The following illustration shows the MRAS data collection and reporting architecture:
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Figure 1. MRAS data collection and reporting process

The MRAS Data Analysis and Reporting Process

Microsoft hosts the servers used for data storage and analysis. Customer data is then analyzed by servers at Microsoft and compiled into reports that customers can view at the Microsoft Reliability website (https://mrs.microsoft.com).

Tracking Server Availability and Reliability

Computer applications are, at any given time, in one of a finite number of states—for example, in “up” or “down” states. When systems transition from one state to another, they produce events that signal the change. These events are recorded in the server event logs where they can be tracked and analyzed. Historical tracking of events over a period of time leads to an analysis of the amount of time a system spends in a given state. Statistics of long-term availability and reliability are measured by calculating the amount of time the system spends in each state and the number of times the system enters those states. If you can track the events triggering the transitions between states, you can generate a model of the reliability of the system.

MRAS is designed to analyze the data in server event logs, helping to track those events that cause systems to transition between states. Examples of events that cause systems to move between states include application and operating system failures and planned and unplanned user shutdowns. Using MRAS, customers can filter data to fit their particular needs, such as viewing reports on systems that experienced unplanned shutdowns. Customers can also filter data to investigate specific issues. Finding the sources of system failures is an important part of improving availability and reliability.

How MRAS Works in a Production Environment

MRAS is designed to minimize the impact on a customer’s production environment. The collection of information is fast, nonintrusive, and noninvasive. Collecting the data does not affect daily operations and it does not overload systems. The time required to collect data from each server depends on the number of events in the event log and the bandwidth of the network connection. Customers are required to install MRAS Client on a computer in their production environment, but they do not need to install an agent on each individual server from which they collect data.

MRAS Client, which includes a local management user interface, a Windows NT Service component that manages data collections and transfers, and a database, is the only component of the product that a customer needs to install. MRAS Client is installed on a single computer that is used to collect data, although the computer does not need to be completely dedicated to this task. Once installed, MRAS Client gathers information from the event logs of servers that are selected by the customer, and then uploads the data to Microsoft to be analyzed and compiled into reports.

The MRAS Data Collection and Uploading Process

Customers manage the process of collecting data and uploading the data for analysis. Customers are required to install MRAS Client (downloaded from the Microsoft Reliability website) in their production environment to perform this process. 

Customers use MRAS Client to manage the list of servers from which they want to collect event data, to set schedules for data collections and uploads, and to view status information. Event log data can be collected from computers running Windows NT Server 4.0 with Service Pack 6 (SP6) or Windows XP, or from products in the Windows 2000 Server family or the Windows Server 2003 family. Customers can also use MRAS Client to set up schedules to specify when data is collected and when data is uploaded to Microsoft for analysis.

Security and Confidentiality with MRAS Analyses

The information in the reports provided on the Microsoft Reliability website is accessible only to authorized users in acustomer’s organization. Access to the Microsoft Reliability website is provided through Microsoft® .NET Passport authentication. A centralized service provided by Microsoft, .NET Passport authentication offers single logon and core profile services for member websites. Users should sign out when completing their session at the Microsoft Reliability website to protect the information on the site. The user who generates the reports is the only person who can view them, unless the user chooses to share the reports, enabling others in the organization to view them.

When customer data is uploaded to Microsoft, data export and transmission procedures that use Secure Sockets Layer (SSL) are used to send data to the Microsoft Reliability website. SSL is a proposed open standard for communication security on the World Wide Web.

Microsoft uses customer information solely for the purpose of improving its products. Microsoft does not use the information to profile its customers.

The Microsoft Corporation License Agreement for Pre-Release Software provides information about the security of the data collected. Customers must accept the agreement prior to using MRAS.
Appendix

Table 3 lists definitions for the availability and reliability metrics that are used in MRAS reports.

Table 3. Definition of Availability and Reliability Terms

	Metric
	Definition

	Shutdowns
	The number of times the system or application was in a stopped state.

	Mean Time to Shutdown (MTTShutdown)
	The average amount of time until a system or application is shut down.

	Mean Time to Restore (MTTRestore)
	The average amount of time a system or application spends in a stopped state.

	Shutdown Frequency
	The number of system (or application) shutdowns divided by the total run time for a system (or application).

	Availability
	For a specified period of time, the percentage of time a system or application is in a running state.


Related Links

See the following resources for further information:

Microsoft Reliability Analysis Service website at http://www.microsoft.com/windowsserver2003/mrs

Maximizing Availability on the Windows Server 2003 Platform at http://www.microsoft.com/windowsserver2003/techinfo/overview/reliability.mspx
For additional information about Microsoft Reliability Analysis Service, send an e-mail message to wrelsvc@microsoft.com.
For the latest information about Windows Server 2003, see the Windows Server 2003 website at http://www.microsoft.com/windowsserver2003.[image: image4.jpg]Windows Server System-
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