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Executive Summary

Fast and effective decision making is the ultimate goal of any data warehouse solution. Achieving this goal requires that information be extracted from its 
many sources and transformed into formats that represent business entities. 
The warehouse stores the transformed data so it is in one database, ready to 
answer business questions and support decision making.

The data warehouse is just one of many software components that must 
be assembled to enable decision support. Hurwitz Group has identified five environments required for an end-to-end data warehouse solution. This white 
paper presents the five environments and maps their requirements to product 
and technology offerings from Microsoft Corporation.

The Microsoft Data Warehousing Framework includes functions for data extraction and transformation, data storage in either relational or multidimensional databases, database access via published application programming interfaces (APIs), warehouse design, and system management. It also has an open architecture and mechanisms for shared metadata. The Microsoft Data Warehousing Framework 
is an end-to-end data warehouse solution that accommodates most of the functions users need for fast and accurate decision making, and it is open so that additional functionality can easily be integrated.

Goals and Requirements of a Data Warehouse Solution

The goal of any data warehouse solution is to give managers the information 
they need to make fast, well-informed, and effective decisions. For instance, 
a sales manager may need to compare first quarter bookings to those of the second quarter, but only in certain sales regions. The information the sales manager needs 
is probably available in the company’s operational systems, but it is mostly likely strewn across several databases and exists as fragmented pieces of data that need 
to be consolidated before they can make sense to the user. Assembling data from 
the many operational systems in which it resides can be a daunting, if not impossible, task. To facilitate this task, a data warehouse extracts data from operational systems and translates it into forms that resemble business entities, 
like products, sales regions, and customers. By representing the business through transformed data, the data warehouse presents a user-friendly view that business managers and others can apply directly to their decision making.

A data warehouse is only one piece of the total solution. Also required are tools 
for designing the content of the warehouse, extracting and transforming operational data, storing data in a warehouse, managing the warehouse database, and analyzing warehouse data. To achieve the goal of fast and effective decision making, all these tools and more must be integrated into a single solution.

Holistic Approach to Decision Support

To provide a holistic view of the required components and their relationships, Hurwitz Group has developed a taxonomy for data warehousing that identifies 
the categories of software needed for an end-to-end data warehouse solution. 
A complete warehouse solution consists of five environments, and each environment contains specific types of software:

· Source environment. The source environment includes operational databases and other data sources. Extraction and transformation tools move data from source systems to the data warehouse in the storage environment.

Storage environment. The data warehouse resides in the storage environment. The warehouse is actually a database, but its data is specially formatted 
for analysis. In some configurations, the storage environment contains a 
large, central warehouse that feeds data to a series of smaller data marts, 
each focused on a single topic such as sales/marketing data or financial data.

· Desktop environment. This is the realm of the end user. It includes desktop tools and analytic applications that enable the user to browse and analyze warehouse data.

· Design environment. Spanning the source, storage, and desktop environments, the design environment includes one or more tools for defining transformations of extracted data, modeling the warehouse’s data structures, and creating a metadata interface through which desktop tools and applications can access warehouse data.

· Management environment. Like the design environment, the management environment also spans other environments. It provides tools for scheduling extraction and transformation processes, optimizing the warehouse database, and maintaining user access privileges.

Integrating the five component environments into an end-to-end data warehouse solution requires:

· Shared metadata. A true end-to-end solution will include a mechanism 
for sharing metadata across all data warehouse environments. Shared 
metadata simplifies and integrates data warehouse design, data extraction 
and transformation, data warehouse management, and end-user access to warehouse data.

· Open architecture. An end-to-end solution typically includes products from multiple vendors. Pulling these together requires a platform with an open architecture that third-party vendors can easily extend and integrate with, 
so organizations can choose best-of-breed products and still be assured of successful integration.

Broadening the Reach of Decision Support

Data warehouse solutions, analytic applications, and tools for online analytic processing (OLAP) have traditionally targeted Fortune 1000 companies at the 
high end of the decision-support market. In this market segment, many products have six-digit price tags, assume power-user business analysts, present an extensive array of complex functionality, and require a considerable IT infrastructure for designing, building, and managing a data warehouse. These factors and others have prevented most smaller organizations from implementing data warehouse solutions.

However, there is now an emerging middle market that feels a pent-up demand 
for decision support. Mid-market users are typically line-of-business managers 
who require competitive pricing, high ease of use, minimal administration, and 
an open migration path from entry-level to best-of-breed analytic applications 
and tools. Hurwitz Group recognizes that the new middle market has an enormous growth potential that can broaden and expand the overall decision support marketplace. This market presents positive opportunities for vendors that can deliver products that meet its requirements.

Microsoft Data Warehousing Framework

Microsoft Corporation has brought to market the Microsoft Data Warehousing Framework, an integrated framework that includes most of the functions needed 
to implement and manage a distributed data warehouse solution. These functions include data extraction and transformation, data storage in either relational or multidimensional databases, database access via published application programming interfaces (APIs), and system management tools. The products 
for these functions include numerous wizards that simplify common functions 
like index maintenance, aggregate table development, and data partitioning.

Figure 1 correlates the products and technologies of the Microsoft Data Warehousing Framework with the five warehouse environments identified 
by Hurwitz Group earlier in this white paper. The illustration shows that the Microsoft Data Warehousing Framework satisfies the requirements of the five warehouse environments.
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Figure 1. Microsoft Data Warehousing Framework

Getting Data from the Source Environment

Data Transformation Services (DTS) provides a basic set of functions that extract data from a variety of heterogeneous sources (including desktop applications) via OLE DB or the Microsoft OLE DB wrapper for ODBC sources. It also supplies functions for data transformation and loading data into a data warehouse or data mart. DTS can tap into the Microsoft Repository for shared metadata about sources, destinations, transformations, and data lineage. Wizards facilitate the use of DTS for simple tasks, but design tools and programmatic interfaces are provided for more sophisticated uses.

SQL Server 7.0 as the Storage Environment

In the Microsoft Data Warehouse Framework, SQL Server 7.0 is the relational database management system (RDBMS) where the data warehouse and marts 
are stored. Release 7.0 of SQL Server has enhancements that make it conducive to warehousing, such as sophisticated optimization of complex queries, improvements in parallelism, heterogeneous join capability, utilities for performance tuning, and support for large page sizes to improve the efficiency of large table scans. These and other enhancements give SQL Server the potential to support warehouse databases in excess of a terabyte.

Most significant for data warehousing, however, is Microsoft SQL Server OLAP Services, which is provided as a component of SQL Server 7.0. SQL Server OLAP Services — originally code-named “Plato” — is an OLAP engine that can be deployed in three configurations:

· Multidimensional OLAP (MOLAP) database. Plato can create multidimensional cubes by retrieving data from SQL Server 7.0 (or any RDBMS that supports 
OLE DB or ODBC interfaces) and placing those detailed data and the desired aggregations in a specialized OLAP store.

· Relational OLAP (ROLAP) engine. Plato provides analytical services 
that, from an application’s perspective, appear to be a multidimensional 
cube. In reality, the data and aggregations are stored in relational tables 
in a SQL Server database.

· Hybrid OLAP (HOLAP). Aggregated summary data is stored in the multidimensional database, while the detailed transaction-level data 
remains in the relational database.

The support of MOLAP, ROLAP, and HOLAP multidimensional structures 
in a single database is unique in the industry and enables IT organizations to 
choose the architecture that is most appropriate for their end users. Furthermore, 
the underlying cube storage model is transparent to both the end user and the developer, allowing the database administrator to change the storage method 
at any time without impacting OLAP access.

Microsoft’s Desktop Environment

In the desktop environment, users of Excel 2000 can view graphical and tabular representations of OLAP data via OLE DB for OLAP. This includes access to 
the PivotTable Service component of Microsoft SQL Server OLAP Services. 
For many users, Excel is a well-known friend that satisfies all their analytic needs. Likewise, users familiar with Access 2000 can use it as a front end to SQL Server 7.0 databases, if they like, instead of Jet, which was the database engine historically provided as part of Access. Furthermore, Microsoft Office 2000 includes Office 
Web Components, which are ActiveX controls that bring many of the capabilities 
of Access databases, Excel spreadsheets, PivotTables, and charts to HTML documents opened in Microsoft Internet Explorer.

Microsoft English Query (EQ), which is a component of SQL Server 7.0, is a 
tool for building applications in which English is the query language. Using EQ’s development environment, an application designer maps English-language terms 
to database objects and relationships. Then the designer creates an application focused on English-language queries. For instance, a user can type questions like, “How many blue sedans did we sell in the New England dealerships in 1997?” or commands like, “Show me the books about hiking in the 1999 catalog.” EQ parses an English sentence, recognizes terms representing database objects and relationships, and generates SQL statements, which are submitted to SQL Server 7.0. EQ then passes the recordset back to the calling application for formatting. EQ can request clarification and handle errors as appropriate, and it can also conduct brief dialogs with the user to resolve issues. EQ integrates with Internet Information Services (IIS) to provide browser-based query applications.

In the Microsoft data warehouse framework, EQ and other tools access databases using OLE DB (or OLE DB for OLAP, its extension for multidimensional data). Systems that support OLE DB and OLE DB for OLAP can act as data providers, 
data consumers, or both. SQL Server 7.0 can consume data from back-end source systems, then provide that data to desktop consumers by acting as an OLE DB provider. Hence, any desktop query tool that supports OLE DB for OLAP can analyze multidimensional data provided by SQL Server OLAP Services.

Design Environment for a SQL Server 7.0 Data Warehouse

One of the uses of Data Transformation Services (DTS) is to design the extraction 
of data from heterogeneous sources and the transformations that are required to make the data conducive to analysis. Typical transformations include data content changes (like changing gender from “1” to “M”), date and time format conversions, and data type conversions (such as from character to integer). Transformations can be defined either through wizards (one source to one target), a visual design tool, 
or programmatically. DTS packages created through any of these methods can use ActiveX scripts to enhance the sophistication of the transformations between sources and targets. Designing the target warehouse database can be done with wizards in SQL Server 7.0 and OLAP Services, as well as with third-party visual design tools.

Utilities for the Management Environment

Managing a data warehouse in SQL Server 7.0 can be done through the facilities 
of the Microsoft Management Console (MMC). MMC provides an extensible 
display platform into which multiple management tools and sources can be integrated, including SQL Server, OLAP Services, Exchange, Internet Information Server, Microsoft Transaction Server, and custom utilities. MMC enables a database administrator to manage the SQL Server configuration and perform standard functions, such as backup/recovery, database tuning, and bulk data loading from any MMC-enabled console.

The Importance of Shared Metadata

Ideally with an end-to-end data warehouse solution, all the tools and systems
 involved should be able to access, create, and alter a common storehouse 
of metadata. Shared metadata greatly simplifies warehouse design, extraction/transformation, management, and desktop tool data access. 
However, many warehouse solutions depend on proprietary repositories 
that prevent metadata sharing.

Microsoft Repository is a repository engine, layered on the SQL Server 7.0 
database. It stores metadata from a wide variety of sources, including transactional and decision support data structures. Microsoft Repository consists of an extensible open information model (OIM) and a set of published interfaces to it. The OIM 
is supported by many third-party vendors (including PLATINUM technology 
for non-Windows platforms) and is now supported by the Meta Data Coalition, 
after its initial development and sponsorship by Microsoft. Hence, the Microsoft Data Warehousing Framework supports shared metadata via an open repository that has the potential to become the de facto standard for application and 
metadata repositories.

Hurwitz Group Analysis

SQL Server 7.0 delivers a completely integrated end-to-end data warehouse solution, including a relational database, multidimensional engine, query services, many wizards, data extraction and transformation services, and an embedded repository for shared metadata. What it lacks (sophisticated query, reporting, and OLAP client functionality and data mining tools) can easily be acquired from other vendors and integrated into this open system. SQL Server OLAP Services is a unique OLAP engine that can be configured as MOLAP, ROLAP, or HOLAP. This makes SQL Server 7.0 appealing to companies that want a single vendor solution for all their decision support needs, as well as transactional needs.

SQL Server 7.0 implements OLE DB for OLAP (for multidimensional database access), as well as OLE DB , which is intended to supercede ODBC. Along with 
the Microsoft Repository, these are upcoming de facto standards that dozens of third-party vendors are already supporting. This ensures a rich list of products 
that can integrate with the Microsoft Data Warehousing Framework, from 
which organizations can select best-of-breed tools, without undue concern 
about integration.

SQL Server 7.0 is designed with ease of use in mind, leveraging Microsoft’s 
strength in developing user interfaces with universal appeal, as well as Microsoft’s traditional focus on facilitating management. Organizations with limited IT resources are well served by the variety of wizards, which make it easier to design, implement, and maintain applications based on SQL Server 7.0.

The Microsoft Data Warehousing Framework constitutes an open platform for 
data warehouse solutions, a platform that satisfies many requirements of the emerging middle market. Organizations that have not previously implemented 
data warehouse solutions because of their difficulty, high prices, and integration risks, should now consider Microsoft’s ease of use, relatively low cost, and open architecture for easy integration. Hurwitz Group believes that these properties of 
the Microsoft Data Warehousing Framework make it an attractive solution for 
mid-level companies or for business units within larger organizations.
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